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Traffic Signal Phase and Timing Prediction: A Machine Learning and Controller Logic 

Hybrid Approach 

Seifeldeen Eteifa 

(ABSTRACT) 

Green light optimal speed advisory (GLOSA) systems require reliable estimates of signal 

switching times to improve vehicle energy/fuel efficiency. Deployment of successful 

infrastructure to vehicle communication requires Signal Phase and Timing (SPaT) 

messages to be populated with most likely estimates of switching times and confidence 

levels in these estimates. Obtaining these estimates is difficult for actuated signals where 

the length of each green indication changes to accommodate varying traffic conditions and 

pedestrian requests. This dissertation explores the different ways in which predictions can 

be made for the most likely switching times. Data are gathered from six intersections along 

the Gallows Road corridor in Northern Virginia. The application of long-short term 

memory neural networks for obtaining predictions is explored for one of the intersections. 

Different loss functions are tried for the purpose of prediction and a new loss function is 

devised. Mean absolute percentage error is found to be the best loss function in the short-

term predictions. Mean squared error is the best for long-term predictions and the proposed 

loss function balances both well. The amount of historical data needed to make a single 

accurate prediction is assessed. The assessment concludes that the short-term prediction is 

accurate with only a 3 to 10 second time window in the past as long as the training dataset 

is large enough. Long term prediction, however, is better with a larger past time window. 

The robustness of LSTM models to different demand levels is then assessed utilizing the 

unique scenario created by the COVID-19 pandemic stay-at-home order. The study shows 

that the models are robust to the changing demands and while regularization does not really 

affect their robustness, L1 and L2 regularization can improve the overall prediction 

performance. An ensemble approach is used considering the use of transformers for SPaT 

prediction for the first time across the six intersections. Transformers are shown to 

outperform other models including LSTM. The ensemble provides a valuable metric to 

show the certainty level in each of the predictions through the level of consensus of the 

models. Finally, a hybrid approach integrating deep learning and controller logic is 

proposed by predicting actuations separately and using a digital twin to replicate SPaT 

information. The approach is proven to be the best approach with 58% less mean absolute 

error than other approaches. Overall, this dissertation provides a holistic methodology for 

predicting SPaT and the certainty level associated with it tailored to the existing technology 

and communication needs.  

  



 

 

 

Traffic Signal Phase and Timing Prediction: A Machine Learning and Controller Logic 

Hybrid Approach 

Seifeldeen Eteifa 

(GENERAL AUDIENCE ABSTRACT) 

Automated and connected vehicles waste a lot of fuel and energy to stop and go at traffic 

signals. The ideal case is for them to be able to know when the traffic signal turns green 

ahead of time and plan to reach the intersection by the time it is green, so they do not have 

to stop. Not having to stop can save up to 40 percent of the gas used at the intersection. 

This is a difficult task because the green time is not fixed. It has a minimum and maximum 

setting, and it keeps extending the green every time a new vehicle arrives. While this is 

good for adapting to traffic, it makes it difficult to know exactly when the traffic signal 

turns green to reach the intersection at that time. In this dissertation, different models to 

know ahead of time when the traffic signal will change are used. A model is chosen known 

as long-short term memory neural network (LSTM), which is a way to recognize how the 

traffic signal is expected to behave in the future from its past behavior. The point is to 

reduce the errors in the predictions. The first thing is to look at the loss function, which is 

how the model deals with error. It is found that the best thing is to take the average of the 

absolute value of the error as a percentage of the prediction if the prediction is that traffic 

signal will change soon. If it is a longer time until the traffic signal changes, the best way 

is to take the average of the square of the error. Finally, another function is introduced to 

balance between both. The second thing explored is how far back in time data was needed 

to be given to the model to predict accurately. For predictions of less than 20 seconds in 

the future, only 3 to 10 seconds in the past are needed. For predictions further in the future, 

looking further back can be useful. The third thing explored was how these models would 

do after rare events like COVID-19 pandemic. It was found that even though much fewer 

cars were passing through the intersections, the models still had low errors. Techniques 

were used to reduce the model reliance on specific data known as regularization techniques. 

This did not help the models to do better after COVID, but two techniques known as L1 

and L2 regularization improved overall performance. The study was then expanded to 

include 6 intersections and used three additional models in addition to LSTM. One of these 

models, known as transformers, has never been used before for this problem and was 

shown to make better predictions than other models. The consensus between the models, 

which is how many of the models agree on the prediction, was used as a measure for 

certainty in the prediction. It was proven to be a good indicator. An approach is then 

introduced that combines the knowledge of the traffic signal controller logic with the 

powerful predictions of machine learning models. This is done by making a computer 

program that replicates the logic of the traffic signal controller known as a digital twin. 

Machine learning models are then used to predict vehicle arrivals. The program is then run 

using the predicted arrivals to provide a replication of the signal timing. This approach is 

found to be the best approach with 58 percent less error than the other approaches. Overall, 



 

 

this dissertation provides an end-to-end solution that uses real data generated from 

intersections to predict the time to green and estimate the certainty in prediction that can 

help automated and connected vehicles be more fuel efficient.



v 

 

Dedication 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Dedicated to my beloved family  



vi 

 

Acknowledgements 

I would like to express my deepest gratitude to all those who have supported and guided 

me throughout this challenging yet rewarding journey of pursuing a PhD. This achievement 

would not have been possible without the unwavering support of numerous individuals and 

institutions. 

First and foremost, I extend my sincere appreciation to my primary advisor, Dr. Hesham 

Rakha, whose guidance, expertise, and encouragement were instrumental in shaping the 

direction of my research. You have been my greatest source of inspiration and support in 

the best and worst days alike. 

I am also immensely grateful to the members of my doctoral committee, Dr. Hoda 

Eldardiry, Dr. Kitty Hancock, and Dr. Susan Hotle for their invaluable feedback and great 

discussions. Your insights have significantly enriched the quality of this work. 

I extend my heartfelt thanks to the Civil and Environmental Engineering department at 

Virginia Tech and Virginia Tech Transportation Institute, where I had the privilege of 

conducting my research. The collaborative and intellectually stimulating environment 

provided an ideal setting for academic exploration and growth. 

I would also like to thank the Advanced Research Computing team at Virginia Tech. 

Without your support and hands on help with providing computational resources and 

making them accessible to everyone, this research would not have been possible. 

A special acknowledgment goes to my family, who have stood by me throughout this 

endeavor. Your unwavering belief in my abilities and your patience during times of stress 

have been my pillars of strength. My mom, Heba Gomaa, you have been the one who 

understands me most and pushes me to be my best. My dad, Omar Eteifa, you have always 

supported me with everything in your capacity. My sisters, Yara and Nour Eteifa, you have 

always been keeping me company with unconditional love and many laughs. My wife, 

Mariam Hamza, your love, understanding, and sacrifices have been key to my 

perseverance. 

Finally, I would like to acknowledge my friends, both who I made during this journey and 

before. My friends Awad Abdelhalim, Abdelaziz Alsharawy, Youssef Alsharawy , 

Mohanad Ismail, David Villacis, Mayra Artiles, Alexis Villacis, Georgia Liu, Ruici Lin 

and Zichao Yang, you all made life in Blacksburg great for me. Mostafa Elbeheiry, Hossam 

Ahmed, Sherif Gamgoum, Mohamed Adly and Ahmed Khaled, thank you for providing 

help and brainstorming with me. Finally, my labmates, Amr Shafik, Ahmed Aredah and 

Dr. Mohamed Magdi, you make me grateful for everyday I spent at VTTI. 

In conclusion, this dissertation is a result of the collaborative effort of many individuals 

and institutions. I am profoundly grateful for the opportunities and support I have received, 

and I look forward to contributing to the academic community in the future. 



vii 

 

Contents 

CHAPTER 1. INTRODUCTION ................................................................................................................ 1 

1.1. BACKGROUND ..................................................................................................................................... 1 
1.2. LITERATURE REVIEW ........................................................................................................................... 2 

1.2.1. Green Light Optimal Speed Advisory and Eco-driving ............................................................... 2 
1.2.2. Dilemma Zone ............................................................................................................................. 3 
1.2.3. Actuated Traffic Signals .............................................................................................................. 4 
1.2.4. Uses of Machine Learning in Traffic Signal Systems Research .................................................. 5 
1.2.5. Predicting SPaT information ...................................................................................................... 7 
1.2.6. LSTM Neural Networks ............................................................................................................... 8 
1.2.7. Transformers ............................................................................................................................... 8 

1.3. PROBLEM STATEMENT ......................................................................................................................... 9 
1.4. OBJECTIVES AND SCOPE ...................................................................................................................... 9 

CHAPTER 2. PREDICTING COORDINATED ACTUATED TRAFFIC SIGNAL CHANGE TIMES 

USING LSTM NEURAL NETWORKS ..................................................................................................... 5 

2.1. INTRODUCTION .................................................................................................................................... 5 
2.1.1. Problem Statement ...................................................................................................................... 5 
2.1.2. Proposed Approach..................................................................................................................... 6 
2.1.3. Objectives and Contribution ....................................................................................................... 7 

2.2. METHODOLOGY ............................................................................................................................. 7 
2.2.1. Data Description ......................................................................................................................... 8 
2.2.2. Intersection Geometry and Signal Phasing ................................................................................. 8 
2.2.3. Data Preparation .......................................................................................................................10 
2.2.4. Machine Learning ......................................................................................................................13 

2.3. RESULTS AND ANALYSIS ....................................................................................................................15 
2.3.1. Data Split ...................................................................................................................................15 
2.3.2. Exploratory Model Architecture Experiments ...........................................................................15 
2.3.3. Performance of Different Loss Functions ..................................................................................17 

2.4. CONCLUSIONS.....................................................................................................................................23 

CHAPTER 3. EVALUATING THE IMPACT OF THE LOOK BACK PERIOD ON LSTM 

PREDICTIONS OF ACTUATED TRAFFIC SIGNAL SWITCH TIMES ............................................24 

3.1. INTRODUCTION ...................................................................................................................................24 
3.1.1. Predicting Signal Switching Times For Actuated Controllers ...................................................24 
3.1.2. Uses Of Machine Learning In Traffic Signals ...........................................................................25 
3.1.3. Problem Statement .....................................................................................................................25 
3.1.4. Proposed Approach....................................................................................................................26 
3.1.5. Study Contribution .....................................................................................................................26 

3.2. METHODOLOGY ..................................................................................................................................27 
3.2.1. Data Description ........................................................................................................................27 
3.2.2. Data Split and Preparation ........................................................................................................27 



viii 

 

3.2.3. Model Formulation ....................................................................................................................29 
3.3. RESULTS AND ANALYSIS ....................................................................................................................30 

3.3.1. Short-Term Prediction ...............................................................................................................30 
3.3.2. Long-Term Prediction ................................................................................................................31 
3.3.3. Discussion ..................................................................................................................................32 

3.4. CONCLUSION ......................................................................................................................................33 

CHAPTER 4. ASSESSING THE ROBUSTNESS OF LSTM NEURAL NETWORKS FOR 

PREDICTION OF ACTUATED TRAFFIC SIGNAL CHANGE TIMES .............................................34 

4.1. INTRODUCTION .............................................................................................................................34 
4.1.1. Predicting Traffic Signal Switching Times.................................................................................35 
4.1.2. Machine Learning in the Context of Traffic Prediction .............................................................35 
4.1.3. Problem Statement .....................................................................................................................35 
4.1.4. Proposed Approach....................................................................................................................36 
4.1.5. Study Contribution .....................................................................................................................36 

4.2. METHODOLOGY ..................................................................................................................................36 
4.2.1. Data Preparation and Splitting ..................................................................................................36 
4.2.2. LSTM Model Variant Development............................................................................................39 
4.2.3. Model Variant Comparison .......................................................................................................41 

4.3. RESULTS AND ANALYSIS ....................................................................................................................41 
4.3.1. Results ........................................................................................................................................41 
4.3.2. Analysis ......................................................................................................................................45 

4.4. CONCLUSIONS AND RECOMMENDATIONS FOR FUTURE WORK............................................................47 

CHAPTER 5. SPAT TRANSFORMER ENSEMBLE: A DEEP LEARNING APPROACH TO 

ENHANCE CERTAINTY FOR GLOSA ..................................................................................................49 

5.1. INTRODUCTION ...................................................................................................................................49 
5.1.1. Problem Statement .....................................................................................................................50 
5.1.2. Research Significance and Contribution....................................................................................51 

5.2. METHODOLOGY ..................................................................................................................................51 
5.2.1. Data Description ........................................................................................................................51 
5.2.2. Model Development ...................................................................................................................54 
5.2.3. Ensemble Approach ...................................................................................................................61 

5.3. RESULTS AND ANALYSIS ....................................................................................................................62 
5.3.1. Task 1: Distinguishing Change Times Less than 20 Seconds in the Future: .............................66 
5.3.2. Task 2 Predicting the exact changing time less than 20 seconds in the future ..........................69 
5.3.3. Task 3 Assigning a level of certainty to the prediction ..............................................................72 
5.3.4. Conclusion and Recommendations ............................................................................................77 

CHAPTER 6. SPAT DIGITAL TWIN: A HYBRID AI CONTROLLER LOGIC APPROACH ........78 

6.1. INTRODUCTION ...................................................................................................................................78 
6.1.1. SPaT Prediction Research .........................................................................................................78 
6.1.2. Eco-driving Application .............................................................................................................79 



ix 

 

6.1.3. Problem Statement .....................................................................................................................79 
6.1.4. Research Significance and Contributions ..................................................................................79 

6.2. METHODOLOGY ..................................................................................................................................80 
6.2.1. Controller Digital Twin Logic and Validation ...........................................................................80 
6.2.2. Constructing True SPaT Values .................................................................................................84 
6.2.3. Developing the Machine Learning Model for Predicting Actuations ........................................85 
6.2.4. Use Predicted Actuations to Estimate SPaT Information ..........................................................85 

6.3. RESULTS AND ANALYSIS ....................................................................................................................86 
6.3.1. Actuation Prediction Performance ............................................................................................86 
6.3.2. SPaT Prediction Performance ...................................................................................................87 

6.4. CONCLUSION AND RECOMMENDATIONS .............................................................................................88 
6.4.1. Conclusion .................................................................................................................................88 
6.4.2. Recommendations ......................................................................................................................89 

CHAPTER 7. SUMMARY, CONCLUSIONS AND FUTURE RESEARCH ........................................90 

7.1. SUMMARY AND CONCLUSIONS ...........................................................................................................90 
7.2. RECOMMENDATIONS FOR FUTURE RESEARCH ....................................................................................93 

BIBLIOGRAPHY .......................................................................................................................................95 

 

  



x 

 

List of Figures 

Figure 1.1: Contribution of different industries to Greenhouse Gas Emissions (Source: U.S. 

Environmental Protection Agency website) ....................................................................... 1 

Figure 1.2: Actuated traffic signal control and passage time.............................................. 5 

Figure 3.1: Intersection lane configuration and detector layout ......................................... 9 

Figure 3.2: Ring Barrier diagram for National Electrical Manufacturing Association 

(NEMA) phasing ............................................................................................................... 10 

Figure 3.3: Sequences and Prediction Data Structures ..................................................... 13 

Figure 3.4: LSTM Network Architecture Used ................................................................ 15 

Figure 3.5: Comparison of the model error cumulative distribution for different loss 

functions ............................................................................................................................ 19 

Figure 3.6: Boxplots for absolute error distribution over different prediction horizons for 

mean absolute error function best model .......................................................................... 20 

Figure 3.7: Boxplots for absolute error distribution over different prediction horizons for 

mean absolute percentage error function best model ........................................................ 21 

Figure 3.8: Boxplots for absolute error distribution over different prediction horizons for 

mean squared error function best model ........................................................................... 21 

Figure 3.9: Boxplot for absolute error distribution over different prediction horizons for 

proposed error function best model .................................................................................. 22 

Figure 4.1: Sequences and input time steps ...................................................................... 28 

Figure 4.2:  Model Architecture........................................................................................ 30 

Figure 4.3:  Short-term prediction absolute error distribution .......................................... 31 

Figure 4.4:  Long-term prediction absolute error distribution .......................................... 32 

Figure 5.1:  Weekday and weekend traffic volumes for phase 1 before and after COVID-



xi 

 

19....................................................................................................................................... 37 

Figure 5.2:  Weekday and weekend traffic volumes for phase 2 before and after COVID-

19....................................................................................................................................... 38 

Figure 5.3: Weekday and weekend traffic volumes for phase 3 before and after COVID-19

........................................................................................................................................... 38 

Figure 5.4: Weekday and weekend traffic volumes for phase 4 before and after COVID-19

........................................................................................................................................... 38 

Figure 5.5: Weekday and weekend traffic volumes for phase 5 before and after COVID-19

........................................................................................................................................... 39 

Figure 5.6:  Weekday and weekend traffic volumes for phase 6 before and after COVID-

19....................................................................................................................................... 39 

Figure 5.7: Baseline model architecture ........................................................................... 40 

Figure 5.8:  Dropout illustration ....................................................................................... 41 

Figure 5.9:  Absolute error distribution on test data before COVID-19 (Part 1) .............. 42 

Figure 5.10: Absolute error distribution on test data before COVID-19 (Part 2) ............. 43 

Figure 5.11:  Absolute error distribution on test data after COVID-19 (Part 1) ............... 43 

Figure 5.12: Absolute error distribution on test data after COVID-19 (Part 2) ................ 44 

Figure 6.1: The 6 intersections with Gallows Road in Northern Virginia from which data 

was collected ..................................................................................................................... 52 

Figure 6.2. Different variables in Smarterroads data ........................................................ 54 

Figure 6.3. MLP Neural network architecture .................................................................. 56 

Figure 6.4. LSTM Neural Network Architecture .............................................................. 57 

Figure 6.5. CNNLSTM Neural Network Architecture ..................................................... 59 

Figure 6.6. Transformer encoder based architecture ........................................................ 60 



xii 

 

Figure 6.7. Encoder block architecture ............................................................................. 61 

Figure 6.8. MAPE as a function of the level of consensus with a 5% tolerance level for all 

6 intersection ..................................................................................................................... 73 

Figure 6.9. The error distributions for consensus values 1 to 3 ........................................ 74 

Figure 6.10. The error distributions for consensus values 4 to 6 ...................................... 74 

Figure 6.11. The error distributions for consensus values 7 to 9 ...................................... 75 

Figure 6.12. The error distributions for consensus values 10 to 12 .................................. 75 

Figure 6.13. Effect of level of consensus on fuel savings ................................................ 76 

Figure 7.1. The five-step research methodology for the study ......................................... 80 

Figure 7.2: The hierarchy of objects in an eight-phase controller logic ........................... 82 

Figure 7.3: Data requirements to instantiate the digital twin ............................................ 82 

Figure 7.4. Digital Twin Simplified Logic ....................................................................... 83 

Figure 7.5: Intersection geometry and ring barrier diagram ............................................. 84 

Figure 7.6. MLP model architecture ................................................................................. 85 

Figure 7.7. Error Distribution of Digital Twin Hybrid Approach .................................... 87 

 

  



xiii 

 

List of Tables 

Table 3.1: Mean absolute percentage error performance on Validation Data .................. 17 

Table 3.2 Mean absolute error values over different prediction horizons for the best models 

using each loss function comparison ................................................................................ 22 

Table 4.1: Input Data Elements ........................................................................................ 28 

Table 5.1:  Model Mean Absolute Error before and after COVID-19 .............................. 45 

Table 6.1. Phasing schemes for all 6 intersections studied ............................................... 53 

Table 6.2. MLP best model configurations ....................................................................... 63 

Table 6.3. LSTM best model configurations .................................................................... 64 

Table 6.4: CNNLSTM best model configurations ............................................................ 65 

Table 6.5: Transformer best model configurations ........................................................... 66 

Table 6.6: Classification accuracy of models distinguishing whether a signal phase will 

change 20 seconds in the future ........................................................................................ 68 

Table 6.7: Mean Absolute Percentage Error of Each Model for Values under 20 seconds

........................................................................................................................................... 70 

Table 6.8: Mean Absolute Error of Each Model for Values under 20 seconds ................ 71 

Table 6.9: Percentage of outlier predictions with error greater than 10 seconds .............. 75 

Table 7.1. Phases csv input file columns .......................................................................... 81 

Table 7.2: Confusion Matrix for the Multilayer Perceptron Binary Actuation Prediction 86 

Table 7.3: Comparison between Digital Twin Hybrid Approach and Deep Learning Models

........................................................................................................................................... 87 

 

  



xiv 

 

Attribution 

Embedded is in this dissertation is one published journal article (PJA) and material that has 

been included in funding agency (Urban Mobility and Equity Center) report. 

Chapter 2: Eteifa, S., Rakha, H. A., & Eldardiry, H. (2021). Predicting coordinated actuated 

traffic signal change times using long short-term memory neural networks. Transportation 

research record, 2675(9), 127-138. 

Parts of Chapters 1 to 5: Eteifa, S., Rakha, H. A., Eldardiry, H. M. (2021). Estimating 

Switching Times of Actuated Coordinated Traffic Signals: A Deep Learning Approach 

(No. UMEC-039). Urban Mobility & Equity Center. 

 

 



 

1 

 

Chapter 1. Introduction 

1.1. Background 

The transportation industry is one of the largest industries in the U.S. in terms of its 

contribution to fossil fuel and energy consumption and pollution. In 2020, the 

transportation sector alone accounted for 26% of the total consumption of energy in the 

U.S. [1]. Out of that energy consumption, more than 90% comes from petroleum, making 

the transportation industry one of the major polluting industries [1]. In 2019, the 

transportation industry was considered the most polluting industry in terms of greenhouse 

gas emissions, contributing to global warming as shown in Figure 1.1. The greenhouse gas 

emissions of the transportation industry alone account for 29% of the total greenhouse gas 

emissions in the U.S., making transportation emissions a major contributor to global 

warming.  

 

Figure 1.1: Contribution of different industries to Greenhouse Gas Emissions (Source: U.S. Environmental Protection 

Agency website) 

 Urban traffic emissions constitute a major problem for urban air quality [2]. Traffic 

flow is continuously interrupted by red lights within a city, resulting in numerous 

accelerations and decelerations at signalized intersections and significant stop-and-go 

movements. The constant acceleration and deceleration resulting from the stop-and-go 
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movements can increase fuel consumption and greenhouse gas emissions. Most cities 

depend on signalized intersections for their main arterials, making the stop-and-go 

movements a key problem affecting urban air quality as well as fuel consumption. 

  Stop and go movements at signalized intersections introduce additional problems 

to the transportation system apart from fuel consumption and emissions. A major problem 

is safety concerns because a lack of knowledge about when a signal turns red catches 

drivers in what is known as the yellow light dilemma zone [3,4]. Yellow light dilemma 

zones occur when the driver cannot make a clear-cut decision on whether to proceed 

through an intersection during the amber interval or brake forcefully to stop the vehicle 

before the stop line. An additional concern is the traffic throughput, where consistent stop 

and go can generate shockwaves that can reduce the overall traffic throughput in some 

cases [5]. This introduces additional delays and increases the overall vehicle travel time in 

the system. 

 

1.2. Literature Review 

1.2.1. Green Light Optimal Speed Advisory and Eco-driving 

Green Light Optimal Speed Advisory (GLOSA) and eco-driving have been proposed as 

potential ways to reduce stop-and-go waves. This can reduce fuel and energy consumption 

and emissions at signalized intersections by reducing unnecessary stops and adjusting 

vehicle speeds to allow vehicles to smoothly traverse their routes through green waves if 

possible.  

Rakha and Kamalanathsharma [6] proved that by incorporating microscopic fuel 

consumption models, optimization of the fuel consumption profile of a vehicle approaching 

an intersection can be achieved with V2I (vehicle to infrastructure) communication about 

signal timing. The incorporation of the microscopic fuel consumption model yielded a 

better result than other simplified objective functions. Rakha et al. [7] created a velocity 

advisory tool to compute the fuel optimal velocity profile. The tool considers the 

information about signal change times, vehicle properties, communication from the lead 

vehicle, and vehicle dynamics as well as a microscopic fuel consumption model as inputs. 

These inputs are used to run a complex optimization to come up with the optimal trajectory 

in terms of fuel efficiency. Dynamic programming was used along with pathfinding 

algorithms to create optimized upstream traffic trajectories while comparing various 

discretized cases for downstream traffic yielding a faster more efficient computational 

approach [8]. The proposed approach yielded fuel savings of 32% and reduced travel time 

by 19%. It also provided potential benefits for the following vehicles.  

Chen et al. [9] conducted field testing of eco-driving systems on various grade 

levels, addressing issues such as communication latencies, computation time, data errors, 

and driving comfort and achieving fuel savings amounting to between 8.4% and 17.4%. 
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Almanaa et al. [10] conducted another field test study of eco-cooperative adaptive cruise 

control (Eco-CACC) and found that automated systems were superior to human control, 

leading to about a 19% reduction in fuel consumption when implementing Eco-CCC. The 

study also found that fuel savings of up to 31% for downhill driving and 9% when going 

uphill can be attained through Eco-CACC.  

 Stahlman et al. [11] examined the existing GLOSA systems and introduced metrics 

to make the inputs to GLOSA simulation studies less optimistic and more realistic in terms 

of the communication latency and technology available in the field. Karoui et al. [12] add 

driver reaction time and GLOSA market penetration rate to existing simulation studies, 

yielding more realistic expectations in terms of fuel consumption and reduced vehicle 

stops. Yang et al. [13] developed an eco-cooperative adaptive cruise control (Eco-CACC) 

algorithm at signalized intersections, taking into account the queuing at the intersection, 

that led to saving up to 40% of fuel consumption. The study also concluded that to attain a 

reduction in fuel consumption, the market penetration rate of Eco-CACC has to be at least 

30%. Suzuki and Marumo [14] used simulation models to prove GLOSA implementation 

can lead to improvements in traffic safety and fuel efficiency through decreasing 

deceleration rates in the vicinity of intersections. 

 All these studies agree that Eco-CACC, eco-driving, or GLOSA are ways to reduce 

fuel and energy consumption, safety concerns, and in some cases travel time through 

signalized intersections. The studies also show that having a reliable estimate of the traffic 

signal switching times is crucial to enabling GLOSA, eco-driving, or Eco-CACC [15]. The 

traffic signal switching time is, in fact, the key piece of information required for 

transmission from the infrastructure to the vehicle through V2I technology to be able to 

compute an optimal trajectory and attain the aforementioned benefits. 

 

1.2.2. Dilemma Zone 

Dilemma zones are defined as either spatial or temporal zones where some drivers 

may decide to proceed at the onset of the yellow indication and others choose to proceed 

through the intersection [16]. In literature, there are two types of dilemma zones. Type 1 

occurs when the traffic signal has a yellow indication and the driver is caught far enough 

from the stop line that proceeding through the yellow light is risky and at a high enough 

speed that a safe stopping distance at comfortable deceleration is not achievable and is 

therefore related to vehicle kinematics, road and signal design [4].  Type II occurs when 

the drivers are uncertain about whether to proceed through the yellow or stop at the stop 

sign and are therefore linked to driver behavior and perception reaction time [16,17]. Both 

types of dilemma zones have been linked to angled and rear-end crash risks [18]. 

Multiple solutions have been suggested by researchers to mitigate the effect of the 

dilemma zone. One approach suggested by McCoy and Pesti utilizes upstream detectors 

and yellow flashing signs indicating for the driver to prepare to stop when flashing [19]. 
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Wu et al. compared several methods for mitigating dilemma zones using cellular automata 

[20]. The compared methods included the aforementioned flashing yellow sign ahead of 

the signal, using a flashing green signal towards the end of the green time, using pavement 

markings, and a proposed system named pavement marking with auxiliary countermeasure 

(PMAIC) where advance detectors are used with pavement markings and a yellow signal 

only flashes if the vehicle will not be able to make it through the yellow [20]. Zha et al. 

suggested an approach based on infrastructure to vehicle (I2V) signal phase and timing 

(SPaT) information that was tested and found to be effective at high market penetration 

rates [21]. All the aforementioned ways to mitigate dilemma zones require prior knowledge 

of when the green phase is supposed to end and whether this green phase is going to be 

followed by a conflicting movement. 

1.2.3. Actuated Traffic Signals 

The second edition of the traffic signal timing manual classifies traffic signal control into 

3 types pre-timed, semi-actuated, and fully actuated control [22]. Pre-timed traffic signals 

are where there are set signal timing values that are known and no detectors are needed 

[22]. This type of traffic signal does not require any predictions to take place and SPaT 

information can be easily constructed directly from the signal timing plans. Semi-actuated 

control is when a subset of the lanes or approaches have detectors and these detectors 

directly affect the signal operation [22]. Semi-actuated control is common in intersections 

is composed of the main street with large traffic volumes and a side street where traffic 

volumes are very limited. The detectors are usually placed on the side street and the 

operation defaults to giving the main street all the signal time until the side street detectors 

are actuated. For fully actuated control, all the approaches have some form of detectors, 

and these detectors influence traffic operations [22]. 

 There are several ways by which detectors are used by a fully-actuated traffic signal 

controller. Usually, for a fully actuated system, each traffic signal phase is allowed to have 

a green time between a minimum green time and a maximum green time predefined by the 

traffic signal operator. Once the green time of a phase starts, the phase is guaranteed a 

minimum amount of time known as the minimum green time. For every call the detector 

receives, it provides additional time (usually a few seconds) to the green time up to a 

maximum green time. This extra time is known as passage time and is sometimes referred 

to as unit extension time and gap time [22]. This allows the traffic signal phase to terminate 

prematurely once a gap in the detector occupancy is found that is longer than the preset 

passage time. Figure 1.2 demonstrates the idea of passage time and ending the phase green 

time. This termination is commonly known as a “Gap out” termination as opposed to 

terminating the phase after maximum green is reached which is commonly known as “Max 

out” termination. This makes the signal timing highly stochastic as the arrival of a single 

vehicle might change the signal timing of several phases substantially.  

 Another use of the detectors for an actuated traffic signal is for skipping particular 

phases if no calls are received for these phases. This includes vehicle calls received from 

detectors and pedestrian calls received from push buttons. This means that if there are no 
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waiting left-turning vehicles, the left turning phase can be skipped, or if there is no demand 

on the side streets, the phases for these streets can be skipped. This skipping makes the 

traffic signal operation much more efficient as it allocates more time to the other 

movements. However, this adds to the complexity of predicting the traffic signal timing 

ahead of time as skipping a left turn would substantially change the time to green (TTG) 

of all other phases.  

Existing traffic signal controllers allow a lot of adaptability to traffic conditions. 

All the aforementioned settings of phase timings are usually done with a schedule allowing 

the minimum and maximum times to vary according to different times of the day. There 

are also more advanced features allowing having floating green time that can be allocated 

to different movements, transit signal priorities, and emergency vehicle preemptions, 

allowing left-turning movements to be re-served during the same cycle. All this 

adaptability comes at the cost of making the traffic signal timing highly reliant on the 

highly stochastic nature of traffic arrivals and therefore very difficult to predict. 

 

Figure 1.2: Actuated traffic signal control and passage time 

 

1.2.4. Uses of Machine Learning in Traffic Signal Systems Research 

The use of machine learning (ML) with traffic signal systems involves two main 

tasks: traffic signal control and traffic signal prediction. The traffic signal control 

application is concerned with using data to change the controller settings to make it more 
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adaptive to traffic conditions and improve system performance, for example, in terms of 

vehicle delay or emissions. On the other hand, traffic signal prediction is concerned with 

being able to predict the switching time of the actuated traffic signals under the existing 

settings and traffic conditions. This study is not focused on changing the controller settings, 

rather it is concerned with the prediction of the actuated traffic signal switching times with 

the controller settings currently implemented in the field. Providing a reliable estimate of 

these switching times is very practical, and communicating these estimates to vehicles can 

enable GLOSA to be more widely adopted.  

Most of the existing body of knowledge in the literature utilizes ML combined with 

agent-based modeling for the traffic signal control task. Several studies used reinforcement 

learning to optimize the signal timings to adapt to traffic demand [23-26]. Bingham (2001) 

proposed a neurofuzzy traffic controller that uses a deep reinforcement learning model 

[23]. The proposed controller reduces vehicle delays by adjusting the form and location of 

membership functions using a deep reinforcement learning neural network. The proposed 

controller was found to reduce vehicular delays under low variability of traffic conditions. 

Abdulhai et al. (2003) used q learning to isolated traffic signal control and showed 

promising results [24]. The proposed approach lead to significant delay reduction over pre-

timed signals and was particularly suited for traffic signal control when higher variability 

was seen in traffic conditions.  Abdoos et al. (2014) combined q learning with a hierarchical 

multi-agent system for learning a control policy that is hierarchical and centralized [25]. 

The algorithm complemented q learning with tile coding approximations to reduce the 

curse of dimensionality of the state-action space.  The algorithm is tested in a simulation 

environment and produces a significantly lower delay. Lee et al. (2019) utilized deep 

reinforcement learning to improve upon intersection control [26]. The proposed method 

uses deep Q networks (DQN) with deep convolutional layers to approximate the q 

functions. The proposed algorithm was shown to outperform most state-of-the-art 

controllers as well as multi-agent reinforcement learning controllers.  

Other studies utilized multi-agent systems with machine learning or game theory to 

optimize systems of traffic signal controllers [27-30]. Xinhai and Lunhui (2009) combine 

reinforcement learning agents with game theory [28]. They use two types of agents named 

management and intersection agents which communicate with one another and make 

decisions using game theory and learn from the payoffs. Abdoos et al (2013) introduced a 

holonic multi-agent system to model large traffic networks [27]. The network is divided 

into holons which are controlled by a learning agent in a hierarchical approach. Q learning 

is used to control the entire network resulting in significant reductions in delays as well as 

prevention of network oversaturation. Chu et al. (2019) introduce a scalable and 

decentralized multi-agent reinforcement learning scheme for traffic signal control in larger 

networks [30]. The proposed scheme uses the advantage actor critic method and deep 

neural networks are used to estimate both policy and reward values. The proposed 

algorithms were tested in a simulated real-world grid network in Monaco and provided 

better results than other state-of-the-art algorithms. Abdelghaffar and Rakha (2019) 

proposed a cooperative game-theoretic approach for decentralized traffic signal control 

based on Nash bargaining [31]. The proposed approach was tested on two real-life 
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networks in a simulated environment. The tests yielded significant reductions in queue 

lengths, delays, and emissions over fixed time controllers, actuated controllers, centralized 

adaptive phase split controllers, decentralized phase split and cycle length controllers, and 

fully coordinated adaptive cycle length, phase split and offset controllers. 

 

1.2.5. Predicting SPaT information 

Several researchers have explored the idea of predicting cycle times and phase lengths 

ahead of time for actuated traffic signals. Weisheit and Hoyer utilized support vector 

machines as a tool to classify traffic signal switching times in the future [32]. They used 

detector data allowing them to choose between 3 different switching times namely 20, 23, 

and 24 seconds respectively using support vector machines, and were able to choose the 

correct time 86 percent of the time with high latency data and 97 percent of the time using 

live data [32]. Their work is useful in terms of prediction but is very specific to a single 

phase of a single intersection and only 3 switching times involved.  

 Bodenheimer et al. (2014) modeled the traffic switching time problem as a 

Bayesian network with nodes as the possible switches and links indicating their 

probabilities as well as the expected time for the change to take place [15]. They were able 

to predict the traffic light changing time by about 15 seconds in the future with deviance 

less than 2 seconds over 80% of the time [15]. Their approach is very useful but it uses 

limited data and again a single intersection for the prediction.  

 Protschky et al. proposed a real-time feedback control algorithm to predict SPaT 

based on historical information [33]. The proposed system was able to predict SPaT for 85 

percent of the signals 65 percent of the time with accuracies between 92 and 97 percent.  

 Van de Vyvere et al. [34] created a live open database of SPaT and MAP data and 

utilized frequency distributions of phase changing times with mean median and modes of 

the distributions as predictors [34]. The distributions were constructed based on data from 

different timeframes but data from the same day in the past 20 minutes were shown to be 

most useful and relevant for the prediction. On average the phase length showed an error 

of about 5.1 seconds from the actual phase length. 

 Ibrahim et al. (2018) utilized conditional expectation-based prediction as well as 

confidence-based prediction. They ended up with a mean error of 0.5 and 3 seconds for the 

through phase 38 seconds long [35]. When including the left turning phase duration, 

however, the error was significantly higher as it ranged between 8.5 seconds and 11 

seconds [35]. This study was specific to a single intersection and suggested that it could be 

better to provide different predictions to different drivers on different approaches 

depending on the objective of each driver and to enhance intersection safety [35]. 
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 Moghimi et al. (2018) developed sparse multivariate time series models 

outperforming vector autoregressive models as well as ARIMA by 17 percent in predicting 

cycle length along a corridor [36]. They resulted in predictive mean squared errors between 

17.3 and 39.2 depending on the distance between the intersections. All the data for these 

models was based on the output of a simulated environment on VISSIM.  

 Genser et al. (2020) compared LSTM machine learning to Random Survival Forests 

(RSF) and linear regression and found that LSTM yielded lower mean absolute error values 

and overall better predictions [37]. They used the model on a single intersection with 12 

different phases to predict the expected time to green for each approach. They have a mean 

absolute error of less than 1 s for each phase in the 12 phases mentioned.  

 

1.2.6. LSTM Neural Networks 

This research proposes the use of Long-short term memory (LSTM) recurrent neural 

networks as an approach for the prediction of the signal switching times. This approach 

allows for not only including all the data relevant to the prediction but also recognizes the 

temporal dependencies between the data elements at different time steps. This is allowed 

by the special building block of the LSTM network known as the LSTM cell that models 

temporal dependency among variables. This feature of capturing the temporal 

dependencies made LSTM lend itself to areas such as language modeling, speech 

recognition, and stock market price prediction (8-10). LSTM networks have also been used 

in transportation applications. They have also been applied to areas with a strong reliance 

on temporal trends such as predictions for roadway link travel time, traffic flow, and 

accident risk and severity [38-42]. 

The key idea is to recognize the importance of temporal dependencies among signal 

states at different times, as well as the temporally dependent nature of most data used in 

predicting the signal switching times. This includes traffic volumes, speed, traffic arrivals, 

and pedestrian arrivals data. These parameters not only depend on the time of day but also 

can show distinct trends in the very short term. For example, if the traffic volume on one 

of the roads is increasing over the past few cycles, it might have a higher probability of 

increasing in the current cycle. 

1.2.7. Transformers 

Transformers was a second approach used in this research for the first time in SPaT 

prediction applications. Unlike LSTM which uses a memory cell to retain the information 

from one timestep to the next, transformers use self-attention to map the information across 

the different time steps [43]. Transformers were employed in a variety of applications 

including but not limited to image processing, natural language processing, generative 

artificial intelligence and time series [44-47].  
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In the area of transportation, transformers have been used several tasks. One task is traffic 

flow forecasting due to its good performance with spatiotemporal features [48,49]. Another 

is the use of vision transformers to recognize specific visual features of the roadways such 

as traffic signs and potholes [50,51]. Vision transformers have also been used in congestion 

prediction [52]. 

 

1.3. Problem Statement 

Due to the unpredictable nature and randomness of traffic arrivals, the most likely traffic 

signal switching times in Signal Phase and Timing messages sent to connected vehicles 

remain unpopulated. This most likely time is a crucial element for decision-making for 

connected vehicles to make eco-driving and green light optimal speed advisory decisions. 

Having a most likely estimate or a probability distribution for the traffic signal switching 

time can lead to more fuel-efficient route planning and vehicle control operation. It can 

also help with intersection safety as knowing the probable switching times to red ahead of 

time can help employ dilemma zone protection countermeasures.  

 To be able to populate the SPaT message with the most likely switching times a 

modeling approach is needed that can take into account all the data that affects the traffic 

signal as well as the domain knowledge about the actuated traffic signal controller logic to 

provide predictions as well as confidence levels for these provided predictions. The model 

has to be fast enough to provide predictions in real-time and reliable enough to provide 

predictions that add value to the decision-making. It should also be sufficiently adaptable 

and robust to operate under different conditions without significant loss of accuracy.  

1.4. Objectives and Scope 

The main goal of this research is to provide a reliable estimate for SPaT most likely 

switching times by combining a data-driven machine learning approach with domain 

knowledge about the actuated traffic signal controller logic. This can be divided into 

several objectives some of which is already achieved and some are still in progress. 

Objectives: 

• Outline a detailed practical framework for the use of LSTM in traffic signal 

switching time prediction. 

• Test the framework on signal switching time prediction using field data. 

• Compare the effect of using different loss functions on the training process. 

• Propose a novel loss function that enables the predictive model to generalize well 

across various time horizons. 

• Identify the effect of the look-back period on short- and long-term traffic signal 

state prediction. 
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• Assess the performance of the LSTM models trained before the COVID-19 

pandemic on data gathered during the pandemic. 

• Test the effect of different regularization parameters on the overall performance of 

the LSTM-based models.  

• Create a deep learning framework for the prediction of SPaT across multiple 

intersections (6 total intersections on Gallows Road in North Virginia). 

• Develop a framework to provide a leading indicator of prediction performance in 

order to populate the SPaT most likely times. 

• Design a hybrid approach for integrating machine learning and domain knowledge. 

 

This dissertation is organized as follows. Chapter 2 describes the data used in the 

dissertation. Chapter 3 describes the methodology and results for building the baseline 

models and assessing the performance of different loss functions and introducing a new 

proposed loss function. Chapter 4 covers optimizing the model look-back time window and 

looking at the effect of short- and long-term prediction performance. Chapter 5 covers 

comparing different model variants based on different regularization parameters and 

assessing the overall robustness of the models in terms of prediction performance after the 

COVID-19 pandemic. Chapter 6 proposes the use of a transformer-based model for better 

prediction accuracy on all 6 intersections as well as proposing an ensemble-based approach 

for improving the predictions, and quantifying the certainty in the predictions. Chapter 7 

presents the deep learning and controller logic hybrid approach. Chapter 8 presents the 

summary and conclusions as well as the recommendations for future work.



 

1 

 

 

Chapter 2. Data Description 

Data were gathered from six intersections along Gallows Road Corridor connecting 

Annandale and Tysons Corner in Northern Virginia, as shown in Figure 2.1. Gallows 

corridor connects different areas with different land uses including residential, commercial 

and office buildings. The intersections studied get about 39000 average daily traffic and 

42000 average weekday traffic during the study period prior to COVID-19 stay at home 

order. Figure 2.2 shows the geometries of the 6 intersections.  Five of the intersections are 

4 way intersections whereas one intersection is a T-intersection.  

 

Figure 2.1. The locations of the 6 intersections with Gallows Road in Northern Virginia from which data were collected 
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Figure 2.2. The geometry of the 6 intersections with Gallows Road in Northern Virginia from which data were collected 

The six signalized intersections cover a wide range of ring barrier diagrams and 

phasing schemes. This includes four, six, seven and eight phase operations, as shown in 

Table 2.1. Intersection 650075, which is a T intersection, uses a four-phase phasing 

scheme. Intersections 650063 and 650065 use six-phases splitting the phasing for the side 

roads. Each side road is allowed to discharge traffic in all directions in a separate phase. 

Intersection 650058 uses seven phases where the southbound left turn is prohibited. The 

other two intersections 650060 and 650064 have all eight phases.  
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Table 2.1: Phasing schemes for the 6 intersections 

 

The phasing plans shown in Table 2.1 do not fully follow the NEMA phasing 

scheme and they are shown in the same way dictated by the data. Most notably, the two 

sides of the barrier phases are swapped. This is because phases 2 and 6 are the ending 

phases for every cycle in the data. This is mainly to allow for the coordination of the end 

of the arterial through phases with other traffic signals and to allow for serving these phases 

for the entire cycle when no actuations are received on any of the other phases. 

The data used was obtained from the Virginia SmarterRoads web portal. The data 

were broadcasted by the web API every second and a script was created to capture the data 

in a JSON file format and construct a database of traffic signal timings. The data was 

generated by traffic signal controllers and contains in-depth information about the state of 

the controller. Because of communication losses from the controller to the web API and 

then from the API to the servers, the data has missing values that can sum up to 30 percent 

for some days. These missing data are coded as missing values and fed to the model as is 

without imputation to mimic data losses that happen in infrastructure to vehicle 

communication. Figure 2.3 describes the unique data elements in the VDOT SmarterRoads 

data.  
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Figure 2.3. Different variables in Smarterroads data 

It should be noted that the level of complexity of SPaT prediction varies 

significantly across intersections. This variation can be because of differences in many 

factors, including traffic signal controller logic, driver behavior, intersection geometry and 

phasing schemas. The intersections examined were using D4 traffic signal controllers, and 

the data used had specific traits that made predictions particularly complex. This includes: 

1. The sequences of data used have up to 30 percent missing data. This affects the 

overall accuracy of the predictions but is more representative of realistic 

infrastructure to vehicle communication streams. 

2. The controller logic includes a lot of skipping for left turn and side road phases, 

which makes the predictions highly stochastic, where a single arrival on the 

secondary road can completely alter the time to green for the primary road.  

3. The controller logic for all six intersections includes a setting where, for some 

cycles, if there are no actuations on any of the approaches, the entire cycle serves 

phases 2 and 6, which are the primary road through, right and permissive left 

movements. In this case, the time to green is extended by an entire cycle, which is 

difficult to predict, especially a long time in advance. 
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Chapter 3. Predicting Coordinated Actuated Traffic 

Signal Change Times using LSTM Neural Networks 

3.1. Introduction 

Consistent stop and go operation of vehicles at signalized intersections pose a significant 

operational challenge. From a vehicle standpoint, consistent stop and go maneuvers at 

traffic signals leads to more acceleration and deceleration resulting in higher fuel 

consumption and lower energy efficiency. From a network perspective, consistent stop and 

go waves shockwaves propagate through the network producing reductions in roadway 

capacity [5]. This leads to significant delays incurred by the network users as well as safety 

concerns due to aggressive acceleration and deceleration and uncertainty associated with 

traffic signals [53].  

Alleviating this problem has two main sides. The first is optimizing the logic and 

adaptability of the traffic signal controllers. This can allow for better progression of traffic 

through the network. This problem has been tackled by multiple researchers, but it is a 

complex task and involves significant investments by the infrastructure operators. The 

other side is controlling the vehicle speeds to allow them to progress through signals when 

they are green and thus reduce the probability of having to stop. A lot of previous work 

investigated the green light optimal speed advisory (GLOSA) and different control systems 

to minimize stop and go operation and maximize fuel efficiency [6,7,11,12,54-58]. The 

underlying assumption for these systems, however, is that there is a reliable estimate of the 

switching times of upcoming traffic signals. Moreover, having a reliable estimate of the 

signal switching time can provide the drivers less uncertainty alleviating the issues of 

dilemma zone and improving safety at intersections. It is also crucial for automated and 

connected vehicles to make more informed decisions when approaching intersections for 

more stable and fuel-efficient operation.  

Optimizing traffic signal controller logic and providing drivers with optimal speed 

advice are two conflicting objectives. The reason behind that is that the more adaptive a 

traffic signal is to changes in traffic conditions, the less predictable it is in terms of 

switching times. In other words, actuated traffic signals would provide more time to a given 

movement if the detectors are being actuated. Therefore, deducing the amount of green 

time left for a particular movement would entail knowledge of the exact pattern at which 

detectors will be actuated over time. These actuations are very stochastic in nature and are 

difficult to predict making estimating the remaining time for a signal to switch a 

challenging process.   

3.1.1. Problem Statement 

Existing traffic signal controllers are flexible in terms of accommodating different road 

users and allocating varying times to different movements. This high flexibility gives rise 
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to very low predictability of the controller timing. The complexity of predicting the traffic 

signal state can be attributed to two factors. The first is the controller logic where the D4 

controller logic is highly adaptable and allows for different ways to adapt to the incoming 

traffic.  Examples of this adaptability include options like having floating green times that 

can be allocated to different movements, allowing all settings to vary according to time of 

day, allowing locked calls for vehicles or pedestrians to be placed on a certain phase and 

allowing reserving left turning vehicles that have not been serviced meaning that one cycle 

can have two left turn phases, if needed. While some of these features are not still used, 

they make the traffic signal highly unpredictable and increase the complexity of the 

prediction task. The second factor is the highly stochastic nature of traffic and pedestrian 

arrivals. Several studies have attempted to predict the effect of traffic arrivals on signal 

timings using low frequency probe vehicle data, GPS trajectory big data and data from 

upstream intersections combined with platoon dispersion modelling [59-61]. Their results 

show how the vehicle trajectories can be analyzed to estimate signal timings. They deal 

with the stochastic element of vehicle arrivals and manage to forecast fixed time signals 

reliably and actuated signal green time ranges. These studies, while not focused on exact 

actuated signal switching times, show the complexity associated with the task. The problem 

lies in the lack of a holistic approach to predict the dynamic traffic signal switch times 

including both time to green (TTG) and time to red (TTR) with reasonable accuracy, 

especially in areas of high traffic demand levels. This leaves drivers less aware of when 

the traffic signal indication might change leading to significant fuel consumption and 

energy losses associated with acceleration and deceleration maneuvers, as well as reduced 

throughput and less efficient operations. To be effective, this approach should consider all 

the different users of the transportation network as well as the underlying traffic conditions 

that affect the signal timing. 

3.1.2. Proposed Approach 

This research proposes the use of Long-short term memory (LSTM) recurrent neural 

networks as an approach for the prediction of the signal switching times. This approach 

allows for not only including all the data relevant to the prediction but also recognizes the 

temporal dependencies between the data elements at different time steps. This is allowed 

by the special building block of the LSTM network known as the LSTM cell that models 

temporal dependency amongst variables. This feature of capturing the temporal 

dependencies make the LSTM lend itself to areas such as language modelling, speech 

recognition and stock market price prediction.  LSTM networks have also been used in 

Transportation applications. They have also been applied to areas with strong reliance on 

temporal trends such as roadway link travel time prediction, traffic flow prediction as well 

as accident risk and severity prediction [38,41,62-64]. 

The key idea is to recognize the importance of temporal dependencies amongst 

signal states at different times, as well as the temporally-dependent nature of most data 

used in predicting the signal switching times. This includes traffic volumes, speed, traffic 

and pedestrian arrival data. These parameters not only depend on the time of day but also 

can show distinct trends in the very short term. For example, if the traffic volume on one 
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of the roads is increasing over the past few cycles, it might have a higher probability of 

increasing in the current cycle. 

3.1.3. Objectives and Contribution 

This research has four main objectives: (1) outline a detailed practical framework for use 

of LSTM in traffic signal switching time prediction; (2) test the framework for traffic signal 

switching time prediction using field data; (3) compare the effect of using different loss 

functions on the training process; and (4) propose a novel loss function that enables the 

predictive model to generalize well across various time horizons. 

To the best of the author’s knowledge, this research is the first to implement LSTM 

for actuated coordinated traffic signal switching time prediction. Unlike most studies that 

either focus on time to green (TTG) switching time or time to red (TTR) switching time, 

the proposed approach utilizes a single model for predicting both TTG and TTR switching 

times. This model provides a holistic approach that considers all the different users of the 

transportation network including the effect of pedestrian traffic. The effect of pedestrian 

traffic has yet to be included in any of the existing models for predicting actuated signal 

switching times. This can be mainly attributed to the fact that data regarding pedestrian 

actuations from push buttons and pedestrian phase timing and exit modes was not readily 

available. Finally, the modelling approach described in this paper is highly data- driven 

and can be extended from its current reliance on historical data to a live implementation 

that continuously utilizes data to improve predictions while accounting for the connection 

with server and data latency. 

3.2. METHODOLOGY 

To be able to provide predictions for the traffic signal switching times, a four-step research 

methodology was undertaken. The first step was data collection, which entailed gathering 

the data that was broadcast on the website every second and saving it to the database. The 

second step was data validation and preparation, which included formatting the data to 

generate 120 second sequences of data to be used by the LSTM network for prediction. 

The cycle length of the signal examined was continuously changing and both the maximum 

cycle length of 220 seconds and median cycle length of 120 seconds were used as lengths 

of the sequences. The models using 220 seconds did not yield any improvement beyond 

those using 120 seconds while being computationally expensive leading to a choice of 120 

seconds to be the sequence length. Data preparation involved handling missing data due to 

connection losses and server downtime as well as extracting the relevant data features to 

enhance the prediction. The third step was designing, coding, and tuning the LSTM neural 

networks to improve the prediction accuracy using cross validation. The final step was 

testing the trained network on out of sample data. 
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3.2.1. Data Description 

Data were collected from Gallows road, which is part of state route 650 in Fairfax County 

in Northern Virginia. Gallows road is a major commuter road connecting Tysons Corner, 

a census-designated place that is a major shopping destination in Fairfax County, with 

Annandale, a census-designated place with multiple residential and commercial areas. The 

roadway has a high traffic volume where the average daily traffic is 39,000 users and the 

average annual weekday traffic is 42,000 users. The land use of areas surrounding Gallows 

Road is mostly commercial despite having a few residential developments.  

Data gathering scripts were deployed to obtain data from the intersection between 

Gallows Road and Gatehouse Drive (Figure 3.1). A database of historical data was created 

including 83 days of data.  The obtained data spans over the period from July 2019 till 

December 2019. The data were obtained from Virginia Smarterroads online portal. The 

online portal broadcasts data every second, which is very descriptive of the traffic state.  

Data includes a detailed state of the traffic signal including its cycle length, current 

phase and status, and exit mode for each phase. Included in the data is a detailed description 

of the controller settings including: the traffic signal timing plan ID, cycle length, and offset 

from upstream traffic signal. The very detailed and fine-grained nature of the available data 

allows the model to consider all traffic conditions and road users when making a prediction 

for the state of the traffic signal. Two downsides to the data stream, however, are 

connection stability and latency. Due to the connection with the Smarterroads portal, about 

10 percent of the data are lost. This necessitates having a robust model that can handle the 

missing data without affecting the prediction performance. Moreover, data is broadcasted 

with a random latency of around 2 seconds. While this latency does not affect the model 

utilizing historical data, it must be considered if the model is extended into a live 

implementation. Due to the large amount of data involved, data from the intersection had 

to be saved as JavaScript Object Notation (JSON) files into a database indexed by the 

timestamp to the nearest second. 

3.2.2. Intersection Geometry and Signal Phasing  

As shown in Figure 3.1, the intersection has four approaches. The northbound and 

southbound approaches each have 6 lanes. The eastbound approach has two lanes with a 

right turn lane diverging from the right lane and the westbound approach has three lanes.  

Figure 3.1 shows the detailed lane configuration as well as the locations of 18 different 

detectors where there is a detector for each lane. For each lane in Figure 3.1, the phase in 

which the lane discharges is denoted by P and the detector number is denoted by D so 

P5D11 means that the lane is monitored by detector 11 and discharges in phase 5. Each 

detector provides data that includes traffic volumes, speeds, and occupancies as well as 

vehicle actuations measured by detectors for each separate lane. 
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Figure 3.1: Intersection lane configuration and detector layout 

 

The data collected spanned from 6 am to 10 pm where the traffic signal operated in 

actuated coordinated mode. This means that while the overall cycle length was predefined, 

there was what is called a “floating green time”, which is allocated between the different 

signal phases. The overall cycle length changed based on a predefined time schedule 

according to the time of day and day of the week.  
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Figure 3.2 shows the NEMA phasing ring barrier diagram. Phases 1, 2, 3 and 4 are 

all on ring 1, whereas phases 5 and 6 are on ring 2. The barrier (indicated by the thick lines) 

separates the movements in the north south directions from the movements in the east and 

west directions. The signal timing plan starts with the left turns for the north south 

directions followed by the through and right traffic. Overlap is allowed to occur between 

phases 1 and 6 and between phases 2 and 5. For the east-west direction, the eastbound 

approach is allowed to discharge the through, left and right movements followed by the 

westbound approach discharging all its movements. Three pedestrian phases occur 

simultaneously with vehicle phases 2, 4 and 6 and right turning vehicles are forced to yield 

to pedestrians. The timing of these walk phases and do not walk phases as well as the 

pedestrian actuations/calls and the pedestrian signal status are also reported as part of the 

input data. Not all phases have to be served for each cycle, with phases being skipped in 

case no actuations occur for the phase, which adds to the complexity of the signal state 

prediction. 

 

Figure 3.2: Ring Barrier diagram for National Electrical Manufacturing Association (NEMA) phasing 

3.2.3. Data Preparation 

Once all historical data were gathered into the database, the data were prepared for use in 

the machine learning step. The data were queried from the database and converted to input 

files for the LSTM networks. Converting JSON data files into LSTM inputs was a multistep 

process that involved several data manipulation steps. 
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3.2.3.1. Creating Data frame from JSON Files 

JSON includes data in a hierarchical nested structure of variables. For example, the timing 

data, would be separate from the detector or pedestrian data. For each second of data, there 

was a JSON file that included all the data for this second in a hierarchical structure. The 

first step involved extracting all the relevant data from the JSON files and converting the 

hierarchical tree like structure to a flat structure such that each second can be an entry in a 

table like structure or a data frame. The second step was filtering the data since the JSON 

file format was unified for different intersections and therefore had some redundant, or 

irrelevant data for the intersection which was omitted. It should be noted that some 

variables were present in some days but marked as missing in other days. Therefore, to be 

able to unify the data frame structure, all data had to be examined first before deciding on 

what variables were to be included. If a certain day had no value for the variable it had to 

be marked as missing. 

3.2.3.2. Preprocessing Numerical and Categorical Variables  

Data were converted from a large number of JSON files into a single file. Specifically files 

were created each second and converted to a more concise set of table-like data frames 

creating a file for each day. The third step was to recode categorical variables into dummy 

variables. This involved recoding variables like “signal state” or “exit mode” or “detector 

actuation” into n-1 dummy binary variables where n is the number of possible states of the 

categorical variable. The fourth step was normalization of numerical variables to be 

between zero and one. This was achieved by subtracting the minimum value of the variable 

and dividing by the difference between the maximum and the minimum values. The 

maximum and minimum values for each variable were obtained from sampling several 

days of data throughout the study period and obtaining the absolute maximum and 

minimum values from these days. These maximum and minimum values were not only 

used for the training data, but also the same values were used for the validation and testing 

data. The reason this is important is that in a field implementation, the maximum and 

minimum values for the prediction will not be known. Therefore, the maximum and 

minimum values for the training data must be used for normalizing the variables of the 

field data to obtain the prediction. The only numerical variable that was handled differently 

was the time of day, which is a cyclical variable that was coded into two variables, which 

are sin(2πt/n) and cos(2πt/n) where t is the time of day in seconds and n is the total number 

of seconds per day. This mapped the time of day as a point on a circle, which is common 

practice for deep learning data preparation. This allows the neural network to intrinsically 

distinguish between peak hours, off peak hours and traffic patterns at different times of 

day. After this process each data record (recorded each second) was comprised of 187 

variables that fed into the prediction model.  

3.2.3.3. Re-indexing Timesteps and Output Variable Computation  

At this stage, all variables are in the correct format, however, some of the seconds in each 

day are missing and some are duplicated due to connection issues. This is rectified by re-
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indexing all the tables using a unique identifier that is chosen to be the Unix time. Unix 

time is the number of seconds elapsed since 1 January 1970. By using the Unix time as an 

index, all missing intermediate data could be filled in as missing data. The missing data 

were given a unique value -1 as none of the variables had values below zero. This step is 

essential as the input to the LSTM network must be time series equally spaced across time. 

The time step between subsequent data points had to be set to be exactly one second even 

if some of the data points in the time series were missing.  

The next step was computing the output variable, which is the time until the signal 

state changes from green to red and vice versa. The data included the state of the traffic 

signal at each time step but not the time until it changes state. Computing the time to change 

state involved looking ahead a time horizon of 200 seconds and defining the time until the 

signal state changes. This was done for all 6 phases of the signal. This was one of the most 

computationally demanding data preparation tasks as it involves iterating up to 200 seconds 

in the future for every second unless the time remaining can be deduced from the previous 

timestep. In case the time remaining cannot be deduced due to missing data, the switching 

time is marked as missing and is not used for training the model. The output variable is 

then normalized by dividing by 200 seconds (the maximum value where the minimum 

value is zero). 

3.2.3.4. Generation of Sequences and Batch Processing 

Once all data were arranged over consecutive time steps, the next step entailed generating 

input for the LSTM network. The LSTM network was trained in batches where each batch 

was a three-dimensional data structure containing 1000 sequences and 1000 predictions. 

Each sequence was a two-dimensional data structure or a matrix of values. The matrix 

consisted of vertically stacked data points describing all the input variables for the duration 

of the past two minutes until the second where prediction is taking place. Each time step in 

this sequence contains the 187 input variables obtained from the JSON files. For each of 

these sequence matrices, the prediction is a 6-element vector that contains the time left for 

the start of each of the six signal phases as shown in Figure 3.3. The training data included 

a total of 2,164,000 sequences and their corresponding predictions making 2164 batches of 

training data. Handling these sequences was very memory intensive as the sequences were 

387 gigabytes of data and therefore required very memory efficient operation to be able to 

shuffle all sequences and load them to the model in varying order. 
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Figure 3.3: Sequences and Prediction Data Structures 

 

3.2.4. Machine Learning 

3.2.4.1. LSTM Networks 

Recurrent neural networks (RNN) were introduced as a deep learning framework that 

includes temporal dependencies between temporal sequences of hidden layers. Recurrent 

neural networks, however, did not perform very well on the training data with long term 

temporal dependencies. It was critiqued for the issue of vanishing and exploding gradients 

[65]. 

The LSTM model architecture was proposed as an alternative for typical RNN 

architecture more capable of storage and access of long-term temporal dependencies. The 

architecture, originally proposed in 1997, has been continuously improved and adapted into 

modern research paradigms [66]. The architecture used in this paper is similar to that used 

by Graves in 2013 and depicted by the following equations [67]. 

𝑖𝑡 = 𝜎(𝑊𝑥𝑖𝑥𝑡 + 𝑊ℎ𝑖ℎ𝑡−1 + 𝑊𝑐𝑖𝑐𝑡−1 + 𝑏𝑖)      (2.1) 

𝑓𝑡 = 𝜎(𝑊𝑥𝑓𝑥𝑡 + 𝑊ℎ𝑓ℎ𝑡−1 + 𝑊𝑐𝑓𝑐𝑡−1 + 𝑏𝑓)      (2.2) 

𝑐𝑡 = 𝑓𝑡𝑐𝑡−1 + 𝑖𝑡 𝑡𝑎𝑛ℎ(𝑊𝑥𝑐𝑥𝑡 + 𝑊ℎ𝑐ℎ𝑡−1 + 𝑏𝑐)     (2.3) 

𝑜𝑡 = σ(𝑊𝑥𝑜𝑥𝑡 + 𝑊ℎ𝑜ℎ𝑡−1 + 𝑊𝑐𝑜𝑐𝑡−1 + 𝑏𝑜)      (2.4) 

ℎ𝑡 = 𝑜𝑡 𝑡𝑎𝑛ℎ(𝑐𝑡)         (2.5) 
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These five equations describe the LSTM cell basic architecture with input xt for 

timestep t. The variables i, o, and f describes the input, output and forget gates, respectively. 

The variable c refers to the inner cell that stores the information and h refers to the hidden 

state. The given architecture provides 11 sets of weights and 4 biases connecting the 

different gates and the cell. Furthermore, the cell values and hidden states from previous 

time steps are all fed into the cell, input, output and forget gates allowing the neural network 

to adjust the weights and to store only the meaningful temporal dependencies between the 

different time steps.  

3.2.4.2. Model Formulation 

The LSTM neural networks were built using TensorFlow Keras, which is a high-level 

machine learning package in Python.  All the tested models consisted of 4 fully connected 

layers (Figure 3.4). The input layer had 187 nodes to process data inputs. This was followed 

by an LSTM layer with N number of LSTM units where N is a value that was experimented 

with to find the best model. The feedback loop for the LSTM layer refers to the hidden 

state input to the layer between each time step and the subsequent timestep that captures 

the temporal dependencies. The use of tanh activation was used since only the tanh 

activation for LSTM had a GPU implementation, which allowed for significantly faster 

training compared to CPU implementation. This was followed by a dense fully connected 

layer with rectified linear unit (ReLu) activation with N number of nodes. The use of ReLu 

allows reducing the problem of vanishing gradients as the function is not saturated at high 

input values [68]. The model was set up as a regression output model where for each phase, 

the time remaining for the phase to change could be any value between zero and 200. This 

means that the output prediction is a linear combination of the outputs of the dense fully 

connected layer with ReLu activation. The output layer had 6 nodes with linear activation. 

This allowed the network to output the values of the time remaining for the state to change 

from red to green and vice versa for in each of the 6 signal phases. This means that the 

output is continuous variables that can be rescaled to 200 seconds and approximated to the 

nearest second. This helps with output dimensionality as compared to softmax, for 

example. If output is treated as a categorical one hot encoded matrix, this matrix will have 

to be 6x200 to allow predicting all times remaining for all 6 phases within a 200 second 

horizon. This would be much less efficient in terms of memory and computational 

efficiency of the network. The models all utilize the Adaptive Moment Estimation (Adam) 

optimizer and different loss functions were experimented, including: the mean squared 

error (MSE), the mean absolute error (MAE), and the mean absolute percentage error 

(MAPE). The different models obtained were compared against one another and prediction 

errors in the short term and long term of different models were used. More details of the 

different models used, and their performance are discussed in the results and analysis 

section. 
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Figure 3.4: LSTM Network Architecture Used 

3.3. Results And Analysis 

3.3.1. Data Split 

Cross validation was used for every model to prevent overfitting. The data were divided 

into three subsets.  Training data was used to train the model. Validation data was used to 

check the performance of the model regularly during training to avoid overfitting and tune 

the hyperparameters. Testing data were used to evaluate the performance of the finalized 

model. Similar to what would happen to a field implementation, the model was trained 

using 81 days of data between the 26th of July 2019 and the 10th of December 2019. The 

validation data used for tuning the hyperparameters of the models were used as a single 

day of data, which is the 14th of December 2020. The testing data used for evaluating the 

performance of the finalized models was the 16th of December 2020. The validation and 

testing data were chosen to be for a date in the future outside the bounds of the training 

data. The reason for that is that the key interest lies in the ability of the models to generalize 

to future data rather than generalizing to historical data the model has not been exposed to.  

Furthermore, the use of a single day for validation and a single day for testing was done as 

a single day worth of data contains a representative amount of data to assess the entire 

model performance. The fact that each second of data is considered a data point means that 

a single day of data contains enough data points to allow a model to be thoroughly assessed.  

3.3.2. Exploratory Model Architecture Experiments 

Two key model hyper-parameters were to be identified for the best model. The first is the 

value of N, which is the number of neurons and the second is the learning rate to be used 
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for the Adam optimizer. An exploratory model fitting experiment was done on 37 days 

from July 26, 2019 till October 3, 2019.  The data from October 4, 2019 was used for 

validation. The 37 days included 1.1 million data points. Due to the large computational 

time associated with the sequence generation, loading data and model training, these 

models were limited to going over the data twice while monitoring the loss function and 

the performance on the validation data every time the model finished processing 250,000 

data points. A grid search was utilized to explore the hyper-parameter space for different 

combinations of learning rates and number of neurons per layer. There are two reasons for 

the importance of identifying a suitable learning rate. The first is that too high a learning 

rate can lead to oscillatory convergence by skipping parts of the solution space. Low 

learning rates can lead the network to converge to a local optimum and not learn beyond 

it. The second is that the model is highly computationally expensive and saving time on 

convergence is paramount. From a practical standpoint, the model can be adapted to be 

implemented as a live learning problem. The learning rate would be essential in this case 

to adapt to changes in traffic conditions quickly and efficiently. 

The choice of learning rates was on a logarithmic scale. For the choice of number 

of neurons, the value 187 is equal to the size of the input. Other values used for the number 

of neurons are 47, 12 and 6 respectively. The mean relative error or mean absolute 

percentage error (MAPE) was used as a loss function and performance metric to compare 

different learning rates and number of neurons per layer for two reasons. The first is that 

the absolute value of the error is less important the more the prediction horizon so for 

example an error of 5 seconds in a 10 second horizon is much more than an error of 5 

seconds in a 50 second horizon. The second is that previous papers that employed LSTM 

to travel time and traffic flow forecasting, which are the most relevant areas to the 

application domain, utilized it as a key performance metric [69-71]. Its performance against 

other loss functions are tested in the following section. 
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Table 3.1: Mean absolute percentage error performance on Validation Data 

Learning Rate 

Number of Neurons 

6 12 47 187 

1*10^-2 22.61 21.03 17.57 20.00 

1*10^-3 28.56 33.00 20.18 27.36 

1*10^-4 73.38 52.51 41.73 39.16 

1*10^-5 223.27 269.53 196.74 108.81 

1*10^-6 364.86 425.77 382.64 369.63 

 

Table 3.1 shows the minimum reached MAPE for different combinations of the 

number of neurons per layer N and the learning rate. One key insight that can be drawn 

from this analysis is that with the complexity and large computational time involved, 

choosing the correct learning rate is a key determinant of the quality of the model reached 

where the variation of the MAPE over the varying learning rates is much larger than over 

varying number of neurons. Another observation is that the use of 47 neurons performs 

better at both the 0.01 and 0.001 learning rates. Accordingly, the number of neurons would 

be set to 47 for further analysis.  

3.3.3. Performance of Different Loss Functions 

3.3.3.1. Model Description 

The maximum prediction horizon for the models used is 200 seconds. This is 3 minutes 

and 20 seconds into the future and there are multiple uncertainties affecting predictions 

further ahead. This property of having more certainty in predictions that are in the near 

future and less certainty in predictions in the distant future is common in many problem 

domains and predicting traffic signal switching times is one of these domains. This 

necessitates the choice of a proper loss function to reflect this property to be able to 
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properly balance the prediction over short- and long-term prediction horizons. Three 

commonly used loss functions are examined, which are MSE, MAE, and MAPE. Another 

loss function is proposed by the authors, which is a modified version of the MSE that can 

be expressed as: 

𝐿 = (𝑦𝑝𝑟𝑒𝑑 − 𝑦𝑡𝑟𝑢𝑒)
2

∗ (1 − 𝑦𝑡𝑟𝑢𝑒)2 (2.6) 

This function modified the MSE function by scaling the loss to be smaller as the 

true value of y is greater. The true value of y has to be scaled between zero and one. In this 

case y resembles the switching time where values close to zero indicate the signal switching 

soon whereas a value of one indicates the signal switching at the end of the prediction 

horizon (200 seconds in the future). The proposed function discounts the loss more the 

further ahead into the future, giving more importance to predictions in the near future. The 

proposed function provides more flexibility than relative error as the value of relative error 

increases indefinitely as the ground truth approaches zero whereas the proposed loss 

function would be approaching the sum of squared error as the ground truth value 

approaches zero.  

All four loss functions are used to fit the entire dataset with the model discussed in 

Figure 3.4 with N=47. According to the findings from the exploratory networks, the 

learning rate was set as 0.01. Despite Adam optimizer having its own adaptive learning 

rates based in momentum, an additional learning rate decay is added that multiplies the 

learning rate by 0.3 for every epoch where there is no improvement in the validation loss. 

This allows the learning rate to go down an order of magnitude of 2 epochs with no 

improvement. All 2,164,000 data points are fitted using each of the four loss functions 

discussed over 10 epochs allowing the model to assess the performance on validation data 

each epoch. For every loss function, the model with the best loss over validation data is 

selected and then the best model over the 10 epochs for each loss function is compared 

against those of other loss functions. 

3.3.3.2. Model Performance Comparison 

After fitting the models and deciding the best model for each loss function in terms of 

validation loss, the final models are evaluated by applying them to the testing data. The 

testing data contains 29578 sequences and predictions. In terms of overall model 

performance over the 200 second prediction horizon, the proposed model has the least 

absolute errors (Figure 3.5). MSE and MAE functions have the second best overall 

performance. MSE has higher probability to be within 5 seconds from the ground truth than 

MAE, but MAE has higher probability to be within any error range bigger than 5 seconds. 

MAPE has the worst overall performance over the entire prediction horizon even though it 

has a higher probability than MAE being up to 2 seconds from ground truth.  
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Figure 3.5: Comparison of the model error cumulative distribution for different loss functions 

If the performance at different prediction horizons is compared, the role of the loss 

function in optimizing the predictions becomes more evident. Both the MSE and MAE do 

not value how far into the future the prediction is. This means that an error of 5 seconds 

results in the same MSE and MAE whether the difference is between 10 and 15 seconds or 

between 100 and 105 seconds. This results in the performance of these two models being 

much better in the long-term predictions. MSE has the lowest error for any prediction more 

than 120 seconds into the future providing statistically significant improvement with p-

values less than 0.001 (Figures 3.6-3.9) (Table 3.2). MAE has a slightly lower error than 

the MSE in the 80 second horizon and slightly higher error after 80 seconds with a 

statistically significant p-value less than 0.001. Note that the outliers in Figures 3.6-3.9 are 

defined as the points at a distance greater than 1.5 times the interquartile range from the 

mean error values. The MAPE, on the other hand, heavily sacrifices long term predictions 

for short term prediction. It has the lowest error in the 20 second horizon and outperforms 

the MSE and MAE up to the 60-second horizon with high statistical significance (p-value 

less than 0.001). It can also be clearly seen that it has much less distant outliers than other 

loss functions for values up to 40 seconds (Figure 3.7). This, however, comes at the expense 

of significant reduction in longer term prediction accuracy.  

The proposed model is a middle ground between the two extremes which provides 

an overall better fit for all the data. Despite being slightly outperformed by the MAPE for 

the 20 second prediction horizon, it outperforms it on every other horizon. Furthermore, it 

provides the lowest error for up to a 100-second prediction horizon with high statistical 

significance (p-value less than 0.001). It is slightly outperformed by the MSE in the 100 to 

120 second horizon with low statistical significance (p-value=0.084). 
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In terms of outliers, the total outliers for the MSE loss function loss is 8.44 percent 

of the total number of points. For MAE, the outliers are 15.79% of the total number of 

points. Note that the interquartile ranges in the box plots are very small especially for less 

than 100 second prediction horizons, which is good but contributes to outliers. For MAPE 

outliers are 10.17% of the total number of points. Finally for the proposed loss outliers are 

9.43% of the points meaning that the proposed loss has the second least percentage of 

outliers after the MSE.  

 

 

Figure 3.6: Boxplots for absolute error distribution over different prediction horizons for mean absolute error function 

best model 
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Figure 3.7: Boxplots for absolute error distribution over different prediction horizons for mean absolute percentage 

error function best model 

 

Figure 3.8: Boxplots for absolute error distribution over different prediction horizons for mean squared error function 

best model 
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Figure 3.9: Boxplot for absolute error distribution over different prediction horizons for proposed error function best 

model 

Table 3.2 Mean absolute error values over different prediction horizons for the best models using each loss function 

comparison 

Loss 

Function 

Prediction Horizon (s) 

0-20 20-40 40-60 60-80 80-100 100-120 120-140 140-160 160-180 180-200 

MSE 4.31 6.15 7.10 7.48 5.89 5.61** 7.82* 11.93** 18.88* 37.49* 

MAE 3.61 5.94 6.52 6.18 6.10 7.20 9.63 11.97** 22.51 46.26 

MAPE 1.96* 4.20 6.08 8.09 10.03 13.46 26.17 35.49 52.40 89.45 

Proposed 2.13 3.38* 4.20* 4.68* 4.71* 5.74** 13.27 23.22 40.59 89.35 

* statistically significant improvement in error with p-value<0.001 for all pairwise t-tests with other loss functions 

** two loss functions yield the lowest error with no statistically significant difference between the two loss functions but with statistically 

significant difference with p-value <0.001 between them and other loss functions 
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3.4. Conclusions 

The use of LSTM neural networks allowed for a holistic data driven modeling framework 

that takes into account controller logic, time of day, vehicle actuation input and pedestrian 

actuation input. The presented framework is robust to missing data and provides useful 

insights into signal switching times whether it is time to green or time to red.  

The study presented a step by step detailed methodology for data gathering, data 

preparation, training and tuning of LSTM models and testing and comparing different 

model architectures. The model was applied to the four-way traffic intersection between 

Gallows Road and Gatehouse Drive and provided predictions for up to 200 seconds into 

the future relying on the past two minutes worth of data.  A comparison between different 

loss functions for training the LSTM network on the problem domain was conducted.  In 

addition to the MSE, MAE, and MAPE, a new loss function was proposed. The overall 

performance of the proposed loss function was better than that of the conventional loss 

functions. The comparison between loss functions indicated the importance of the choice 

of loss function according to the desired results. For the data, if the priority is a very short-

term prediction horizon (less than 20 seconds) then the mean absolute percentage error is 

the best option followed by the proposed loss function. If the priority is prediction up to 

120 seconds, then the proposed loss function is the best option. For long term predictions 

(between 120 and 200 seconds in the future), the mean square error is the best option. This 

study highlights the importance of choice of the loss function to suit the usage of the 

prediction. 

This study can be used as a first step in the development of deep learning models 

in traffic signal switching time prediction. From a practical standpoint, the models 

developed can be used in conjunction with one another to provide reasonable predictions. 

Multiple models can be used to come up with a prediction and the confidence in this 

prediction can rely upon whether all models agree or whether there is a large discrepancy 

between the models. Moreover, the predictions despite having errors, can be used with 

stochastic optimal control to reach the optimal decision accounting for errors [72]. These 

models have also been deployed using the live Smarterroads data to provide real-time 

predictions. 
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Chapter 4. Evaluating the Impact of the Look Back 

Period on LSTM Predictions of Actuated Traffic 

Signal Switch Times  

4.1. Introduction 

The transportation sector is a major contributor to fuel and energy consumption in the US 

Market. Specifically, it contributes to 28% of the total US fuel and energy consumption, 

which amounts to 100 quadrillion BTUs in 2019 most of which are relying on fossil fuels 

[73]. Eco-driving and Green Light Optimal Speed Advisory (GLOSA) have been suggested 

as ways to significantly reduce fuel consumption and improve energy efficiency using 

preexisting infrastructure [7,8,55,58,74,75]. This can be done by minimizing the aggressive 

accelerations and decelerations at the traffic signals by controlling the vehicle speed ahead 

of time and making sure they navigate the systems in a fuel-efficient manner [76,77].  

GLOSA is particularly valuable for the development of automated and connected 

driving as it can significantly improve the fuel efficiency of automated and connected 

vehicles when navigating signalized intersection. This system, however, is dependent on 

having a reasonable estimate of the switching times of the traffic signals along the route of 

the vehicle as it navigates the system.  

4.1.1. Predicting Signal Switching Times For Actuated Controllers 

Identifying the time left until a traffic signal turns red or green for an actuated controller is 

a complex task. For fixed time signal controllers, this task would be as trivial as acquiring 

the timing plan from the operator. For actuated signals, however, the length of each phase 

is variable depending on the calls or actuations the detectors receive. This allows the traffic 

signal controller to be more responsive and adaptive to the traffic conditions. This 

adaptiveness comes at the expense of predictability.  

The time of each phase can vary between a minimum green and maximum green. 

Every time a vehicle is detected, an increment of time known as the passage time is added 

to the green interval allowing the detected vehicle to traverse the intersection [78]. These 

increments can be added as long as the maximum green time is not yet reached. Moreover, 

green time should be long enough to accommodate pedestrian phases such that pedestrians 

have enough time to cross the road. This means that the traffic signal switching times 

depend greatly on whether the detectors and push buttons on each approach detect vehicles 

or pedestrians. Past studies have shown that vehicle arrivals and pedestrian arrivals are both 

highly stochastic processes in nature [79-81]. This randomness makes predicting the signal 

switching times more difficult.  
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Apart from the difficulty in predicting detector actuations second by second, 

demand varies significantly based on the season, day of the week, time of the day as well 

as holidays. This gives rise to a need for a holistic data-driven methodology that considers 

all the factors that can affect the traffic demand and the controller logic changes. 

Existing traffic signal controllers in the US are very complex. Their sophisticated 

logic allows them to be very adaptable to traffic conditions. Examples of advanced features 

includes having floating green times that can be appropriated between different phases in 

order to serve the demand, allowing totally different controller settings for different times 

of the day, allowing simulated actuations to be placed on a particular phase and allowing 

left turns to be skipped or served twice in the same cycle. These options, while not in use 

at all intersections, can complicate modeling the controller logic. This complexity gives 

rise to a need for better prediction algorithms to enable GLOSA and eco-driving to be more 

efficient and reliable [82]. 

4.1.2. Uses Of Machine Learning In Traffic Signals 

The use of machine learning (ML) in traffic signals involves two main tasks. Traffic signal 

control and traffic signal prediction. Traffic signal control application is concerned with 

using data to change the controller settings to make it more adaptive to traffic conditions 

and to improve system performance in terms of vehicle delay or emissions for example. 

Traffic signal prediction on the other hand is concerned with being able to predict the 

switching time of the actuated traffic signals under the existing settings and traffic 

conditions. This study resides in the traffic signal prediction domain.  

Most of the existing body of knowledge in the literature utilizes ML combined with 

agent-based modelling for the traffic signal control task. Several studies used 

reinforcement learning to optimize the signal timings to adapt to traffic demand [23-26]. 

Other studies utilized multi-agent systems with machine learning or game theory to 

optimize systems of traffic signal controllers [27-30].  

Only a few studies have tackled the idea of providing a prediction of actuated traffic 

signal switching times under existing controller settings to enable GLOSA. Support vector 

machines have been used as a simple classifier for the green time in a simple actuated 

traffic signal with only 4 different options for possible green times and was able to provide 

high accuracy classification predictions [32]. Moreover, graph based Bayesian methods 

have been used to predict the time till the next phase based on time of day, controller logic 

and detector data [15]. This study expands on a previous study that used LSTM neural 

networks to predict the remaining time to change from green to red or vice versa for 

actuated traffic signals [83]. 

4.1.3. Problem Statement 

A major barrier hindering the large-scale adoption and implementation of deep learning 

methods by practitioners and infrastructure operators is model complexity. Deep learning 



Seifeldeen Eteifa Chapter 4: Evaluating the Impact of Look Back Period 

26 

 

models require expensive GPUs and long training times. This raises concerns about the 

expense and practicality of having to retrain the model frequently with data and having to 

redeploy models to maintain an acceptable reliability for predictions. LSTM is one of the 

computationally expensive deep learning models due to the large number of weights and 

tunable parameters needed to map the relationship between each time step and consecutive 

time steps. The hidden cell, input gate, output gate and forget gate all have their own 

weights and biases that need to be trained based on the data. 

One of the major determinants of the computational time and memory allocated to 

the model training is the sequence input time window required by the model or the model 

look-back period. If the model look back period is too short, it will not capture important 

temporal dependencies that might be present within the data. On the other hand, if the 

model look-back period is very long, the training process becomes significantly more 

computationally expensive and memory intensive. Not only would it slow down the 

training process but also in some cases the model would be focused on temporal 

dependencies that are not relevant to the prediction resulting in inferior performance to 

models using a shorter time window. 

4.1.4. Proposed Approach 

The aim of this study is to assess the effect of choice of look back time window on the 

performance of LSTM Neural Networks in the context of actuated traffic signal switch 

time prediction. The importance of choice of correct look back periods for the model is 

twofold. First, it affects the overall model performance and reliability of predictions. 

Second, it affects the overall training time required for the model, thus minimizing the 

hardware requirements for field deployment of a model that can learn from live data and 

improve while providing predictions in the field.  

4.1.5. Study Contribution 

This study is aimed towards providing a first step towards better understanding of the effect 

of different time windows on the predictions of LSTM models in the context of actuated 

traffic signal switching times. It aims at demonstrating the sufficiency of the data to allow 

the model to make more reliable predictions.  This study could act as a baseline for other 

researchers working with similar data to estimate the amount of data they need to collect 

and time windows to work with. It can also act as a first step towards deploying deep 

learning methods within connected infrastructure. A simple example would be by 

modifying the Signal Phase and Timing (SPaT) message stream by adding the most likely 

signal switching time using the models presented in this paper. This can significantly 

improve the decision making of intelligent vehicles when using eco-driving systems 

leading to more fuel-efficient vehicle operations.   
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4.2. Methodology 

The study relies on a three-step research methodology that includes: 

• Data gathering and preparation. 

• Training LSTM models on the same data using different look-back periods. 

• Testing on out of sample data and comparison of model performance 

 

4.2.1. Data Description 

The data used in chapter 2 is similar in format to that used in chapter 1. It expands on the 

previous chapter by using a total of 150 days of data as opposed to the 83 days of data in 

chapter 1. 

4.2.2. Data Split and Preparation 

The training dataset is composed of 120 days of data between July 2019 and January 2020. 

This includes a total of 1.8 million sequences of data learned by the model. A single day’s 

worth of sequences (15,000 sequences) on Feb. 17, 2020, is used for validation. The testing 

set is composed of 30 days out of the sample data that the model has not seen during 

training within the same date range of the training set to be able to assess prediction 

performance in a way that mimics the model being deployed in the field. 

To be able to compare the effect of the model look-back time window on the 

prediction performance, different look-back time windows are used for training and testing 

the same LSTM model. The time step used is one second, which is the same as the 

maximum level of detail offered by the data. For each second, the data provides a 187-

element vector of the data elements described in Table 4.1. The sequence input to the 

LSTM neural network is provided as a matrix composed of the past 3, 10, 30, or 60 seconds 

of data. This means that for the 30-second look-back model, a single input data point is a 

matrix of size 187 x 30 and an output vector showing the time left for switching for each 

of the six phases of the traffic signal.  

ss 
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Table 4.1: Input Data Elements 

 

The input data are arranged into small sequences in time followed by the prediction. 

The prediction includes the time left for each of the six phases to turn green if it is currently 

red or time for it to turn red if it is currently green. Switch times can range from zero to 

200 seconds, but it is normalized to be between zero and one. This is a very long prediction 

horizon, so in assessing model performance, the next 20 seconds are focused on rather than 

long-term predictions for the entire 200-second prediction horizon. The length of the 

sequences (time window to look in the past) is altered between models, so models were 

developed that used a time window of 3, 10, 30, and 120 seconds, respectively. A depiction 

of the sequence generation process is provided in Figure 4.1. 

 

Figure 4.1: Sequences and input time steps 

Input Data Elements 

Signal Timing Controller Settings Vehicles Pedestrians 

• Time of Day 

• Duration signal spent in 

current phase 

• Status (Minimum green/ 
Passage time/ 

Terminating) 

• Cycle Length 

• Offset from Upstream 

signal 

• Timing Plan ID 

• Current Phase 

• Speed 

• Volume 

• Occupancy 

• Actuations 

• Exit Mode (Max out/ 

Gap out) 

• Current Phase 

• Push Button Status 
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4.2.3. Model Formulation 

The model architecture used is adapted from the optimal architecture used in chapter 1 

based on the architecture proposed by Graves in 2013 [67,83]. The same architecture is 

trained using different look-back time windows to show the effect of the look-back time 

window on the prediction performance. 

The model architecture used is shown in Figure 4.2. The input layer is followed by the 

LSTM recurrent layer, where the length of the input sequence affects the training time of 

the trainable parameters in the model shown in equations (1-5). LSTM layers have a tanh 

activation as this is the only activation that has a GPU implementation in Keras that is 

much more efficient than the CPU implementation. This is followed by a fully connected 

layer to take in the output from LSTM and aggregate it. This layer uses a sigmoid activation 

function to map the outputs from the LSTM layer to a value between zero and one. Finally, 

a fully connected linear output layer is used to linearly combine the outputs from the 

sigmoid layer to come up with the six switching times of the traffic signal.  

The loss function used is the mean absolute percentage error (MAPE) or the mean 

relative error (MRE), which was proven to achieve the best performance for a 20-second 

prediction horizon in chapter 1 [83]. The purpose of using MAPE is to prioritize predictions 

in the short term and give much less priority to predictions in the long term. Knowing the 

switching time with a good accuracy directly upstream of a signal allows eco-driving 

systems to better adapt the vehicle speed profile to navigate the intersection in a fuel-

efficient manner. For this reason, more attention is given to the model performance in the 

short term (20 seconds and shorter) than in the long term.  
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Figure 4.2:  Model Architecture 

4.3. Results and Analysis 

4.3.1. Short-Term Prediction  

Four models with the same architecture described in Figure 4.2 are built and then run on 

the training dataset until they converge after 14 epochs. The models’ performance on out-

of-sample data is illustrated in the error distribution shown in Figure 4.3.  

In terms of the short-term prediction horizon of fewer than 20 seconds, all models 

are similar to one another in terms of performance despite having a very slight advantage 

for the model using the 10-second look-back window. Even the 3-second model performs 

fairly well. This indicates that the trends repeating themselves in the data even within 3 

seconds can be sufficient to obtain a good estimate of what is happening over the next 20 

seconds. 

The models perform well in predicting the switching time from red to green or vice 

versa. The models on average provide an exact prediction 62% of the time. On average, 

the model predictions are off by a maximum of only 1 second from the ground truth more 

than 80% of the time. The predictions are off by 2 seconds maximum from ground truth 

more than 89% of the time. This shows good reliability of the prediction which can be used 

for decision-making for intelligent vehicles.  
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When accounting for the total computational time required for all models, using a 

smaller look-back time window can be a good option. This is because the computational 

time and resources including memory and processing power required for the models with 

a small look-back interval are significantly smaller and these models tend to converge 

significantly faster.  

 

Figure 4.3:  Short-term prediction absolute error distribution 

4.3.2. Long-Term Prediction 

The use of the mean relative error loss function makes this model much better suited for 

short-term prediction rather than long-term. In long-term prediction models, other 

functions such as mean squared error are much better suited and provide a better fit 

compared to the mean relative error.  

In this case, however, it is beneficial to see how well the different models perform 

in terms of long-term prediction to explore any correlations between the look-back period 

and the model performance in long-term predictions. The error distribution for the models 

for the entire 200-second prediction horizon for the out-of-sample test is shown in Figure 

4.4. Unlike the short-term prediction where all models had a very similar performance, 

performance in long-term prediction is better for the 60-second model followed by the 10-

second model. The 30-second model produces a worse error compared to the 10-second 

model with a performance very close to that of the 3-second look-back period model.  

The overall prediction performance in the long term is average, which is expected 

because of the use of the relative error loss function that focuses on the short-term and less 

on the long-term reduction in error. Overall, for the 60-second look-back model, prediction 

is on average within 9 seconds of the ground truth 80% of the time. For the 30-second, 10-

second, and 3-second lookback models, predictions are within 14 seconds, 11 seconds, and 



Seifeldeen Eteifa Chapter 4: Evaluating the Impact of Look Back Period 

32 

 

14 seconds, respectively, from the ground truth 80% of the time. Given that the prediction 

horizon is 200 seconds, these values are reasonable though not particularly good. 

It should also be noted that the models used provided a few unreasonable 

predictions (either less than zero or more than the 200-second prediction horizon). These 

distant outliers accounted for 0.8 percent of the total predictions and were filtered out as 

would be the case if they were in the field implementation of the model. One way to better 

deal with these outliers is to use model ensembles that obtain predictions from multiple 

models and take the average or use ML algorithms to weigh these predictions. This can 

help exclude one model when it comes up with an unreasonable prediction.   

 

Figure 4.4:  Long-term prediction absolute error distribution 

4.3.3. Discussion 

Comparing the long-term and short-term model performances considering different look-

back periods, it can be discerned that short-term predictions are much less demanding for 

the LSTM network. Regardless of the look-back time window, all models result in good 

reliable predictions. Long-term predictions, on the other hand, are less obvious and do not 

demonstrate a specific trend. Specifically, while the error for a 60-second look-back period 

is much lower than any other period, the model performance considering a 10-second look-

back period is better than that of the 30-second look-back period thus demonstrating that a 

longer look-back period is not necessarily better. The 3-second and 30-second look-back 

periods produce very similar errors; however, the 30-second look-back model is much 

more computationally expensive.  

The overall recommendation for researchers using similar data is in case of 

conducting short-term predictions, start with shorter look-back periods and gradually 
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increase the look-back and observe the effect on the overall model performance to achieve 

a model that has satisfactory performance and is computationally efficient. For long-term 

predictions, on the other hand, a more thorough grid search exploring different areas of the 

solution space can be examined.  

The results show that there is no monotonic relationship between the look-back 

period and the overall prediction performance. This means that while increasing the look-

back period can potentially add useful information to the model that it could use to detect 

a temporal trend, it can also add information that is not essential which can make it more 

difficult for the LSTM model to detect the more fundamental short-term trends in the time 

series data. 

4.4. Conclusion 

The study provides an intuition on the effect of the look back period on the overall model 

performance when using LSTM to compute traffic signal switch times. The results show 

that short-term accurate predictions less than 20 seconds can be obtained with a lookback 

time window as small as 3 seconds in duration. Long-term predictions, on the other hand, 

are more sensitive to changes in the look back period and require as thorough search in the 

solution space for the best look back period to improve the model fit. The study also shows 

that the look back period does not have to be larger than the prediction horizon or directly 

related to it. Instead, it depends more on the most important trends repeating themselves in 

the data with regard to the prediction.  

The study introduces a modeling framework capable of being within 1 second from 

ground truth more than 80 percent of the time within a 20 second prediction horizon. It 

provides a performance benchmark for future researchers using LSTM to predict traffic 

signal switch times.  

The results of this study are highly practical as the data collected are already being 

broadcast by the existing infrastructure without any extra investment in sensors or data 

collection devices. The modeling framework introduced in this paper can be deployed in 

the field and used to create models for any intersection. With the information provided by 

these models and the aid of stochastic control to account for errors, automated and 

connected vehicles will be much more informed while navigating through traffic signals to 

enhance their energy efficiency. 
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Chapter 5. Assessing the Robustness of LSTM 

Neural Networks for Prediction of Actuated Traffic 

Signal Change Times 

5.1. INTRODUCTION 

The transportation sector is the highest sector in the United States in terms of fuel 

consumption and greenhouse gas emissions. In 2019, the transportation sector consumed 

100 quadrillion BTUs of energy most of which came from fossil fuels [73]. In 2011, the 

transportation sector was responsible for 92 percent of the carbon monoxide, 65 percent of 

the hydrocarbons, and 42 percent of oxides of nitrogen emissions in the United States. 

Moreover, the transportation sector was responsible for one third of the emissions of 

volatile organic compounds and two thirds of carbon monoxide emissions around the world 

[84]. 

On urban roadways, one of the major causes of increased vehicle fuel consumption 

and emission levels is traffic signals that incur vehicle acceleration and deceleration 

maneuvers. One way to reduce unnecessary acceleration and deceleration maneuvers and 

drive vehicles in a more fuel-efficient manner is eco-driving, eco-speed control or Green 

Light Optimal Speed Advisory (GLOSA) [6,9,56,85,86].These terms refer to controlling 

the vehicle trajectory to ensure that it traverses signalized intersections in a more fuel-

efficient manner reducing unnecessary stops as well as acceleration and deceleration 

maneuvers [11,13,87]. GLOSA or eco-speed control has been proven to significantly 

improve vehicle fuel efficiency and reduce emissions while traversing signalized 

intersections [7,8,10,12,75,82]. 

One of the key challenges with optimizing the vehicle speed profile with GLOSA 

is having a reliable estimate of when traffic signals will change from a red to a green 

indication and from a green to a red indication [11]. For fixed timing signals, this task is 

trivial since it only involves getting the signal timing plan for the traffic signal. For actuated 

traffic signal controllers, on the other hand, this task is very complex because for actuated 

traffic signals, the green time can vary between a minimum and a maximum green time 

based on vehicle actuations. These vehicle actuations do not only depend on the volumes 

of vehicles using the road at the traffic signal approach but also the pattern of arrivals, 

which is highly stochastic and depends on the platoon dispersion from upstream traffic 

signals [61]. The randomness of these arrivals can lead to a wide variation in the length of 

a single phase especially during times of low traffic demand. Additionally, actuated 

controllers allow for skipping left turn phases which can cause a lot of variability when 

trying to predict the switching time for a single signal phase. Knowing these signal timings 

not only provides important information for GLOSA but can also help alleviate the problem 

of the dilemma  zone if the signal switching time can be communicated to the drivers which 

can enhance intersection safety [88].  
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5.1.1. Predicting Traffic Signal Switching Times 

Several studies evaluated the effect of vehicle arrivals on signal timing. One study utilized 

the data from floating connected vehicles at a low penetration rate to estimate the signal 

timings [59]. Another research approach based predictions of traffic signal timings on large 

scale cell phone based GPS data [60]. Robertson’s platoon dispersion model was used to 

predict vehicle arrivals with platoon dispersion by using data from upstream traffic signals 

[61]. These approaches have been successful in identifying the traffic signal timing plans 

for fixed signals as well as ranges of phase lengths for actuated signals without needing 

access to signal timing plans. On the other hand, these models struggled to identify the 

exact switching time from red to green or vice versa.  

5.1.2. Machine Learning in the Context of Traffic Prediction 

The problem of predicting the switching times of actuated traffic signals has been tackled 

previously using machine learning techniques. Support vector machines have been used to 

predict the switching times in an actuated traffic signal based on the past cycles, times of 

day, volumes and detector data [32]. Another model was developed using Bayesian 

learning and a graph-based modeling and was able to provide predictions of traffic signal 

switching time up to 15 seconds in the future 80 percent of the time with acceptable 

accuracy.  

The model variants presented in this study extend the aforementioned LSTM 

framework with more data and enhanced regularization parameters and techniques for 

better generalization. Within the area of deep learning, Long Short-Term Memory (LSTM) 

neural networks were used to provide predictions of the traffic signal switching times and 

the effect of the loss function on the overall prediction performance was studied [83]. The 

use of LSTM recognizes the temporal dependencies in traffic signal data, allows 

identifying and handling missing data and provides a comprehensive data driven 

framework for predicting the signal times [83]. The model variants presented in this study 

extend the aforementioned LSTM framework with more data and enhanced regularization 

parameters and techniques for better generalization. 

5.1.3. Problem Statement 

A major criticism for deep learning frameworks and a barrier to their large-scale 

deployment in the field is that the models are as good as the data used for training them. 

The performance of the deep learning models in edge cases and robustness to temporal 

changes as well as changes in data inputs is a major concern. This raises questions about 

how much data is sufficient to train a model and by how much a model performance 

deteriorates with time without re-training. This paper addresses the generalization of 

LSTM models over time as well as the generalization under different traffic conditions 

imposed by a significant reduction in traffic demand caused by the COVID-19 pandemic. 

COVID-19 in this case is an example of a rare event causing significant changes in traffic 

demand from what the models were trained on. 
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5.1.4. Proposed Approach 

The aim of this study is to assess the robustness and generalization performance of an 

LSTM model for traffic signal switching time prediction. The study extends a previous 

LSTM framework by using more training data and introducing different model variants 

that employ different regularization parameters and techniques. Comparing these model 

variants allows for the identification of the most useful regularization techniques for 

improving model temporal generalization performance under extreme changes in traffic 

demand, in this case caused by the COVID-19 pandemic. This paper utilizes COVID-19 

pandemic as an example of rare events that can significantly reduce traffic demand. 

5.1.5. Study Contribution 

The study is the first to address the generalization behavior in the context of actuated traffic 

signal switching time prediction using LSTM. This provides a benchmark for other 

researchers to compare against when evaluating their model performance. It also provides 

guidance to researchers utilizing LSTM in relevant contexts to improve their models using 

regularization. These models can also be used to modify Signal Phase and Timing (SPaT) 

messages with live data providing the most likely time traffic signal indications will 

change. In addition, this study provides insights to practitioners and decision makers in 

case of adopting a similar deep learning approach about the generalization behavior of the 

model. This can help predict the potential implications on costs of hardware or data 

acquisition to maintain the prediction models within a desired reliability level. 

5.2. Methodology 

This study methodology relies on the large reduction in travel demand created by COVID-

19 to assess the short-term generalization of traffic signal switching time models [89]. The 

study adopts a three-step research methodology: 

• Data preparation and splitting. 

• Development of different LSTM model variants. 

• Assessing and comparing the different LSTM model variant performance 

on test data before COVID-19 and after COVID-19. 

5.2.1. Data Preparation and Splitting 

The data are split into three datasets. The training dataset covers 120 days of data that span 

the months from July 2019 to January 2020 similar to those used in Chapter 2. For cross-

validation during training, a single day including 15,000 data points is used and this 

corresponds to Feb. 17, also similar to Chapter 2. The first testing dataset is meant to assess 

the performance of the model variants on test data before the occurrence of the COVID-19 

pandemic and includes 30 days from the same period of the training data between July 

2019 and January 2020. The second testing dataset, on the other hand, is new data and is 
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meant to assess the temporal generalization of the model as well as a generalization to 

lower traffic demand conditions due to the COVID-19 pandemic. It covers the 18 days 

between March 15 and April 1 shortly after COVID-19 was declared a national emergency 

on March 1. Figures 5.1 through 5.6 show the difference in traffic volume demand on a 

typical weekday (Tuesday) and a typical weekend day (Saturday) between the days before 

the pandemic and those right after COVID-19 was declared a national emergency.  

Figure 5.1 through 4.6 show the drastic decrease in travel demand for all six phases 

of the traffic signals after COVID-19 was declared a national emergency. Note that the 

travel demand is recorded only for times of the day when the traffic signal operates in 

actuated-coordinated mode, which is 8:30 am to 9 pm on weekends and 6:30 am to 10 pm 

on weekdays. These are the same times at which all the models are trained. The demand 

reduction is more pronounced on weekends than on weekdays. Moreover, during 

weekdays, it seems that demand is significantly reduced for travel before 5 pm when rush 

hour traditionally occurs. On the other hand, demand after 5 pm is not significantly reduced 

showing that travel behavior on weekdays after work remains mostly unaffected. The travel 

demand reduction is also highest for the through movements for Gallows Road, which 

corresponds to phases 2 and 6 where the travel demand is almost halved. Figure 5.1 through 

5.6 show that after COVID-19, demand drops to unprecedented levels, which is an 

unconventional circumstance in which the ability of the LSTM model variants to generalize 

is tested.  

 

 

Figure 5.1:  Weekday and weekend traffic volumes for phase 1 before and after COVID-19 
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Figure 5.2:  Weekday and weekend traffic volumes for phase 2 before and after COVID-19 

 

Figure 5.3: Weekday and weekend traffic volumes for phase 3 before and after COVID-19 

 

 

 

Figure 5.4: Weekday and weekend traffic volumes for phase 4 before and after COVID-19 
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Figure 5.5: Weekday and weekend traffic volumes for phase 5 before and after COVID-19 

 

Figure 5.6:  Weekday and weekend traffic volumes for phase 6 before and after COVID-19 

5.2.2. LSTM Model Variant Development 

The baseline model architecture used in this paper is similar to that optimized in chapter 1 

shown in Figure 5.7 [83]. The two main differences in the model provided in this chapter 

are the prediction horizon and the use of varying regularization techniques to create and 

assess model variants for generalization. The prediction horizon used for this study is 20 

seconds when the most gains in terms of fuel and energy efficiency from controlling the 

vehicle speed before reaching the intersection can be realized. It is also the prediction 

horizon where most previous studies achieved reasonable performance [15,32]. The loss 

function used is the mean absolute percentage error (MAPE) as it was found to provide the 

best results for short-term predictions [83]. Like chapters 1 and 2, the model was trained 

on a full 200-second prediction horizon; however, testing the model was limited to data 

points where the signal switching (from red to green or vice versa) was expected to happen 

within the next 20 seconds. This choice was made as training on long-term prediction was 

found to further improve the short-term prediction performance, so throwing away training 

data beyond the prediction horizon would be counterproductive for the model. The 

following section discusses the different regularization techniques used to create the model 

variants in further detail. 
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Figure 5.7: Baseline model architecture 

5.2.2.1. L1 and L2 Regularization Techniques 

L1 and L2 penalty terms originated in statistical models where the L1 penalty is used for 

lasso regression and the L2 penalty is used in ridge regression [90]. The idea is that the L1 

term is a term added to the loss function to penalize a percentage of the absolute value of 

the coefficients and L2 is added to penalize a percentage of the square of the loss function. 

In deep learning models, L1 and L2 can be used to penalize the weight and bias for each 

layer. Due to using the square of the weight, L2 penalizes weights less than 1 less than L1 

and weights greater than 1 more than L1. The use of these regularization terms in the model 

loss function makes the model less likely to use very large weights and biases for single 

input or activation. This makes models more stable and more likely to generalize better. 

The model variants using L1 and L2 use a ratio of 0.01 of the weights and biases absolute 

value for L1 and square value for L2.  

5.2.2.2. Batch Normalization 

Batch normalization is a technique in which the inputs to each layer (activations from 

previous layers) are normalized to reduce the changes in the distribution of the inputs to 

each layer during training [91]. It is proven to accelerate the model training, reduce the 

sensitivity to the model initialization state, and enhance generalization [91,92].  

5.2.2.3. Dropout 

Random dropout of nodes within the deep learning model refers to omitting a random 

subset of nodes while training, as illustrated in Figure 5.8. This subset that is omitted is 

continuously changed while training. This reduces the model’s chances of overfitting the 
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training data or context-specific adaptations within the network relying on a specific subset 

of features [93]. In this study, the dropout percentage is varied between 5%, 10%, and 20%.  

 

Figure 5.8:  Dropout illustration 

5.2.3. Model Variant Comparison 

Based on the baseline model, nine other model variants are created using the discussed 

regularization techniques and compared to one another. The 10 model variants are created 

and assessed based on their prediction performance as well as generalization performance. 

The nine additional model variants use 5% dropout, 10% dropout, 20% dropout, batch 

normalization, L1, L2, combined L1, and L2, combined L1 and L2 with batch 

normalization, and combined L1 and L2 with batch normalization, and 10% dropout. Each 

model is trained on the training dataset and then used to predict using out-of-sample data 

from the duration of time before COVID-19 as well as after COVID-19 occurred.  

5.3. Results and Analysis 

5.3.1. Results 

Each model is trained on the training dataset and then used to predict using out-of-sample 

data from the duration of time before COVID-19 as well as after COVID-19 occurred. 

Figures 5.9 through 5.12 provide a summary of the prediction performance of the nine 

different models with the baseline model performance provided in all figures as a reference. 

The graphs show a step function with the absolute error on the x-axis and the cumulative 

probability of having this value of absolute error or less. The more the graph is shifted to 

the left-hand side the better the overall prediction performance of the model. The graph is 

provided as a step function as both predictions and true values are discrete variables to the 
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nearest second. Table 5.1 provides a comparison of the overall mean absolute error (MAE) 

of the different model variants before and after the lockdowns associated with the COVID-

19 pandemic. 

 

 

Figure 5.9:  Absolute error distribution on test data before COVID-19 (Part 1) 
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Figure 5.10: Absolute error distribution on test data before COVID-19 (Part 2) 

 

Figure 5.11:  Absolute error distribution on test data after COVID-19 (Part 1) 
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Figure 5.12: Absolute error distribution on test data after COVID-19 (Part 2) 
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Table 5.1:  Model Mean Absolute Error before and after COVID-19 

Model 
MAE before 

COVID-19 

MAE after 

COVID-19 

Change 

(%) 

5 Percent Dropout 3.61 2.88 -20.05 

10 Percent Dropout 3.34 3.10 -7.08 

20 Percent Dropout 3.56 2.60 -26.94 

Batch Normalization 2.49 2.67 7.27 

L1 L2 2.32 2.18 -6.02 

L1 L2 Batch Normalization 2.36 2.46 4.06 

L1 L2 Dropout Batch 

Normalization 
2.97 3.08 3.77 

L2 1.94 1.99 2.18 

L1 2.06 2.05 -0.50 

Baseline 2.78 2.34 -15.68 

 

5.3.2. Analysis 

5.3.2.1. Overall Model Performance 

The model variants utilizing the L1 and L2 regularization parameters in the loss function 

provide the best overall model performance in both the test sets before COVID-19 and after 

COVID-19 in terms of MAE. The model using L2 regularization provides the lowest MAE 

of 1.94 seconds on the data before COVID-19 and 1.99 seconds on data after COVID-19. 
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This is closely followed by the model using L1 regularization with an MAE of 2.06 seconds 

on data before COVID-19 and 2.05 seconds on data after COVID-19. This is followed by 

the model variants using both L1 and L2 regularization, which have an MAE of 2.32 on 

data before COVID-19 and 1.18 on data after COVID-19. These are the only model 

variants that achieve a performance higher than the baseline performance even though the 

model employing batch normalization performance is very close to that of the baseline 

model.  

Despite the L2 regularization model variant having a lower overall MAE compared 

to the L1 model, it should be noted that the L1 variant has a slightly more favorable error 

distribution where the L1 variant is within 2 seconds of the true value 83.5% of the time as 

opposed to 83.3% of the time on the test data before COVID-19. This is consistent with 

the performance on the data after COVID-19 as well where the L1 variant is within 2 

seconds from the true value 81.8% of the time as opposed to 80.6 of the time for the L2 

variant. This shows that the use of L1 and L2 regularization for stabilizing the weights and 

biases has a significant positive impact on the overall model performance. The L1 and L2 

regularization significantly reduced the out-of-sample test error for both the test set before 

COVID-19 and that after COVID-19. 

All model variants employing dropout layers have a significantly reduced 

performance compared to the baseline model. The dropout technique is meant to reduce 

dependency on a small proportion of the data or certain combinations of inputs to reduce 

overfitting. However, in the case of this training dataset, the overfitting is unlikely due to 

the huge size of the training dataset (1.8 million data points). This makes the model 

performance on out of sample data consistent with its performance on the training data and 

reduces the likelihood of overfitting even for the baseline model. This means that the use 

of dropout only makes the training process more complex without adding value in terms 

of generalization, leading to the reduction in performance seen in the results. 

Complex model variants combining multiple regularization techniques seem to be 

outperformed by their simpler counterparts except for the case of the model variant 

combining L1 and L2 regularization with batch normalization, which outperforms the 

batch normalization only variant as L1 and L2 regularization improves the overall 

performance of the model. 

5.3.2.2. Model Generalization Performance. 

In terms of overall model generalization performance, the baseline model generalizes very 

well. The overall mean absolute error of the out-of-sample test data taken after the COVID-

19 time frame is 15.68% lower than the out-of-sample test data before COVID-19. The 

baseline simple model could achieve a prediction performance that does not reduce despite 

having a two-month lag between the training of the model and using it for prediction, which 

proves that the model is very robust to temporal variations. Moreover, the reduction in 

demand due to the COVID-19 pandemic did not affect the overall model performance 

which also proves that the model is robust to reductions in traffic demand. This result is 



Seifeldeen Eteifa Chapter 5: Regularization and COVID Generalization Performance 

47 

 

counterintuitive as the lower the demand, the more difficult it becomes to predict vehicle 

arrivals, and the more left-turn phases and side road phases are likely to be skipped, which 

introduces error to the model. 

Other model variants also perform very well in terms of generalization where the 

model performance before the COVID-19 pandemic seems to be consistent with that after 

the COVID-19 pandemic both in terms of MAE and error distributions. The worst 

performing model variant in terms of generalization was that employing batch 

normalization, and the MAE of this model increased by only 7.27% compared to its MAE 

before the pandemic. This model variant was within 2 seconds from the true value of 71.9% 

of the time before COVID-19 and this was reduced to 69.1% after COVID-19. While this 

is one of the largest reductions in model performance among the tested model variants, the 

reduction in performance is still small. The second-worst model in terms of MAE is the 

one that uses all regularization methods combined, which increases its MAE by 3.77% 

after the COVID-19 pandemic. For this model, the model is within 2% of the true value 

only 63.1% of the time before the COVID-19 pandemic and 61.6% after the pandemic. 

This reduction is again very small. This shows that even the two worst generalizing model 

variants are still very consistent in terms of their performance after the traffic demand 

reductions during the COVID-19 pandemic. This result highlights the consistency and 

robustness of the model variants despite the two-month lag between training and testing as 

well as the reduced demand due to the COVID-19 pandemic. 

5.4. Conclusions and Recommendations for Future Work 

This study investigated the prediction and temporal generalization performance of LSTM 

Neural Networks with varying regularization parameters under the rare events causing 

reduction in demand exemplified by COVID-19 pandemic. Model variants for LSTM 

Neural Networks including dropout, batch normalization, L1 and L2 Regularization were 

trained on 120 days of data, and their performance was evaluated on out of sample data 

prior to and after COVID-19 pandemic. All model variants showed very consistent 

prediction behavior with very slight to no redsssuctions in prediction performance between 

the testing on the data prior to COVID-19 pandemic and the data after the occurrence of 

the COVID-19 pandemic. This behavior suggests that the use of the 120 days of data was 

sufficient to avoid overfitting and produce a model with comprehensive understanding of 

the different traffic conditions and temporal changes.  

The study showed that L1 or L2 regularization parameters being added to the loss 

function significantly improved the model overall prediction performance. Dropout layers 

significantly reduced prediction performance and batch normalization did not affect the 

prediction performance. Generally, the simpler model variants outperformed the complex 

model variants combining several regularization parameters. This implies that researchers 

should be careful when using regularization parameters with traffic signal switching time 

predictions where adding more regularization parameters could be counterproductive. In 

case of not having sufficient time for running an exhaustive search for the optimal model 
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parameter setup, it would be best to train the model variants in a stepwise manner starting 

with the simplest model variants and adding to that. 

While the proposed work is a good first step to testing the generality of the model, 

further testing of the algorithm is needed on other intersections. This study is intended to 

serve as a guideline for other researchers utilizing similar methods given the large cost 

associated with data gathering and high computational power needed to experiment with 

deep learning models. This effort can be indicative of the temporal generalization behavior 

expected when applying LSTM model variants at similar intersections to address questions 

about sufficiency of data and model performance under varying demand conditions. 
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Chapter 6. SPaT Transformer Ensemble: A Deep 

Learning Approach to Enhance Certainty for GLOSA 

6.1. Introduction 

Signal Phase and timing (SPaT) messages are one of the major forms of infrastructure to 

vehicle (I2V) communication streams that have major implications for ITS development 

and deployment in different states in the US. The SPaT message contains information about 

every phase in the traffic signal. For every phase, the SPaT message contains information 

about the status of the phase (green, red, yellow) as well as the start time, the minimum 

end time, and the maximum end time of each phase. The SPaT message is supposed to 

contain the most likely end time for the phase and the certainty in that prediction.  

 Having a reliable stream of SPaT predictions is essential for several applications. 

These applications fall into two distinct categories. The first is improving signalized 

intersection safety, which includes turn assist, red light warning and rail crossing red light 

violation [94]. The second application is concerned with improving traffic operations. This 

includes reducing delay for a subset of the road users, like in case of transit signal priority, 

freight signal priority and emergency vehicle preemption [94]. It also includes improving 

the vehicle fuel consumption using a Green Light Optimal Speed Advisory (GLOSA) or 

eco- driving applications [6], [95], [7]. 

 Optimizing SPaT information for GLOSA or eco-driving is the main area of 

concern for this paper. Researchers have shown that using GLOSA significantly reduces 

fuel consumption. Rakha et al. developed a velocity advisory tool achieving up to a 32% 

reduction in fuel consumption and 18% reduction in travel time [86]. Chen et al. created a 

system that can achieve between 8.4 and 17.4% savings in fuel consumption considering 

grade resistance, communication issues, data errors and driving latencies [9]. Ahn et al. 

examined the eco cooperative-adaptive cruise control in connected automated vehicle 

environment at various levels of market penetration and concluded that a maximum saving 

of 35.5% at a network level can be achieved at 50 percent market penetration rate and no 

congestion [96]. Yang et al. developed an eco-cooperative adaptive cruise control system 

that can yield as much as 40% savings in fuel consumption [56].  

Previous Studies on SPaT Prediction 

Several approaches have been used by researchers for predicting SPaT information, mainly 

the most likely switching times. This includes probabilistic approaches, statistical 

approaches and machine learning based approaches.  

Among the probabilistic approaches, Bodenheimer et al. used a bayesian graph-based 

approach, converting signal states to graphs and computing the probabilities and the most 
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likely timings of transitions [15]. Ibrahim et al. used conditional expectation and 

confidence based predictions [35]. Both studies were performed for a single intersection. 

Among the statistical approaches, Van de Vyvere et al. used historical frequency 

distributions of SPaT data and used means and medians as predictors, showing that the data 

20 minutes in the past is most relevant [34]. Moghimi et al. developed a sparse multivariate 

time series statistical model to predict the cycle length along a corridor [36]. 

Machine learning methods were the most common. Weisheit and Hoyer used 

support vector machines to decide between three values for switching times in traffic 

signals [32]. Genser et al. compared between linear regression, random forests and long 

short-term memory neural networks (LSTM), and found that LSTM provided the best 

performance [37]. Eteifa et al. implemented an LSTM based regression approach and 

introduced a new loss function for better tradeoff between short term and long-term 

predictions [97]. Islam et al. introduced a convolutional long-short term memory neural 

network (CNN-LSTM) based architecture and compared it with several machine learning 

methods, including multilayer perceptrons (MLP), extreme gradient boosting (XGB), gated 

recurrent units (GRU) and LSTM across two different corridors [98]. The study concluded 

the CNN-LSTM was the better architecture with a very narrow margin compared to vanilla 

LSTM. 

6.1.1. Problem Statement 

While previous studies have considered the application of deep learning models in SPaT 

predictions, little studies have addressed the specific needs of GLOSA and eco-driving 

applications. Eco-driving application requires that: 

1. The prediction is robust to missing data since the percentage of packets decreases 

both as the distance from the transmitter increases and as the traffic density 

increases. 

2. That the prediction is most accurate when the vehicle is within the range of the 

transmitter: basically 300 meters is the recommended range for DSRC 

communications and 4G LTE to get a reasonable packet delivery rate [94], [99]. 

This distance is equivalent to 19.2 seconds before the signal changes at 35 mph 

speed, which is the speed limit for the Gallows Road Corridor used in this study. 

3. That the prediction becomes more accurate the closer the time to green is. 

4. That there is some way of validating predictions to differentiate between high 

confidence predictions and low confidence predictions. This way, a vehicle can 

make a reasonable decision on whether to accelerate or decelerate, considering the 

level of uncertainty associated with each prediction. 
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6.1.2. Research Significance and Contribution 

This research is a significant step towards enhancing SPaT prediction targeted particularly 

to the application of GLOSA and eco-driving. The study has the following contributions 

to the body of knowledge: 

1. According to the authors' knowledge, nobody has used the model architecture 

introduced in this study, which is based on transformer encoder blocks, in SPaT 

predictions before. The study showed that the predictive power surpasses that of 

previously used deep learning models. 

2. Using the ensemble approach, the study puts forward a novel data-oriented 

approach for quantifying the certainty in the model predictions. The 

consensus/variance between the models can be a proxy for the confidence in the 

predictions. This approach is highly extensible and allows for eliminating model 

hallucinations, which is a major drawback of deep learning models. 

3. The study is based on more than a year’s worth of data from the state of Virginia. 

No previous studies have tackled that problem in Virginia or used such a lengthy 

period, which captures more temporal variability and covers more of the rare 

events in traffic. 

6.2. Methodology 

The major tasks related to SPaT prediction for GLOSA are: 

1. Predicting if the phase will change within the next 20 seconds, because if the 

phase will stay in the same state longer than 20 seconds, then it does not make a 

difference to the cars within the communication range of the transmitter. 

2. Predicting the exact changing time for phases that would change in less than 20 

seconds in the future.  

3. Assigning a level of certainty to the prediction to help the receiving vehicle make 

a well-informed decision based on the data it receives.  

The data description section and model development sections in the methodology 

present the data and models used for tasks 1 and 2. The model ensemble section presents 

the approach and the different hypotheses proposed to address task 3 in this paper.  

6.2.1. Data Description 

Data were collected from six intersections along Gallows Road in Northern Virginia, as 

shown in Figure 6.1. The arterial connects between different land use areas, including 

residential, commercial and office buildings. The intersections studied get a large amount 

of traffic throughout the day.   
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Figure 6.1: The 6 intersections with Gallows Road in Northern Virginia from which data was collected 

The six signalized intersections cover a wide range of phasing schemes, including 

four, six, seven and eight phase operations, as shown in Table 5.1. Intersection 650075, 

which is a T intersection, covers the four-phase operation. Intersections 650063 and 

650065 cover a six-phase operation with split phasing for the side road, where each road 

discharges traffic in all directions in its own phase. Intersection 650058 uses seven phases 

where the southbound left turn is not allowed. The other two intersections 650060 and 

650064 have all eight phases.  
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Table 6.1. Phasing schemes for all 6 intersections studied 

 

The phasing plans shown in table 6.1 do not fully follow the NEMA phasing 

scheme and they are shown in the same way dictated by the data. Most notably, the two 

sides of the barrier phases are swapped. This is because phases 2 and 6 are the ending 

phases for every cycle. This is mainly to allow for the coordination of the end of the arterial 

through phases with other traffic signals and to allow for serving these phases for the entire 

cycle when no actuations are received. 

The data used was obtained from the Virginia SmarterRoads web portal. The data 

were broadcasted by the web API every second and a script was created to capture the data 

in a JSON file format and construct a database of traffic signal timings. The data was 

generated by traffic signal controllers and contains in-depth information about the state of 

the controller. Because of communication losses from the controller to the web API and 

then from the API to the servers, the data has missing values that can sum up to 30 percent 

for some days. These missing data are coded as missing values and fed to the model as is 

without imputation to mimic data losses that happen in infrastructure to vehicle 

communication. Figure 6.2 describes the unique data elements in the VDOT SmarterRoads 

data.  
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Figure 6.2. Different variables in Smarterroads data 

It should be noted that the level of complexity of SPaT prediction varies 

significantly across intersections. This variation can be because of differences in many 

factors, including traffic signal controller logic, driver behavior, intersection geometry and 

phasing schemas. The intersections examined were using D4 traffic signal controllers, and 

the data used had specific traits that made predictions particularly complex. This includes: 

4. The sequences of data used have up to 30 percent missing data. This affects the 

overall accuracy of the predictions but is more representative of realistic 

infrastructure to vehicle communication streams. 

5. The controller logic includes a lot of skipping for left turn and side road phases, 

which makes the predictions highly stochastic, where a single arrival on the 

secondary road can completely alter the time to green for the primary road.  

6. The controller logic for all six intersections includes a setting where, for some 

cycles, if there are no actuations on any of the approaches, the entire cycle serves 

phases 2 and 6, which are the primary road through, right and permissive left 

movements. In this case, the time to green is extended by an entire cycle, which is 

difficult to predict, especially a long time in advance. 

6.2.2. Model Development 

Four machine learning models are fitted and compared for tasks 1 and 2, which were 

introduced at the beginning of the methodology section. This includes three previously 
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used in literature which are: MLP, LSTM, and CNN-LSTM. Another architecture based 

on Transformer Encoder Blocks is proposed, which will be referred to as the Transformer 

in this paper for brevity despite it not having the decoder element of a full transformer 

model. 

6.2.2.1. Elements Common to All Models 

All four models used were implemented in the Pytorch deep learning library [100]. All four 

models were formulated as regression models with the output having P features, where P 

is the number of phases being predicted for the intersections. The output features resemble 

the residual time to green (TTG) or time to red (TTR) in each of the P phases of the traffic 

signal. The models use the Adam optimizer, which was used by all previous deep learning 

models predicting SPaT. Batch size and learning rate were two general hyperparemeters 

that were tested for all models. All models have the same input, which is an F×S input 

sequence where F is the number of features and S is the length of the time window chosen 

to generate the input sequence. After trying multiple values for S including 3, 10, 30, 60 

and 120 seconds, respectively, the best results were achieved using a 10-second time 

window in the past. The Mean Absolute Percentage Error (MAPE) was used as the loss 

function for all models. 

𝑀𝐴𝑃𝐸 =
|𝑦𝑝𝑟𝑒𝑑−𝑦𝑡𝑟𝑢𝑒|

𝑦𝑡𝑟𝑢𝑒
 × 100  (5.1) 

MAPE was used as the loss function for all models. The reason for choosing MAPE 

is that it penalizes errors much more when the prediction is closer to zero. This allows for 

increased prediction performance for predictions that are closer in the future. From an 

application standpoint, the sooner the traffic signal would change, the higher the need for 

reliable predictions [95]. In a previous study, intersection 650065 was analyzed, and it was 

shown that the MAPE performs best with short-term predictions, which is the major focus 

of GLOSA applications [97]. 

All model hyperparameters were tuned using the Raytune distributed model 

selection library [101]. The tuning utilizes the Asynchronous Successive Halving (ASHA) 

algorithm to choose the best hyperparameters that fit the model by employing a selection 

criterion for aggressive early stopping of less favorable model configurations in favor of 

more promising configurations to maximize the use of computational resources [102]. 

Every model type was allowed 8 hours of computational time with 2 Nvidia Tesla A100 

GPUs to select the best hyperparameters. The model variants were provided a maximum 

of 10 epochs for training. The computing node was allowed to train up to 10 model variants 

in parallel. For each model type, hundreds of configurations were tried to reach the best 

configurations.  

6.2.2.2. MLP 

MLPs are the simplest baseline neural network architecture used. This multilayer 

perceptron implementation took the same input as other models, which is the 10 second 
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sequence of data. The features for each one of the 10-time steps were treated as a separate 

feature with separate weights assigned to it. This means that the model is provided data 

from the last 10 seconds with no context of the order of the data or assigning more value 

to more recent information. In this case, the model is left on its own to decide on the weights 

to assign to each variable for each time step, which gives the model more control to access 

very relevant data that occurred further back in the earlier time steps of the input sequence. 

The model has two main hyperparameters shown in Figure 6.3, which are the 

number of nodes per layer N and the number of dense layers with sigmoid activation 

n_dense. Other activation functions like ReLu were used and compared with the sigmoid 

activation, but the sigmoid activation worked best for this application.  

 

Figure 6.3. MLP Neural network architecture 

 

6.2.2.3. LSTM 

LSTM neural networks have been used in this application multiple times and were one of 

the best architectures for use with this application [97], [103], [37]. LSTM acknowledges 

temporal dependencies between data elements across different time steps. This allows the 

LSTM neural network to recognize temporal dependencies between signal states and other 

variables, such as traffic volumes, speeds, vehicle arrivals and pedestrian arrivals. This 

facilitates predictions for the network, considering both short-term dependencies and long-

term trends within the data. The structure of LSTM used in this study is the one proposed 
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by Graves in 2013 [67]. The LSTM cell can be described using the following five 

equations: 

𝑖𝑡 = 𝜎(𝑊𝑥𝑖𝑥𝑡 + 𝑊ℎ𝑖ℎ𝑡−1 + 𝑊𝑐𝑖𝑐𝑡−1 + 𝑏𝑖)      (5.2) 

𝑓𝑡 = 𝜎(𝑊𝑥𝑓𝑥𝑡 + 𝑊ℎ𝑓ℎ𝑡−1 + 𝑊𝑐𝑓𝑐𝑡−1 + 𝑏𝑓)      (5.3) 

𝑐𝑡 = 𝑓𝑡𝑐𝑡−1 + 𝑖𝑡 𝑡𝑎𝑛ℎ(𝑊𝑥𝑐𝑥𝑡 + 𝑊ℎ𝑐ℎ𝑡−1 + 𝑏𝑐)     (5.4) 

𝑜𝑡 = σ(𝑊𝑥𝑜𝑥𝑡 + 𝑊ℎ𝑜ℎ𝑡−1 + 𝑊𝑐𝑜𝑐𝑡−1 + 𝑏𝑜)      (5.5) 

ℎ𝑡 = 𝑜𝑡 𝑡𝑎𝑛ℎ(𝑐𝑡)         (5.6) 

The variable 𝑥𝑡 refers to the input at time t. Input, output and forget gates are 

referred to as i, o and f, respectively. The inner LSTM cell is referred to as c, which is 

where information is stored. The variable h refers to the hidden state. Weights are referred 

to as W and biases as b. The Tanh activation is used for the LSTM layers. 

In this model, there is a total of three main hyperparameters that were tuned shown 

in Figure 6.4. N was used as the number of features of the LSTM sequence, the number of 

features in the LSTM output vector, and the number of neurons in the dense layer. The 

variable 𝑛_𝑙𝑠𝑡𝑚 is the number of LSTM layers. The variable n_dense is the number of 

dense layers with sigmoid activation used to aggregate the LSTM output.  

 

Figure 6.4. LSTM Neural Network Architecture 
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6.2.2.4. CNN-LSTM 

CNN-LSTM was proposed in a previous study as the best method for SPaT prediction, 

albeit being very similar in prediction performance to a simple LSTM [98]. Using two-

dimensional convolutions, however, was found to not be very useful to aggregate features 

because unlike computer vision applications where features are spatially interrelated, the 

controller features are not spatially interrelated so the output of the two-dimensional CNN-

LSTM would be highly reliant on the exact order of the chosen features. For this reason, 

one-dimensional CNN-LSTM is better suited for this specific problem, where the 

convolutions can detect specific trends observed across each feature separately and feed 

that into the LSTM to capture temporal dependencies. 

The CNN-LSTM has five different hyperparameters shown in Figure 6.5, which 

include: the filter size C for the convolution, the number of convolution layers 𝑛_𝑐𝑜𝑛𝑣 

number of LSTM layers 𝑛_𝑙𝑠𝑡𝑚 number of dense layers 𝑛_𝑑𝑒𝑛𝑠𝑒 and the number of 

neurons in each layer N. N refers to the number of LSTM cells and the number of neurons 

for the dense layer.  
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Figure 6.5. CNNLSTM Neural Network Architecture 

6.2.2.5. Transformer 

A typical transformer architecture comprises an encoder block to process the inputs and 

apply self-attention between the input sequence time steps and a decoder block to do the 

same for the output, such that the mapping between the input and output sequences can be 

established. The architecture proposed in Figure 6.6 uses only the encoder block of the 

transformer and replaces the decoder block with dense layers using sigmoid activations 

and a final linear layer for regression. The encoder block in this case is used to map the 

self-attention of the input sequence only since the output is not a sequence, but a simple 

vector showing the residual time to green or time to red for each phase. The encoder block 

structure is like that described by Vaswani et al. [43].  

The main model-specific hyperparameters in this case include: N, which is the size 

of the input embedding and also the size of the transformer output and the size of the dense 

layers prior to the output; n_heads which is the number of attention heads in each encoder 
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multi-headed attention; 𝑛_𝑒𝑛𝑐𝑜𝑑𝑒𝑟, which is the number of encoders stacked in the model; 

and 𝑛_𝑑𝑒𝑛𝑠𝑒, which is the number of dense layers with sigmoid activations to aggregate 

the transformer encoders’ output befor’ the’output linear’layer. The transformer encoder 

block architecture is shown in Figure 6.7 adapted from Viswani et al. [43]. 

 

Figure 6.6. Transformer encoder based architecture 
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Figure 6.7. Encoder block architecture 

The variables Q, K and V in this case represent the query, key and value, which are 

linear projections of the input embedding that includes the temporal encoding for each 

attention head. Then, for each head, the dot product attention can be computed as [43]: 

 𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄, 𝐾, 𝑉) = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥 (
𝑄𝐾𝑇

√𝑑𝑘
) 𝑉     (5.7) 

Where the matrix multiplication between Q and K is a measure of similarity 

between the query and key matrices. This is divided by a scaling factor equal to the square 

root of the dimension of the key matrix dk for normalization. The purpose of this dot 

product attention between Q and K, which are linear projections of the input sequence, is 

self-attention. The dot product is a similarity metric between Q and K, which allows the 

model to distinguish which time steps are more relevant to the prediction of time to change 

and which is less relevant. Finally, this is subjected to the softmax function to magnify 

differences between self-attention weights to help the model decide which time-steps are 

most relevant to the prediction. This is then multiplied by the value matrix to get the output 

of the dot product attention, which has all the features with a special focus on the timesteps 

that are most relevant to the prediction.  

6.2.3. Ensemble Approach 

The four models used MLP, LSTM, CNN-LSTM and Transformer vary significantly in 

how they handle data and the computations they require to make a prediction. This 

variation in model logic can be used to make an ensemble-based prediction. One of the 
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main prerequisites for a successful ensemble model is having diversity in the ensemble 

constituent models [104]. This is achieved in two ways: 

1. By using four different architectures, the data is subjected to different processes 

and logic in order to extract the relevant features and make the prediction. This 

variance in logic, as represented by the different model architectures, adds to the 

logical diversity of the model.  

2. For each of the four models, during hyperparameter tuning, multiple variants are 

selected, where the number of parameters used to express the model for each 

variant varies significantly. This means that the variation of model size and 

number of parameters, even for the same model architecture, allows for diversity 

in the complexity of the constituent models for the ensemble.  

Using the ensemble approach for SPaT information is hypothesized to have two 

key sources of value: 

Hypothesis 1: Using multiple diverse predictions instead of one is likely to improve 

prediction performance by eliminating outlier predictions, which are model 

“hallucinations”. The constituent models of the ensemble are unlikely to provide the same 

incorrect prediction whether that error is because of bias or variance, unless the bias or 

variance is inherent to the data and has nothing to do with the model. 

Hypothesis 2: For each prediction, reporting consensus between the constituent models of 

the ensemble can serve as a powerful indicator in the confidence in the prediction. This 

means that predictions agreed upon by more models are more likely to be closer to the true 

value. This can be easily tested by looking at the error distribution of different predictions 

and how it varies with consensus between the models. The expected behavior is that as 

consensus increases, the mean error of the predictions should be decreasing, and the 

percentage of distant outlier predictions should be decreasing.  

6.3. Results and Analysis 

This section is subdivided into three subsections, presenting the results for the three tasks 

outlined at the beginning of the methodology. This helps us better understand how well the 

models perform on each task and how that affects the overall performance of the ensemble 

prediction. Each of the three tasks is carried out by using the top three ranked models of 

each architecture, totaling 12 different models. The models are ranked based on Mean 

Absolute Percentage Error (MAPE) and Tables 6.2 to 6.5 provide the hyperparameter 

configuration of the top ranked 12 models for each of the 6 intersections. 

Tables 6.2 to 6.5 show that for each model, for each intersection, there is a variation 

between the top three chosen models in terms of the hyperparameters. This variation leads 

to the diversity of the top three selected models, which is what allows the top three models 

to be useful for the model ensemble. 
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Table 6.2. MLP best model configurations 

Intersection Model Rank lr Batch size Neurons per layer n layers 

650058 

1 0.00019 16 300 2 

2 0.00029 16 240 2 

3 0.00042 32 240 2 

650060 

1 0.00062 64 300 2 

2 0.00046 32 270 2 

3 0.00026 16 240 2 

650063 

1 0.00025 32 210 2 

2 0.00035 16 150 2 

3 0.00092 128 240 4 

650064 

1 0.00025 16 210 2 

2 0.00019 16 300 2 

3 0.00046 32 270 2 

650065 

1 0.00041 32 270 2 

2 0.00045 64 210 2 

3 0.00019 16 240 2 

650075 

1 0.00032 16 150 2 

2 0.00040 16 210 1 

3 0.00105 64 180 2 
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Table 6.3. LSTM best model configurations 

Intersection Model 

Rank 
lr batch_size neurons_per_layer n_layers_lstm n_layers_dense 

650058 

1 0.00134 128 300 2 1 

2 0.00135 128 210 2 1 

3 0.00068 32 120 2 1 

650060 

1 0.00111 32 180 2 1 

2 0.00134 128 300 2 1 

3 0.00168 64 180 2 1 

650063 

1 0.00024 16 180 2 2 

2 0.00040 32 180 2 1 

3 0.00068 32 120 2 1 

650064 

1 0.00068 32 120 2 1 

2 0.00119 32 120 2 2 

3 0.00120 32 150 1 1 

650065 

1 0.00040 32 180 2 1 

2 0.00139 32 150 2 1 

3 0.00068 32 120 2 1 

650075 

1 0.00034 16 90 2 2 

2 0.00111 32 180 2 1 

3 0.00068 32 120 2 1 
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Table 6.4: CNNLSTM best model configurations 

Intersection Model 

Rank lr batch_size 

neurons 

per layer 

kernel 

size 

n layers 

lstm 

n layers 

dense 

n layers 

conv 

650058 

1 0.00040 16 300 2 1 1 1 

2 0.00101 32 240 2 2 1 1 

3 0.00109 64 240 2 1 1 1 

650060 

1 0.00080 32 300 4 1 1 3 

2 0.00021 16 300 4 2 1 2 

3 0.00040 16 300 2 1 1 1 

650063 

1 0.00109 64 240 2 1 1 1 

2 0.00061 16 120 4 2 1 3 

3 0.00048 32 300 2 2 1 1 

650064 

1 0.00253 128 240 3 1 1 1 

2 0.00050 16 120 3 2 1 1 

3 0.00230 128 210 4 1 1 1 

650065 

1 0.00041 16 240 4 1 1 3 

2 0.00121 128 150 4 1 1 3 

3 0.00050 16 120 3 2 1 1 

650075 

1 0.00041 16 240 4 1 1 3 

2 0.00080 32 300 4 1 1 3 

3 0.00168 64 120 2 2 1 2 
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Table 6.5: Transformer best model configurations 

Intersection Model 

Rank lr batch_size 

embed_dim 

(N) 

n_heads n_encoder_layers n_layers_dense 

650058 

1 0.00020 32 300 1 2 2 

2 0.00016 32 240 3 1 4 

3 0.00014 32 210 2 2 2 

650060 

1 0.00018 16 60 3 2 2 

2 0.00046 64 90 3 2 4 

3 0.00042 32 60 5 2 2 

650063 

1 0.00067 64 30 5 4 2 

2 0.00080 128 60 5 1 2 

3 0.00018 16 60 3 2 2 

650064 

1 0.00014 32 210 2 2 2 

2 0.00020 32 300 1 2 2 

3 0.00046 64 120 1 1 2 

650065 

1 0.00075 128 150 1 1 2 

2 0.00041 128 120 3 1 2 

3 0.00024 32 210 1 1 4 

650075 

1 0.00029 32 120 1 1 4 

2 0.00020 32 300 1 2 2 

3 0.00018 16 60 3 2 2 

 

6.3.1. Task 1: Distinguishing Change Times Less than 20 Seconds in the 

Future: 

The goal of this task is to differentiate between predictions less than 20 seconds in the 

future and predictions further ahead in the future. Each of the 12 models is used to make a 
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regression prediction. Afterwards, the prediction is converted to a binary prediction 1 if the 

value is less than 20 and 0 if the value is greater than 20. The reason for using the regression 

models for the classification task is that they perform better than models trained solely for 

classification (same models but with a sigmoid output function, for example). The reason 

for that is that the loss function trained for regression captures the nuance of how far off it 

is from the actual prediction, as opposed to the classification loss function that gets only 

feedback with a correct or wrong classification. Three different ensemble techniques are 

tested. The first is simply by taking the mean of the 12 models and comparing it to 20 

seconds, the second is by taking the median and comparing it to 20 seconds and the last is 

by taking votes on whether the prediction is less than 20 seconds from all models and 

deciding using a majority vote. Table 6.6 shows the classification accuracy for each model 

on each intersection and the accuracy of the ensemble approaches. 
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Table 6.6: Classification accuracy of models distinguishing whether a signal phase will change 20 seconds in the future 

Intersection Model Rank LSTM MLP CNNLSTM  Transformer mean median votes 

650058 

1 94.84% 94.97% 94.37% 95.31% 

95.24% 95.12% 95.08% 2 94.59% 94.71% 94.63% 95.25% 

3 94.68% 94.82% 94.64% 95.14% 

650060 

1 95.20% 95.23% 93.47% 95.04% 

95.53% 95.03% 95.17% 2 94.40% 95.11% 93.22% 95.09% 

3 94.20% 95.05% 93.58% 95.32% 

650063 

1 95.95% 95.90% 95.88% 96.07% 

96.17% 96.10% 96.08% 2 95.70% 96.01% 95.54% 95.96% 

3 95.87% 95.84% 95.91% 96.04% 

650064 

1 94.98% 95.84% 94.20% 96.59% 

96.51% 96.04% 96.17% 2 95.06% 95.81% 93.77% 96.24% 

3 95.67% 95.97% 94.36% 96.45% 

650065 

1 95.63% 96.36% 94.33% 96.39% 

96.43% 96.08% 96.07% 2 95.88% 95.75% 94.18% 96.35% 

3 95.76% 95.92% 94.39% 96.08% 

650075 

1 96.01% 96.63% 96.01% 96.07% 

96.73% 96.07% 95.86% 2 96.08% 96.19% 95.54% 96.18% 

3 95.77% 96.05% 95.59% 96.04% 

Table 6.6 shows that all architectures perform really well in this task with accuracies 

around the 95 percent mark. The accuracy in this case refers to the binary accuracy when 

predicting whether traffic signal change time is within 20 seconds in the future indicated 

by the value 1 or more than 20 seconds in the future indicated by the value 0. The 

transformer architecture outperforms all the other architectures in all intersections except 

for intersection 650075, which is the T-intersection where the MLP based architecture 

slightly outperforms the transformer. The MLP is the second best architecture in this task, 

only slightly outperformed by the transformer, which indicated that treating the sequence 

time steps as separate data features in this case is a valid strategy. LSTM is the second 



Seifeldeen Eteifa Chapter 6: SPaT Transformer Ensemble 

69 

 

worst performer and CNN-LSTM provides the worst prediction performance of all models. 

The best overall performance on this task is obtained by taking the mean of the 12 models 

and comparing it to the 20 second cutoff. This leads to the highest accuracy on the testing 

dataset for all intersections except 650058 and 650064, where it is slightly outperformed 

by the best transformer model. Taking the median and voting are not the best strategies for 

this task and are outperformed by the best transformer model for all intersections. 

6.3.2. Task 2 Predicting the exact changing time less than 20 seconds in the 

future 

After deciding whether the time to change for each phase is within 20 seconds in the future. 

The next task is to predict the exact time to change for each phase. Tables 6.7 and 6.8 show 

the MAPE and mean absolute error of each model for the subset of the data with time to 

change less than 20 seconds in the future for all six intersections. The prediction 

performance of the mean and median of the model ensemble is also provided in both tables.  
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Table 6.7: Mean Absolute Percentage Error of Each Model for Values under 20 seconds 

Intersection Model 

Rank 

LSTM MLP CNNLSTM  Transformer mean median 

650058 

1 20.45 16.65 19.40 15.39 

15.58 15.03 2 19.70 16.33 20.43 15.95 

3 21.15 16.68 20.90 15.29 

650060 

1 22.64 19.49 17.80 18.07 

16.72 15.89 2 20.90 19.12 17.84 19.01 

3 21.79 19.29 20.27 19.03 

650063 

1 22.47 19.65 20.62 16.29 

16.45 15.61 2 23.14 19.20 18.67 16.90 

3 22.47 19.19 21.23 17.56 

650064 

1 22.29 21.28 21.92 19.88 

18.31 17.60 2 23.08 21.18 22.43 18.75 

3 25.07 22.58 23.09 19.38 

650065 

1 22.74 19.97 19.65 17.56 

16.70 16.32 2 22.21 18.97 19.82 17.90 

3 22.54 19.19 20.33 17.34 

650075 

1 16.38 15.01 12.95 11.37 

11.94 10.99 2 17.64 13.68 14.96 13.25 

3 17.62 13.64 16.25 12.94 
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Table 6.8: Mean Absolute Error of Each Model for Values under 20 seconds 

Intersection Model 

Rank 

LSTM MLP CNNLSTM  Transformer mean median 

650058 

1 1.585 1.456 1.572 1.345 

1.330 1.309 2 1.509 1.450 1.707 1.428 

3 1.636 1.480 1.614 1.351 

650060 

1 1.839 1.720 1.516 1.684 

1.483 1.419 2 1.619 1.728 1.501 1.760 

3 1.677 1.773 1.621 1.718 

650063 

1 1.785 1.647 1.711 1.473 

1.446 1.428 2 1.786 1.695 1.632 1.511 

3 1.776 1.662 1.702 1.573 

650064 

1 1.843 1.909 1.864 1.801 

1.644 1.615 2 1.945 1.898 1.917 1.685 

3 2.051 2.052 1.954 1.782 

650065 

1 1.836 1.659 1.776 1.605 

1.502 1.496 2 1.757 1.688 1.811 1.595 

3 1.821 1.671 1.762 1.556 

650075 

1 1.177 1.194 1.033 0.962 

0.933 0.888 2 1.264 1.086 1.247 1.056 

3 1.213 1.074 1.168 1.005 

Tables 6.7 and 6.8 both show that the proposed transformer-encoder-based 

architecture outperforms all the other architectures for all intersections except for 

intersection 650060 where CNN-LSTM outperforms the transformer architecture. Aside 

from intersection 650060, CNN-LSTM is slightly outperformed by MLP. Vanilla LSTM 

is the worst performing by a small margin. All architectures have reasonably low MAPE 

between 11 and 23 percent, meaning that the absolute error is between 11 and 25 percent 

of the predicted value. This comes out to be that, on average, the best models are off by 
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0.96 seconds from the true value on average and that the worst are about 2.05 seconds from 

the true value on average, as shown in Table 6.8.  

The ensemble shows that taking the mean, or the median value of all models, 

enhances the prediction. The median value, however, is the best estimator for the prediction 

because it is robust to outliers, unlike the mean. The median value always leads to a non-

trivial improvement over the best model prediction across all 12 models. 

This proves hypothesis 1 outlined at the end of the methodology section. By taking 

the median of the predictions of 12 diverse models, the hallucinations of a subset of the 

models can be rectified, leading to an overall better prediction performance and a result 

that outperforms every individual model.  

6.3.3. Task 3 Assigning a level of certainty to the prediction 

The third task is the most important task, and the least addressed in the literature. It is to 

assign a level of certainty to each prediction. For each input, for each phase, each of the 12 

best models chosen provides a prediction. Since each model has some error because of bias 

and variance, it is unlikely that models can all converge on the same incorrect prediction, 

unless that is because of an inherent error in the data.  

Using this concept, a metric for certainty is defined based on the level of consensus 

between the models. A set of predictions, P is obtained using different models for the same 

input with median prediction m. An adjustable tolerance level t is assigned typically within 

20 percent, where the number of predictions within this tolerance level becomes an 

indicator of the level of certainty in the prediction. This level of certainty can be computed 

by the number of agreeing models or as a percentage of the agreeing models. The number 

of models in consensus is chosen to express the level of consensus instead of the percentage 

of agreeing models, because the percentage of agreeing models can be confused with the 

probability that a specific prediction is correct.  

𝑐𝑒𝑟𝑡𝑎𝑖𝑛𝑡𝑦 = 𝑐𝑜𝑢𝑛𝑡 (𝑝)                  𝑝 ∈ 𝑃                  (1 − 𝑡) 𝑚 < 𝑝 < (1 + 𝑡) 𝑚 (7) 

Testing this formulation, a tolerance level of 5% is chosen and the count of the 

models within this tolerance level is evaluated. This results in 12 different levels of 

confidence from 1 to 12, where 1 indicates least confidence (a minimum of 1 model agrees 

with this median within tolerance) and 12 indicates the highest confidence (all 12 models 

agree on this median within tolerance). The MAPE levels for each level of consensus are 

shown in Figure 6.8. It should be noted that for each level of consensus, the error shown is 

for this level of consensus or higher, so a level of consensus of 1 shows the overall MAPE 

as the entire dataset has a minimum level of consensus of 1 model.  
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Figure 6.8. MAPE as a function of the level of consensus with a 5% tolerance level for all 6 intersection 

Figure 6.8 demonstrates the power of the consensus metric in differentiating 

between high confidence and low confidence predictions. Intersection 650058 has a 

16.04% MAPE overall, whereas for predictions with all 12 models reaching consensus, the 

MAPE is down to 3.59%. Intersection 650060 had the greatest variation in MAPE level, 

where the MAPE reduced by 80 percent from 16.83% to only 3.2% for the highest 

consensus score. As for intersection 650063, MAPE drops from an overall of 16.89% to 

5.33% at a consensus score of 12. This proves hypothesis 2 mentioned at the end of the 

methodology section. The consensus score provides a metric that can allow us to quantify 

the uncertainty associated with each prediction before the true value is known. This 

consensus-based ensemble approach is extensible, suitable for all model types, including 

statistical and machine learning models, and can be easily combined with other ways of 

identifying certainty in the prediction like probabilistic predictions, for example. Figures 

6.9 to 6.12 show the probability distribution of model-based errors provided for each level 

of consensus from 1 to 12. The error is computed using the equation: 

𝐸𝑟𝑟𝑜𝑟 = 𝑦𝑝𝑟𝑒𝑑 − 𝑦𝑡𝑟𝑢𝑒       (5.8) 

 
Where 𝑦𝑝𝑟𝑒𝑑 is the median of the model predicted values and 𝑦𝑡𝑟𝑢𝑒 is the ground truth. 

This means that a positive error means an overestimation and a negative error means an 

underestimation of the traffic signal time to change. The error distribution shown in Figures 

6.9 to 6.12 shows errors between -10 seconds and 10 seconds for the 20 second prediction 

window. Errors greater than 10 seconds are distant outliers and their percentages for each 
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level of consensus are shown in table 6.9 for completeness. Errors are aggregated across 

all 6 intersections. The predictions are all rounded to the nearest second and the ground 

truth is in seconds. This means that the shown values for each bar in the histograms in 

Figures 6.9 to 6.12 are the exact value of the error. For example, the middle bar represents 

the percentage of the time where the error is zero, so the rounded prediction is exactly equal 

to the ground truth. 

 

 

Figure 6.9. The error distributions for consensus values 1 to 3 

 

Figure 6.10. The error distributions for consensus values 4 to 6 
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Figure 6.11. The error distributions for consensus values 7 to 9 

 

Figure 6.12. The error distributions for consensus values 10 to 12 

Table 6.9: Percentage of outlier predictions with error greater than 10 seconds 

Consensus 

Level 

1 2 3 4 5 6 7 8 9 10 11 12 

Percentage 

Outliers (%) 1.782 0.688 0.348 0.265 0.180 0.145 0.136 0.132 0.119 0.057 0.064 0.026 
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Figures 6.9 to 6.12, in addition to table 6.9 show the difference in the error distributions 

between different levels of consensus at 5 percent tolerance. Error distributions for lower 

levels of consensus have a generally flatter curve. For example, at a consensus level of 1, 

the median prediction has zero error only about 36 percent of the time, whereas at a 

consensus level of 12 the median prediction has zero error about 61 percent of the time. 

The error is within 1 second 90.2% of the time for a level of consensus of 12 whereas it is 

within 1 second only 68.4 percent for a level of consensus of 1. Level of consensus is also 

a very good indicator of the ensemble, giving a prediction that is very far from the truth. 

The percentage of time the ensemble is far from the truth by more than 10 seconds is 

1.782% for a level of consensus of 1. This is reduced to only 0.026% for a level of 

consensus of 12. This means that at a level of consensus of 1, the ensemble is 68.5 times 

more likely to provide a prediction that is off by more than 10 seconds than at a level of 

consensus of 12. This further supports hypothesis 2, where the level of consensus can be a 

great indicator of the percentage of the time the ensemble would be way off from the true 

value. 

6.3.4. Fuel Consumption 

To further quantify the effect of the consensus level on the overall performance of the 

GLOSA system, the effect on a single vehicle going through an intersection is simulated 

using the stochastic control algorithm developed by Shafik et al. [95]. The effect of the 

level of consensus on the fuel consumption is shown in Figure 6.13. 

 

Figure 6.13. Effect of level of consensus on fuel savings 
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Figure 6.13 shows that if more than half the models agree on the prediction (level of 

consensus of 7 or more), the maximum level of fuel savings of about 40 percent can be 

achieved compared to uninformed driver behavior obtained from field data from Chen et 

al. [9]. The fuel savings keep decreasing as the level of consensus of the model decreases 

with the lowest level of consensus achieving about 26 percent in fuel savings. 

6.4. Conclusion and Recommendations 

This study proposed a transformer encoder-based architecture in order to enhance SPaT 

data through better predictions of traffic signal switch times and providing levels of 

confidence in these predictions for use in GLOSA applications. The transformer was 

compared against other architectures previously used in the literature, which are MLP, 

LSTM and CNN-LSTM. The transformer was found to outperform the other three 

architectures in two different tasks related to GLOSA. These are predicting whether a 

specific phase would change within the next 20 seconds and predicting the exact changing 

time within that period. 

Three variants of each model type were integrated into an extensible ensemble framework. 

The ensemble was proven to improve the overall prediction performance to be better than 

the best model performance by reducing model hallucinations by taking the mean of all 

models to identify a change time within 20 seconds and the median for prediction of the 

actual switch time within the 20-second window. The consensus of models is a good 

indicator of the quality of predictions and the certainty in the predictions. The highest 

confidence predictions had as much as an 80 percent reduction in MAPE compared to the 

lowest confidence prediction. The level of consensus can provide much needed estimation 

of the confidence in the most likely switching time in the SPaT messages. 

Future areas of study might examine the field-testing of ensemble predictions and 

consensus-based certainty in a transportation network. Issues such as communication 

latencies, interference, queueing and vehicle dynamics can affect the degree to which the 

vehicles can benefit from enhanced SPaT messages. Quantifying the error in the SPaT 

predictions opens the door for more nuanced error-aware eco-driving that considers the 

certainty level in the prediction and balances the risks and rewards associated with 

following the SPaT predictions. 
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Chapter 7. SPaT Digital Twin: A Hybrid AI 

Controller Logic Approach 

7.1. Introduction 

7.1.1. SPaT Prediction Research 

The signal phase and timing message (SPaT) is one of the main messages used for 

infrastructure to vehicle (I2V) communication. The SPaT message for each traffic signal 

controller is subdivided into the different phases. It shows the status of each phase 

including the current phase with the minimum, maximum and most likely switching times.  

Signal Phase and Timing (SPaT) prediction for actuated traffic signals is a vivid area of 

research tackled by many researchers. The two main paradigms for SPaT predictions are 

the statistical and Bayesian inference paradigm and the machine learning and deep learning 

paradigm. 

In the statistical and Bayesian inference paradigm, Bodenheimer et al. [15] modeled the 

traffic signal as a finite state Bayesian Network and was able to model the transitions in 

the traffic signal states as the nodes and the switching probabilities and times as links in 

the network. The proposed approach allowed predicting the switching times about 15 

seconds in the future with less than 2 seconds of error about 80 percent of the time. This 

approach is useful in the sense that it integrates machine learning and domain knowledge 

effectively but the overall model performance is underwhelming. Protschky et al. [33] used 

real time feedback control to modeltraffic signals based on historical data. Their model 

predicted SPaT for 85 percent of traffic signals about 65 percent of the time with accuracy 

between 92 and 97 percent. This system provides promising results with limited 

applicability. Ibrahim et al. [35] used conditional expectations and confidence based 

models, providing errors between 0.5 and 3 seconds for the through phase and 8.5 and 11 

seconds for the left turn phase. Moghimi et al. [36] used sparse multivariate time series 

models to predict cycle length simulated at a corridor level. The mean squared error for 

this study was between 17.3 and 39.2.  

In the machine and deep learning paradigm, Weisheit and Hoyer [32] used detector 

information with support vector machine to classify between switching times of 20, 23 and 

24 seconds in the future respectively providing accurate classifications with 86 percent 

accuracy with data at high latency and 97 percent accuracy with live data. Genser et al. 

[103] used LSTM with one intersection with filtered data from Switzerland providing a 

mean absolute error of less than 1 second per phase. Eteifa et al. [83] proposed LSTM with 

a new loss function leading to improved prediction performance with mean absolute errors 

between 1.96 seconds for a 20 second horizon to 37.49 seconds for a 200 second horizon. 

Islam et al. used CNN-LSTM to predict cycle lengths and phase length concurrently with 
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mean absolute error between 7 and 16 seconds for the cycle length and between 3 and 8 

seconds for the phase duration.  

7.1.2. Eco-driving Application 

Eco-driving applications depend on having accurate SPaT information. Rakha et al. [7] 

used optimization and dynamic programming to compute optimal velocity profile leading 

to fuel savings of up to 32 percent. Chen et al. [9] field tested eco-driving systems 

addressing issues with data like latency and  errors showing fuel saving ranging from 8.4 

to 17.4 percent. Almanaa et al. [10] used eco-cooperative adaptive cruise control to 

generate fuel savings of 31 percent for downward grade and 9 percent for upward grade. 

Ahn et al. applied eco-cooperative adaptive cruise control to vehicles with different fuel 

types with different connected and automated vehicles market penetration rate [96]. The 

study showed that fuel and energy savings of up to 35.5 percent over the entire 

transportation network can be achieved when there is no congestion with about 50 percent 

CAV market penetration rate. Shafik et al. [95] investigated the effect of stochastic SPaT 

information and proposed a robust GLOSA system achieving up to 30 percent reduction in 

fuel consumption. The paper demonstrated that the more accurate the SPaT information is, 

the greater are the benefits achieved by the GLOSA  system. Particularly, the study 

concludes that 85% of the maximum savings are achieved if the error 95 percent confidence 

interval is within 3.3 seconds. 

7.1.3. Problem Statement 

Populating the SPaT message is still a problem which needs to be tackled. The existing 

methods used in SPaT prediction are either purely data-driven models or statistical/ 

Bayesian models. Data driven approaches are mainly deep learning methods which provide 

good prediction performance but lack interpretability and scalability. The domain 

knowledge represented in the controller logic and ring barrier diagram is difficult to 

directly incorporate within the deep learning workflow. Statistical and Bayesian 

approaches are more interpretable and scalable. They, however, perform much worse than 

the deep learning models. 

There is a need for a modeling approach that benefits from the strength of both the deep 

learning as well as the knowledge and understanding of the controller logic. This can allow 

for some interpretability as well as improved scalability and overall prediction performance 

due to the separation between the known controller logic and the stochastic less predictable 

vehicle arrivals and actuations.  

7.1.4. Research Significance and Contributions 

To the best of the author’s knowledge this paper presents the first ever effort to separate 

between the prediction of actuations and the use of the predicted actuations to infer SPaT 

information using the digital twin model. This allows for minimizing the black box effect 

of deep learning models and limiting their use to highly stochastic traffic arrivals or 



Seifeldeen Eteifa Chapter 7: Hybrid AI/Digital Twin Approach 

80 

 

actuations. Once the actuations are predicted, the digital twin can take care of the inference 

of SPaT information using the logic which is known to practitioners in an interpretable and 

easy to follow way. This limits the deep learning models power over the actual prediction 

and eliminates a large percentage of the error due to deep learning models’ tendency to 

provide highly inaccurate outlier predictions for a very small percentage of the time. It also 

allows for a much more useful retrospective analysis of errors to attribute them to the deep 

learning model or random errors in the data due to latencies, hardware issues or 

communication issues. The digital twin can also act as a reference for how the hardware is 

supposed to behave to identify when the signal controller hardware might need re-timing 

or adjustments to be carried out by comparing the controller data with the digital twin 

outputs and seeing if deviations may occur or accumulate over time. 

7.2. Methodology 

This study follows a five-step research methodology described in Figure 7.1. The first step 

is designing the digital twin logic to mimic the actual traffic signal controller ring barrier 

diagram logic and validating it on field data. The second step is using the validated digital 

twin with the true values of traffic signal actuations to construct true values for SPaT data. 

The next step is using a machine learning multilayer perceptron (MLP) model in order to 

predict actuation information to feed to the digital twin. The fourth step is running the 

digital twin with the predicted actuations to provide predictions of SPaT information. The 

final step is comparing the predictions with the true values of the SPaT information and 

analyzing the results.  

 

Figure 7.1. The five-step research methodology for the study 

7.2.1. Controller Digital Twin Logic and Validation 

The first step is encapsulating the controller logic in the digital twin. The idea is to capture 

all the use cases and edge cases and the decision making of the controller. The digital twin 

model is designed to fit any traffic signal controller logic using the data from the controller 

as well as an input file describing the ring barrier diagram and phase information and a 

short settings file describing passage time, yellow time and all red time. The input file is a 
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Comma Separated Variable (csv) file that consists of 9 columns and the exact format is 

provided in Table 7.1. 

Table 7.1. Phases csv input file columns 

Column Name Column Description 

Phase The phase number (1-8) following the National Electrical 

Manufacturers Association (NEMA) phasing convention 

Min_Green The minimum setting for green time for the phase 

Max_Green The maximum setting for green time for the phase 

Ring The id of the ring to which the phase belongs (1-2) 

Next_Phase The phase following this phase in the phasing scheme 

Barrier The id of the side of the barrier the phase is on (1-2) 

Can_skip A Boolean indicator of whether the controller is allowed to 

skip the phase (TRUE/FALSE) 

Barrier_phase A Boolean indicator of whether the phase is the last phase on 

this side of the barrier (TRUE/FALSE) 

EOC A Boolean indicator on whether the  phase is the last phase in 

the cycle 

The digital twin is designed as an object-oriented program. The hierarchy of objects for an 

eight-phase controller digital twin is shown in Figure 7.2. The three main levels of the 

objects are the traffic signal controller object where each controller controls two ring 

objects. The controller object handles the timing of the cycle, the interaction between the 

rings, and the logic for maintaining the barriers. Each ring object controls multiple phase 

objects. The ring controls the transition from one phase to the next and the logic to skip 

phases. The phase object is controlled by the ring and it handles its own actuations, state 

and green time extension. 
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Figure 7.2: The hierarchy of objects in an eight-phase controller logic 

 To instantiate the digital twin, three main data sources are needed. The first is the controller 

data including the cycle length, the current phase, the time spent in the current cycle and 

the time spent in the current phase. This is directly extracted from the training dataset. The 

second is the phases csv data elements mentioned in Table 7.1. This information is inferred 

from the historical data. Finally, the actuation data is needed which is either the real 

actuations obtained directly from the data or the predicted actuations from the multilayer 

perceptron deep learning model. The data requirements of the digital twin are show in 

Figure 7.3. 

 

Figure 7.3: Data requirements to instantiate the digital twin 
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Figure 7.4. Digital Twin Simplified Logic 

The flow chart in Figure 7.4 show the main elements of the overarching controller logic 

for the digital twin. The highlights of the logic include having the current phase and a state 

within the current phase whether green, yellow or all red. Every second the timers for the 

phase, the cycle and the global timer are incremented. The simulation ends when the global 

timer reaches the end time. Each phase is extended between a minimum and maximum 
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green time by the passage time increment when an actuation is detected adjusting the 

individual end times of the phases. When ending the green time for a phase, the controller 

chooses the next phase based on actuations skipping phases which have no actuations and 

are allowed to be skipped. The cycle ends with the end of green of the end of cycle phases 

starting the new cycle with choosing the next phase and displaying the yellow and all red 

of end of cycle phases which is consistent with the way controllers handled phasing in the 

data.  

Other aspects of the digital twin which are not covered by this flow chart is ensuring that 

the chosen next phases are on the same side of the barrier. Additional checks are required 

to ensure that when moving from one side of the barrier to the other side, the phases must 

end at the same time. Even if a phase has no more actuations, it might have to wait for the 

phase on the other ring to terminate green so they can terminate their green times together. 

The digital twin was validated on data from intersection 650064 whose geometry and ring 

barrier diagram are shown in Figure 7.5. The intersection is an 8 phase intersection 

following NEMA phasing but with the two sides of the barrier swapped. The data covered 

dates between November 22nd, 2019, and August 14th, 2020. The training set was composed 

of 140 days and the testing set was composed of 35 days. The digital twin was validated 

by running it on real actuations and matching the output to that of the real controller data.  

 

Figure 7.5: Intersection geometry and ring barrier diagram 

7.2.2.  Constructing True SPaT Values 

This step involved using the real actuations and the digital twin to reconstruct SPaT 

information. This was done to eliminate some of the inconsistencies and errors which are 

present in the data as well as dealing with latencies and missing data found in the historical 

data from the real traffic signal controller.  By using the digital twin with the true 

actuations, the ground truth is reconstructed in a way that closely resembles the true values 

of SPaT information in the data, but without the imperfections included in the data like the 

missing data, the communication latencies and the timing inconsistencies between the 

server and the controller. 
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7.2.3. Developing the Machine Learning Model for Predicting Actuations 

The chosen model is a simple multilayer perceptron (MLP) with the architecture shown in 

Figure 7.6. The model is provided with the last 40 seconds of data including controller 

status, actuations, volumes, speed, occupancy, cycle timers, phase timers and pedestrian 

information.  The model is then asked to predict the next 20 seconds of actuation data. Both 

inputs and outputs of the model are flattened vectors. In Figure 7.6, F refers to the number 

of features in the input sequence. P refers to the number of phases for which actuations are 

computed in the output. The output is a binary zero or one for each phase for each timestep 

showing if there is an actuation or not. The model is implemented in Pytorch and uses 

Binary Cross Entropy as the loss function. It uses ADAM optimizer with 0.0002 learning 

rate. The model is trained over the training dataset for 20 epochs on a NVIDIA p100 gpu.  

 

 

Figure 7.6. MLP model architecture 

7.2.4. Use Predicted Actuations to Estimate SPaT Information 

Using the actuations predicted in step 3, the digital twin model is run in order to produce 

predictions of SPaT information within the next 20 seconds. This allows the quantification 

of how much the error in actuation predictions affects the error in the predicted SPaT. It 

also allows SPaT information to be directly inferred from the actuations. This method is 

versatile as it allows for SPaT prediction only using the actuation information and 

controller logic. This means that if simple heuristics or upstream detection and platoon 

dispersion can be used to predict actuations, this can easily replace the deep learning 
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allowing for a purely domain knowledge based prediction. It also allows for any approach 

for prediction of actuations as long as the actuation predictions can be fed into the digital 

twin to generate SPaT information. 

7.3. Results and Analysis 

7.3.1. Actuation Prediction Performance 

The model was tested on predicting a total of 158 million actuations distributed across the 

8 phases of the intersection. The prediction was a binary one if the vehicle is present and 

there is an actuation and zero if there is no actuation. Table 7.2 provides the confusion 

matrix of the actuation predictions using the multilayer perceptron model described in 

section 7.2.3.  

Table 7.2: Confusion Matrix for the Multilayer Perceptron Binary Actuation Prediction 

  Predicted Value 

  0 1 

True 

Values 

0 48.27% 1.30% 

1 4.68% 45.75% 

 Table 7.2 shows the prediction and true value percentages for the multilayer perceptron 

model for the prediction of the actuations. The model shows a very high accuracy of 

94.02%. The model seems to be inclined to have more error on the side of predicting zeros 

than ones. The model seems to have much less false positives than false negatives. This 

results in a very high model precision of 97.24% as the false positives occur only 1.30% 

of the time. Recall or sensitivity, on the other hand is lower where it is 90.72% due to 

having 4.68% false negatives. Specificity is very high, and it is 97.37% again because it is 

not affected by false negatives. The F1 score for the model is 0.9368, which is a very good 

overall score close to oneshowing that the model performance is desirable.  

From an application standpoint, errors in actuation predictions have different implications. 

Predicting that there is an actuation when there is none might lead to extending a phase 

when, in reality, it would not be extended. Predicting that there is no actuation when there 

is an actuation might lead to skipping a phase or ending a phase prematurely. The effect of 

these errors depends heavily on the timing of the error and whether it is at a decision point 

for the controller or not. An error during the termination of a phase that might lead to phase 

skipping has a much greater impact than an error during the minimum green time of a phase 

where there is no impact on the controller logic or phase timings. Overall, the best judge 

for the model prediction performance is how it affects the signal timings created by the 

digital twin which will be examined in the next section.  
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7.3.2. SPaT Prediction Performance 

The hybrid AI digital twin approach provides a much better prediction performance than 

deep learning models proposed in the literature.  Figure 7.7 and Table 7.3 provide the error 

distribution of the combined hybrid model and a comparison between the mean errors of 

the model and those of the other models proposed in chapter 5.   

Table 7.3: Comparison between Digital Twin Hybrid Approach and Deep Learning Models 

Model Mean Absolute Percentage Error Mean Absolute Error 

Digital Twin Hybrid 
Approach 

7.61% 0.67 

LSTM 22.29% 1.84 

CNN-LSTM 21.92% 1.86 

MLP 21.18% 1.90 

Transformer 18.75% 1.69 

Ensemble 18.31% 1.62 

 

Figure 7.7. Error Distribution of Digital Twin Hybrid Approach 
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Table 7.3 shows that the mean absolute percentage error is significantly lower for the 

digital twin hybrid approach than the ensemble approach, the transformer model and all 

other deep learning models used in literature. The mean absolute percentage error is only 

7.61 percent compared to 18.31 percent obtained by using the ensemble of all deep learning 

methods. This indicates that the digital twin hybrid approach eliminated 58.4 percent of 

the mean absolute percentage error. Similarly, for mean absolute error, the mean absolute 

error is only 0.67 seconds as opposed to 1.62 seconds minimum error for the ensemble.  

This means that, on average, the hybrid approach has 58.6 percent less mean absolute error 

compared to the deep learning model ensemble approach. This indicates that the digital 

twin approach is far superior to the other prediction methods where more than half the 

prediction error is eliminated by combining the digital twin encapsulating the domain 

knowledge with the actuation predictions making use of the predictive power of deep 

learning for the stochastic actuations.  

Figure 7.7 shows the error distribution of the digital twin model approach. It should be 

noted when examining this figure that since both the predictions and true values for the 

digital twin are both discrete distributions with only integer values for the number of 

seconds of time till the phase changes,  the error distribution is also a discrete distribution 

since the error cannot be a fraction of a second.  This means that the values under each bar 

in the error distribution histogram on the x axis are the exact values of the error and that 

the y-axis shows the percentage of the time each error value occurs. The distribution shows 

that the prediction is perfect 79.8 percent of the time with zero error. This is increased to 

85.2 percent of the time where the prediction is within 1 second of the actual value. This is 

a substantial improvement over the performance of the ensemble, where the prediction is 

exact only about 35 percent of the time and within one second 70 percent of the time.   Part 

of that error is due to the random error due to communication and server inconsistencies 

which are corrected by the digital twin model.  Overall, the error distribution shows an 

overall dominant performance of the hybrid digital twin and machine learning approach 

over other deep learning methods. 

7.4. Conclusion and Recommendations  

7.4.1. Conclusion 

Previous research in SPaT prediciton has focused on either simple interpretable statistical 

and Bayesian approaches which are easy to interpret and include domain knowledge or 

complex deep learning frameworks which provide good performance while lacking on 

interpretability and use of the controller logic. This research proposes an approach which 

separates the stochastic element of SPaT prediction, which is the actuations from the 

deterministic element, which is the controller logic. This is done by using a deep MLP 

neural network for predicting actuations  and encapsulating the controller logic into a 

digital twin model. The digital twin model can be used with settings inferred from the data 

and actuations estimated using the MLP model to provide predictions of SPaT information.  
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The approach provides a variety of benefits. Having the prediction model for 

actuations as a separate module from the digital twin allows for the digital twin to be a 

model agnostic approach that can use the predictions  of actuations from any model in order 

to provide SPaT information. This includes statistical and machine learning models and 

allows for inclusion of additional data such as upstream actuations that can significantly 

improve actuation prediction in case upstream detection is available and can be used with 

platoon dispersion modeling in order to predict actuations. The approach is also much 

easier to extend to new intersections and new contexts than the typical deep learning 

approaches. The digital twin model is extensible in two different ways. The first is that is 

allows for any intersection geometry and signal phasing scheme as long as it resembles 

NEMA phasing simply by adjusting the input file to the digital  twin. Any combination of 

rings and phases can be replicated allowing for infinite intersection geometries and phasing 

scheme. Additionally, the code is object oriented and highly extensible and future-proof. 

This means that as the controller software and hardware is updated with new settings and 

capabilities, the digital twin can be easily updated with the new settings and capabilities to 

mimic the operation of the controller in the field. Additionally, the digital twin can act as 

a diagnostic tool for a controller once calibrated by comparing the data it produces with 

the digital twin data to assess whether the controller has any software or hardware 

malfunctioning.  

The hybrid AI digital twin approach has proven to be the best highest performance 

approach for SPaT prediction. It allows for predictions which are perfect about 80 percent 

of the time, which was not achieved before using any of the deep learning methods 

proposed in the literature. It also provides mean absolute errors and mean absolute 

percentage errors, which are 58 percent less than the best errors obtained using the deep 

learning model ensemble. This unprecedented performance shows that the separation of 

actuation prediction from the controller logic is a very successful and promising approach 

that can help replicate reality in a very accurate way. 

7.4.2. Recommendations 

The hybrid machine learning and domain knowledge approach has proved to be a very 

reliable, efficient and robust way to predict SPaT information. The author recommends that 

the framework is extended to multiple intersections with different layouts to see how well 

it performs with different geometries and phasing schemes. It would also be useful to see 

how well the SPaT generated by the digital twin can be used to reduce the fuel consumption 

in the transportation network. Other uses for the controller digital twin, such as uses for 

diagnostics or validation of field data to correct for communication errors or latencies, 

might also be a very interesting area of research. Finally, ways to provide confidence levels 

associated with the predictions of the digital twin might also make the predictions more 

useful for GLOSA applications.
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Chapter 8. Summary, Conclusions and Future 

Research 

This chapter summarizes the major findings of the dissertation and proposes future 

research. 

8.1. Summary and Conclusions 

This dissertation provides an in-depth look into methodologies and best practices for 

predicting SPaT, assessing the prediction quality and determining the confidence level in 

the predictions. It offers an end-to-end solution on moving from historical data to 

predicting Signal Phase and Timing (SPaT) information and confidence in the prediction. 

It also provides a digital twin based framework for integrating the controller logic with 

the machine learning for improving overall SPaT prediction performance. The proposed 

solution can provide for a better application of Green Light Optimal Speed Advisory 

(GLOSA) and eco-driving systems by providing the necessary information a vehicle 

needs to traverse the intersection in the most fuel-efficient manner. The models are 

tailored to the exact communication needs, and error values required by the GLOSA 

application and refined by taking into account all the relevant information pertaining to 

different road users.  

Multiple models are developed and tested on real data from 6 intersections with different 

layouts and phasing schemes on Gallows Road in Northern Virginia including four, six, 

seven and eight phase operations. A database was created for all 6 intersections by scraping 

data from Virginia Smarterroads web API in JSON format and arranging it into a PgSQL 

database. The data involves a variety of problems, including latencies, missing data, issues 

with synchronization between timers and black out times. All these problems make the data 

ideal for replicating real world communication issues and choosing the modeling 

frameworks that can handle them effectively. The data is at a single second resolution, 

making it very detailed in describing the traffic signal controller status and traffic 

conditions. It includes information about the time of day, controller status, traffic signal 

plan id, current phase, cycle length, detector actuations, detector occupancy, traffic volume, 

speed, pedestrian information and the exit information of each phase.  

LSTM is proposed as an initial model for prediction. A step-by-step detailed framework is 

provided for the data collection, data preparation, training the LSTM model and fine tuning 

it, and comparing different architectures and variants of LSTM models for prediction for a 

single intersection. The use of different loss functions for LSTM prediction is evaluated 

based on the requirements of the Green Light Optimal Speed Advisory (GLOSA) 

application. A new scaled mean square error loss function is developed that balances the 

very good performance of mean squared error at long-term predictions and the very good 

performance of mean absolute percentage error at short-term predictions. The idea behind 

the loss function is that since the application requires better predictions the closer in the 
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future the prediction is, te loss function gives greater weights to predictions that are closer 

in the future and less weights for predictions further away in the future. The study 

concludes that MAPE is the best loss function for prediction range 20 seconds in the future, 

the proposed model works best for predictions between 20 and 120 seconds in the future 

and MSE is best for predictions more than 120 seconds in the future. The results of this 

paper are implemented using live Smarterroads data to obtain a real-time stream of live 

SPaT predictions. It is a first step towards the development and application of deep learning 

models in SPaT predictions and provides average prediction performance. 

The choice of historical data time window for each prediction is then assessed on a single 

intersection using LSTM neural networks to estimate SPaT. It is shown that for short-term 

predictions under 20 seconds, a very short time window of 3 to 10 seconds is sufficient and 

adding more data does not benefit or hurt the model performance. For longer term 

predictions up to 200 seconds in the future, a longer time window is required since the best 

performance is obtained by taking a 60 second time window in the past. Additional past 

time features do contribute to a better prediction. The results of this study show 

significantly better short term prediction performance than the previous study. The study 

provides a guideline for practitioners about the data requirements for field implementation 

of the LSTM model since the data that needs to be stored to make a real time prediction is 

equal to the time window in the past that is required for optimal prediction performance.  

The large decrease in demand due to the COVID-19 pandemic is also evaluated in terms 

of how much it affects the model performance given that deep learning models are highly 

reliant on the data. During COVID-19, traffic demand decreased drastically, and the trends 

of peak and off-peak hours were significantly altered during weekdays and weekends alike. 

The data collected during the pandemic provides an opportunity for examining the effects 

of rare events that heavily alter or influence the traffic conditions on deep learning model 

prediction performance. Models are trained on one intersection on 120 days of data prior 

to the COVID-19 pandemic. Model variants are developed with different regularization 

techniques including combinations of L1 and L2 regularization, dropout, and batch 

normalization to see whether these techniques improve the overall generalization 

performance of the model on testing data after the occurrence of COVID-19 pandemic. All 

model variants are found to perform at a very high level on out-of-sample data after the 

pandemic with little to no decline in prediction performance compared to the training data 

collected before the pandemic. The models are found to be robust to the heavy decrease in 

demand indicating the sufficiency of the prediction scenarios training data to cover the 

scenarios encountered during COVID-19 pandemic. While L1 and L2 regularization 

improve the overall prediction performance both prior to and after the pandemic, there is 

no evidence of any of the regularization techniques improving the generalization 

performance particularly after the pandemic. Combining many regularization techniques is 

found to be a counterproductive strategy leading to worse overall prediction performance. 

The study area is then expanded to all 6 intersections. An ensemble of models is developed 

with the goal of providing better overall prediction performance, as well as providing a 

leading indicator of the level of confidence of the models in each predictions. A transformer 
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encoder-based architecture is introduced for the very first time in SPaT prediction 

application domain. Transformer models are applied for SPaT predictions across all 6 

intersections and compared to LSTM, CNN-LSTM, and MLP across two prediction tasks. 

The first task is a binary prediction of whether the traffic signal switching will occur within 

the next 20 seconds for each phase indicating one if the traffic signal will switch within the 

next 20 seconds and zero if it wouldn’t. The second task is a regression task predicting the 

exact traffic signal switching time within the next twenty seconds after it is predicted by 

the first task that it is going to switch within the next 20 seconds. Transformers are found 

to outperform all the other architectures across both tasks and to be the best architecture 

for SPAT prediction.  

An ensemble of all model types is created and is found to improve overall prediction 

performance. For the first task, the best approach for combining the models in the ensemble 

is found to be taking the mean of the models and seeing if that mean is less than 20 seconds 

indicating a binary prediction of one or less than 20 seconds indicating a binary prediction 

of zero. For the second regression task, the best approach for combining the model is shown 

to be taking their median prediction because the median prediction is less affected by the 

deviating figures. The number of models agreeing on a specific prediction is used as a 

measure of certainty for the prediction. This is found to provide very useful insights into 

the certainty in the prediction since it provides a direct negative correlation with the level 

of error in the prediction. The greater the number of models agreeing on a specific 

prediction, the less error in this prediction is found to be. It is also found that from an 

application standpoint, the predictions on which more than half the models agree provide 

the maximum fuel savings of up to 40 percent. The level of savings in fuel consumption 

decreases for lower levels of confidence until it reaches about 26 percent saving compared 

to the uninformed drivers for the lowest level of confidence. The ensemble approach is 

found to be a scalable framework applicable to provide the level of certainty in the 

prediction to connected vehicles that can improve their decision-making significantly. 

Finally, a framework combining the data driven deep learning approach with a domain 

driven controller logic-based approach is introduced. This is done by encapsulating the 

controller logic into a digital twin that can replicate the SPaT information created by the 

controller given the controller logic and actuation data. The digital twin is designed as an 

extensible object-oriented program that can run provided the controller data. The controller 

data is used in two ways. First, it is used to initialize the digital twin by extracting the 

controller settings from the data either through explicitly mentioned variables in the data 

or implicit variables inferred from the data. Second, a deep learning MLP model is used 

with the data to estimate the actuations. Actuations are then fed to the controller digital 

twin for the digital twin to provide SPaT predictions. This approach is tested on a single 

intersection and provides a much better overall prediction performance than other 

approaches with perfect predictions 9.8 percent of the time. The mean absolute error and 

mean absolute percentage error in this approach are more than 58 percent less compared to 

the best models in literature. 
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Overall, this dissertation addresses the overall problem of SPaT prediction with a thorough 

investigation. This investigation covers different areas including different ways of 

modeling and predicting SPaT, the data requirements for training and deploying deep 

learning models, the model performance both under normal conditions and during rare 

events and severe reductions in demand and a way to estimate the level of confidence in 

the predictions. The approaches presented in this dissertation are tailored to the Green Light 

Optimal Speed Advisory (GLOSA) application domain. This can be useful to practitioners 

looking to implement a system to enhance SPaT messages in infrastructure to vehicle 

communication. It can also be useful to researchers looking into different ways and 

frameworks to enhance eco-driving and identify trends exhibited by traffic signals. The 

hybrid AI and digital twin approach presented towards the end of the dissertation is proven 

to be the best method for SPaT prediction in terms of prediction performance, 

interpretability and extensibility.  

8.2. Recommendations for Future Research 

This research opens a variety of doors for future research. The first is research into the 

application from the vehicle standpoint. This includes utilizing the SPaT information as 

well as the confidence and probability distributions of the errors to effectively control the 

vehicle given the uncertainty in prediction, which is already a vivid area of research. This 

includes the interaction of stochastic SPaT information with different transportation 

network dynamics including queuing, lane changing and mixed vehicle environments with 

different fuel types and different levels of automation and connectivity. 

 Another area is the benefits that can be obtained by conveying SPaT information at the 

network level and how it can be used more effectively under congested conditions. Since 

the eco-driving works in many cases by delaying vehicle arrivals to the intersection until 

the green time is reached, many of the strategies applicable with low congestion are 

counterproductive in highly congested areas leading to decreasing the overall flow through 

the intersection due to slow moving vehicles. For this purpose, collective and cooperative 

vehicle control strategies such as vehicle platooning might be useful to balance between 

the fuel and energy efficiency of the vehicle control and the overall condition of the traffic 

in terms of travel time and delay. 

Additionally, the effect of the communication losses and latency in the network on the 

overall eco-driving performance under uncertain SPaT predictions can also be further 

studied. Simulations including the machine learning models with SPaT predictions and the 

communication losses can help identify the communication technology needs for optimal 

GLOSA applications and strategies to maximize the GLOSA performance using the current 

technologies. 

Ways to integrate the controller logic into the machine learning process itself, like graph 

embeddings or finite state machine learning, might be very interesting directions for future 

research to better substantiate the machine learning models. Modeling the controller logic 
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as a graph and using machine learning to predict the switching probabilities and times is a 

promising direction that can significantly improve prediction performance.  

With the advancement of interpretable AI, having approaches looking to match the model 

interpretations with the controller logic might also be a good area for future research. The 

key drawback of deep learning models is the lack of interpretability and control over the 

outputs of the model. With the advancement of the interpretable AI, more expert in the 

loop systems are expected to be developed allowing adding the domain knowledge to the 

machine learning approach.  
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