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(ABSTRACT)

This project led to the development of a Macintosh application that analyzes digital
audio samples and generates MIDI data. The program, compiled with THINK C++ 6.0,
uses standard Macintosh ‘snd,,’ resources as input. The output is written to a Standard
MIDI File. The Macintosh application derived from this project behaves like any standard
Macintosh application with windows, menus, and an “about box”. The complete source
code for the application is included in this report.

The Fast Fourier Transform (FFT) was considered for the transformation from the time
domain to the frequency domain. This did not prove to be the most appropriate method
for this application. A new method was developed that looks at the wave form and matches
repetitions of the wave form to get the base frequency for the sound. The new method does
not suffer from the problems involved in using the FFT. It can be used for the detection of a
base frequency in a sample that has a waveform that repeats regularly and does not contain
much noise. This is much faster to compute and yields a much more accurate frequency

measurement as well as greater timing accuracy.
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Chapter 1
INTRODUCTION

1.1 History of Sound Recording and Digital Audio

It was not until around one hundred years ago that man was able to record and play
back sound. Thomas Edison applied for the patent for his phonograph in 1877 (3, 4]. The
first recordings were made on tin cylinders and had very low sound quality by today’s
standards. These tin cylinders were replaced by flat disks made out of shellac which could
by easily reproduced. This also had the advantages that it could store a longer recording
and it would take up less storage space. One main disadvantage of these phonographs was
the inconsistent speed. Early models were powered by a hand crank. Springs were added,
but the record still played faster when the springs were wound tight. When electric motors
started powering phonographs, they had speed control knobs to match the phonograph’s
speed to the speed of the machine which produced the record. The first standard speed
to be widely used was 78 rpm, although the accuracy of both the recording and playback
machines left something to be desired [4].

In 1948 Columbia released the 33 1/3 rpm long playing (LP) record [3, 4], about the
same time RCA released the 45 rpm disc. The 45 rpm disc had a larger hole in the center,
was usually 7 inches in diameter, and could hold one song, much like the older 12 inch
diameter 78 rpm records. The LP was designed to have longer playing times to hold longer
works like symphonies or several single songs. About the time these standards came out
vinyl started replacing shellac in manufacturing records. This is also about the time that
stereo records started being produced. From its beginnings in the late eighteen hundreds

through its first hundred years the phonograph evolved from being a curious gadget to a
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high fidelity machine that dominated the recorded music industry.

Magnetic tape is now widely used for analog sound recording. Magnetic tape stores
sound by aligning tiny magnetic particles that are part of the tape coating [3, 4]. When
magnetic tape is played back, the tape is pulled over a playback head which senses the vary-
ing alignment of the magnetic particles and outputs a varying voltage. The first magnetic
recordings were made using steel wire. When magnetic tape was first used, it was used in
reels that had to be threaded into the tape deck by hand. This is called a reel to reel tape
recorder and is still in use today. Later magnetic tape was packaged into cassettes to make
handling easier. The cassette tapes in use today all conform to a standard format which
specifies the dimensions of the case and the width of the tape, although the tape used in
it allows for a much higher quality recording than when the standard first appeared. The
8-track cartridge was another format. The 8-track has a continuous loop of tape which is
wound such that rewinding is impossible and fast forwarding is only about twice as fast as
playback to keep the tape from jamming.

Improvements in digital circuitry in the 1960’s made digital audio practical (3, 4]. In
1971 the first commercial digital delay line was produced, with the first digital reverb
following in 1975 [3]. Today digital effects processing units that can do many different
things simultaneously are popular. The sources for a song can be recorded digitally and
have all of the processing done on them digitally, and the final mix can be stored and
distributed to the consumers digitally. It is not uncommon for an album to be recorded
digitally and have all of the processing and mixing done digitally. The consumer then buys
a CD that has not had anything done in the analog domain since the instruments were first
played and the vocals sung.

The Compact Disc (CD) is a very popular format for the distribution of sound recordings.
The sound on a compact disc is recorded digitally with a sampling rate of 44.1kHz and 16
bits per sample. Recently the ability for consumers to record digital audio has become
common. Many computers now can digitize sounds and store the digital audio on disk.

This is not a practical way to store a music library because of the extremely large amount
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of data to store. One audio CD can store over 500 megabytes of data. The digital audio
tape recorder (DAT) has become available to consumers [4]. It can store two hours of
digital audio on a small tape cartridge with the same sound quality as a compact disc.
DAT was held back from the consumer market for several years because of legal issues.
Music publishers were worried that DAT machines would be used to make flawless copies
of CD’s and that this would lead to piracy and a loss of sales. The CBS Technology Center
proposed to Congress to add a notch filter to DAT machines to prevent making digital copies
of copyrighted works [4]. This did not catch on because the technology was not reliable
and the frequencies filtered out degraded the audio recording. Later Phillips developed the
Serial Copy Management System (SCMS) to prevent digital copying [4]. This is the system
that is used in all DAT machines sold to consumers in the United States. This system adds
two bits to the information stored along with the audio data. One bit tells if the material
is copy protected and the other tells if a copy can be made. The system allows for a copy
to be made from a copy protected master, but that copy can not be copied. Digital audio
recording allows for digital information to be recorded along with the audio data. This is
used by both the CD and DAT formats for such things as information on where each song

starts.

1.2 Project General Description

This project involves writing a Macintosh application to analyze digital audio samples
and generate MIDI data from them. The program SndToMIDI is a standard Macintosh
application that follows the user interface conventions that are followed by most software
on the Macintosh. This should make the program very easy to use with anyone who is
familiar with using Macintosh software. To use the program, the first thing to do is to open
a digitized sound file to analyze. The program gets its input from files with resources of
type ‘snd;,’. Once the sound sample is selected, the program can analyze it and store the

results in a Standard MIDI file that contains the pitches, volumes, and timing information
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for all of the notes that the program identified.

1.3 Uses for the Program

This program is useful in that it can translate digital audio samples into musical infor-
mation. This can take a recording of sound from the real world and produce MIDI data.
Other software can then use the MIDI file to play instruments and produce written sheet
music. Using software that can read standard MIDI files, the MIDI data can be played,
stored, printed, edited, or combined into a larger work.

People with a musical idea can hum into the microphone of a Macintosh. If they store
the sample as a ’snd,’ resource then they can use this program to get MIDI data from
what they hummed. This can be useful for working with ideas while composing larger
works. The program can aid with keeping track of musical thoughts while composing. This
can be helpful for music students in that a hummed musical idea can be translated into
musical notation, making the notes and timing involved easier to visualize. This can also
be useful for making written music from a sample of an instrument being played. If used
with notation software, this program can be used to get a musical notation printout from

an improvised performance on an acoustic instrument.

1.4 Limitations

There are limitations to what types of samples the algorithm can correctly identify the
notes in. The most severe of these limitations is that the algorithm finds a series of notes
that do not overlap in time. If two notes are played at one time the algorithm will assume
that there is only one note. This is required by the way that the algorithm detects pitches.
To detect a pitch the algorithm needs a waveform that repeats. A single note with harmonics
provides a waveform that repeats at the fundamental frequency of the note. If there is more
than one note at a time there may not be a repeating waveform for the algorithm to detect.

Another limitation is that the input sample must be clean. If there is enough background
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noise in the sample, then the program will not be able to pick out the frequency of the note.
Things like drums playing along with the instrument to be analyzed will make the input
sample almost unusable with the program.

Rapid fluctuations in the pitch of the sound such as a very fast vibrato can cause the
program not to be able to line up one occurrence of the waveform with the next. This is
due to the fact that the program mainly uses the length of each waveform for matching.
If the differences in consecutive waveforms are too great, then the program will not treat

them as matching.

1.5 Related Work

There are some other programs that generate frequency data from digital audio. A
commercial package called SoundEdit can produce frequency spectrum diagrams from a
digital audio sample [9]. It uses the Fast Fourier Transform to generate the data it displays.
There is a dialog box where you can adjust the size of the windows that it uses for the
transform and what type of window it uses. The data generated is a grid with time as
one axis and frequency as the other axis. The data can be displayed with color to indicate
intensity, or it can be displayed with shades of gray. There are also options for displaying
the data in 3D.

There is a shareware package called PerfectPitch written by Rustle Laidman which
contains a program that displays the wave form of the sound that the Macintosh is currently
sampling. The package also contains a guitar tuner that displays a line that moves back
and forth along a bar corresponding to the pitch of the sound currently being sampled. The
bar is labeled with the names of the notes that guitar strings are usually tuned to. The line
on the bar moves according to the pitch of the sound that is currently being sampled. The
about box gives information on how to order other programs that display pitch information

or display a note on a grand staff.
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1.6 Outline of the Report

The first chapter of this report gives an introduction to the project. The second chapter
gives information about digital audio and the Fast Fourier Transform (FFT). The third
chapter gives information on the Musical Instrument Digital Interface (MIDI) and Standard
MIDI Files. The fourth chapter gives information about the program. This includes a user’s
guide to explain how to use the program, as well as technical information about how the
program is structured. Finally the fifth chapter gives the conclusions about the project and
the lessons learned from it. To supply further details, Appendix A contains the text that
is displayed in the about box of the program, and Appendix B lists the source code for the

program.



Chapter 2
DIGITAL AUDIO AND THE FFT

This chapter gives the reader a general introduction to digitally sampled audio and the

Fast Fourier Transform.

2.1 Sampled Audio

Digitally sampled audio consists of a series of samples taken at regular intervals in time.
Each sample encodes the air pressure at the time the sample was taken. The number of
samples taken each second as well as the number of bits used to encode each sample can
vary. The resolution for each of these can affect the quality of the sound. The standard for
CD audio recordings specifies a sampling rate of 44.1 kHz with 16 bits used to encode each
sample.

Digitally sampled audio is a standard part of any Macintosh computer. The built in
hardware supports playback of digital samples and some hardware supports recording of
digitally sampled audio. The system software has standard storage formats and the tool
box contains a Sound Manager to handle such tasks as recording and playing sounds. The
standard format the program reads is the ‘sndy’ resource.

Most sampled sounds on the Macintosh are quantized using either 8 or 16 bits to store
the level for each sample. There are several standard sample rates, namely 44.1 kHz, 22 kHz,
and several slower rates. (See page 2-16 of Inside Macintosh: Sound [2]). The sample rate
determines how many samples are taken each second, and therefore the highest frequency
that can be contained in the sample. The Nyquist frequency is half of the sampling frequency

and is the highest pitch that can be represented. If pitches above the Nyquist frequency
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are not filtered out before sampling they can show up as aliasing at lower frequencies. The
human ear can generally hear pitches from 20 Hz to 20,000 Hz, with a loss of high frequency

hearing as we age.

2.2 Frequency Spectrum

All sound consists of vibrations. These vibrations have a frequency of repetition. Most
sounds are a combination of vibrations at several different frequencies. Musical instru-
ments and most other naturally produced strongly pitched sounds have a strong vibration
at a certain frequency along with vibrations at higher pitched harmonic frequencies. These
vibrations at harmonic frequencies tend to be lower in volume than the fundamental fre-
quency. It is the relative differences in the volumes of the fundamental frequencies and the

different harmonics that determine the timbre of the sound.

2.8 Fast Fourier Transform

The Fast Fourier Transform (FFT) is a quick algorithm that a computer can use to
calculate the Discrete Fourier Transform. The Discrete Fourier Transform is a version of
the mathematical continuous Fourier transform, except that it works with a discrete set of
values.

The Fast Fourier Transform is useful for this program in that it can take a digital sample
in the time domain and generate data for the frequency spectrum of that data. If the FFT
is run on some sampled audio, the resulting real data will correspond to the frequency
spectrum and the resulting imaginary data will correspond to the phases of the frequency
components in the real data.

The Fast Fourier Transform assumes that the data points it is given are a sample from a
function that repeats regularly. This is not a problem because we will look at small chunks
at a time. From the small chunk we will extract a fundamental frequency for the sound

over that chunk. In a large sized window, the mismatch between the end and beginning
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of the chunk should make a small contribution to the results compared to the fundamental

frequency of the sampled sound.

2.4 Disadvantages of Using the FFT

One of the problems with the FFT is that it assumes that the input series of samples
repeats over and over. If the input samples do not begin and end at the same point in the
waveform, however, there will be new frequency components added from the mismatch.

The Fast FFT takes as its input a series of samples as the real data and a series of zeros
as the imaginary data. The output generated is a series of real values corresponding to the
frequency components of the input, and a series of imaginary components corresponding to
the phases of the frequency components. The resulting series has the same size as the input
series. This leads to several problems.

One problem arises from the fact that the frequency data returned is in the form of
amplitudes at a series of frequency values. The series of frequency values that data is given
about is determined by the size of the input series and the sampling rate of the sound. To
get enough accuracy to distinguish one note from the next nearest note requires a very large
input series.

A very large input series is not practical for a variety of reasons. The most significant
is that to get a large series of samples means that you are looking at the sound over a
relatively long period of time. If the sound that you are interested in is guaranteed not
to change pitch during this time period then this would not be a problem. However, the
sounds that we are interested in for this project change pitch at different points in time.
Thus this is not a useful way of determining what pitches are present at what time.

Another problem with a very large input series is that to get an input series centered
near the beginning or the end of the sound sample you end up with a lot of the series that
does not fall within the sound sample. Just padding a series with zero would introduce a

lot of aliasing.
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A very large input series is also prohibitive in terms of computation time. The time it
takes to run the FFT on an input series of n samples is nlogn. This grows quickly when
using a large value for n. The pitch has to be determined multiple times to find when it
changes. This leads to a total computational time that is extremely long for even a short
sample.

The FFT is inefficient in that it calculates a lot of data that is not of interest. At any
given point in the sound we are interested in what the fundamental pitch is and to some
extent what the overall volume of the sound is. If we run the FFT we get the strengths of
the frequency components over the whole frequency spectrum. These data then must be
examined to find the fundamental pitch. The FFT also returns the phase of each frequency
component in the imaginary data. This is of no interest in this project but it still is
calculated.

In conclusion the decision not to use the FFT to obtain the pitch information was made
after attempts to use the FFT made the above points clear. The development of a new
algorithm for pitch determination for use in this program helped avoid the disadvantages

listed above.
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Chapter 3

MUSICAL INSTRUMENT DIGITAL
INTERFACE (MIDI)

This chapter gives the reader a general introduction to MIDI.

3.1 MIDI General Description

MIDI stands for Musical Instrument Digital Interface {6]. MIDI is a standard for con-
necting electronic instruments. One thing the MIDI standard specifies is the type of hard-
ware to be used, such as types of connectors and electrical signals. More important for this
program is the messages that MIDI sends. Each MIDI line sends messages for 16 different
channels and sends information in one direction only. The message passed along MIDI
lines allows the sending device to control the receiving device. The MIDI specification also
includes messages for passing other types of information. Settings for a particular device
can be sent over MIDI lines. This allows instruments to change voices, and effects units to
change presets. There is also a standard called “MIDI show control” where MIDI lines can

be used to control such things as lighting dimmers and fog machines.

3.2 MIDI Messages

There are many types of MIDI messages that can be sent. I discuss the two main
messages that will be generated by this program. First is the note on message. The
information given with this message includes the channel to play the note, the MIDI note
number, and the volume to play the note. Second, the note off message includes the channel

number and the number of a note to quit playing as well as a velocity.

11
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The way that MIDI messages work is that the sending device sends out messages at the
time when their effect is desired. The receiving device then executes the messages as soon
as they are received. The timing is controlled by the sending device and timing information
is not sent with the messages.

MIDI note numbers correspond to notes in a western twelve steps per octave system.
These notes correspond to the keys on a piano keyboard. Middle C has a MIDI note value
of 60. Notes are numbered consecutively at one half step intervals. MIDI note numbers
range from 1 to 127. MIDI channel numbers range from 1 to 16. MIDI volume numbers

range from 0 to 127.

3.3 Standard MIDI Files

Standard MIDI Files use a standard format to store MIDI messages, timing data, and
other information relevant to a song. The format of the files is the same from platform to
platform. The data generated by this program can be saved as a Standard MIDI file. A
program reading a Standard MIDI file will get the information on what messages are to be
sent and when they are to be sent. This information then can be used to play the original
MIDI performance. It can also be edited and printed, as well as imported and exported by

most major MIDI software packages.

3.4 General MIDI

General MIDI is a standard that specifies a standard MIDI setup [5]. General MIDI was
developed by the International MIDI Association. It indicates which channels should be
used to perform which parts of a song. There is also a standard numbering for instruments
so that when a program change for a trumpet is sent, that channel plays using a trumpet
sound. General MIDI also specifies which drum sound will be used for each note in the drum
channel. This is useful for moving MIDI data between widely varying setups. There are

commercially written songs that use this format. This program only generates one sequence

12
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of notes (sent on channel 1) using no particular instrument. Therefore, General MIDI is

only of interest in that it allows for easy reuse of the data that the program generated.

3.5 MIDI Note Values

All notes sent over MIDI are numbered from 0 to 127. Note number 60 corresponds to
middle C on a piano keyboard. The notes are named with the letter followed by the number
of the octave. Thus note 60 is named C3. Consecutive notes are one musical half step apart.
One tuning scheme is to tune note A4 to 440.0 Hz and have the relationship between any
two consecutive notes be constant. This system is known as “equal temperament.” This
is the way that notes will be tuned for the purposes of this program. The formula for the
frequency of a MIDI note is:

Fy = V2N=59 440.0 (3.1)

This formula is derived from the one on page 4-7 of Inside Macintosh: Sound [2]. Here
N is the MIDI note number and Fy is the frequency of note number N. The value /2
is defined to be 1.05946309434 on page 2-43 of Inside Macintosh: Sound [2]. Table 3.1 is
derived from Table 2-2 on page 2-43 of Inside Macintosh: Sound [2], and the formula above.

It shows the frequencies and note names for the MIDI note numbers.

13
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Table 3.1: MIDI note numbers, names, and frequencies.

Name Freq. | # Name Freq. | # Name Freq. # Name Freq.

C-2 817 32 G#0 5191 |64 E3 32962 | 96 C6 2093.00
C#-2 866 |33 Al 55.00 | 65 F3 34922 | 97 C#6 221746
D-2 917 |34 A#1 5827 |66 F#3 36999 | 98 D6 2349.31
D#-2 9.72 | 35 Bl 61.73 | 67 G3 391.99 | 99 D#6 2489.01
E-2 1030 |36 C1 65.40 | 68 G#3 41530 | 100 E6 2637.02
F-2 1091 |37 C#1 69.29 |69 A4 440.00 | 101 F6 2793.82
F#-2 11.56 | 38 D1 7341 | 70 A#4 466.16 | 102 F#6 295995
G-2 1224 |39 D#1 7778 |71 B4 493.88 | 103 G6 3135.96
G+#-2 1297 |40 E1 82.40 | 72 C4 523.25 | 104 G#6 332243
A-1 1375 |41 F1 87.30 | 73 C#4 554.36 | 105 A7 3520.00
10 A#-1 1456 | 42 F#1 9249 | 74 D4 58732 | 106 A#7 372931
11 B-1 1543 |43 GI1 97.99 | 75 D#4 62225 | 107 B7 3951.06
12 C-1 1635 |44 G#1 103.82 | 76 E4 659.25 | 108 C7 4186.00
13 C#-1 1732 |45 A2 110.00 | 77 F4 698.45 | 109 C#7 4434.92
14 D-1 1835 |46 A#2 116.54 | 78 F#4 73998 | 110 D7 4698.63
15 D#-1 1944 |47 B2 12347 |79 G4 783.99 | 111 D#7 4978.03
16 E-1 2060 |48 C2 130.81 | 80 G#4 830.60 | 112 E7 5274.04
17 F-1  21.82 |49 C#2 138.59 | 81 A5 880.00 | 113 F7 5587.65
18 F#-1 23.12 |50 D2 146.83 | 82 A#5 93232 | 114 F#7 591991
19 G-1 2449 |51 D#2 155.56 | 83 B5 987.76 | 115 G7 6271.92
20 G#-12595 |52 E2 16481 |84 C5 1046.50 | 116 G#7 6644.87
21 A0 2750 |53 F2 17461 | 85 C#5 1108.73 [ 117 A8 7040.00
22 A#0 29.13 | 54 F#2 184.99 | 86 D5 1174.65 | 118 A#8 7458.62
23 BO 3086 |55 G2 195.99 | 87 D#5 1244.50 | 119 B8 7902.13
24 CO 3270 | 56 G#2 207.65 |88 E5 1318.51 | 120 C8 8372.01
25 C#0 34.64 |57 A3 220.00 | 89 F5 139691 | 121 C#8 8869.84
26 DO 36.70 | 58 A#3 233.08 | 90 F#5 147997 | 122 D8 9397.27
27 D#0 38.89 |59 B3 24694 | 91 G5 1567.98 | 123 D#8 9956.06
28 E0O 41.20 |60 C3 261.62 |92 G#5 1661.21 [ 124 E8  10548.08
29 FO 4365 |61 C#3 277.18 93 A6 1760.00 | 125 F8  11175.30
30 F#0 46.24 | 62 D3  293.66 | 94 A#6 1864.65 | 126 F#8 11839.82
31 GO 48.99 | 63 D#3 311.12 |95 B6 197553 | 127 G8  12543.85

W=D G AW = otk
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Chapter 4
THE PROGRAM

This chapter contains detailed information about the program and its use.

4.1 User’s Guide

When the program is first launched, it presents a box where the user can choose an
input file containing a ‘snd,’ resource. If the user selects a file with more than one
‘snd,,’ resource, the program displays a box that allows the user to choose one of them for
processing.

When an appropriate sound resource is chosen, the program presents a window contain-
ing general information about the sample. See Figure 4.1. This information includes the
length in both samples and seconds, the sampling frequency, and the number of bits per
sample. The window will display the number of notes that were found after the sample has
been analyzed.

The next step is to choose Analyze Sample from the Analyzer menu. This causes the
program to process the sound sample and generate MIDI data. The window for the sample
then will show the number of notes that were found. Then choose Save As... from the file

menu to save the MIDI data in a Standard MIDI file.

4.1.1 The menus
Apple menu

Under the Apple menu is About SndToMIDI which opens the about box for the program.

See Figure 4.2. The about box contains an area with scrolling text that explains much of

15
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[[=—— doot doot dut dut

Num. Samples: 25216; 1.133 Seconds
Sample Rate: 22254 kHz (truncated)
Quantization: 8 bits per sample
Crossing Threshold: 32

Minimum Frequency: 60 Hz

Length Tolerance: 2 samples
Sample Tolerance: 32

Maximum Gap Fill: 500 samples
Minimum Matches: 6

Pitch Tolerance: 24 Hz

The data is not calculated yet.

Figure 4.1: A sound window for a sound that has not been analyzed yet.

what is in the User’s Guide. The text that is shown is listed in Appendix A. When the user
clicks on the icon in the upper right of the about box the program will randomly select one
of the system sounds and play it. This started as a routine to test playing sound resources
and was kept around because it was an interesting extra feature. The desk accessories are

also listed under the Apple menu and work like they do in any standard Macintosh program.

File menu

The File menu contains the following items:

Open. ..

Close

..........

16
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[IIIH]

[[=————————=— About SndToMIDI

SndToMIDI
)
By Charles McCoy [<J})_}@

SndToMIDI version 1.0

W¥ritten By Charles McCoy

e e e

About SndToMIDI -

SndToMIDI was written as a project for partial fufillment of
the requirements for a Masters of Science in Computer Science
from Virginia Polytechnic Institute and State University. Sound
Analizer analizes digital audio samples to break them up into
musical notes. The output generated is a series of notes with
pitches and volumes. This program was written using Symantic's

THINK C++ VYersion 6.0.
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Figure 4.2: The about box with scrolling text.
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