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Reinforcement Learning with a Lost Person Model
for Search and Rescue Path Planning

Bryson L. Howell

(ABSTRACT)

In this thesis, we train a reinforcement learning agent to plan paths for search and rescue

applications using a model of lost person behavior trained on past search incidents. We

propose an improved method for producing occupancy maps from the trajectories of an agent-

based lost person model. We demonstrate that through an end-to-end learning approach our

agent can generalize to novel search incidents without directly observing the probability

distribution describing search risk.



Reinforcement Learning with a Lost Person Model
for Search and Rescue Path Planning

Bryson L. Howell

(GENERAL AUDIENCE ABSTRACT)

We enable an aerial robot to plan paths for search and rescue applications that maximize

the chance that a missing person will be found quickly. We investigate improved methods

of creating search plans from a behavioral model replicating the movement of a missing

person, and demonstrate that our robot is capable of learning from a varied set of past

search experiences to perform well in search tasks it has not seen before.
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In search and rescue (SAR) scenarios, it is critical to locate the missing person quickly.

Resources must be intelligently deployed to maximize the chance that the missing person

is found. Currently, human search strategies employ a series of heuristics and standard

operating procedures to ensure that searches prioritize locations that are most likely to

contain the missing person. Example search procedures are the Distance-ring model, which

predicts that missing persons are more likely to be found near where they were last seen

[15]. These models need to be easily explainable to volunteers recruited for a search, and

therefore tend to be simple. However, searchers will intuitively employ their past experience

and react to terrain features in the search area to effectively create a more complex search

model.

Computational SAR models need to replicate this complexity in order for aerial drones to

operate autonomously. Currently, aerial drones are deployed to assist with SAR scenarios

but require the supervision of two searchers at all times [5]. Enabling these drones to operate

autonomously through the use of an autonomous path planner could reduce the workload

placed on human searchers, allowing them to focus on other tasks.

In this thesis, we present a path planner that incorporates a model of lost person behavior.

While this has been attempted previously, we use a reinforcement learning approach that

can generalize to new environments. Our contributions are as follows:
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• Comparison of different density estimators for quantifying search probability given

potential lost person trajectories

• Dataset for training a reinforcement learning agent from real SAR incident reports

• Comparison of RL agents trained with direct knowledge of search probability and those

trained using terrain features.

• Analysis of trained RL agent performance on unseen search environments.



In order to effectively plan paths for SAR, we must have some way to quantify the chance

that a missing person will be found in specific locations within the search area. Missing

persons can behave very differently depending on their background [15], so we must define a

model that can represent the behavior of a specific type of missing person. Models must also

incorporate information about the search incident that impact the missing person’s location,

primarily the terrain features and amount of time since the missing person was last seen.

Once a model has been defined, it must be fit to some form of search incident data in order to

accurately represent real-world SAR situations. However, alternative approaches can instead

plan around the uncertainty about the missing person’s current location.

The main behavioral model of interest to this work is the Lost Person Model (LPM)[9],

which uses an agent-based approach to simulate the movement of a lost person over time.

The LPM approximates the behavioral profile of a missing person as a discrete probability
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mass function (PMF) representing the likelihood of the person using each of six different

behaviors. An in-progress update to the LPM adds a seventh behavior, contouring, where

the missing person will attempt to travel at a constant elevation. Additionally, it introduces

temporal and spatial decision points that cause the LPM to change behaviors at specific

times or when encountering certain locations [10]. During a set simulation length, the LPM

samples an action from a given PMF at each timestep [9] or at a set interval [10]. This

produces a single trajectory representing a potential path taken by the missing person. The

LPM is fit to real search incident data in order to determine the behavioral profile that best

represents a missing hiker as is explained later in 2.1.2.

Lin and Goodrich propose a Bayesian approach to modeling lost person behavior based

on terrain features [18]. The model’s input is a set of transition probabilities representing

the chance that a lost person will move from one type of terrain or elevation to another.

Unlike the agent-based LPM [9], the Bayesian model uses a continuous probability density

function (PDF) to represent the behavioral profile of a lost person. This allows uncertainty

about the exact behavioral profile of the missing person to be factored into the model. SAR

experts provide the mean value and variance for a PDF that can be sampled to produce a

transition probability [18]. The Bayesian approach can make Lin and Goodrich’s model more

generalizable than the agent-based LPM [9] as it accounts for uncertainty when applying

a behavioral profile modeled after past SAR incidents to a new incident. However, the

continuous domain makes it difficult to scale to increasing complexity in the number of

terrain features considered. Experts would need to provide 2 values, the mean and variance,

for each of the � transition probabilities for terrain features. Additionally, this limits

the complexity of the modeled behaviors. While the updated LPM[10] models a contouring



behavior where the missing person will react to slight differences in elevation, the Bayesian

approach only defines three broad elevation levels that the model can switch between.

Other relevant research into modeling human behavior for human-robot interaction comes

from the domain of trust. Trust is difficult to define, but generally refers to the process

of creating a model of another agent’s expectations or capabilities [34]. This has many

similarities to modeling the behavior of a missing person. [1] introduces a bi-directional

model of trust where an autonomous agent adjusts boundaries representing the capabilities

of another agent to complete several different tasks. These boundaries are adjusted based

on observed task performance to create a multi-dimensional model of what [34] defines as

. This is like the Bayesian LPM [18] where a belief about the location

of the missing person is updated based on multiple terrain features. However, the study

conducted in [1] uses a large trust feedback dataset collected from a survey of over 250

participants, which is less feasible for a SAR task.

The bi-directional trust model in [1] simulates what [34] defines as , or

trust based on observable events. However, trust is not always directly related to perfor-

mance as trusting too much can result in over-reliance that reduces task performance [2].

Additionally, trust can be influenced by factors not directly related to task performance.

A study found that humans collaborators reacted negatively to the visual appearance of a

swarm of aerial drones even though they were performing well [22]. During a search, the

behavior of the missing person is not typically observable through the presence of clues so

feedback is only available at the end of a search. [25] specifically investigates the process

of modeling trust in path planning using a similar problem formulation to the SAR path

planner [11] that implements the LPM[9]. Paths are flown to a target and the trajectories



are updated based on feedback from a human observer. This is a supervised learning archi-

tecture, which could be repeated with SAR experts similar to how input is gathered for the

Bayesian lost person model [18].

Models need to be fit to some dataset in order to accurately represent the behavior of a

missing person. Generally, the objective of a lost person behavioral model is to fit the model

on past search incidents so that it can be used to predict the location of a lost person in future

search incidents. Models cannot be tested in real-world searches due to the risk involved, so

data from past search incidents is set aside during fitting and used as a substitute. Models

that can adapt to unseen data well are said to be able to to new situations, while

models that on the training data have not learned the general features of lost person

behavior and are instead reacting to some specific feature that cannot be replicated.

The LPM [10] is fit to a curated dataset of 65 search incidents involving hikers to create

a model representing the behavioral profile of a lost hiker. 500 trajectories were generated

for 980 different candidate behavioral profiles, defined as permutations of the 6 behavior

probabilities included in the model. This is an example of a Monte Carlo method, where a

probability distribution (here the behavioral profile PMF) is repeatedly sampled to produce

an approximation.

An energy distance metric is used to determine how close each behavioral profile replicated

the true path of the lost person. The true trajectory of the lost person is not known for

the vast majority of search incidents, so the point at which they were found must be used

instead. The point in each trajectory that came closest to the actual find position of the lost

person is defined as set , and find position is defined as point . Then the energy distance



is defined as a combination of the distance between each point and , and the spread of

the points from each other:

A =
1

nm

nX
i=1

mX
j=1

kxi � yjk ; B =
1

n2

nX
i=1

nX
j=1

kxi � xjk (2.1)

E(X; Y ) := 2A � B � C (2.2)

The behavioral profile with the lowest energy distance is determined for each of the 65 search

incidents. Then to generalize across all search incidents, the profiles are inversely weighed

by their energy distance and averaged together:

phiker =
w1p1 + w2p2 + � � � + wNpN

jw1p1 + w2p2 + � � � + wNpN j
(2.3)

Leave-one-out cross-validation was used to verify that the optimized hiker profile worked

well on unseen search incidents, finding that the model performed within 5% of the expected

behavior on over half of the unseen incidents [10]. Although the use of only a single data

point from each trajectory was necessary due to the limitations of the dataset, not accounting

for the full trajectory could bias the results. It doesn’t matter how much time the simulated

lost person spent near the find position as long as it passed by it once. This is problematic

for search incidents where the find position was very close to the start position, as all random

trajectories will likely come close at some point.

Given the random nature of the LPM, a single trajectory will not accurately represent the

location of a missing person. Information must be synthesized from many trajectories to

provide an accurate assessment of search risk. [11] uses the trajectories output by the LPM

to create an occupancy map representing search risk. Instead of selecting one optimal behav-

ioral profile for each individual map then averaging them as in [10], all candidate behavioral



profiles on all maps are compared at once using the Kullback-Leibler (KL) divergence. Specif-

ically, the discrete KL divergence is used to compare the PMF of the distance between the

initial planning point (IPP) and find positions from the SAR incident database and the final

positions of the trajectories output by the LPM. Using only the final position from each

trajectory still limits the accuracy of the model, but introduces less bias than the method

used in [10]. Once an optimized hiker PMF is found, it is run for 100 replicates on each

environment and the final positions are fit to a probability distribution representing search

risk.

The Bayesian approach to the LPM[18] uses Gibbs Sampling, a Markov chain Monte Carlo

method, to generate samples from the joint probability distribution representing the lost

person’s movement between various types of topography. Since the joint PDF is assumed to

be produced from expert knowledge, an occupancy map can be directly approximated from it

using the Monte Carlo method. Segments of lost person trajectories collected from past SAR

incidents are used to improve the approximation by reducing uncertainty in the input PDFs.

Using past trajectories instead of a single data point as in [10][11] could allow the Bayesian

approach to more closely replicate the specific paths taken by a missing person. Fleuret

demonstrate that periodic trajectories can be used to track pedestrians over long time

periods even with significant periods of occlusion [6], but pedestrian trajectories are much

easier to collect than tracks from missing people. Lin and Goodrich use synthesized data in

their experiment [18] and it is not clear how well the model would generalize to unseen SAR

incidents as is tested in [10].



Instead of separately creating a model then using it to plan a path like in [11], the search

probability model can be estimated while planning paths by representing the SAR task as

a Partially-Observable Markov Decision Process (POMDP). POMDPs model uncertainty in

the environment by representing the task’s state space as a series of probability distributions.

Although this means that the state space will be much larger and more difficult to compute

a solution for, POMDPs can be applied to robotics applications through modern sampling-

based methods that approximate the optimal strategy[16]. One of the best available online

solvers for POMDPs is the POMCP algorithm [37]. POMCP builds a belief tree based

on an observed history, which is similar to models of trust described in [1, 32]. POMCP

then determines the best action to take based on the current beliefs by sampling predicted

future states. POMCP works with continuous action spaces, and recent work can apply it

to continuous observation spaces as well [38].

Chen use a POMDP to model a human’s trust in a robotic arm’s ability to clear

objects from a table [2]. Trust is representative of an agent’s competency like in [1], but only

for a single task. Trust here acts as cognitive-based trust [34] as it is modeled as a linear

Gaussian system that is updated according to the robot’s task performance. Trust is then

used to update a softmax function that models the human’s belief about the robot’s ability

to complete a task. This belief, along with the reward information, determines the likelihood

that the human will intervene and prevent the robot from completing a task. The robot’s

actions are then determined by the probability distribution based on this likelihood. Negative

rewards are provided if an intervention is provoked. Importantly, this model assumes that

the agent is only capable of taking binary actions based on trust. This is likely to avoid any

scaling issues that would occur by using a larger action space [16] and also a result of limited

available feedback which is also a consideration for SAR.



POMDPs have been applied to search for objects in a cluttered environment [17]. A robotic

arm must move objects in order to find a search subject. The POMDP framework allows

the agent to model uncertainty about the location of the search target, while minimizing the

time to locate the object. While this task seems simple, the state space is very complex as

multiple objects are being tracked at once and the arm can take over 1000 different actions.

This work also demonstrates how SAR would be performed under a POMDP framework. An

estimation about the location of the missing person can be updated based on which areas

have already been searched, bridging the gap between model creation and path planning.

Here we have a brief overview of path planning techniques. We focus on two approaches:

traditional planners and planners utilizing machine learning. Path planning generally refers

to methods that attempt to reach a known end position from some initial state [24]. In the

context of SAR, we are also interested in trajectory planning or coverage planning problems

that that account for time.

Traditional approaches to path planning utilize separate methods for global and local plan-

ning. represents high level planning, and seeks to find a path that will

connect an agent’s current position to its final goal [43]. A common global planning method

is graph-search algorithms, which represent the environment as a graph. The edges of a

graph are weighed according to some metric, commonly distance, and a search is performed

to find the route that minimizes the cost [24], commonly distance. Classical graph search



algorithms are Dijkstra’s [4] or A* heuristic search [8]. The objective of is to

produce a motion that directs a robot towards a local goal provided by a global planner.

Local planners need to be more aware of the surrounding environment in order to produce

motions that avoid obstacles or achieve some other local goal [43].

Traditional planning approaches do not usually allow for uncertainty in the problem space,

and assume that the goal position is known ahead of time. This makes traditional planning

difficult to apply to the SAR task, as the goal position is the location of the missing person

and some models account for uncertainty around the occupancy map [18].

However, [11] applies assumptions to the SAR task to solve it with a traditional path planning

approach. By assuming drones are performing a sweep over an area, the goal position is

known. Additionally, posterior probabilities from the LPM [9] are assumed to be available.

The RRT* tree search algorithm is used as a global planner to find the shortest obstacle-

free path to the goal, producing a set number of waypoints. A local planner treats the

path segments between waypoints as splines, and controls the curvature of these splines to

minimize the risk that the missing person will not be found as defined from the LPM [9]. The

local path segments are optimized by the ADAM gradient descent solver [13] which accounts

for the view radius of all searchers by sampling from a Gaussian Process Model using a Gibbs’

kernel scaled by the searcher’s height. Lin and Goodrich also use a graph search to plan

paths using their Bayesian approach to the LPM [19]. A Gaussian Mixture Model (GMM)

is used to cluster the search probabilities output by their behavioral model [18] to partition

the search area into subregions. These subregions are then prioritized when performing a

spiral-like coverage pattern. Overall, this approach relies heavily on heuristics which makes

the paths compared to optimization approaches like [3, 11]. Lin and Goodrich admit the



GMM is likely not a good fit for their data, and is only serving as an approximation.

The SAR task can also be represented as a coverage problem, where the objective is to

plan paths without a clear end point that collect as much search probability as possible.

Removing the goal position makes the task more difficult to solve by drastically increasing

the potential solutions, but also allows paths to be more dynamic. Coffey and Pierson

address a SAR adjacent task where robots must deliver various resources to locations based

on demand [3]. The environment is divided into zones through Voronoi partitioning, and

an optimizer solves a cost function to assign resources to the best zone. Partitioning the

environment is similar to the approach used by Lin and Goodrich [19], but defining a cost

function rather than searching the graph allows the algorithm to scale to multiple agents

and produce results closer to the optimal strategy. Ergodic search processes can also be used

to direct agents for SAR applications, as is seen in [33]. This method allocates search time

to areas proportional to the chance the target will be found there and can produce results

for multi-agent systems like [3].

Broadly, the goal of machine learning is to train an that performs some task given

specific input data. Planners that utilize machine learning tend to solve the planning task

, meaning separate global and local planners are not needed [43]. Most machine

learning-based methods also do not require a goal position to be defined before path planning

begins. While traditional planners will converge to a single optimal solution specific to one

environment, machine learning methods can learn how to adjust parameters in order to

adapt to several different environments [24]. The lack of consistency in behavior can be an

issue, but also opens the possibility for the agent to generalize across environments.



Machine learning methods can be separated into two categories: supervised learning and

unsupervised learning. Supervised learning problems rely on human-created datasets that

describe the input for a task and the desired output. The goal of supervised learning algo-

rithms is to learn a model of the problem described by the data that can be used to produce

accurate output for novel inputs. Supervised learning for path planning can be achieved

through demonstration learning, where an agent attempts to replicate observed behaviors

[43]. However, obtaining full search trajectories for SAR applications is difficult. Although

some lost person models utilize trajectories to fit the model [10, 18], the datasets used are

very limited and would not be useful for learning a generalized path planner.

Due to the difficulty of acquiring sufficient training data for robotics tasks, reinforcement

learning (RL) is the most popular approach for applying machine learning to path planning.

Reinforcement learning algorithms represent the task as a Markov Decision Process (MDP),

a framework for sequential decision making [29]. At each timestep in a MDP, an agent

selections an action that causes the environment to transition to a new state . An im-

mediate reward is provided to the agent upon entering this new state that represents the

effectiveness of the action. MDPs assume that the state is fully observable, unlike POMDPs

(section 2.1.3) which account for uncertainty in the environment.

The goal of RL is to produce a policy � that maps the agent’s current state and action

to a reward :

� : S � A ! R

An RL agent must also learn the environment dynamics through transition probabilities:

Pa(s; s0) = Pr(St+1 = s0jSt = s; At = a)



In the context of a search, the agent is learning how moving to one area of an environment will

impact their ability to reach other areas of the environment and collect search probabilities

there. The expected value of entering a given state can then be described through the

state-value function, V:

V�(s) = E [G j S0 = s] = E

"
1X

t=0


tRt+1 j S0 = s

#
(2.4)

This describes the expected future return of entering a given state , where 
 is the discount

factor for future rewards. This is a tuneable parameter reducing the value of rewards coming

from states further into the future. We are specifically interested in algorithms

for RL, which do not assume that the transition probability distribution is known so the

value function must be estimated.

Several papers have successfully applied RL to path planning. [44] uses a deep Q Network

[21] to control the headings of multiple unmanned boats. Agents receive rewards for moving

towards a goal position and avoiding collisions with each other and obstacles in the environ-

ment. Similarly, [30] uses the Multi-Agent Deep Deterministic Policy Gradient (MADDPG)

[20] algorithm to control the flight paths of a group of aerial drones. This study additionally

assigns the goal positions to agents, demonstrating the ability of RL algorithms to handle

both global and local planning.

While not directly related to path planning, another work of interest is curiosity-driven

exploration [26]. Pathak propose a reward that encourages RL agents to explore

policies even without the presence of external rewards. RL algorithms such as SAC [7] have

mechanisms to encourage exploration, but [26] utilizes self-supervised learning to reward

agents for taking actions where the consequences are still uncertain. This is useful for

environments with sparse external rewards, as is the case in a SAR situation. Rewards are



only guaranteed when the missing person is found, search risk as defined by a lost person

model should naturally contain some amount of uncertainty [18] but must be assumed to be

accurate in order to work with a MDP [5, 11].

Recent work in RL has specifically addressed SAR scenarios as well. Niroui use RL to

explore a cluttered environment while minimizing uncertainty relative to the position of the

missing person [23]. This is similar to the POMDP object search task defined in [17], but

[23] assumes that the search probability model is known prior to search. However, the SAR

task is not solved end-to-end as in [30] as the RL agent is only producing goal positions in

unexplored areas. Traditional planning is then used to find a path with a heuristic search

[8]. [27] addresses wilderness search and rescue, but does not assume access to a model

of lost person behavior. Instead, the environment is partitioned into regions similar to

[3, 18] and two separate networks are trained for global and local planning. Although the

agent does not have access to complete state information, making this a task better suited

for a POMDP, the trained agent demonstrates better search performance than a baseline

lawnmower pattern [27]. Ewers use RL to solve the SAR path planning task end-

to-end, demonstrating that both global and local planning can be accomplished by a single

RL agent [5]. Synthesized occupancy maps are used to substitute those created from real

search incident data, and the agent does not incorporate any knowledge of terrain features

that can impact a search. However, the trained agent is shown to perform well on a set of

randomly generated environments showing the approach can be used to learn generalizable

search plans.



Prior work has applied RL to SAR tasks to demonstrate that agents can be trained to perform

searches across multiple random environments [5, 23, 27]. However, none of these approaches

utilize a model of lost person behavior trained from real-world data as are presented in [9, 18].

These behavioral models have been incorporated into traditional planning algorithms [11, 19],

but parameters for these path planners must be re-learned for each search incident as they

are not learning to generalize across multiple maps. Time is critical to a SAR scenario [15],

so a trained RL agent that can be immediately operate autonomously in a novel environment

could improve the chance that the missing person is located.

We seek to use a LPM fit to represent the behavioral profile of a hiker [10] to train an RL agent

to produce paths for SAR scenarios using an end-to-end RL framework as is demonstrated

in [5]. We evaluate two different methods to fit occupancy maps to output from the LPM,

which was done in prior work [11] but not thouroughly explored. We analyze our trained

RL agent to determine if it is capable of drawing connections between terrain features and

the behavior of a missing person while planning paths, bridging the gap between behavioral

models and path planners without resorting to POMDP planners [17].



We use the same SAR dataset used to train both variants of the LPM[9, 10] and the tradi-

tional path planner that incorporates it [11]. This dataset includes a set of 65 search incidents

that represent situations where a hiker has gone missing. A search incident consists of an

Initial Planning Point (IPP) indicating where the search began and a find position where

the missing person was eventually found. The geographic bounds for each environment are

set to 20 square kilometers centered around the IPP. Terrain data for the search area is

collected from GIS services at a grid resolution of 3000 x 3000. The terrain features included

are as follows, and displayed in Figure 3.1:

• Linear Features - Markers such as trails, roads, or powerlines that the lost person can

attempt to follow.

• Inaccessible Areas - Areas such as lakes or steep mountains that are not traversable

on foot and can be excluded from the search.

• Elevation - The elevation of the area, used in specific lost person behaviors.

Gymnasium [39] is used to create a SAR task that can be easily interfaced with by an RL

agent. To keep the size of our observation space reasonable, collected terrain features are

17



Figure 3.1: Terrain Features in SAR Simulation



Figure 3.2: Example Output from Trained RL Path Planner

converted into a 100x100 grid. The objective of the path planner is to plot a trajectory

with N = 64 waypoints for a single aerial drone, following the task setup in [5]. The drone

starts at the IPP in the center of the map, and moves at a constant velocity. We assume

our agent maintains a constant elevation and all areas can be perfectly observed within a set

vision radius. The search risk occupancy map is also discretized into a 100x100 grid, and all

probability in a cell is marked as collected as long as that cell is within the vision radius.

While prior work has allowed for 3D path planning, multi-agent planning [11], or continuous

observation spaces [5] we leave the implantation of a more realistic environment to future

work. An image showing the output of our trained agent is displayed in Figure 3.2.

The fit behavioral profile for a lost hiker using a decision time of 3 hours from the temporally-

aware LPM is used as the model we plan searches around. Analysis demonstrated that this

model significantly outperformed other parameter settings when compared to trajectories

from real search incidents [10], indicating that it is a good fit for representing the behavior



of a real lost hiker.

The objective of our agent is to plan a path through the environment that collects as much

probability as possible from a map defining the chance that the missing person will be found

in a given cell. The LPM does not directly output posterior probabilities like the Bayesian

approach [18], so we need to fit the output of the LPM to some probability distribution.

In the prior LPM path planner, an occupancy map describing the likely location of the

missing person was generated by producing 100 trajectories from the LPM and fitting the

final positions to a 2D Gaussian distribution [11].

However, investigating these trajectories raises concerns that a 2D Gaussian distribution is

not a proper fit for the data. Figure 3.3 displays the trajectories output by the fitted LPM,

and reveals there are multiple clusters of data points spread throughout the environment.

These likely represent areas with dense linear features that the LPM agent follows for long

periods of time, and indicates that a multimodal distribution would be a better fit than a

standard Gaussian. Additionally, the final positions of each trajectory appear to be randomly

distributed and do not capture the movement of the missing person.

To better represent the movement of the missing person in the occupancy map, positions are

sampled periodically from trajectories. The LPM simulates 50 hours of movement but ends

prematurely if an agent leaves the area, so each replicate has a max of 42,502 timesteps.

Instead of using only a single data point from each trajectory, positions are sampled every

1000 timesteps. This still leaves the question of how many LPM repetitions to run in order

to create an effective occupancy map. If only a few repetitions are used, the heatmap will

However, since every repetition starts at the IPP positions near the center of the map will



Figure 3.3: Trajectories from 100 repetitions of the LPM. Red stars are the final positions.

be overrepresented in the data if too many samples are used. To get an idea of how many

samples are needed to capture the occupancy distribution, we created datasets of varying

sizes for each of the 65 search incidents and compared the variance of the 2D positions.

The results are plotted in 3.4 alongside a visual representation of the relative size of each

dataset. This figure shows that as the number of samples in the data increases, the variances

become more consistent. After around 250 repetitions, the variance does not update much

which indicates this is the minimum sample size at which the true shape of the distribution

is captured by the data. Sampling the model past this point runs the risk of crowding out

the outlier datapoints near the edges of the map.

Once position data is sampled from the LPM, it can be used to fit a probability distribution

that describes which regions of the map the missing person is most likely to have visited. As

a comparison to the occupancy maps used in the previous LPM path planner, kernel density



Figure 3.4: Statistics from Data Points Sampled from LPM Trajectories

estimation (KDE) is used to produce a probability distribution. KDE fits data to the shape

of a kernel function, using a bandwidth to control the smoothness of the fit. The Gaussian

kernel is used to fit the data, as it describes most data reasonably well and is beneficial for

machine learning applications. However, KDE tends to over-smooth multi-modal data which

could lead to a loss of information. Given a dataset of size , the KDE approximator fits

samples to a probability distribution using the kernel [41]:

f̂(x) =
nX

i=1

1

nh
K

�
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h

�
=
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i=1

1

n
Kh (x � Xi) (3.1)



Figure 3.5: Example Output Heatmap Using WKDE

The implementation of weighted kernel density estimation from the SciPy library was used

[40]. Weights were calculated according to the energy distance metric used to determine the

fit of the LPM, as described in Equation 2.1. Here, the energy distance is computed for each

trajectory, where X is the set of all points in a trajectory and Y is the find position from

the search incident. This describes how close each repetition of the LPM came to the find

position on average, so points sampled from trajectories that explored near the find position

are weighed more than those that strayed far away. An example occupancy map created

through WKDE is shown in Figure 3.5.

Gaussian Mixture Models (GMMs) are selected as better candidate to fit the trajectory data

from the LPM. Random GMMs were used as substitutes for real lost person behavioral data

in previous work applying end-to-end RL to the SAR task [5], and are promising candidates

to capture multiple areas of the map that the lost person was likely to have visited. Unlike

KDE, GMMs assume that the data was generated from a combination of multiple Gaussian

distributions. GMMs are commonly used as an unsupervised learning technique to cluster

similar data together into groups. The GMM is fit to the data through the Expectation-

Maximization algorithm, which iteratively updates the mean value and variance of the set



of Gaussians to better represent the data’s true distribution.

In order to ensure a good fit, we fit GMMs with varying numbers of components to datasets

of various sizes. GMMs were implemented from Scikit-Learn [28]. Each GMM is run with 10

initial conditions until a tolerance of 1e-5 is reached or a maximum number of iterations have

been completed. Full covariance matrices are used in the EM algorithm. The information-

theory criteria is used as a metric to determine goodness of fit. This metric penalizes fits

that do not capture the full complexity of the dataset, meaning that for a given GMM

the component size that produces the lowest information-theory criteria is optimal. When

the criteria stops seeing significant decreases, adding more components will likely result in

overfitting. The results of this test are displayed in Figure 3.6. From the results, we can see

that the largest dataset composed of 1000 trajectories does not seem to reach the minimum.

This indicates that using larger datasets makes it much harder to get a good fit, and could

lead to overfitting. The other datasets seem to reach relative minimum values, which are

listed below in Table 3.1.

10 100 250 500 1000
4 9 13 13 50

Table 3.1: Optimal GMM component size for each dataset

Results were averaged across all 65 maps in the dataset, as we want to use one set of

parameters for all potential environments rather than fit to each environment individually.

[5] uses the GMM mean values and covariances directly as the RL agent’s state space,

meaning that to train agents across multiple maps the GMMs need to have the same number

of components. Because of this, the Bayesian GMM model works best. Bayesian GMMs can

weigh components, and naturally lower the weight of components that are not fit for the

model. Additionally, Bayesian GMMs have the potential to achieve a more accurate fit as

they maximize a lower bound on the model’s fit rather than the fit likelihood itself. For each



Figure 3.6: Determining Number of Components for GMMs



Figure 3.7: Example Output Heatmap Using BGMM

dataset size, the average maximum number of components listed in Table 3.1 is used to fit

a BGMM for each map. An example output is displayed in Figure 3.7.

Statistics from the WKDE and BGMM models fit to each dataset are averaged over all maps

and compared to determine the best dataset size and method for creating an occupancy map.

First, a weighted sum metric is used to compare how the probability in each search incident

is distributed relative to the lost person find position. For a given occupancy map, the

probability in cell is weighed inversely to its distance from the cell containing the find

position:
iX
0

jX
0

prob(i; j)
1

total prob
(1 �

distancefind;(i;j)

max distance
)

The results of this metric are displayed in Figure 3.8. Although there is very little difference

between the two methods or different dataset sizes, all models significantly outperform the

distance-ring metric used as a baseline. The distance-ring is a simple search heuristic that

assumes the missing person is located closest to the place they were last seen [15]. Since all

models outperform it, this indicates that the LPM trajectories do tend to move away from

the center of the map and towards the find position and that the models are capturing that



behavior.

A more revealing metric is the goodness of fit each model has to the source data from the

LPM. To test this, 500 samples are generated from each model and compared to 500 random

samples from the LPM. The Wasserstein distance is then calculated to determine how close

these datasets are to each other. The Wasserstein distance describes the cost to transform

one probability distribution into another, so a lower Wasserstein distance indicates that the

model more closely represents the LPM. We can clearly see in 3.8 that the GMM models

fit the LPM data more closely than the models using WKDE. This confirms our hypothesis

that GMMs better represent the spatial distribution of the LPM trajectories. From this test,

we conclude that the Bayesian GMM models created with a dataset holding 250 repetitions

of the LPM is the best choice to use as our occupancy maps for training the path planner.

We use the Soft Actor-Critic (SAC) algorithm [7] for trajectory planning, as it has been

demonstrated to work for the wilderness SAR path planning task in [5]. SAC works under

the maximum-entropy framework, where agents are encouraged to behave as randomly as

possible during training in order to explore more states and find optimal policies faster. This

is achieved by adding an entropy term to the value function, :

V �(s) = E
a��

[Q�(s; a)] + �H(�(� j s))

= E
a��

[Q�(s; a) � � log �(a j s)] :

(3.2)

The parameter � controls the bonus reward given for maximizing entropy. We use the im-

plementation of SAC from Stable-Baselines3 [31], where this parameter is adjusted automat-



Figure 3.8: Occupancy Map Comparison

ically over time. As an actor-critic algorithm, SAC concurrently optimizes two Q-functions

that act as for improving the policy, or . With the entropy term, these Q

functions take the form:

Q�(s; a) � r + 
 (Q� (s0; ~a0) � � log � (~a0 j s0)) ; ~a0 � � (� j s0) : (3.3)

While the value function is used to predict the value of entering a specific state, the Q

function describes the total future reward for taking a specific action. As the agent receives

rewards, is updated to better predict the value of taking actions. Rewards are defined as



follows:

• The main reward is the amount of new probability marked as observed and collected,

encouraging the agent to find areas with the most probability. This reward is scaled

by the available probability and size of the search area to ensure consistency between

different search incidents.

• A bonus reward is given every timestep after the missing person has been found. This

incentivizes agents to locate the missing person as quickly as possible.

• A negative penalty is applied if the agent attempts to exit out of bounds (OOB).

• A negative penalty is applied if the agent observes an inaccessible area, at the missing

person cannot be found there.

• A negative penalty is applied if the agent does not collect any new probability, dis-

couraging the agent from revisiting areas.

Since is updated separately from the policy, SAC is an off-policy algorithm and can utilize

a replay buffer similar to the Atari DQN [21]. Experience replay is important as it reduces

the variance of updates to by not always using samples that are correlated with each other.

Experience replay can also reduce the number of samples needed to train, as in [21] each

state-action pair was used an average of eight times. For our application, the experience

replay will contain samples from several different search incidents at any given time.

We evaluate two different observation spaces: one using direct knowledge of the occupancy

map distribution as was done in prior DRL SAR work [5], and another using the only the



terrain features. Comparing these two observation spaces can give us an idea if it is possible

to learn a representation of the LPM from the same terrain features that are used to produce

LPM trajectories.

• The terrain feature observation space consists of the three types of topography seen in

Figure 3.1 stacked together like an RGB image. Each terrain map is flattened, then

normalized to a range of 0-255

• The GMM feature observation space consists of the mean position and variance for

each component of the GMM. These values are normalized to the range of 0-1 feature

wise, and converted to a 26x2 array visualized in Table 3.2.

Var(x)0 x0

Var(y)0 y0

Var(y)1 x1

Var(y)1 y1

... ...
Var(x)13 x13

Var(y)13 y13

Table 3.2: GMM Feature Observation Space

In both cases, agents can observe the entire environment at once, not just the area that

would be visible from a camera. While other work focuses on camera detection, we can

ignore it for now to focus on learning the LPM with RL. Additionally, this would introduce

partial observability and make the optimal policy harder to find. Previous work in robot

exploration uses RL to solve tasks with partial observability [27, 36, 42], but this would make

it very difficult for our agent to learn strategies for multiple maps at once due to catastrophic

forgetting [14]. The environment must be included in the state space for the agent to draw

connections between terrain features and search probability.



Both observation spaces share common values taken from the existing RL planner [5]:

• The trajectory of the agent is represented as a 64x2 array that is initialized as 0 but

is gradually filled with waypoint coordinates

• The current step

• The current position

• A binary flag representing if the agent is out of bounds or not

While we use the default architecture for the critic networks of SAC [7] from the Stable-

Baselines3 library [31], we use custom feature extractors for processing the two observation

spaces. The purpose of a feature extractor is to gather useful information from the raw input

observations that can be used to learn the correlation between observations and rewards. We

implement feature extractors as they are defined in [5] for the GMM features and shared

observations, and process the terrain features using the image feature extractor from [21].

The feature extractor architecture is depicted in Figure 3.9. Hyperparameters for SAC are

used from those found in [5] or kept at their default values from Stable-Baselines3 [31].



Figure 3.9: Feature Extractor Architecture



We train agents on both the LPM feature observation space and the GMM feature obser-

vation space. The GMM observation space has been proven to work in previous work [5],

although using synthesized data instead of occupancy maps generated from past search inci-

dents. We aim to compare it to agents trained using the terrain features used by the LPM.

We expect that the performance of these models would be lower as they have less direct

knowledge of the task, but if they can obtain decent performance it will indicate that terrain

features can be used as observations for RL path planners.

Out of the 65 SAR incidents in our dataset, we hold out 15 as a test set. With the remaining

50 incidents, we create datasets that contain varying numbers of environments: 5, 15, 30,

and 50. Our hypothesis is that as the number of SAR incidents included in the training set

increases, agent will learn to generalize across different environments and perform better on

the unseen data in the test set.

In total, we train 8 models for over 200,000 timesteps each on Nvidia A100 GPUs. Due to

time constraints, this came out to about 19 hours of training time per model. An example

training curve is included in Figure 4.1 for the two models trained on the entire training

set. The reward for both models can be seen to trend upwards, demonstrating that they
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Figure 4.1: Training Curve for GMM and LPM Agents - 30 Map Training Set

are improving their performance on the task and have not reached their optimal policy yet.

These curves have sharp peaks and valleys revealing instability in the training process, which

is expected from SAC. The entropy term can cause the agent to get caught in local minima or

maxima when exploring the policy. Algorithms like [35] can prevent the policy from making

too large updates, but this can also slow down training. Additionally, RL algorithms have a

tendency to be inconsistent due to the inherent stochasticity [12]. In addition to the reward,

we track the number of penalties incurred during training as seen in Figure 4.2. If the agents

learn to avoid out of bounds penalties and inacessible areas, these plots should go down over

time. We see that the number of OOB penalties seems to fluctuate, as the agents learn to

avoid them then get brought back to the edges of the map to explore.

While both agents trained with the LPM and GMM observation features seem to have similar

performance on the training set, using the LPM observation space can result in slower initial

improvement as is seen in Figure 4.3. Also, this training curve shows that the agent using the

GMM observations trained 25% faster than the agent using LPM observations. As expected,

processing the large 100x100x3 terrain observation takes more time than learning from the

GMM directly. The added difficulty of using the LPM terrain features also explains why the

LPM agent seems to take longer to learn.
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