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(ABSTRACT)

A consequence of the recent mergers affecting General Electric Aerospace, Martin Mari-
etta and Lockheed has been the need to exchange information between, previously unre-
lated, work sites. One of these work sites is the Martin Marietta Data Center (MMDC).
The information exchange is to be performed electronically to maximize efficiency. No
capability exists within the MMDC to accommodate this information exchange.

A number of options that addressp_. this deficiency exist. The most plausible is the installa-
tion of a computer program on the MMDC’s LAN that would enable the required infor-
mation exchanges to take place.

In order to make the computer program operational, modifications to the computers that
make up the MMDC LAN are necessary. Primarily, the amount of RAM the computers
possess must be increased. This results in a change in the amount of swap space that
must be available.

The intent of this project is to resolve the deficiency that exists by enabling the MMDC to

exchange data electronically with other sites in the area.



A secondary goal of the project is to determine a better way of allocating swap space than
the present method of simply usix'lg twice the amount of RAM.

The approach to the project is "two-pronged”. An assessment of the mechanics of swap-
ping is performed to see if it could be done more efficiently. And, an analysis of an op-
erational network is performed to determine the empirical relationship between swap
space and RAM. Retaining performance standards is an underlying requirement for
reaching any conclusions.

By using a single formula to determine swap space needs for every network, it is implied
that the swap space to RAM sizq relationship is the same for every network. What is
unique about the methods used in this project is that actual relationships and utilization of

the network in question are used in determining the swap space size requirements.
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PART1
Definition of Need

1.1 Identification of System

The system that this Project and Report focuses on is the computer local area network
(LAN) utilized at the Martin Marietta Data Center (MMDC).

1.2 Functional Usage of the System

1.2.1 General Information

The (MMDC) is a 5-story 350,000 sq. ft. office building located in Reston, Va. There are
approximately 600 tenants in the MMDC who perform a variety of tasks. Part of the
MMDC'’s infrastructure is a LAN that building tenants utilize for a variety of functions
accomplished via computer programs. Examples of the types of computer programs are:
office automation (e.g., word processing, spreadsheets, etc.), MMDC specific applica-
tions (e.g., logistical tracking system, building visitor request system, registered docu-
ment tracking system, etc.), and various utility programs used by the LAN administrators.
The general breakdown of the hardware comprising the LAN is shown in Figure 1, on the

following page.



4/690 File Server 1
4/670 File Server 9
4775 File Server 29
Sparc 2 Workstation 36
Sparc ELC Workstation 276

Figure 1. LAN Hardware Components.

1.2.2 Functional Breakdown

Table 1, on the following page, indicates the user functionality that is accommodated by
the MMDC LAN. This functioﬂality is a consequence of the requirements levied by
Lockheed Martin corporate policies and MMDC customers. There are additional func-
tions accomplished on the MMDC LAN that are not shown in Table 1 due to security and
proprietary reasons.

1.3 Deficiency

As shown in Table 1, a functional requirement exists to exchange data with numerous
Lockheed Martin sites within the area. The intent of the data exchange requirement is to
provide the capability electronically. Figures 2 and 3 show a representation of the exist-
ing and required data exchange flows, respectively. At the present time, no capability ex-

ists within the MMDC to perform this task. This approach will accommodate such



scenarios as: an executive in Bethesda desiring to send an urgent message to a manager in
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Headquarters - Bethesda, Md.

— : Data Flow

MMDC - Reston, Va.

Va 95 - Springfield, Va.

Figure 2. Existing Data Exchange Flows.

Headquarters - Bethesda, Md.

— : Data Flow

Va 95 - Springfield, Va.

MMDC - Reston, Va.

Figure 3. Required Data Exchange Flows.




Springfield without waiting for the courier system or driving there himself; or, the inte-
gration of financial data from different locations without manually re-entering the infor-
mation. Table 2, below, shows the sites that need to exchange data. The significance of

the third and fourth columns of this Table will be explained later in this report.

Table 2. Identification of Sites Requiring Data Exchange Capability.

Capital
Investment
in Communication
Site Origin LAN Protocol

MMDC - Reston, Va. G.E. A, $4M OSI Compliant

Parkridge - Reston, Va. G.E.A. $500k OSI Compliant
Va 95 - Springfield, Va. G.E.A. $200k Non-OSI Compliant

Local Office - Fairfax, Va. M. M. $350k OSI Compliant
Corp. H.Q. - Bethesda, Md. M. M. $250k Non-OSI Compliant
Local Office - Arlington, Va. L.H. $400k Non-OSI Compliant

1.4 Scope of the Project
This Project and Report is limited to the modifications that are necessary to be made to
the MMDC LAN to allow the LAN to support the corrective measure taken for the stated

deficiency.



1.5 Background Information

An essential element of this report is the fact that the MMDC LAN utilizes the UNIX op-
erating system.

The remainder of this section of the report contains information that may be helpful to the
reader who is not familiar with UNIX.

The UNIX operating system is a multi-tasking system, more than one computer process
can be executing at the same time.!] UNIX also provides each executing process with a
"virtual memory address” to work within. In the Sun Sparc architecture this address
space is 2 gigaBytes. A single virtual memory address space requires much more
memory than any known quantity of RAM. Therefore, the entire memory space cannot
be active at the same time. This situation is compounded by the fact that many different
processes could be executing simultaneously. The CPU must selectively add and remove
instructions and data from RAM. To best accommodate the combined aspects of multi-
tasking, virtual memory addresses, RAM limitations and performance the concept of
swapping was devised. Swapping is the act of removing processes from RAM and plac-
ing them in a temporary holding place (known as "swap space"). Other processes are
swapped into RAM so they can run.2 Eventually, the initial process will be swapped
back in to RAM. Normally, processes get swapped into and out of RAM a large number

of times throughout their lifetime. A specific quantity of permanent memory must be

1 In the context of the UNIX operating system, a process is any coherent job or task executed by the
CPU.

2 "Running" is one of the states that a UNIX process can be in. It is the state where CPU resources
are actually being utilized.
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allocated exclusively as swap space (this permanent memory is the hard-disk space re-
ferred to in the "Statement of Need"). There are two fundamental reasons for this ap-
proach, both of which involve speed. Making use of standard disk input-output (I/O) to
and from the executable file would be slow due to the random locations of these files.
Having the swap space be a dedicated, known, location not only collocates the memory
chunks, it also allows that partition to be "built" as a block device which lends itself to
faster performance by assigning address locations based on offsets within the partition.3
Since the implementations of swapping and demand paging became prevalent, a rule-of-
thumb has been accepted as the method for determining the amount of permanent
memory to be used as swap space.* The guideline is simply to use two-times the amount
of RAM the computer possesses as swap space. This is based on a worst case scenario
where RAM is fully utilized, yet available to be swapped out, and process memory equal
to the amount of RAM is waiting to be swapped in. For an instant in time, the swap
space must be large enough to hold both quantities, thus, two-times the quantity of RAM.
Based on this thinking, a computer with 4 MegaBytes of RAM would need 8 MegaBytes
of swap space and a computer with 224 MegaBytes of RAM would require 448 Mega-
Bytes of swap space. Eight MegaBytes of RAM would not be missed from most hard

disk drives, however, giving up 448 MegaBytes of hard disk space requires a great deal

3 Disk drives are divided into distinct regions called partitions within UNIX systems. Each partition
has unique resources available to it.

4 Demand paging is a variation/enhancement of the swapping concept. Both swapping and paging
will be explained later in this report.



of planning and is also very expensive. In the mid to late 1970’s, a computer with 4
MegaBytes of RAM was undoubtedly a "pretty hot" machine. Additionally, there was no
need to question the use of an inexact rule-of-thumb that only gave away 8 MegaBytes of
disk space. However, in the interval between then and now, available RAM quantities
have grown dramatically; and reliance on the rule-of-thumb is giving away hundreds of
MegaBytes of disk space in some instances. As technology evolves, certain thought pat-
terns must change to keep pace. This, apparently, has not happened for swap space.

The main focus will be on client-server LAN’s which have diskless clients. This presents
the greatest resource challenge. A diskless client is accommodated by the UNIX concept
of "mounting". Mounting is the establishment of a communication session (either read-
only or read-write) between a computer and a file system , located elsewhere on the net-
work, that gives the appearance of having the file system resident on the computer.>
Some implementations call this a "virtual file system". When the client boots, it trans-
mits its ethernet address onto the network. The server designated to provide the re-
sources for the client identifies the ethernet address and begins the mounting process that
gives the client the necessary file systems to proceed with booting and subsequent opera-

tion.

5 Afile system is the directory structure that resides on a partition.
8



PART II
Functional Requirements

2.1 General
As shown in Table 1, personnel within the MMDC have numerous functions that they
must perform. This section will outline these functions as they pertain to the system de-
fined by this report. Those functions denoted with an asterisk (*), are currently not sup-
ported by the MMDC LAN.
2.2 Management
2.2.1 Number of personnel: 50.
2.2.2 Work profile: § hrs/day; Mon. - Fri.
2.2.3 Functions performed on the MMDC LAN:
2.2.3.1 Office automation.
2.2.3.2 Building visit requests.
2.2.3.3 Inter-site data transfer.*
2.3 Scientific Studies
2.3.1 Number of personnel: 30.
2.3.2 Work profile: 8 hrs/day; Mon. - Fri.
2.3.3 Functions performed on the MMDC LAN:
2.3.3.1 Office automation.
2.3.3.2 Building visit requests.
2.4 Custodial Services

2.4.1 Number of personnel: 20.



2.4.2 Work profile: 2 - 8 hour shifts/day; 7 days/week.

2.4.3 Functions performed on the MMDC LAN:
2.4.3.1 Office automation.
2.4.3.2 Building visit requests.

2.5 Software services

2.5.1 Number of personnel: 35.

2.5.2 Work profile: 8 hrs/day; Mon. - Fri.

2.5.3 Functions performed on the MMDC LAN:
2.5.3.1 Office automation (use and support).
2.5.3.2 Logistics (support).

2.5.3.3 Building visit requests (use and support).

2.5.3.4 Registered document control system (support).

2.5.3.5 Inter-site data transfer (support).*
2.6 Finance
2.6.1 Number of personnel: 12.
2.6.2 Work profile: 8 hrs/day; Mon. - Fri.
2.6.3 Functions performed on the MMDC LAN:
2.6.3.1 Office automation.
2.6.3.2 Building visit requests.
2.6.3.3 Inter-site data transfer.*

2.7 Human Resources

10



2.7.1 Number of personnel: 5.
2.7.2 Work profile: 8 hrs/day; Mon. - Fri.
2.7.3 Functions performed on the MMDC LAN:
2.7.3.1 Office automation.
2.7.3.2 Building visit requests.
2.7.3.3 Inter-site data transfer.*
2.8 Security
2.8.1 Number of personnel: 50.
2.8.2 Work profile: 2 - 8 hour shifts/day; 7 days/week.
2.8.3 Functions performed on the MMDC LAN:
2.8.3.1 Office automation.
2.8.3.2 Building visit requests.
2.8.3.3 Registered document control system.
2.9 Logistics
2.9.1 Number of personnel: 20.
2.9.2 Work profile: 2 - 8 hour shifts/day; 5 days/week.
2.9.3 Functions performed on the MMDC LAN:
2.9.3.1 Office automation.
2.9.3.2 Logistics (property management control system).

2.9.3.3 Building visit requests.

11



Part 111

Evaluation of Alternatives

3.1 General

Three approaches have been selected as possible solutions to the deficiency. The remain-
der of this section will identify and compare the approaches and present the alternative
that is to be utilized.

3.2 "Do Nothing"

As shown in Table 2, three of the six sites are OSI compliant and the remainder are not.
The significance of this is that the OSI compliant sites could communicate with each
other directly even though they make use of different computer architectures. (That is the
purpose of OSI communication standards.) If physical connectivity were made between
the three OSI compliant sites they could attain the required data exchanges. However,
the three non-OSI compliant sites would have no data exchange capability.

3.3 Have non-OSI Compliant Sites Become Compliant

If all of the sites used OSI compiiant computer networks, then the only task that would be
required to accommodate the required data exchange would be the actual physical con-
nections. An assessment of the three non-OSI compliant sites has revealed that their
computer networks utilize very old technology and would have to be replaced in order to

become OSI-compliant.

12



3.4 Make Use of a Computer Application that Provides Translational Capability

A commercial off-the-shelf (COTS) computer application exists that provides translation
services between OSI compliant computer networks and the types of non-OSI compliant
computer networks used by Lockheed Martin. These translation services are integrated
with a full office automation suite (word processing, spreadsheet, graphics, email). The
most efficient use of the computer application would be to have it replace the existing of-
fice automation package. The reason for this is that the office automation capabilities are
comparable with the existing office automation package and would, therefore, represent
redundant recurring costs (maintenance contracts, etc.).

3.5 Decision

The first approach does not satisfy the fundamental intent of the data exchange require-
ment and is therefore eliminated from consideration. Based on the data in Table 2, an in-
vestment of $850,000 would be "thrown away" if the computer networks at those sites
were simply replaced. The computer application is much cheaper ($20,000 per site).
However, due to the complexity of the programming and the number of simultaneous
functions it is able to perform, it requires the host computers it operates on to have at
least 64 MegaBytes of RAM. Factoring in the cost of computer workstation upgrade, the
computer application is more cost effective than replacing the three non-OSI compliant
networks. Consequently, the computer application is the approach selected to resolve the
deficiency identified with the MMDC LAN.

3.6 Implications on the MMDC LAN

13



As shown in Figure 1, the workstations making up the MMDC LAN are either Sparc 2’s
or Sparc ELC’s. Presently, the Sparc 2 workstations have 32 MegaBytes of RAM and
the Sparc ELC workstations have 16 MegaBytes of RAM. The workstations can be
modified to contain additional RAM via expansion slots within the computer chassis.
Also, as a consequence of the way that the computers operate, additional hard-disk drives
will need to be purchased to accommodate the increased level of RAM. The guideline
that has always been used for determining the amount of hard-disk space required to ac-
commodate RAM is to allocate two-times the amount of RAM. Thus, the Sparc ELC’s
presently supply 32 MegaBytes of disk space for RAM support (16 MegaBytes times
two), and they will need to supply 128 MegaBytes of disk space for the new level of
RAM. Based on the existing level of RAM, the required level of RAM and the number
of workstations; the grand total of hard-disk space that must be purchased is: 28.8 gi-
gaBytes. The cost of disk-drives in the configuration necessary is approximately
$2,000/gigaByte. The total cost for the additional hard-disk space required is $57,600.
When MMDC management requested a detailed breakdown of this cost figure, they were
not satisfied that it was determined using a guideline that had little-to-no theoretical or
empirical basis. The remainder of this report addresses the actions that are necessary to
make the MMDC LAN capable of running the new computer application as the buildings

office automation package and the mechanism for inter-site data exchange.
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PART IV

Requirements
4.1 General
This section will begin by developing the seven classical topics encompassing the system
operational requirements [1]. This will be followed by the definition of the system main-
tenance concept. For the purposes of this report, topics such as operational deployment,
operational timeliness, etc. will exclude any changes recommended to memory manage-
ment software. This is due to the fact that this software is held under the proprietary con-
trol of Sun Microsystems.
4.2 System Operational Requirements
4.2.1 Mission Definition - The usage profiles identified in Section II of this report re-
veal a maximum system utilization of 16 hours per day. Therefore, the system must sup-
port the operation of the new computer program 16 hours per day or 67% of the time.
"Critical" file servers and workstations are already serviced by an uninterruptible power
supply (UPS). Therefore, power outages need not be accounted for. The conclusions of
this Project and Report should accommodate the following:
4.2.1.1 Determine the proper amount of swap space required for the MMDC
LAN workstations to accommodate having their RAM level increased to
64 MegaBytes and be available at least 67% of any given day.
4.2.1.2 Identify possible changes to the memory management algorithm that

would reduce the amount of swap space needed to perform its functions.
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To accommodate the determination of swap space requirements, an analysis will be per-
formed on an operational network that will establish relationships between the types of
programs being run, their interrelationships with respect to swapping and paging, and
system loading. This data will be compared to the actual memory usage data obtained.
The result will be a work sheet that is to be filled out by network administrative or design
personnel that will yield precise swap space requirements. Identifying possible changes
to the memory management algorithm will be accomplished by an in-depth analysis and
critique of the system presently in use.

4.2.2 Performance and Physical Parameters - This project does not involve developing
new products or features, rather, it involves modifying existing functionality (i.e., swap
space allocation and memory management). Therefore, the pertinent performance param-
eters are those that swap space size and the memory management scheme presently

affect[5]. The following list shows these parameters along with nominal values:6

4.2.2.1 fork system call failures’ 0 (max.)
4.2.2.2 brk system call failures’ 1 (max.)
4.2.2.3 "Out of Memory" window manager message 2 (max.)

4.2.3 Use Requirements - Based on data obtained from the operational network, the

workstations on the MMDC LAN are logged onto an average of 8.5 hours per day.

6 These values are the averaged results of data taken from the network using various UNIX utility
commands.
7 The functions of these system calls are explained later in this report..
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4.2.4 Operational Deployment/Distribution - The network is contained entirely in the
MMDC office building in Reston, Va. The quantities of client workstations on the net-
work are as follows:

4.2.4.1 Sparc 2 Workstation 36

4.2.4.2 Sparc ELC Workstation 276

The remaining component breakdown of the operational LAN is as follows:

4.2.4.3 4/690 File Server 1
4.2.4.4 4/670 File Server 9
4.2.4.5 4/75 File Server 29

Other details of the network are as follows: transmission media - 10 Mbps coaxial (ether-
net) cable; physical/MAC layer protocol - CSMA/CD (IEEE 802.3); link layer protocol -
Logical Link Control (IEEE 802.2); network layer protocol - IP (DoD); transport/session
layer protocol - TCP (DoD).8
4.2.5 Operational Lifecycle
4.2.5.1 The system will be operational for 5 years. The basis for this is the
anticipated occupancy of the various sites. With the exception of the
headquarters building, all of the facilities are leased. Within 5 years, all
of the leases will have expired and it will then be determined what type of
dispersion and communications requirements will be necessary.

4.2.6 Effectiveness Factors

8 The IEEE subcommittee on LANS has divided the OSI physical layer into two sublayers - the
physical and medium access controt (MAC) layers.
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4.2.6.1 Availability (A) is to be 67%. This is the availability of a worksta-
tion (based on the failure criteria of section 4.2.6.3) as a consequence of
changing the amount of swap space the workstations has allocated to it.
4.2.6.2 Mct (mean correcrive time) is to be 2 hours or 1/12 day. The mean cor-
rective time is the amount of time it would take to recalculate the swap
space value for a workstation and implement it.
4.2.6.3 MTBF (mean time between failure) is to be 1 year (minimum). A "fail-
ure" is defined as a situation where the performance parameters defined in
section 4.2.2 of this report are not being met for a given workstation, re-
quiring additional swap space to be allocated for the workstation.
4.2.7 Environment
4.2.7.1 The temperature range is to be 65 F. to 75 F.
4.2.7.2 The relative humidity range is to be 40% to 60%.
4.2.7.3 The electrical supply is to be conditioned to minimize voltage spikes
and reduce frequency variance.?
4.2.7.4 The components are never to be placed in areas undergoing renovation.
4.3 System Maintenance Concept
4.3.1 Levels of Maintenance Support - For systems which are comprised of a number of
different components (hardware and/or software), and where extremely complex compo-

nents are involved, it is standard t2 use a 3-level maintenance approach. Organizational

9 A system incorporating either motor-generators or solid state (static) hardware to conform electri-
cal parameters of feeders to specified tolerances.
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maintenance usually incorporates personnel and equipment from the users organization
and is normally performed on-sitz. Intermediate maintenance normally involves mobile
or semi-mobile teams with specialized skills and equipment not available at user loca-
tions. Depot level maintenance is a central location containing the skills and equipment
necessary to perform tasks beyond the capabilities of the other two maintenance levels.
A determination of relative cost effectiveness determines the distribution of tasks be-
tween the three levels for a given system [1].
The system of determining swap requirements, which this project will define, can be
wholly contained within the physical and organizational confines of the building I work
in. This is because there is ready access to the LAN and the skills necessary to perform
required tasks are already preseni in the building. Therefore this system will only require
2 levels of maintenance.
4.3.1.1 Analytical Maintenance will generally be involved with performing periodic
checks of network performance parameters and reallocating swap space (when/if that is
necessary). The required skill level (based on Martin Marietta’s breakdown of LAN Ad-
ministrator skills) is LA-2 which has the following skill/experience attributes:

4.3.1.1.1 B.S. degree \vjt}l two years of professional work experience.

4.3.1.1.2 Works under gzneral supervision.

4.3.1.1.3 Makes full use and application of standard principles, theories, concepts

and techniques.

The necessary staffing would be 1 - 2 people. The work load for this maintenance level

could be absorbed by the existing LAN administrative staff.
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4.3.1.2 Engineering Maintenance involves detailed assessment of the data obtained by
analytical efforts. Engineering Maintenance would determine the precise swap space re-
quirements (both initially and at any time when adjustments are necessary) as well as
scheduling the activities. The required skill level is LA-4 which has the following
skill/experience attributes:

4.3.1.2.1 B.S. degree with nine years of professional work experience.

4.3.1.2.2 Work is performed without appreciable direction.

4.3.1.2.3 Applies extensive expertise as a generalist or specialist.
The necessary staffing would be 1 person. The work load for this maintenance level
could be absorbed by the existing LAN administrative staff.
4.3.2 Basic Responsibilities for Support - The maintenance responsibilities are shown
in Table 1 on the following page.
4.3.3 Support Requirements
Analytical Maintenance

- UNIX access to the entire network.

- Access to the "Admintool".
Engineering Maintenance

- Swap space determination formulas.
4.3.4 Effectiveness Requirements - It is incumbent upon Martin Marietta management
to hire and retain the appropriate skills in sufficient quantities to accomplish the mainte-
nance tasks. It is further required that personnel assigned to perform these tasks have the

correct background an skill level.
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4.3.5 Maintenance Environment - Access to the network will be via existing administra-
tive workstations. These are standard desktop arrangements in an area containing ad-
equate lighting and tolerable noise levels as well as the environmental conditions ad-

dressed earlier.

Table 3. Maintenance Responsibilities.

Maintenance Level Task When Performed Methods
Analytical Perform data collection Quarterly (trend analysis) "vmstat 10 5" & "pstat "
@ 08:30, 09:30, 13:00 & 15:00
As needed for performance
degradation troubleshooting
Reallocate swap space Initially 1. Take client off-line
As needed 2. Reallocate swap space
using "Admintool”
3. Restore client to service
Engineering Determine swap space size Initially Assessment of collected
As needed data
Schedule swap space changes | Initially Incorporation of
As needed administrative personnel
workload

Table Notes:

1. "vmstat 10 5" will give 10 runs of data at 5 second intervals. The parameters defined in the "Performance and Physical Param-
eters” section are included in the output.

2. "pstat -s" will show the amount of swap space presently in use. The times specified are heavy system usage periods.
3. "Admintool” is a Sun GUI tool which, among other tasks, builds client workstations.
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PART V
Design

5.1 General

This section of the report will be divided into three major categories. It will begin with
design aspects such as a Functional Analysis and Technical Performance Measures. This
will be followed by a narrative on the underlying principles of swapping. Finally, an ex-
planation of the analyses that were performed on the operational network will be pre-

sented.

5.2 Functional Analysis

Combining the "System Operational Requirements” of this report and the necessary re-
search tasks allow a functional description of the system to be made. Figures 4 through
13, on the following pages, show the functional breakdown of the system.

These functional flow diagrams provide the translation of the requirements into design
criteria.

Figure 4, on the following page, shows the first level flow of the functional breakdown.
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Figure 5 shows the second level functional flow for the System Design phase.
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Figure 6 shows the second level functional flow for the System Production phase.
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Figure 7 shows the second level functional flow of the System Test phase.

°1

NI0MIIN
[euonesdQ
JjenjeAy
Gice. |
(4!
D
s1djometeg SHIIAA OM ],
AULWI0J 1] . J0,] A[ewioN <
SSISSY aZImN
14 1%
z1g ddedg JIAIIS I
desg MIN YImM l— | 2anmussaadoy
SUOHBISHIOM PIINGIY B 129198

(4

w)SAS
1S9,

LIt

It

0

26



Figure 8 shows the second level functional flow for the phase of the lifecycle that places

the system in operational use.

edg
demg
Jedofedy

1% 4

a1
edg demg
JMuLINIQq

as() feuonesadQ
LR ESTIYN
e

434

Ty

uop23Y[0)

veq
mi0j13g

Iy

o'y

27



Figure 9 shows the third level functional flow for the development of system procedures.
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Figure 10 shows the third level functional flow for reallocating swap space for a client

workstation.
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Figure 11 shows the third level functional flow for performing data collection.
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Figure 12 shows the third level functional flow for determining swap space size.
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Figure 13 shows the third level functional flow for reallocating swap space operationally.
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5.3 Technical Performance Measures

The criteria specified in the "Effectiveness Factors" section of this report are the values
that define the effectiveness of tl:ne memory management subsystem. Thus, they are the
factors comprising the Technical Performance Measures (TPM’s) of this report. They are
explained in the following paragraphs.

Due to the fact that the "product” being developed by this project is not a distinct, standa-
lone system, certain effectiveness factors need to be looked at from the perspective of the
larger system. There is an exception to this. There is a "risk" associated with reducing
the amount of swap space given to a computer. If the reduction in swap space prevented
any of the performance measures stated in the "Performance and Physical Parameters"
section of this report from being:met, then the risk has been manifested. This situation
would be a failure to meet the mission objective, and the average frequency of such an
event would be a mean time between failure (MTBF) which affects system availability
[1]. Two critical aspects must be realized at this point. The performance parameters in-
corporated are what swap space size would impact, there are many other factors affecting
overall performance. Therefore, these parameters must be evaluated prior to assigning
the cause of a performance degradation to swap space size. Also, the determination must
be made whether or not the overall average has been reduced to necessitate an increase in
swap space. Given that changing swap space is a manual task involving downtime for
the client workstation, the minimum required interval is to be 1 year. The availability

measure selected for use is inherent availability (Ai) [1]. It is chosen because it need not
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consider preventive maintenancbz‘aj (as achieved availability does) nor does it need to incor-
porate logistics delay time (as operational availability does) [1]. Thus:

Availability (A) = Ai = MTBF / (MTBF + Mct) (Eq. 1)
Where Mct (mean corrective time) is the act of re-sizing the swap space size of a work-
station and is taken to be 2 hours or 1/12 day.

A =365/(365 + 1/12) = .99977 or 99.977 %.
It should be noted that this is not the availability of the memory management subsystem
or of swap space, these are available whenever the computer is operational. This figure

shows the availability of the computer as a consequence of changing swap space size.

5.4 "Swapping" as a Memory Management Tool

5.4.1 UNIX Processes

Footnote #1 states that a process is any coherent job or task executed by the CPU. The
term "coherent” is meant to distinguish a process from a single line of microcode or a
pipeline bit stream. To put it another way, an executable file is defined as a program and
a process is an instance of the program in execution [2].

There are many facets to UNIX processes, this report will attempt to present those as-
pects that are pertinent to memory management. An important aspect to understand up-
front is that every process has an owner. The owner of a process can be (and usually is)
different from the owner of the executable file itself. (Part of the information UNIX
stores about a file is the permissions that are granted for the reading from, writing to and

execution of the file.) One of the data elements that the kernel maintains is the "process
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table". The process table contains information, in the form of data structures, about every
process that is currently in execution. Some of the data about a process that the process
table contains is: the process owner, the process state (explained shortly) and a "pointer”
to a "process region table” which is an additional set of data the process keeps on itself
and is made available to the kernel via the process table pointer. There are two possible
"modes" that a process may be in: user and kernel. Processes are usually in the user
mode executing program or library instructions. UNIX also provides functionality
known as system calls which, generally, affect data and resources "owned" by the kernel.
When a process uses a system call, it enters the kernel mode. The distinction of modes is
necessary because there can be many simultaneous processes, but only one kernel.
From the time a process is initially invoked until it terminates, it may be in a variety of
states. The following list identifies the possible states of a process [2]:

1. The process is newly created and in a transition state; the process exists

but is not yet ready to run, nor is it sleeping.10 This state is the start state

for all processes.

2. The process is running in user mode.

3. The process is running in kernel mode.

4. The process is not running but is ready to run as soon as the kernel sched-
ules it.

5. The process is sleeping and resides in RAM.

10 A process puts itself to sleep when it is waiting for external resources to complete a task for it.
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6. The process is ready to run, but must be swapped into RAM before the
kernel can schedule it to run.
7. The process is sleeping and has been swapped to secondary storage
to make room for other processes in RAM.
8. The process is returning from kernel to user mode, but the kernel preempts
it and does a context switch to schedule another process.!1
9. The process executed the exit system call and is in the "zombie" state. The
process no longer exists, but it leaves a record containing an exit code and
some timing statistics for its parent process to collect.12 This is the final
state for a process.
A new process is started by passing its name as an argument to the exec system call. The
exec system call can be used overtly via a computer program or be done for the user via
the shell (the interface between the user and the operating system). The exec call nor-
mally goes hand in glove with the fork system call. The fork call creates a new virtual ad-
dress space and the exec call tells the system which program to load into the virtual ad-
dress space [4]. More specifically, every process except "process 0" is created when an-
other process executes the fork/exec combination of system calls. The process that in-

voked the fork/exec calls is the parent process and the newly created process is the child

11 The context of a process is its status as defined by a number of runtime attributes. When execut-
ing a process, the system is said to be executing in the context of the process. When the kernel decides that
it is time to run another process, it does a context switch, so that the system executes in the context of the
other process.

12 The concept of parent and child processes will be developed shortly
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process. Every process has one parent process but could have many child processes. The
kernel identifies every process by its process number, called the process ID (PID). Pro-
cess 0 is a special process that is created "by hand" when the system boots; after
fork/exec-ing a child process (process 1), process 0 becomes the "swapper" process. Pro-
cess 1, known as init, is the ancestor for every other process in the system.

As stated previously, every process is assigned a virtual address space (VAS) to work
within. Each VAS is the same size. A VAS is divided into distinct regions or segments.
How an individual VAS allocates its space to the segments depends on program specific
information. Figure 14, on the following page, shows the layout of a VAS as defined for

Sun Microsystems applications [7].13

13 Different architectures may use slightly different layouts.
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Dynamic Area
Data Default Initialized Data (bss)
\ Explicitly Initialized Data
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Address

Figure 14. Virtual Address Space Layout.

No attempt at scaling has been r;ladc with Figure 14. Recall that the Sparc architecture
allocates 2 gigaBytes as VAS. If this figure were drawn to scale, the entire rectangle
would appear to be the Heap for most programs at start-up.

All of the instructions within the program are loaded into the Text segment. This seg-
ment is strictly read-only, therefore, the address of its upper border or "break address" is
very important.

The Data segment is subdivided into three parts; what information goes where, and when
they are accessible to be read or changed (written to) depend on various factors. The first

two sub-regions are loaded with "global" variables.14 These are normally accessible to

14 The term "global" is used very loosely. There are a number of different types of variables, each
with different scope and lifetime rules. A full explanation of this is not necessary for memory management
purposes.
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the program at any time. Explicitly initialized variables have values preassigned by the
program. Default initialized variables allow the system to assign their initial values to
them. The label "bss" is a carry over from early IBM assembly language days and stands
for "block started by symbol” [2]. The dynamic area accommodates any (global or local)
variable that has the ability to grow in size. The additional space allocated through a
pointer is an example of this. Since this area contains local and global variables, whether
or not a variable is accessible depends on which function of the program is active. As
shown in Figure 14, the Text and Data segments are loaded in from the low memory ad-
dress. The next segment discussed, the Stack, is loaded in from the high memory ad-
dress.

The initial information loaded into the Stack are the program arguments and the environ-
ment. An example is a good way to explain program arguments. The UNIX command Is
is fairly common; it lists the contents of a directory. It is actually a program and each
time it is used it generates a process. In its simplest form ("Is"), there is only one pro-
gram argument, the name of the program. However, if I wanted to see the directory con-
tents displayed in a single column, I would issue: "Is -I". In this case there are two pro-
gram arguments, "Is" & "-I". The secondary arguments are sometimes called "switches"
and are important because they affect the way the program functions. The environment is
a collection of information pertaining to the "surroundings" of an instance of the pro-

gram. The owner of the process and present directory location as well as environment
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variables (HOME-=/usr/home/joe, etc) are the type of date encompassing the environ-
ment. It is impossible to predict when a program would use a program argument or piece
of environmental information, so they are loaded into the stack and left there to be acces-
sible at any time. Note: they cannot be loaded into the global portion of the Data segment
because they can vary in size and the boundaries of the first two sub-segments of the Data
segment are defined at compile time. The active function of the program is what is
loaded into the Stack next. The stack is where local variables "come to life", and their
existence ceases when that function leaves the Stack. As with the dynamic area of the
Data segment, the Stack is allowed to grow. This is necessary because the size of a func-
tion cannot be known in advance. Also, a cascade of sub-functions could be called from
a given function, all of which would remain in the Stack until they ended (returned).
When a function is the "active” function in the stack, its local variables can be written to.
Technically, the Heap (or Hole as it is sometimes referred to) is not a segment. Portions
of the address space it holds at process initialization become part of the Data and Stack
segments as they grow and are freed as they shrink. A physical analogy would be an
ocean beach, where the sand would represent the Heap and the waves of water encroach-
ing and receding onto and off of the sand would represent the Data and Stack segments.
The beach has a continuously varying width, as does the ocean. At any instant in time the
edge of the water defines where the beach ends and where the ocean begins.

The process table was defined earlier as a data structure where a process maintains infor-
mation useful to the kernel. One of those pieces of information is a pointer to that pro-

cesses region table. A region table is a data structure that is created for a process at its
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inception. The information coﬂfains in the region table is the VAS addresses of the vari-
ous segments (Text, Data & Stack), where that segment is located in physical memory,
whether or not the segment can be shared by another process and a reference count show-
ing how many processes share the segment.

The discussion will now turn to how the memory management subsystems "swaps" the
executing processes into and out of RAM to allow all of the processes to progress through
their operation.

5.4.2 Swapping

In a situation, such as the one being developed here, where multiple processes must
"share" one CPU, a logical question would be: "Who or what determines which process
should run, in what order and for how long?". In the simplest of scenarios, where there
are only two processes vying for CPU time, it may be sufficient to assume that when a
process puts itself to sleep it gets swapped out and the other one is swapped in. It is ex-
tremely unlikely that exact situation would ever occur. Therefore, to go along with the
mechanics of swapping, a scheduling system must exist. A very brief explanation of
UNIX’ scheduling algorithm will be presented here as a lead-in to swapping.

The scheduler that UNIX systems use belongs to a general class of operating system
schedulers known as "round robin with multilevel feedback". What this scheduling sys-
tem does is: allocates the CPU to a process for a time quantum, preempts a process that
exceeds its time quantum and feeds it back into one of several priority queues [2]. A
process may need many iterations through the feedback loop before it finishes. When the

kernel performs a context switch and restores the context of a process, the process
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resumes execution from the point where it had been suspended. At the conclusion of a
context switch, the kernel executes the algorithm to schedule a process, selecting a pro-
cess based on a set of priorities (which are derived from the process states). If several
processes tie for highest priority, the kemel picks the one that has been in that state for
the longest time, following a round-robin approach. The concept of swapping can be
viewed as a companion to the scheduler. This is because a process must be in RAM in
order to run.

Swapping is the act of transferring entire processes between RAM and the swap device.
This made perfect sense in the earliest implementation of UNIX, which was on a com-
puter known as the PDP-11 [2]. This architecture had 16 kiloBytes of RAM and limited
user programs to 8 kiloBytes. Since the system required the remaining 8 kiloBytes of
RAM for overhead tasks, it made no sense to leave portions of a program in RAM.
There are three general aspects of a swapping algorithm: setting up and managing the
swap device, swapping processes out of RAM and swapping processes into RAM. The
latter two involve interfacing with the process scheduler.

The swap device is the physical location where processes are swapped to. It is a block
device on a configurable section of a disk. A process that resides on the swap device will
eventually migrate back into RAM, freeing the space it had occupied on the swap device.
Since speed is critical and the system can do I/O faster in one multi-block operation than

in several single block operations, the kernel allocates contiguous space on the swap de-
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vice without regard for fragmentation.!5 The kernel maintains the free space for the
swap device in an in-core table called a map. Maps allow a first-fit allocation of contigu-
ous disk blocks. In the case of the PDP-11, having a swap device two-times the quantity
of RAM (32 kiloBytes) would support 5 active user programs (1 in RAM and 4 on the
swap device) that were all at the maximum size of 8§ kiloBytes [2].

Process 0, the swapper, is the only process that swaps processes into RAM. (Both the
swapper and the kernel swap processes out of RAM.) At the conclusion of system initial-
ization, the swapper goes into an infinite loop, where its only task is to do process swap-
ping. It attempts to swap processes in from the swap device, and it swaps processes out if
it needs space in RAM.

In general, when the kernel decides that a process is eligible for swapping from RAM, it
decrements the reference count of each region and swaps the region out if its reference
count drops to 0. It is not necessary that the kernel write the entire VAS of a process to
the swap device. Instead, it copies the physical memory used by a process to the al-
located space on the swap device, ignoring unassigned virtual addresses. There are four
events that cause the kernel to swap a process out of RAM: a fork system call is attempt-
ing to allocate space for a child process; a brk system call increases the size of a process;
the process grows larger by the natural growth of its Stack/Data segments; and, the kernel
wants to free space in RAM for processes it had previously swapped out and should now

swap in (via the scheduler) [2].

15 Fragmentation is the space left between used blocks on a disk. In this instance, there is a trade-off
between speed and efficient use of space.
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At clock interrupts, the swapper examines all processes that are in the state "ready to run
but swapped" and selects the one that has been swapped out the longest. If there is
enough free RAM available, the swapper swaps the process in. If the swapper success-
fully swaps in a process, it searches the set of "ready to run but swapped" processes for
the next one to swap in and repeats the above procedure. This continues until one of the
following situations arise: no "ready to run" processes exist on the swap device; the swap-
per finds an eligible process to givap in but there is insufficient RAM; the swapper at-
tempts to swap another process out and, if successful, restarts the swap in algorithm.

A system deadlock can occur in swapping system if the following four conditions are
met:

- All processes in RAM are asleep.

All "ready to run" processes are swapped out.

There is no room on the swap device for new processes.

There is no room in RAM for incoming processes.

An interesting note from the "The Design of the UNIX Operating System" states that:
"Interest in fixing problems with the swapper has declined in recent years as demand pag-
ing systems have been implemented for UNIX systems." [2].

5.4.3 Demand Paging

In this context the term "page" refers to the memory management architecture. Pages are
equally sized blocks that physical memory is divided into. The exact size of a page is
hardware dependent. The usual range is 512 Bytes to 4 kiloBytes. Sun Sparc hardware

use 1 kiloByte blocks [7]. Pages are allocated in logical numbers. The kernel cross
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references the page numbers with physical memory addresses through a page table. The
purpose of paged memory is to allow greater flexibility in assigning physical memory.
Since the page table retains a mapping between pages and their physical location in
memory, the pages associated with a process region need not be contiguous. This re-
duces the amount of unused space caused by fragmentation.

The advent of paged memory was the first step in devising an alternative memory man-
agement scheme to swapping. It was conceivable that pages of memory could be
swapped between RAM and the swap device. This would have two immediate advan-
tages: portions of more processes could fit simultaneously into RAM; and, since the en-
tire process address need not reside in RAM, process sizes could be larger (larger than the
size of RAM itself). Process size would only be limited to the amount of virtual memory
a machine could address. A potential hinderance exists, however. If, during the execu-
tion of a process (i.e. when it is running), large amount of its Text and Data are refer-
enced then most of the process would be in RAM anyway. This becomes a question of
probability and is addressed by a concept known as the "phenomenon of locality" which
states: Processes tend to execute instructions in small portions of their Text space, such as
program loops and frequently called subroutines, and their data references tend to cluster
in small subsets of the total Data space of the process [6].

Demand paging is the name of the scheme that was implemented to take advantage of the
situations described above. As pages of a process are referenced they become part of that
processes working set. A window size is also used in determining the working set. The

window is the number of memory references counted as part of the working set. When a
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process references a page that is not in its working set, it incurs a "page fault”, in han-
dling the fault, the kernel updates the working set reading pages into RAM if necessary.16
As a process executes its working set changes depending on the pattern of memory refer-
ences the process makes. A large window size yields a large working set, implying that a
process faults less than if it had a smaller window size.
Demand paging requires the following additional data structures be maintained by the
kernel [2].

- Page Table

- Page Frame Data Table

- Disk Block Descriptor

- Swap-Use Table
The page table (which was introduced earlier) not only maps the logical page number to
its physical address, it contains bit fields for read, write and execute permissions as well
as demand paging bits titled: "valid", "reference”, "modify", "copy-on-write" and "age".
The page frame data (pfdata) table describes each page of physical memory and is in-
dexed by page number. The disk block descriptor maps page numbers to the logical de-
vice number and block offset. The swap-use table contains an entry for every page on a
swap device. The entry consists of a reference count of how many page table entries

point to a given page on the swap device.

16 Even though the page is no longer in the working set of the process, it may still be in RAM (in
another process’ working set or on the free list).
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How a process starts is very much different between swapping and demand paging sys-
tems. Recall the fork system call allocates the VAS for a new process. In swapping sys-
tems, this involves copying the entire VAS of the parent process. There are two ap-
proaches for paging systems.

The traditional (SunOS) fork makes a physical copy of the pages of the parent process. It
also accommodates an alternate version of fork known as vfork. The difference between
Jfork and vfork is that with vfork, no copying of pages is done. This saves time and
memory space. However, both processes operate in the same address space until the
child issues an exec or exit system call. This means the child could overwrite the parent’s
data and/or stack. This system call was provided because most programs follow a fork
with an exec, and that is the only situation where vfork should be used [3].

The approach used by Solaris is to make a copy of only those pages that cannot be shared
by more than one process. There are still portions of the parents data and stack that are
utilized by the child until an exec is issued by the child, but it is safer than the vfork situa-
tion because the reference count of the region table is incremented, as are the pfdata table
and page table entries. This would force a new copy of the page for the child process if it
were to attempt a write.

In a UNIX system utilizing swapping, when a process invokes the exec system call, the
kernel reads the executable file into RAM from the file system. On a demand paging sys-
tem, the executable file may be too large to fit into available RAM. The kernel, there-
fore, does not preassign memory to the executable file, but "faults” it in, assigning

memory as needed. To page directly from an executable file, the kernel finds all the disk
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block numbers of the executable file when it does the exec and attaches the list to the file
inode.17 When setting up the page tables for an executable file, the kernel marks the disk
block descriptor with the logical block number (starting from block O in the file) contain-
ing the page; the fault handler later uses this information to load the page from the file.
The analog of the "swapper"” process for a demand paging system is the "page-stealer”.
As with the swapper, the kernel creates the page stealer at system initialization. The page
stealer is invoked by the kernel throughout the lifetime of the system to perform paging
operations when necessary. As pages in RAM find their way out of process’ working
sets, they are linked with the "free list" which is a list of pages in RAM eligible to be
placed on the swap device. When new pages are required to be loaded into RAM, the
pages on the free list are copied onto the swap device and then overwritten in RAM. As
with swapping, demand paging works with the process scheduler.

Although demand paging systems treat memory more flexibly than swapping systems,
situations can arise where the page stealer and the fault handler thrash because of a short-
age of memory. If the sum of the working sets of all processes is greater than the RAM
of the machine, the fault handler will usually sleep because it cannot allocate pages for a
process. The page stealer will not be able to steal pages fast enough because all pages are
in a working set. System throughput suffers because the kernel spends too much time in
overhead, frantically rearranging memory. Both SunOS and Solaris kernels run swap-

ping and demand paging algorithms to avoid thrashing problems. When the kemnel

17 The inode table of a file system is where utility information about the files and directories com-
prising the file system is stored.
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cannot allocate pages for a process, it wakes up the swapper and puts the calling process
in the "ready to run but swapped" state. The swapper swaps out entire processes until
there is enough RAM to swap the process in. The process is not swapped in but, rather,
faulted in as pages are referenced.

5.4.4 Conclusions

Demand paging (with swapping used as a backup) seems vastly superior to swapping
only. Even though it increases system overhead, it allows much greater flexibility in
memory management. Because portions of processes remain in RAM even when they
are not in the running state, demand paging should inherently reduce the amount of swap
space required. There are two modifications to the existing demand paging scheme that I
propose.

1. As mentioned earlier, executable files are analyzed by the kernel at process ex-
ecution and a mapping is made between the memory page and the disk block. This is
done to allow the pages to be faulted in to memory. Since this mapping is retained for the
life of the process, it could be reused if necessary for the same page(s). Doing this would
allow "old" pages of text to be removed from the swap device. The pfdata table contains
an age bit, but it is only used when the page is in RAM. If its use were extended to the
time when the page was on the swap device, this concept could be implemented without
increasing system overhead. Doing this would remove of unused Text segment pages
from the swap device (making it a true intermediate memory area) thus allowing it to be

smaller.
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2. The SunOS kernel should be modified to utilize the Solaris method of fork-ing.
Unless vfork is used, SunOS kernels copy all process pages during a fork. The vfork op-
tion should still be available, but fork should only copy pages that cannot be shared. To
increase consistency, in addition to changing SunOS’ fork approach, vfork could be
implemented into Solaris.
In addition to the kernel changes outlined above, there are certain parameters which af-
fect system performance that could be adjusted on an implementation-specific basis.
When a system is setup, a variety of variables can be changed from their default values to
"tune" system performance. This allows a single UNIX operating system to be appropri-
ate for a number of different implementations. The variables that affect swapping and
demand paging are [3]:

- minfree

desfree

- lotsfree

- fastscan

- slowscan

- maxpgio
I would like to focus on the lotsfree parameter. This defines the memory threshold where
page-stealing starts. Decreasing the value for this would result in more pages remaining
on the free list and, therefore, fewer on the swap device. This would reduce the required

size of the swap device.
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Another approach (which is very implementation dependent) is selecting certain pro-
cesses to "run" on the server and be emulated on the client. On a large network, this
would be a complicated endeavor. However, if it could be implemented properly, it
would greatly reduce the amount of processes executed on the client, reducing the need
for client swap space.

Finally, the way that locally compiled programs are "linked" could impact the amount of
swap space needed. The last step of a compilation is the linking together all of the ag-
gregate chunks of software into a single executable file. Links can be made one of two
ways: statically or dynamically. Static linking brings all the pieces together at compile
time. Dynamic linking brings together a "core" of the pieces at compile time and the ker-
nel brings the remaining pieces together at run time. The more dynamic linking is used,

the better for swap space reduction because more Text is being shared.
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5.5 Network Analyses

The fundamental goal of any analysis is to answer questions. Therefore, in order to per-
form an analysis the first piece of information one needs to know is what questions need
to be answered. An obvious question in the context of this project is: "How much swap
space is being used by the client workstations of a real LAN?". Another might be: "What
are actual values for performance parameters?”. UNIX provides the capabilities to an-
swer these questions. In the "System Maintenance Concept" section of this report, sev-
eral UNIX commands were presented that can be used to attain a variety of information
on the operation of the memory management subsystem. The next few paragraphs will
describe how the pstar and vmstat commands were used to analyze the operational net-
work in the building I work in.

5.5.1 The pstat command (with the -s switch) was used to determine how much swap
space was actually in use. The command was issued on every workstation on the net-
work a total of 12 different times. The times selected were during periods of heavy sys-
tem usage. Appendix A shows the shell script that was used to execute the command on
the workstations as well as representative results. The results were imported into a

spreadsheet. Using the spreadsheet, the data shown in Table 4 was obtained.

Table 4. Swap Space Usage Data

High 43.8 MegaBytes
Low 2.1 MegaBytes
Average 9.4 MegaBytes

Standard Deviation 7343.574 kiloBytes
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The distribution of the swap spa;e usage was further analyzed. A relationship defining
the minimum swap allocation that would accommodate the required 67% availablity was
sought. Fewer than 10% of the data points exceeded the sum of the average and the stan-
dard deviation. And, fewer than 5% of the data points exceeded that value plus an ad-
dional 10% margin. This is shown pictorally in Figure 15 on the following page. Based
on these results, it is believed that the actual swap space needs of the client workstations
of this LAN can be obtained using the following formula:

swap space = (Average + Standard Deviation) + 10% (Eq 2)
This works out to 19 MegaBytcs;, which is significantly less than the 64 MegaBytes pres-
ently allotted and would easily accommodate 67% availability.
Note: Looking at the results in the context of the "rule-of-thumb" reveals an actual need
of less than 1.25 times the amount of RAM instead of two times the amount of RAM.
5.5.2 The vmstat command (with the -s option) was used to obtain grand totals of spe-
cific data from the time of last boot until the time the command was issued. A time
stamp was placed on the results (using the UNIX dare command). This allowed per day
averages to be obtained. The results are the values used in the "Use Requirements" sec-
tion of this report. Ten workstations were used for this effort. One workstation was in
use by a programmer and the other nine were selected at random. Sample output of this
command is shown in Appendix B.
5.5.3 The vmstat command (with the "10 5" options) was used to obtain the data used in
the "performance and Physical Parameters" section of this report. With these (10 & 5)

switches, vmstat’s output is very much different than with the -s switch. The output is
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“snapshot” values of a number of different parameters. The 10 indicates that ten runs are
desired and the 5 specifies the time interval in seconds. The same ten workstations used

in the other vmstat test were used with this test. The timing coincided with the pstat runs.
Appendix C shows sample output from this command along with column heading defini-

tions as extracted from Sun’s "man pages".
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PART VI
Cost Analysis

6.1 General

This portion of the report will present a side-by-side comparison of the cost difference
between the "traditional" method of building client workstations and the method deter-
mined by this report. That is, allocating two times the amount of RAM as swap space or
1.25 times the amount of RAM as swap space. This is a classic "all other things being
equal” situation. The reason for this is, no matter which method is used, the same num-
ber of workstations will be upgraded to the same level of RAM; also, the same compo-
nents would be used to provide the swap space.

6.2 Background

When the LAN was initially put together an attempt was made to allow it to be as flexible
as possible with the workstation assignments. The workstations are a mixture of Sparc
2’s (with 32 MegaBytes of RAM) and Sparc ELC’s (with 16 MegaBytes of RAM).
Based on traditional thinking, the Sparc 2’s require 64 MegaBytes of swap space and the
ELC’s require 32 MegaBytes of swap space. Recall that this LAN is comprised of disk-
less workstations and that all resources are provided by the file servers. When the file
servers were built, 64 MegaBytes of swap space was allocated for all clients. This was
done to allow workstations to be moved/relocated and hosted from different file server
ports with as little reconfiguration as necessary. This explanation is included here to
avoid the confusion that may arise from noticing that all the workstations presently have

the same amount of swap space.
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6.3 Lifecycle Cost

6.3.1 Initial Purchase Cost

The initial cost of the required components comprises the majority of the lifecycle cost.
Table 5, below, shows how the up-front cost of the options is determined.

Table 5. Initial Purchase Cost Comparison.

P R
Workstation Quantities
Sparc 2 36
Sparc ELC 276
Total 312

RAM Quantities (MegaBytes)

Sparc 2 32
Sparc ELC 16
‘Required 64

Swap Space Quantities (MegaBytes)

Sparc 2 64
Sparc ELC 64

Traditional Method | Proposed Method
(2xRAM) (1.25xRAM)

Total Swap Space/Workstation (MegaBytes) 128 80
Existing Swap Space/Workstation (MegaBytes) 64 64

Swap Space/Workstation Shortage (MegaBytes) 64 16

Total Swap Space Shortage (MegaBytes) 19,968 4,992

Disk Drive Cost ($2,000/gigaByte). $39,936 $9,984

-—
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6.3.2 Cumulative Lifecycle Coit

The disk drive size is 1.0 gigaByte. Therefore, for the 2 X RAM approach, 20 disk drives
are needed; and, for the 1.25 X RAM approach, 5 disk drives are needed. As stated in the
Requirements section of this report, the system is to be operational for five years. Based
on data collected by the MMDC on disk drives of this type, 2 spare disk drives should be
obtained for the 2 X RAM approach and 1 spare disk drive should be purchased for the
1.25 X RAM approach. Additionally, these spares will need to be replaced in the second
out-year.

Table 6, below, shows the total lifecycle cost for the 2 X RAM option. Table 7, on the
following page, shows the total l‘ifecyclc cost for the 1.25 X RAM option. The "Single
Payment Compund Amount” method is used to determine costs [1]. An annual inflation

rate of 5% 1s assumed.

Table 6. 2 X RAM Lifecycle Cost.

Year Present Cost F/P,5,n Adjusted Cost
0 $44,000 1.000 $44,000
1 0 1.050 0
2 $4,000 . 1.103 $4,412
3 0 1.158 0
4 0 1.216 0
Total: $48,412
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Table 7. 1.25 X RAM Lifecycle Cost.

Year Present Cost F/P,5,n Adjusted Cost
0 $12,000 1.000 $12,000
1 0 1.050 0
2 $2,000 1.103 $2,206
3 0 1.158 0
4 0 1.216 0
Total: $14,206

Based on a comparison of Tables 6 and 7, a savings of over $34,000 would be realized if
the 1.25 RAM option were used. Therefore, that is the recommended alternative based
on lifecycle cost.

6.4 RAM vs. Disk Space Cost Comparison

Based on available informatiori, the following cost comparison of disk space and RAM
were determined.

6.4.1 RAM: $2.00/MegaByte

6.4.2 Disk Space: $37.50/MegaByte

At the present time, disk space is still "cheaper" than RAM. It will be interesting to

watch the trend of this comparison as time goes on.
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PART VII

Implementation/Usage
7.1 General
It is recommended that the method for allocating client swap space as determined by this
project be implemented in the following manner: a testing period where client worksta-
tions with new quantities of swap space are assessed for performance; purchasing the ad-
ditional disk drives necessary to support increased RAM; and, rebuilding the worksta-
tions and installing the new computer program in a phased approach (this would also be-
gin the preventive maintenance cycle).
7.2 Testing 0
As outlined in the Functional Analysis, the client workstations of one file server should
be used for testing. This would allow for the testing to be performed in the operational
environment, thereby being the most representative, yet impacting as few users as pos-
sible. Since the testing will be performed using the present level of RAM the swap space
allocation will be less than the current level. There are two advantages to this. First,
since no additional resources are required, the testing need not be delayed by procure-
ment lead time. Also, the final design/purchasing decisions and planning can be done in
their entirety after the test results are known.
The actual testing would involve having the workstations used as they normally are ac-
companied by the performance tests that were run on the operational LAN as described in

the "Network Analyses" section of this report. The duration of the test is to be two



weeks. The performance values obtained for the operational LAN would be the baseline
and the acceptance criteria would be a 5% degradation of any of the values. The contin-
gency plan for test failure would be to rebuild the client workstations with more swap
space and then rerunning the test. The increment for swap space increase is to be 4
MegaBytes (6.25%). The test is complete when performance values within the ac-
ceptance criteria are obtained.

7.3 Purchasing Disk Drives

At the conclusion of the testing period, the exact amount of swap space to be allocated to
the client workstations will be known. Based on this value, the number of disk drives
needed can be determined and purchased. These will need to be received prior to the
workstation’s RAM being increased, or being rebuilt at the file server level. The pur-
chase of RAM chips and the new computer program is independent of this project’s ac-
tivities.

7.4 Rebuilding Workstations

All of the tasks associated with increasing the RAM of a workstation (taking the worksta-
tion off-line, adding RAM chips, allocating additional swap space and restoring the work-
station to service) are manually intensive and require coordination between different
functional groups. The RAM chips are installed by the hardware maintenance organiza-
tion (HMO), the swap space is allocated by the LAN Administrators and the downtime of
the workstation must be coordinated with the users of the workstation. The standard

method used for tasks of this nature at my work location should be followed here. The
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pace of conversion is decided upon (two to three file servers per week would probably be
appropriate). The order of file servers is determined (sequential is fine for this activity,
sometimes it is more complicated). A schedule can now be laid out which would allow
the users to be notified when their workstations will be off-line. The actual work can
now commence.

The date that the workstations hosted from a given file server come on-line with their
new level of swap space should start their quarterly preventive maintenance cycle for per-
formance testing. Consequently, the preventive maintenance testing of the file servers
will be staggered (i.e. not performed for all file servers at the same time). This is benefi-
cial from a maintenance work load standpoint.

Appendix D shows the two work sheets to be used for maintenance. The first work sheet
shown is the one filled out each quarter for a workstation. The results are compared to
the previous test run. If there is a degradation of more than 5% of any of the parameters,
then the second work sheet shown is used to calculate a new swap space level.

To accommodate the required availability the "10%" term of Eq. 2 will be increased if a
workstation needs to have additional swap space more frequently than one per year. The

term will be increased by 5% (e.g. 10% -> 15%) until the swap space value is sufficient.
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i PART VIII
Recommendations for the Future

8.1 Workstation Swap Space

Prototype a mock-up size version of a proposed network. This would allow the LAN de-
signers an opportunity to determine usage data that could be used in making decisions
about a number of different factors (including client workstation swap space size). Given
the ever increasing trend of component cost, component capabilities and network size,
this type of endeavor warrants fﬁﬁher study.

8.2 Network Communication§

It is recommended that all computer networks developed in the future meet applicable
inter-communication standards. This will prevent "band-aid" fixes from being necessary.
8.3 Industry Involvement

The amount of memory a computer has is the sum of RAM and swap space. With the
quantities of RAM presently available, it is conceivable that RAM alone could meet the
memory needs of certain systems (or come close to it). This situation presents a compli-
cation to the standard methods used in designing a computer network. The manufacturers
of computer systems should take proactive involvement in aiding their customers deter-
mine the "right" combination of RAM and swap space for their needs. The cost compari-
son shown in section 6.4 of this report is the type of data necessary to begin such a deter-

mination.
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Appendix A: pstat Utility Usage
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#!/bin/csh -f

set timestamp = ‘date’
set day = ‘date | awk ’{print $1}°°

setnum = $1

set out_file = /home/mis06/cis0606a/axhome/5904_project/research/ps_${day}_$num
echo " Workstation Memory Usage" >> $out_file

echo” $timestamp" >> $out_file

echo "" >> $out_file
echo "" >> $out_file
echo """ >> $out_file

foreach serv (‘ypcat ypservers | awk ’{print $1}’ | sort -u‘)
foreach ws (‘ypcat hosts | awk ’{print $2} | grep $serv | grep -v bb | grep -v tr | sort -u‘)
if ( $ws == $serv ) then
else
set test = ‘ping $ws 5 | awk ’{print $3}’¢
if ( $test == alive ) then
echo $ws >> $out_file
set results = ‘rsh $ws /usr/etc/pstat -s*
echo" S$results” >> $Sout_file
echo "" >> $out_file
endif
endif
end
end
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Workstation Memory Usage
Tue Feb 7 09:03:26 EST 1995

mis0101
11316k allocated + 3392k reserved = 14708k used, 47752k available

mis0102
9896k allocated + 2452k reserved = 12348k used, 50112k available

mis0104
14232k allocated + 2936k reserved = 17168k used, 45292k available

mis0105
12636k allocated + 3588k reserved = 16224k used, 46236k available

mis0106
2920k allocated + 720k reserved = 3640k used, 58820k available

mis0107
13996k allocated + 3024k reserved = 17020k used, 45440k available

mis0108
12404k allocated + 3352k reserved = 15756k used, 46704k available

mis0201
12132k allocated + 2892k reserved = 15024k used, 47436k available

mis0202
2064k allocated + 716k reserved = 2780k used, 59680k available

mis0203
10340k allocated + 7924k reserved = 18264k used, 44196k available

mis0204
2468k allocated + 736k reserved = 3204k used, 59256k available

mis0205
2172k allocated + 744k reserved = 2916k used, 59544k available
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Appendix B: vmstat Totals Utility Usage
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Tue Mar 14

768004

3

613524
619858
7923702
158005
5875
286382
68970

0
3711641
3709331
21606

0

666255

0

0

8136
3701195
0

0

342744
45
214007
15217879
255930255
9378501
9445381

reboot

17:35:42 EST 1995
swap ins

swap outs

pages swapped in
pages swapped out
total address trans.
page ins

page outs

pages paged in
pages paged out
sequential process pages freed

total reclaims (0% fast)

reclaims from free list

intransit blocking page faults

zero fill pages created

zero fill page faults

executable fill pages created

executable fill page faults

swap text pages found in free list

inode text pages found in free list

file fill pages created

file fill page faults

pages examined by the clock daemon
revolutions of the clock hand

pages freed by the clock daemon

cpu context switches

device interrupts

traps 113161641 system calls

total name lookups (cache hits 66% per-process)
toolong 127232

~ Tue Feb 14 14:42

faults taken
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Appendix C: vmstat Snapshot Utility Usage
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The fields of vmstat’s display are:

procs

memory

page

disk

faults

cpu

Report the number of processes in each of the three
following states:

r in run queue

b blocked for resources (i/o, paging, etc.)

w runnable or short sleeper (< 20 secs) but
swapped

Report on usage of virtual and real memory. Virtual
memory is considered active if it Dbelongs to
processes which are running or have run in the last
20 seconds.
avm number of active virtual Kbytes
fre size of the free list in Kbytes

Report information about page faults and paging
activity. The information on each of the following
activities 1is averaged each five seconds, and given
in units per second.

re page reclaims - but see the -S option for
how this field is modified.
at number of attaches - but see the -S option
for how this field is modified.
pi kilobytes per second paged in
po kilobytes per second paged out
fr kilobytes freed per second
de anticipated short term memory shortfall in
Kbytes
sr pages scanned by clock algorithm, per-second
Report number of disk operations per second (this
field 1is system dependent). For Sun systems, four
slots are available for up to four drives: ‘“'x0’'

(or ‘'s0’’ for SCSI disks), Vyxlrr, “'x2’7’, and
“X3’, .

Report trap/interrupt rate averages per second over
last 5 seconds.

in (non clock) device interrupts per second

sy system calls per second

cs CPU context switch rate (switches/sec)
Give a breakdown of percentage usage of CPU time.

us user time for normal and low priority

processes
sy system time
id CPU idle
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Appendix D: Work Sheets
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Date: Workstation:

Avg. Swap Space:

Processes Swapped - Resources:

User:System CPU Time:

Page Faults (per day):

Size of Free List:
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Date: Workstation:

Dates and Times Data Was Collected

DATE TIME

Calculated Average:

Calculated Std. Dev.:

(Avg. + Std. Dev.) + 10% =

Signature
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