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Junho Oh

The field of computer graphics has made significant progress over the years, transforming

from simple, pixelated images to highly realistic visuals used across various industries includ-

ing entertainment, fashion, and video gaming. However, the traditional process of rendering

images remains complex and time-consuming, requiring a deep understanding of geome-

try, materials, and textures. This thesis introduces a simpler approach through a machine

learning model, specifically using Cycle-Consistent Adversarial Networks (CycleGAN), to

generate realistic images and estimate global illumination in real-time, significantly reducing

the need for extensive expertise and time investment. Our experiments on the Blender and

Portal datasets demonstrate the model’s ability to efficiently generate high-quality, globally

illuminated scenes, while a comparative study with the Pix2Pix model highlights our ap-

proach’s strengths in preserving fine visual details. Despite these advancements, we acknowl-

edge the limitations posed by hardware constraints and dataset diversity, pointing towards

areas for future improvement and exploration. This work aims to simplify the complex world

of computer graphics, making it more accessible and user-friendly, while maintaining high

standards of visual realism.
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Creating realistic images on a computer is a crucial part of making video games and movies

more immersive and lifelike. Traditionally, this has been a complex and time-consuming

task, requiring a deep understanding of how light interacts with objects to create shadows

and highlights. This study introduces a simpler and quicker method using a type of smart

computer program that learns from examples. This program, known as Cycle-Consistent

Adversarial Networks (CycleGAN), is designed to understand the complex play of light in

virtual scenes and recreate it in a way that makes the image look real. In testing this new

method on different types of images, from simpler scenes to more complex ones, the results

were impressive. The program was not only able to significantly cut down the time needed

to render an image, but it also maintained the fine details that bring an image to life. While

there were challenges, such as working with limited computer power and needing a wider

variety of images for the program to learn from, the study shows great promise. It represents

a big step forward in making the creation of high-quality, realistic computer graphics more

accessible and achievable for a wider range of applications.
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1.1 A side-by-side comparison of two rendering methods. On the left, we have

rasterization, which converts 3D geometries into 2D images primarily by de-

termining which polygons are visible and then shading them based on light

sources. On the right, the scene is rendered using path-tracing. Path-tracing

technique simulates the behavior of light rays as they traverse the scene,

capturing intricate interactions such as reflection, refraction, and diffusion,

thereby offering a more physically accurate representation of the scene’s lighting. 1

1.2 A comparative view of a video game scene rendered with different graphic

techniques. On the left, the scene is rendered using traditional rasterization

methods, which calculate the color of each pixel based on direct light sources

and simplified shading models such as Phong and Gouraud, without simu-

lating the complex interactions of light. The right image, rendered with ray

tracing, illustrates the sophisticated rendering effects, including accurate re-

flections, refractions, and nuanced color impacts on adjacent surfaces, which

collectively elevate the scene’s visual realism. . . . . . . . . . . . . . . . . . . 3

2.1 Visualization of ray tracing basics. This diagram illustrates the core concept

of ray tracing, depicting a camera (viewer), objects in the scene, a light source,

and an image plane. Light rays (shown in black) emanate from the light

source, interact with the objects, and then travel to the camera, forming

shadows and defining the viewer’s perspective (indicated by the red line) [1]. 7
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2.2 At the core of a Generative Adversarial Networks (GANs) model lies a com-

petitive structure: the Generator creates samples that vie against Ground

Truth samples within the Discriminator. This competition is critical as the

resulting losses guide the iterative updates for each model. . . . . . . . . . . 9

3.1 A comparative visualization of rendering settings in Blender, showcasing the

impact of different light bounce settings on the final image. On the left,

the image is rendered with a varied number of maximum light bounces for

different components: 8 for general light bounces, 1 for glossy surfaces, 2 for

transmission, 8 for transparency, and 0 for all other settings. On the right, all

components are set to a uniform maximum of 16 light bounces. Light bounces

refer to the number of times light is allowed to reflect or refract off surfaces

before it is considered to no longer contribute to the scene’s illumination,

with higher values generally resulting in more accurate but computationally

intensive renderings. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.2 The diagram illustrates the transformation of images between Domain A (in-

put) and Domain B (target) via Generators A2B and B2A. Discriminator A

evaluates the authenticity of images in Domain A, while Discriminator B does

the same for Domain B. The cycle consistency loss, indicated by red dashed

lines, ensures fidelity in the image translation process. . . . . . . . . . . . . . 16
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3.3 Diagram of the U-Net architecture. This figure illustrates the U-Net’s distinc-

tive structure, divided into three main sections, each highlighted in a different

color. The Contraction Path (light blue) features five layers that progressively

decrease in size, leading to the Bottleneck (light orange), a singular, wider

layer. Following this, the Expansive Path (light green) consists of five layers

that increase in size. This arrangement forms a “U” shape, characteristic

of the U-Net architecture, symbolizing the flow of data from contraction to

expansion. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

4.1 Progression of generated images using CycleGAN on the Blender Dataset.

From left to right: the original input, results after 50 epochs, results after 100

epochs, and the ground truth. . . . . . . . . . . . . . . . . . . . . . . . . . . 28

4.2 Progression of generated images using CycleGAN on the Portal Dataset. Dis-

played from left to right are the results after 50 epochs, 100 epochs, and 200

epochs. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.3 Visual comparison of generated images using different base layer sizes in the

U-Net generator. (a) k = 64, Epoch 150, (b) k = 64, Epoch 200, (c) k = 32

(Ours), and (d) Ground Truth. . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.4 Visual comparison between Pix2Pix and CycleGAN: The figure compares

the images generated by the Pix2Pix model (left) and our CycleGAN model

(right) for the same scene, alongside their respective performance metrics. . 36
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A.1 This figure showcases a set of good outputs generated by our model. Each

set of three images includes the original input (left), our model’s generated

image (center), and the ground truth (right). These examples highlight our

model’s capability to closely replicate the ground truth, maintaining struc-

tural integrity and visual fidelity. . . . . . . . . . . . . . . . . . . . . . . . . 46

A.2 Similar to Figure A.1, this figure presents additional examples of the model’s

good outputs. Arranged in three rows, each set of three images demonstrates

the original input, the generated image by our model, and the ground truth.

These instances further emphasize the model’s proficiency in producing high-

quality, realistic images. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

A.3 This figure provides insight into the limitations and challenges faced by our

model. The top row features images where the model lost structural integrity,

leading to a significant deviation from the original input. The bottom row

presents two contrasting scenarios: the left image retains the basic structure

but suffers from smoothed texture and noise, while the right image, although

visually appealing, fails to preserve a key object present in all other images.

These cases underscore the areas for potential improvement in our model. . . 48
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The accurate representation of light and shadows is critical in building realistic virtual envi-

ronments, fundamental to areas such as video gaming, virtual reality (VR), and augmented

reality (AR). These domains aim to deliver immersive experiences with a convincing sense

of depth, texture, and aesthetic ambience. Therefore, rendering models that can reproduce

the complex interplay of light with high accuracy are crucial.

Figure 1.1: A side-by-side comparison of two rendering methods. On the left, we have
rasterization, which converts 3D geometries into 2D images primarily by determining which
polygons are visible and then shading them based on light sources. On the right, the scene
is rendered using path-tracing. Path-tracing technique simulates the behavior of light rays
as they traverse the scene, capturing intricate interactions such as reflection, refraction, and
diffusion, thereby offering a more physically accurate representation of the scene’s lighting.

Global Illumination (GI) stands out as a rendering model that intricately describes how light

behaves within a 3D space, considering its reflection, refraction, and absorption. In contrast

to traditional rendering models like rasterization, depicted in the left image of Figure 1.1,

1
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GI goes beyond direct illumination and mathematical approximations. It encompasses both

direct and indirect illumination, addressing the intricate interplay of light that undergoes

multiple reflections off surfaces, known as interreflections, before reaching the camera. While

highly accurate GI simulation techniques exist, such as ray-tracing, photon-mapping, and

radiosity [2, 3, 4], they tend to be computationally demanding, often requiring substantial

time to render a single frame. Recent advancements in hardware design and graphics ar-

chitecture, primarily driven by companies like NVIDIA, have made real-time applications of

these techniques more feasible, as illustrated in Figure 1.2. However, the substantial cost

associated with these high-end hardware solutions limits their accessibility to the average

user, constraining their widespread adoption in consumer markets. This scenario underscores

the importance of pursuing real-time GI solutions, particularly in gaming and VR, where

prompt rendering can markedly improve the user experience.

Recently, advancements in the field of Generative Adversarial Networks (GANs), have shown

promising results in various domains, including computer graphics and image processing.

GANs, introduced by Goodfellow et al. in 2014 [5], consist of two neural networks, a gen-

erator and a discriminator, trained simultaneously. The generator’s objective is to create

data that are indistinguishable from the true data distribution, which in our case would in-

volve learning the complex mapping function from the initial rendered image to the globally

illuminated image. Simultaneously, the discriminator aims to differentiate between the two.

Building on the advancements in GANs, the Cycle-Consistent Adversarial Networks (Cy-

cleGAN) emerged as a pivotal architecture for unpaired image-to-image translation tasks.

Introduced by Zhu et al. in 2017 [6], CycleGAN enables the learning of image translation

tasks even when paired examples are not available, by incorporating a cycle consistency loss.

This feature is particularly beneficial in the domain of GI, where obtaining paired examples

of initial and globally illuminated renderings can be labor-intensive and time-consuming.
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Figure 1.2: A comparative view of a video game scene rendered with different graphic tech-
niques. On the left, the scene is rendered using traditional rasterization methods, which
calculate the color of each pixel based on direct light sources and simplified shading models
such as Phong and Gouraud, without simulating the complex interactions of light. The right
image, rendered with ray tracing, illustrates the sophisticated rendering effects, including
accurate reflections, refractions, and nuanced color impacts on adjacent surfaces, which col-
lectively elevate the scene’s visual realism.

This work aims to harness the power of CycleGAN for estimating GI in virtual environments

at real-time rates, which inherently involves an image-to-image translation from the initial

rendering to a globally illuminated scene. Our primary objective is to significantly reduce

the computational cost and time associated with current global illumination methods, such

as ray-tracing, without compromising the visual realism.

In pursuit of this objective, we made several contributions to the field:

• We have successfully implemented a system that utilizes the capabilities of Generative

Adversarial Networks (GANs) to transform initial renderings into renderings with re-

alistic global illumination effects. This system significantly reduces the time required



4

for image synthesis, laying a strong foundation for future advancements in real-time

applications.

• Our work pioneers the use of CycleGAN for the task of global illumination estimation

in virtual environments. We have demonstrated its effectiveness in translating initial

renderings to renderings with global illumination, providing a substantial improvement

in efficiency and performance compared to traditional methods.

• We have designed and developed a novel dataset that facilitates research related to GI,

by utilizing in-game images from actual video games and a custom recording script.

This approach not only streamlines the dataset creation process but also addresses

the challenges associated with validating models trained with unpaired data. Our

dedicated validation dataset enables precise metric comparisons, ensuring a rigorous

evaluation of our model’s performance.

• We have conducted a thorough comparative study with the Pix2Pix model, a popular

choice in previous global illumination estimation studies. Our analysis provides clear

insights into the advantages of our CycleGAN-based approach, highlighting its superior

performance and potential for real-time applications.

• Through extensive experimentation and analysis, we have identified key areas of im-

provement and limitations in our current approach. This includes hardware constraints

that limit the size of our training dataset and image resolution, as well as the need

for diversification in our datasets. Acknowledging these limitations paves the way for

future work and enhancements in global illumination estimation using GANs.

The thesis is structured as follows: Chapter 2 reviews related work in global illumination

techniques and GANs-based methods in computer graphics. Chapter 3 provides an overview

of the CycleGAN architecture and its applicability to global illumination estimation, also
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outlining the methodology of the experiment, including dataset preparation, training details,

and evaluation metrics. Chapter 4 discusses experimental results and comparisons with

conventional rendering techniques, offering insights into the effectiveness of our approach.

Finally, Chapter 5 concludes the study, summarizing the key findings and discussing potential

future work.



In computer graphics, achieving realistic lighting has always

been a primary goal. One of the key techniques to achieve this realism is GI. Unlike earlier

lighting models that only considered direct light from sources, GI takes into account all

interactions of light within a scene. This includes light that reflects off surfaces, passes

through transparent objects, and even light that gets scattered in different directions [7].

Earlier computer graphics techniques often relied on local illumination models to simulate

the behavior of light. Two of the most commonly used models were Phong and Gouraud

shading. Gouraud shading, introduced by Henri Gouraud in 1971 [8], is a method that

smooths out the lighting across a surface by interpolating vertex normals. This results in

a faceted appearance, where the lighting changes smoothly across triangles but has abrupt

changes at triangle boundaries.

In contrast, Phong shading, proposed by Bui T. Phong in 1975 [9], improved upon Gouraud

shading by interpolating normals across the surface and computing the reflection model for

each pixel. This method produces smoother and more realistic highlights, especially on

curved surfaces. However, both Phong and Gouraud shading primarily consider the direct

light hitting surfaces. They do not account for the multiple interactions of light within a

scene, such as light bouncing off one surface and illuminating another. As a result, while

they can produce visually pleasing results quickly, they lack the depth and richness that

comes from simulating the full interactions of light.

6
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Building upon the concept of Global Illumination, one of the most detailed

and comprehensive techniques to simulate the intricate interactions of light within a scene

is Ray-Tracing. This method traces the path of rays of light as they travel through a scene.

For every pixel in an image, a ray is cast from the viewer’s perspective (or camera) into the

scene, as illustrated in Figure 2.1. The renderer calculates the intersections of this ray with

all objects in the scene to determine the nearest one. Once this intersection is identified,

the color of the pixel is determined by computing the shading at the intersection point,

considering light sources, material properties, and the viewing direction [10]. Through this

approach, Ray-Tracing can emulate various optical effects, such as reflections, refractions,

and shadows, by recursively tracing rays that represent different light paths.

Figure 2.1: Visualization of ray tracing basics. This diagram illustrates the core concept
of ray tracing, depicting a camera (viewer), objects in the scene, a light source, and an
image plane. Light rays (shown in black) emanate from the light source, interact with the
objects, and then travel to the camera, forming shadows and defining the viewer’s perspective
(indicated by the red line) [1].
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Ray-Tracing, as a technique, has been around for decades, but its computational demands

made it challenging for real-time applications. However, the landscape of ray tracing un-

derwent a significant shift with the advent of dedicated hardware accelerators. Specifically,

the introduction of Nvidia’s RTX technology, built upon their Turing architecture GPUs,

heralded a new era for ray tracing, making it more feasible for real-time scenarios [11]. While

this hardware advancement alleviated some computational challenges, the high cost of these

advanced chips poses a significant barrier, making the technology less accessible to average

consumers. This sets the stage for exploring alternative strategies, such as Generative Ad-

versarial Networks (GANs), to achieve a balance between visual realism and computational

efficiency.

Generating images using GANs has become popu-

lar in recent years despite its comparatively long training time. GANs represent a class of

generative models that utilize a dual-network architecture for the synthesis of data instances

mirroring an existing dataset [5]. The architecture is composed of a Generator network

responsible for data synthesis, and a Discriminator network, whose role is to differentiate

between instances from the genuine dataset and synthesized instances. As shown in Fig-

ure 2.2 the interplay between these networks manifests in an adversarial relationship, with

the Generator network striving to maximize the error rate of the Discriminator network,

and the Discriminator network aiming to minimize this error rate. As a consequence of

this adversarial process, the Generator network continually refines its output, leading to the

production of data instances that increasingly resemble the genuine dataset.
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Figure 2.2: At the core of a Generative Adversarial Networks (GANs) model lies a competi-
tive structure: the Generator creates samples that vie against Ground Truth samples within
the Discriminator. This competition is critical as the resulting losses guide the iterative
updates for each model.

Conditional Generative Adversarial Networks (cGANs) extend traditional GANs by condi-

tioning both the generator and discriminator on supplementary information, enabling di-

rected data generation [12]. This additional information could be based on class labels,

certain data parts for inpainting, or even data from different modalities. With this con-

ditioning, cGANs can incorporate a wide range of factors and interactions into the model,

circumventing many intractable computations that often arise in traditional generative mod-

els.

Pix2Pix, introduced by Isola et al. [13] is a type of cGANs that is designed specifically for

image-to-image translation tasks. Pix2Pix conditions both the generator and discriminator
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on a specific input image. Here, the generator’s role is to convert the input into an output

image, while the discriminator is tasked with evaluating the authenticity of the produced

image, having been fed both the input and the output. Notably, Pix2Pix incorporates both

an adversarial loss and an L1 loss in its approach. This facilitates a structural resemblance

between the generated image and the target image, thereby improving the quality of the

translation. This methodology has been demonstrated to be effective in numerous applica-

tions, such as synthesizing images from sketches [14, 15, 16] and imbuing black and white

images with color [17, 18].

Recently, M.M. Thomas and A.G. Forbes presented an innovative approach to global illu-

mination estimation using deep learning techniques [19]. Though they did not specify the

name Pix2Pix GAN, their translation model employed a generator and discriminator work-

ing in conjunction. The generator, underpinned by a U-Net architecture, was designed to

predict global illumination from a specific input image. In contrast, the discriminator aimed

to discern between these generated predictions and authentic global illumination scenarios.

Through rigorous training on a dataset comprising 3D scenes rendered under diverse lighting

conditions, their model demonstrated the capability to accurately predict complex lighting

interactions, such as color bleeding and soft shadows.

Expanding on the application of the Pix2Pix GAN model, Huang Jingtao and Takashi Ko-

muro adapted this methodology with a particular emphasis on augmented reality (AR) sce-

narios [20]. Their approach, while rooted in the same foundational model, ingests an image

with multiple channels, including RGB and geometric data (normal and depth). The goal

is to generate reflections and shadows of virtual objects that seamlessly integrate with the

scene’s illumination conditions. Their evaluations, conducted on a synthetic dataset crafted

using Unreal Engine 4, showcased the model’s proficiency in producing natural-looking re-

flections and shadows of virtual objects, underscoring the adaptability of the Pix2Pix model
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across different application domains.

In practical applications, obtaining paired

datasets, especially those that encompass multiple channels beyond the standard RGB, poses

a significant challenge. This limitation often hinders the direct application of models like

Pix2Pix, which rely on such paired data for effective training. Addressing this challenge, the

Cycle-Consistent Adversarial Networks (CycleGAN) emerges as a groundbreaking solution.

Introduced by Zhu et al. [6], CycleGAN is a model capable of learning to translate between

two domains in the absence of paired examples. It leverages a cycle consistency loss to

ensure that the translation between the source and target domains is both meaningful and

coherent. This unique approach allows for the transformation of images from one domain to

another, even when explicit paired data is unavailable. As a result, CycleGAN opens up new

avenues for image-to-image translation tasks, especially in scenarios where data collection

constraints might otherwise be prohibitive.

Building on the capabilities of CycleGAN, a recent adaptation by V. Kitanovski, Jean-

Baptiste Thomas, and Jon Y. Hardeberg [21] stands out in the domain of illumination

estimation. They tackled the intricate challenge of estimating scene reflectances from mul-

tispectral images captured under unknown illuminations. Bypassing the constraints of tra-

ditional methods, which often hinge on assumptions about the spectral distribution of light

sources, their approach offers a fresh perspective. Through simulations of various scenar-

ios for reflectance estimation from multispectral images, they gauged the accuracy of their

methodology using real captured data. Their findings underscore the adaptability and pre-

cision of models inspired by CycleGAN in achieving illumination estimation across diverse

real-world scenarios. In contrast, our adaptation focuses on scenes within a virtual environ-

ment, a topic we will explore in depth in the subsequent chapter.



This chapter delineates the methodology employed for estimating global illumination in vir-

tual environment scenes using CycleGAN. The discussion is segmented into two pivotal

sections: data acquisition and model architecture. In the data acquisition section, we elu-

cidate our approach to dataset generation, leveraging both the Blender [22] software and

Portal [23, 24], a critically acclaimed puzzle-solving video game by Valve. The model archi-

tecture section delves into the specifics of our CycleGAN implementation, highlighting the

parameters chosen for our experiments.

For dataset acquisition, we adopted two primary methods. Initially, we employed Blender, an

open-source 3D graphics and animation software renowned for its robust modeling, rendering,

and animation capabilities. Leveraging Blender’s scripting functionality, we automated the

design of different scenes. In each scene, our script generated a set of objects, ranging from

10 to 30 in number. These objects took on one of four shapes: cube, sphere, cone, or

cylinder. Their positions and material properties were algorithmically varied for diversity,

with materials chosen from a set that included non-metal solids, metals, and glass. For

12
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each scene, we additionally placed a source of light made out of 5 light bulbs stuck together

with its position set randomly on the ceiling. Most importantly, we generated a set of two

renderings from each scene as in Figure 3.1, one with the lighting set to direct illumination

and other set to full global illumination. We want to note that both settings utilize the light

path-tracing feature of Blender, and the direct illumination significantly limits the total

number of light bounces compared to the full global illumination setting. Once the script of

above steps was complete, we executed the script with the number of iterations set to 1,000

for 5 times to obtain the total of 5,000 images.

Figure 3.1: A comparative visualization of rendering settings in Blender, showcasing the
impact of different light bounce settings on the final image. On the left, the image is
rendered with a varied number of maximum light bounces for different components: 8 for
general light bounces, 1 for glossy surfaces, 2 for transmission, 8 for transparency, and 0 for
all other settings. On the right, all components are set to a uniform maximum of 16 light
bounces. Light bounces refer to the number of times light is allowed to reflect or refract
off surfaces before it is considered to no longer contribute to the scene’s illumination, with
higher values generally resulting in more accurate but computationally intensive renderings.



14

As a secondary method for data acquisition, we turned to the video game by Valve

[23]. Capitalizing on their recent advancements in graphics processing units with ray-tracing

accelerators, NVIDIA collaborated with Valve to release a remastered version,

[24], of this iconic puzzle-solving game. This enhanced version incorporates an option

for ray-tracing, significantly elevating the visual fidelity and immersing players in a more

lifelike environment. Recognizing the potential of this development, we decided to extract a

dataset by recording gameplay sessions.

For our training dataset, we utilized the original version of the game, capturing gameplay

footage over a specified duration using the NVIDIA overlay’s in-game recording feature.

To enrich the diversity of our dataset, we actively interacted with the in-game environment,

ensuring to frequently adjust the camera angles for a comprehensive capture of the surround-

ings. Subsequently, we repeated the recording process in the ray-tracing enabled version of

the game. Given that CycleGAN operates effectively with unpaired data, we did not enforce

a strict one-to-one correspondence in movements or scenes between the two game versions.

Post-recording, Python scripts were employed to segment the videos into individual frames,

which were then stored as images in separate directories. Initially recorded at a resolution of

1920 � 1080 pixels, we processed each frame to a square format of 1080 � 1080 pixels, before

resizing them further to a reduced dimension of 256 � 256 pixels. This process culminated

in a comprehensive dataset comprising 20,000 sets of unpaired original and ground truth

images.
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While CycleGAN is adept at handling unpaired datasets, the validation process can become

subjective without a paired dataset that allows for direct comparison between the input,

generated output, and the ground truth of a given scene. To address this challenge, we

designed a Python script that automates keyboard and mouse actions based on a timer,

ensuring consistent movements across gameplay sessions in both game versions. After im-

plementing this script, we recorded the gameplay in a manner analogous to our training

dataset acquisition process. Subsequent to recording, we processed the frames by cropping

them to a resolution of 1080 � 1080 pixels and resizing them to 256 � 256 pixels, storing the

results in designated sub-directories. We obtained the total of 5,000 set of paired original

and ground truth images.
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As mentioned in Chapter 2, the architecture of CycleGAN comprises two generators and

two discriminators. A comprehensive visual overview of this architecture is provided in

Figure 3.2. In this section, we delve into the specifics of our implementation, detailing the

configurations of both the generator and discriminator components.

Figure 3.2: The diagram illustrates the transformation of images between Domain A (input)
and Domain B (target) via Generators A2B and B2A. Discriminator A evaluates the au-
thenticity of images in Domain A, while Discriminator B does the same for Domain B. The
cycle consistency loss, indicated by red dashed lines, ensures fidelity in the image translation
process.

The CycleGAN architecture, as depicted in Figure 3.2, includes two key components: Gen-

erators A2B and B2A. These generators are crucial for the translation between Domain A

and Domain B. For our model, we have employed a U-Net [25] based architecture for both

generators. The U-Net architecture is particularly effective in image-related tasks, offering
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a robust framework for capturing detailed spatial hierarchies and contextual information,

which is vital for accurately estimating global illumination in virtual scenes. The overall

schematic of the U-Net architecture is shown in Figure 3.3.

Figure 3.3: Diagram of the U-Net architecture. This figure illustrates the U-Net’s distinc-
tive structure, divided into three main sections, each highlighted in a different color. The
Contraction Path (light blue) features five layers that progressively decrease in size, leading
to the Bottleneck (light orange), a singular, wider layer. Following this, the Expansive Path
(light green) consists of five layers that increase in size. This arrangement forms a “U” shape,
characteristic of the U-Net architecture, symbolizing the flow of data from contraction to
expansion.

Each of our generator is structured to take an image tensor as input, transforming it through

a series of convolutional blocks, and producing an output of identical dimensions. This design

ensures consistency and seamless integration within the CycleGAN framework, facilitating

the generation of realistic and contextually accurate illumination in virtual scenes.

The architecture comprises a contracting path for feature extraction, a bottleneck for fea-

ture compression, and an expansive path for feature reconstruction. The contracting path

utilizes max pooling and double convolution blocks to progressively downsample the input,
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capturing a broad spectrum of features. The expansive path, in contrast, employs upscal-

ing and double convolution blocks, gradually reconstructing the image while reintegrating

fine-grained details through skip connections from the contracting path. The output layer,

realized through a 1 � 1 convolution, ensures the mapping of feature maps to the desired

output channels, aligning with the requirements of global illumination estimation.

In our CycleGAN setup, shown in Figure 3.2, we use two discriminators: Discriminator

A and Discriminator B. Each plays a crucial role in making sure our generated images

closely resemble the ground truth images. Our model employs the PatchGAN model [13] for

both discriminators. Unlike traditional discriminators that assess entire images, as initially

proposed by Goodfellow et al. [5], PatchGAN focuses on smaller section. This approach

is particularly effective in capturing fine details and textures, leading to more realistic and

convincing results in the generated images.

The PatchGAN is a convolutional neural network that takes an image tensor as input and

outputs a matrix of values, each representing the authenticity of a corresponding patch in

the input image. The network comprises a series of convolutional layers, each serving to

extract increasingly complex features from the input image. The first layer takes the input

image and applies a convolution with a kernel size of 4, utilizing a stride value set at 2

and padding fixed at 1. This is succeeded by the application of a Leaky ReLU activation

function, characterized by a negative slope parameter of 0.2. This layer serves to downsample

the image and initiate the feature extraction process.

Subsequent layers follow a similar pattern, with each layer doubling the number of feature

channels while halving the spatial dimensions. Group normalization is applied after each
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convolution, stabilizing the training process and aiding in faster convergence. Leaky ReLU

activations are consistently used, introducing non-linearity and enabling the network to

capture a wide range of illumination patterns.

The final layer of the network is a convolutional layer that maps the feature maps to a

single channel, producing the output matrix. The output matrix generated by the final

convolutional layer is composed of values, each representing a specific patch of the input

image.

In our model, the loss functions are essential for guiding the training process of both the

generators and discriminators, ensuring realistic image generation and content preservation.

The total generator loss consists of adversarial loss and cycle consistency loss components.

The adversarial component uses the Mean Squared Error (MSE) loss, defined as:

L =
1

n

nX
i=1

(yi � ŷi)
2 (3.1)

Here, yi represents the label for real images, and ŷi is the discriminator’s output for the

generated images. The adversarial losses for A to B (L ) and B to A (L )

translations measure the generators’ effectiveness in deceiving their respective discriminators.
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The cycle consistency loss, calculated using the L1 norm, is expressed as:

L =
1

n

nX
i=1

jxi � G(F (xi))j (3.2)

where G represents the generator for the A to B translation, and F represents the generator

for the B to A translation. This loss assesses the similarity between the original and cycled

images for A to B to A (L ) and B to A to B (L ) translation cycles.

The total generator loss combines these components:

LG = L + L + � � (L + L ) (3.3)

The parameter � is a hyperparameter that controls the relative importance of the cycle

consistency loss in the total generator loss.

The discriminator loss functions are aimed at distinguishing between real and generated

images, using the MSE loss.

The total loss for each discriminator is:

LDA
= L + L (3.4)
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LDB
= L + L (3.5)

The loss for real images in domain A (L ) is calculated by comparing the output of

discriminator A for real images to a tensor of ones. The same approach is used for domain

B (L ).

The loss for generated images (L and L ) is computed by comparing the discrimi-

nator’s output for fake images to a tensor of zeros.



In this chapter, we delve into the results of our study. We begin with the Evaluation

Metrics section, where we detail the evaluation metrics employed in our study, elucidating

their specific nature, significance, and relevance to our research objectives. This is followed

by the Experimental Results section, where we present the outcomes of our experiments,

highlighting how our model performed relative to the ground truth images, as outlined

in the previous chapter. In the Ablation Study section, we examine the impact of a key

hyperparameter on our model’s performance, providing insights into its optimal configuration

for our task. Subsequently, in the Comparative Study section, we compare our approach

with the Pix2Pix model, offering insights into the advantages and potential limitations of

our methodology in comparison to this established technique. The chapter concludes with

the Limitations section, where we discuss the constraints of our model and the hardware-

related challenges we encountered, offering a candid perspective on the areas where further

improvements are needed.

In the realm of Generative Adversarial Networks (GANs) and image-to-image translation

tasks, the choice of evaluation metrics is paramount. These metrics not only quantify the

performance of the model but also provide insights into the areas of improvement. In this

22
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section, we will elucidate the specific metrics employed in our study. Each metric will be

described in terms of its mathematical formulation, significance in the context of our research,

and its relevance in assessing the performance of our CycleGAN model.

In Chapter 3, we introduced the MSE as a loss function for our CycleGAN model, Equa-

tion 3.1. Now, we will explore the importance of MSE as an evaluation metric in more detail.

The MSE allows us to quantitatively measure the difference between the generated images

and the ground truth. Specifically, for image-to-image translation tasks, it provides insights

into the accuracy of the generated images at the pixel level. A lower MSE value indicates

a higher level of agreement between the generated images and the ground truth, indicating

better performance.

The Peak Signal-to-Noise Ratio (PSNR) stands as a pivotal metric in the realm of image

processing, especially when evaluating the quality of reconstructed or translated images

[26]. PSNR evaluates image quality by contrasting the highest potential strength of a signal

against the influence of the noise that degrades its accuracy.

PSNR is mathematically defined using the formula:

PSNR = 20 � log10

�
MAXIp

MSE

�
(4.1)

In this equation, MAXI represents the maximum possible pixel value of the image. For

instance, in the case of an 8-bit image, MAXI would be 255.
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In the context of our research with CycleGAN, PSNR serves multiple purposes. It provides

a numerical measure of the quality of the generated images, with a higher PSNR indicat-

ing superior image quality due to minimal noise introduced during the translation process.

PSNR, expressed in decibels (dB), offers a logarithmic scale representation of the MSE. Al-

Nuaimy et al.[27] note that for 8-bit data representation in the context of image and video

compression, the PSNR value generally falls within a range of 30 to 50 dB, indicating the

extent of quality degradation.

The Structural Similarity Index (SSIM) introduced by Wang et al.[28] emerged as an ad-

vanced metric in image quality assessment, particularly emphasizing the evaluation of visual

quality by considering changes in structural information, luminance, and texture. Unlike

traditional metrics such as MSE and PSNR that focus on absolute errors, SSIM aims to offer

a more comprehensive and perceptually meaningful representation of image quality. This is

achieved by comparing local patterns of pixel intensities in images.

The mathematical definition of SSIM for two windows, x and y, of an image is given by:

SSIM(x; y) =
(2�x�y + c1)(2�xy + c2)

(�2
x + �2

y + c1)(�2
x + �2

y + c2)
(4.2)

In this formula, �x and �y represent the averages of x and y respectively. �x
2 and �y

2 denote

the variances of x and y, while �xy stands for the covariance between x and y. The constants

c1 and c2 are introduced to stabilize the division when the denominator is close to zero.

The SSIM index can vary between -1 and 1. A value of 1 suggests that the two images under

comparison are identical in terms of structural information, luminance, and texture. In our

CycleGAN research, the significance of SSIM is manifold. It becomes particularly valuable
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when the perceptual quality of images is paramount, offering insights into the resemblance

between the generated images and the ground truth in terms of structural details, luminance,

and texture. Moreover, SSIM’s ability to evaluate local patterns of pixel intensities ensures its

sensitivity to structural changes in the image, a feature that becomes crucial in applications

emphasizing the preservation of structural integrity.

The Learned Perceptual Image Patch Similarity (LPIPS) metric proposed by Zhang et al.[29]

represents a notable advancement in the domain of image quality assessment. Unlike its

predecessors that predominantly rely on hand-crafted features or straightforward pixel-wise

comparisons, LPIPS harnesses the power of deep learning to yield a perceptually aligned

measure of image similarity. By tapping into the activations of pre-trained neural networks,

LPIPS captures perceptual differences that resonate more closely with human judgments.

Mathematically, the LPIPS distance between two images, I1 and I2, is articulated as:

LPIPS(I1; I2) =
X

l

wl � k�l(I1) � �l(I2)k2 (4.3)

Here, �l signifies the feature map at layer l of a pre-trained network, and !l represents a

weight determining the contribution of layer l to the overall distance.

The inception of LPIPS is rooted in the understanding that traditional metrics, while effec-

tive, might not always align with human perceptual judgments. LPIPS, by leveraging deep

features, offers a more nuanced and perceptually meaningful assessment of image quality.

Specifically, it employs activations from pre-trained deep neural networks, often variants

of the VGG network, to extract features. The distances between these features are then

computed to derive the LPIPS score.
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In our research, we adopted the AlexNet [30] architecture for computing the LPIPS metric,

following the methodology of the original authors. The choice of AlexNet is pivotal as it

has been demonstrated to effectively capture perceptual differences in images. This makes

it an ideal choice for our CycleGAN evaluations, emphasizing the multifaceted relevance of

LPIPS. The metric serves as a robust tool for gauging the perceptual quality of generated

images, ensuring that they not only mirror the target images in terms of pixel values but also

in terms of perceptual and structural nuances. This focus on perceptual quality becomes

especially significant in scenarios where the subjective quality of images surpasses mere

pixel-wise accuracy.

In our study, the CycleGAN model was trained using two distinct datasets with different

epoch settings. The model was trained for 100 epochs on the Blender dataset and for 200

epochs on the Portal dataset. The batch size was set to 1 for both datasets due to the

memory limitations of our hardware. The generator and discriminator were optimized using

the Adam optimizer [31], with a learning rate of 0.0002 and a beta1 parameter of 0.5. All

computations were performed on a PC equipped with an NVIDIA RTX 3060 Ti with 8GB

of VRAM.

Our initial experimentation was conducted using the Blender dataset obtained in Sec-

tion 3.1.1, with the quantitative results presented in Table 4.1. At the baseline, utilizing the

unmodified dataset, the model registered an MSE of 0.01760, a PSNR of 18.47, an SSIM
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of 0.4604, and an LPIPS of 0.1127. As training progressed, marked improvements in the

metrics were observed. By the 25th epoch, the MSE reduced to 0.00135, while the PSNR,

SSIM, and LPIPS improved to 29.40, 0.9342, and 0.0468, respectively. This positive trend

continued, with the metrics further converging towards optimal values by the 100th epoch,

culminating in an MSE of 0.00071, a PSNR of 32.28, an SSIM of 0.9520, and an LPIPS of

0.0387.

Table 4.1: Quantitative Evaluation of CycleGAN on the Blender Dataset: A tabular repre-
sentation of the model’s performance across various epochs, showcasing the progression in
image quality through metrics such as MSE, PSNR, SSIM, and LPIPS.

# " " #
Unmodified 0.01760 18.47 0.4604 0.1127

25 0.00135 29.40 0.9342 0.0468
50 0.00117 29.86 0.9233 0.0755
75 0.00130 29.59 0.9453 0.0414
100

The LPIPS metric, in particular, is noteworthy. At epoch 100, the LPIPS value of 0.0387

indicates that the generated images are 2.91 times more perceptually similar to the ground

truth compared to the original images. This is a significant improvement, emphasizing the

model’s capability to generate images that are not just close in pixel values but also in

perceptual quality. Given that LPIPS is a metric specifically designed to reflect perceptual

similarity, a lower value is indicative of images being more alike from a human visual per-

spective. Achieving a LPIPS value of 0.0387, therefore, underscores the effectiveness of the

CycleGAN model in capturing and replicating the intricate perceptual characteristics of the

target images.
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