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A Framework for Deriving Verification and Validation Strategies 
to Assess Software Security 

By 

Anil Bazaz 

Abstract 

In recent years, the number of exploits targeting software applications has increased dramatically. These 

exploits have caused substantial economic damages. Ensuring that software applications are not vulnerable 

to the exploits has, therefore, become a critical requirement. The last line of defense is to test before hand if 

a software application is vulnerable to exploits. One can accomplish this by testing for the presence of 

vulnerabilities.  

    This dissertation presents a framework for deriving verification and validation (V&V) strategies to assess 

the security of a software application by testing it for the presence of vulnerabilities. This framework can 

be used to assess the security of any software application that executes above the level of the operating 

system. It affords a novel approach, which consists of testing if the software application permits violation 

of constraints imposed by computer system resources or assumptions made about the usage of these 

resources. A vulnerability exists if a constraint or an assumption can be violated. Distinctively different 

from other approaches found in the literature, this approach simplifies the process of assessing the security 

of a software application.  

    The framework is composed of three components: (1) a taxonomy of vulnerabilities, which is an 

informative classification of vulnerabilities, where vulnerabilities are expressed in the form of violable 

constraints and assumptions; (2) an object model, which is a collection of potentially vulnerable process 

objects that can be present in a software application; and (3) a V&V strategies component, which combines 

information from the taxonomy and the object model; and provides approaches for testing software 

applications for the presence of vulnerabilities. This dissertation also presents a step-by-step process for 

using the framework to assess software security.   
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Problems worthy of attack prove their worth by fighting back. 

Paul Erdos  
 
 

We all agree that your theory is crazy, but is it crazy enough? 
Niels Bohr  

 
 

...one of the tests of a theory is that, once grasped, it appears self-evident. 
Arthur Koestler 
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Chapter 1 

Introduction 

The last decade has seen a dramatic growth in the use of the computer systems. In addition to 

being used for a wide variety of applications ranging from personal use to managing critical 

infrastructure, computers today are also more accessible. The advent of the Internet has 

dramatically increased interconnectivity among computers, making it possible to remotely access 

most of the computers connected to the Internet.  

    This widespread use and dependence makes computers an enticing target for attacks, while the 

increased accessibility makes them an easy target. Disruption/destruction of services they provide 

can lead to damage to both life and property or, at the very least, cause substantial annoyance to 

the users. The numerous attacks targeting computer systems highlight the fact that computers are 

both easy and enticing targets [BUGT, SEFO]. 

    These attacks have caused damages worth millions of dollars (e.g., the denial of service attack 

on e-commerce websites in February, 2000) and much suffering. In 2001, an Australian hacked 
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into the Maroochy Shire, Queensland waste management system and spilled millions of liters of 

sewage into parks and rivers. The computerized sewage system was not connected to the Internet 

and was accessible only through a modem. When the authorities caught the man responsible, it 

turned out that he worked for the company that had installed the computerized system [SIMT01]. 

This attack underlines the importance of security even for computer systems not accessible on the 

Internet.  

    Almost all of these attacks, which occur daily on numerous computer systems, target and 

exploit software applications running on them. Exploits against software applications are 

particularly damaging, because most of these can be automated relatively easily. That is, once a 

software application has been successfully exploited, a program can be written that automates the 

exploit process. This program is then used to attack other installations of the software application. 

The implications of such capabilities are that once an exploit is automated, little skill is required 

of other perpetrators who desire to effect similar software exploits. More specifically, anyone 

who has basic operational knowledge of a computer system can execute these automated 

programs and exploit the software application.  

    The exploits themselves have also evolved in complexity and sophistication. Some require 

multiple steps and involve a number of computer system components. Consider the example of 

the “broken” version of the password program in SunOS and HP/UX systems, a historic case of 

the “time of check time of use” flaw [BISH96a]. The complete exploit of the password program 

is complicated and is carried out by identifying and replacing a number of files being used by the 

program while it is in execution. The exploit involves multiple steps, which much be carried out 

in precise order and with precise timing. 

    The importance of the computer systems and the ease and frequency of attacks create an urgent 

need to ensure the security of software applications. An obvious solution is to develop software 

applications that are not vulnerable to exploits. However, because software developers cannot 

develop perfect applications, the last line of defense is to assess, after-the-fact, if a software 
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application is susceptible to security exploits. Current approaches for assessing the security of 

software applications are variations of Flaw Hypothesis Methodology (FHM). FHM, first 

introduced by Weissman and Linde [WEIS73, WEIS95, LIND75], is a form of penetration 

testing, where a system is analyzed and probed for weaknesses. Although FHM provides a 

structured process for assessing security, it still relies heavily on the ability and past experience of 

the person evaluating the software application.  

    FHM was introduced in mid 1970’s. Since then, however, research that takes holistic view 

towards assessing software security has been minimal. Current approaches for assessing security 

are being constrained by several limiting factors, e.g., application complexity, execution 

environment and the variations in hardware and operating systems. These factors necessitate a 

fresh look at the problem and development of new approaches for assessing if a software 

application is vulnerable to exploits.  

1.1 Problem Synthesis 

Assessing the extent to which a software application is vulnerable to exploits consists of either 

evaluating the process used to develop the application or testing if the application itself is secure. 

These two approaches complement each other. The research described herein takes the latter 

approach, that is, assessing the security of a software application by testing the application itself. 

This approach is more effective than evaluating the process, because an application developed 

using a process that includes security best practices is not necessarily immune to security 

exploits. However, evaluating an application for the presence of vulnerabilities can guarantee its 

immunity from the exploits that employ those vulnerabilities.  

     It is possible to test a software application for its susceptibility to exploits in two different 

ways: 

1. Threat based approaches: These approaches consider threats against a software 

application. Threats are risks of security exploits. For example, threats exist against 
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software applications using the network interface, because someone can intercept data 

being sent and received through the network interface. Threat based approaches, 

therefore, use an external perspective, because threats are external to the software 

application. Assessing the security of an application consists of identifying threats and 

testing if they can be realized.  

2. Vulnerability based approaches: These approaches consider vulnerabilities present in the 

software application. A vulnerability is defined as a state of the system. What 

differentiates a vulnerable state from any other state is the fact that it is possible to move 

to an incorrect system state from it [BISH96b]. In other words, a vulnerability is a defect 

which, when exploited, can produce undesirable or incorrect behavior [WHIT03]. 

Vulnerability based approaches, therefore, use an internal perspective to assessing 

security because vulnerabilities are internal to the software application. Software 

applications are attacked by exploiting vulnerabilities present in them. Therefore, 

assessing security can be achieved by identifying vulnerabilities present in the software 

application.  

    Before continuing, it is important to note the difference between a vulnerability and an exploit. 

An exploit consists of a vulnerability present in the software application and a method used to 

take advantage of that vulnerability. Thus, an exploit occurs when a method is applied to exercise 

the vulnerability. For example, the buffer overflow exploit consists of a vulnerability, which is an 

unbounded buffer; the method used to exercise that vulnerability is to store data larger than the 

size of the buffer in the unbounded buffer.  

    We take the vulnerability approach towards assessing security, because vulnerabilities are 

fundamental to exploiting a software application. That is, vulnerability based approaches address 

internal defects, and are therefore more effective than the threat based approaches that address 

external risks. Nonetheless, threat based approaches, in the form of a risk management 

component that prioritizes threats, can still be used to manage risks against a software application. 
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They can be used in combination with vulnerability based approaches to provide a more 

comprehensive solution for assessing the security of the software application. 

1.2 Why Assessing Security Is Difficult  

There are a number of issues that contribute to the difficulty of evaluating the security of a 

software application. A discussion of these issues follows: 

1. Software Complexity: Modern software applications are large and complicated. It is 

common for an application to have hundreds of thousands of lines of code. Additionally, 

these applications use services provided by other applications, which results in a 

manifold increase in the overall complexity of the application. Identifying any single 

vulnerability in such complex applications is a formidable task. Moreover, the 

complexity makes it difficult to develop a systematic approach for assessing security of 

such applications.  

2. Vulnerabilities, numbers and complexity: Because there are numerous known 

vulnerabilities, and a number of them can be present in a software application, it is 

impractical to list them all and test for their presence in a software application. 

Furthermore, some vulnerabilities are so complicated in nature that testing for their 

presence or absence becomes a monumental task.  

3. Dynamic nature of security: Vulnerabilities and exploits are dynamic in nature with 

new variations of older instances being continuously discovered. Moreover, completely 

new vulnerabilities and exploits are constantly being discovered.  

Computer science is itself, a dynamic field with new development paradigms and 

new languages being developed constantly. These developments bring with them new 

vulnerabilities. Therefore, any approach for assessing security has to evolve with the 

dynamic nature of computer science and software security.  
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4. Scope of security assessment: Because no single security assessment approach can 

address all existing vulnerabilities, it is important to bound the set of vulnerabilities that a 

security assessment approach addresses. This is difficult to do however, because there is 

no clear and established definition of a vulnerability. Consequently, this ambiguity often 

leads to any error that has the slightest security implications as being labeled a 

vulnerability. This ambiguity also limits the ability to bound the set of vulnerabilities that 

a security assessment covers or should cover.  

    Moreover, it is important to identify the class of software applications to which a 

particular security assessment approach can be applied. The wide variety of existing 

software applications and their diverse set of characteristics make this task extremely 

difficult.  

1.3 Solution Approach 

As a solution to the problem of assessing software security, this dissertation presents a framework 

for testing a software application for the presence of vulnerabilities. This framework provides a 

systematic approach for assessing software security. It is composed of three components:  

• Taxonomy of Vulnerabilities: The taxonomy provides an informative categorization 

of existing vulnerabilities, which are in the form of violable constraints and 

assumptions. It is based on a theoretical model of computing that establishes the 

relationship between software applications and computer system resources, i.e., main 

memory, Input/Output (I/O), and cryptographic resources. This relationship captures 

the fact that software applications are exploited by violating constraints imposed by 

computer system resources or by violating assumptions made about the usage of 

these resources. These constraints and assumptions underlie the rationale as to why a 

software application is vulnerable to exploits. In other words, a vulnerability exists in 
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the software application if it allows violation of a constraint or an assumption. The 

taxonomy classifies these constraints and assumptions.  

    The characterization of vulnerabilities as constraints and assumptions simplifies 

the process of identifying vulnerabilities present in a software application. That is, 

one can test if the software process permits the violation of a constraint or an 

assumption; a vulnerability exists if either can be violated.  

    Because constraints and assumptions are bound to resources, the taxonomy uses 

them as organizational categories. Hence, the three top level categories of the 

taxonomy are: (1) memory, (2) I/O, and (3) cryptographic resources. Each of these 

categories is divided into subcategories into which the constraints and assumptions 

are classified.  

• Object Model: The object model is an organized collection of potentially vulnerable 

process objects. A process object is defined as an entity that holds data and has 

associated with it a set of operations that can be performed on it. Examples of process 

objects include files, directories, and buffers. The object model enumerates 

potentially vulnerable process objects present in a software application. The objects 

currently listed in the object model have been identified by analyzing the constraints 

and assumptions listed in the taxonomy. Furthermore, the object model uses a 

classification scheme similar to that found in the taxonomy to organize objects. This 

facilitates the association of process objects with constraints and assumptions.  

• Verification and Validation (V&V) Strategies Component: The V&V strategies 

component provides base strategies for testing a software application for the presence 

of vulnerabilities. Each base strategy is composed of three elements: (1) potentially 

vulnerable process objects (identified in the object model), which serve as targets for 

the base strategy; (2) a constraint or an assumption from the taxonomy that serves as 

the goal of the base strategy – that is, the goal is to test if the software application 
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allows violation of a constraint or an assumption; and (3) a method for testing if the 

software process allows violation of the constraint or the assumption. The base 

strategies are used as blue prints to derive the detailed tests. As is the case with the 

object model, the V&V strategies component uses the classification scheme of the 

taxonomy to organize test strategies. In effect, this makes it possible to associate 

process objects and constraints and assumptions with base strategies.  

    The framework also details a process for assessing the security of a software application. The 

process provides a step-by-step procedure to test a software application for presence of 

vulnerabilities. The first step employs the object model for identifying potentially vulnerable 

objects present in the software application. The second step uses the taxonomy to identify the 

constraints and assumptions associated with those objects. Finally, the V&V base strategies are 

used to derive methods that test if the constraints and assumptions can, in fact, be violated.  

1.4 Organization of the Dissertation  

The remainder of this dissertation is organized as follows: Chapter 2 provides an overview of the 

framework and highlights existing approaches for assessing software security. Chapter 3 presents 

the taxonomy of vulnerabilities along with notable existing security taxonomies. Chapters 4 and 5 

present the object model and the V&V strategies component, respectively. Chapter 6 presents the 

process of using the framework. Finally, Chapter 7 provides a conclusion and outlines future 

work.  
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Chapter 2 

Framework Overview 

In this chapter, we present an overview of the framework for assessing security of a software 

application. The framework presents a conceptual abstraction based on the premise that software 

applications are exploited by violating constraints imposed by computer system resources or by 

violating assumptions made about the usage of those resources. The framework uses this premise 

to develop a systematic approach to assess security of a software application by testing it for the 

presence of vulnerabilities. The framework is composed of three components:    

• The taxonomy of vulnerabilities:  The taxonomy is an informative classification of 

vulnerabilities, which are in the form of:  

o constraints imposed by computer system resources, and   

o assumptions made about the usage of these resources.  

These constraints and assumptions underlie the rational as to why a software application is 

vulnerable to exploits. In other words, a vulnerability exists in the software application if it 

allows the violation of a constraint or an assumption. Chapter 3 details the taxonomy of 

vulnerabilities. 

• The object model: The object model is an organized collection of the process objects, such as 

files, directories, and buffers. It assists in the identification of potentially vulnerable process 
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objects that are present in a software application. These process objects are derived by 

analyzing the constraints and assumptions listed in the taxonomy. Chapter 4 presents the 

object model. 

• The Verification and Validation (V&V) strategies component: The V&V strategies 

component provides base strategies to test the software application for the presence of 

vulnerabilities. These strategies include methods to test if a software application permits the 

violation of constraints and assumptions associated with the potentially vulnerable process 

objects present in a software application. The base strategies are used as blueprints to derive 

detailed test strategies. Chapter 5 presents the verification and validation strategies 

component.  

 

 

     

 

 

 

 

Figure 2.1 Framework for deriving V&V strategies 

    As illustrated in Figure 2.1, the three components of the framework are related to each other. 

The process objects in the object model are derived by analyzing constraints and assumptions 

listed in the taxonomy. These process objects also serve as targets for the V&V base strategies. 

Additionally, the V&V component uses constraints and assumptions defined in the taxonomy as 

goals of the base strategies.  

    The three components of the framework share a similar decomposition. In particular, the 

process objects in the object model, the constraints and assumptions in the taxonomy, and the 

base strategies in V&V strategies component are organized in a similar manner. Similar structures 

Object Model Taxonomy of 
Vulnerabilities 

V&V  
Strategies 
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make it possible to draw definitive associations among process objects, constraints and 

assumptions, and base strategies, which, in turn, enables the definition of detailed tests for 

determining if a software application contains vulnerabilities.  

    This framework offers a number of advantages for assessing software security. In particular, it: 

1. Offers a comprehensive solution for assessing security. As demonstrated in Section 2.1, 

the framework supports the security assessment of any software application that executes 

above the level of the operating system.  

2. Provides a systematic approach for assessing software security.  

3. Includes a taxonomy of vulnerabilities. The taxonomy is an informative classification of 

known vulnerabilities, characterized as violable constraints and assumptions.  

4. Provides base test strategies from which evaluators derive detailed tests to determine if 

vulnerabilities are present in a software application.  

5. Uses a novel approach for testing the security of a software application. That approach 

consists of evaluating the software application to determine if it permits the violation of a 

constraint or an assumption.  

In addition to these advantages, the framework offers a number of other advantages that are 

discussed later in this dissertation.  

    The remainder of this chapter presents the definition of a “software process” and discusses 

existing approaches for assessing software security.  

2.1 Software Process 

For clarification purposes, and relative to this research, the definition of a “software application” 

is a necessary beginning point. This is accomplished by describing it in terms of its relationship 

with the other components of the computer system. Modern computer systems can be visualized 

as a hierarchy of components. Figure 2.2 presents a rendering of this hierarchy as a layered 

inverted pyramid. The pyramid is inverted to emphasize that the number and frequency of attacks 
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Operating 
System 

Software

Hardware

increase as one moves from the bottom layer to the top layer. The hardware, or the physical 

devices that make up a computer system, is located at the bottom of the pyramid. This layer 

includes memory, hard disk, processor, buses, and so forth. The operating system, which manages 

the hardware devices and provides an interface to them, occupies the layer above the hardware. 

Software applications, which occupy the layer above the operating system, provide specific 

services to the computer system users and to other software applications. Examples of software 

applications include document editing, e-mail, and scientific applications.  

 

 

 

 

 

 

 

Figure 2.2 Hierarchal view of computer system 

    The three layers of the pyramid are tightly coupled; a typical layer utilizes the functionality 

provided by the lower layer, and provides services to the layer above it. Software applications are 

at the top of this pyramid and provide services to the end users and to other software applications. 

When executing, these applications can be viewed as software processes. The framework focuses 

on software processes that operate above the level of the operating system. Although processes 

utilize hardware resources, they do so through the interface provided by the operating system.   

2.2 Related Work 

 A significant amount of research has been done on individual security vulnerabilities. Tools have 

been developed to safeguard against specific vulnerabilities. For example, StackGuard is a tool 
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for avoiding buffer overflows [COWA98]. Tools have also been developed to test for the 

presence of groups of known vulnerabilities. For example, COPS [COPS] is a package tool that 

tests a UNIX system for the presence of known vulnerabilities such as improper file and directory 

permissions, setuid processes and poor passwords. Another similar security tool is ITS4 [ITS4], 

which scans C and C++ source code for known implementation level vulnerabilities such as 

buffer overflows. Other examples of similar tools include ISS [ISSC], Swatch [SWAT], and 

Tripwire [TRIP].  

    Even though these tools are helpful in assessing the security of a software application, they 

suffer from several shortcomings. The primary ones are: 

1. Because these tools are specific to an operating system or a programming language or a 

set of software applications, they have limited applicability. 

2. Most of these tools identify vulnerabilities by searching a software application for 

signatures of known vulnerabilities. However, because the implementation details of each 

vulnerability vary from one software application to another, and because pattern 

matching only allows searching for specific patterns, these tools can only test for the 

presence of a limited set of simple vulnerabilities, e.g., improper access permissions and 

unbounded buffers. This further reduces the applicability of these tools.  

Nevertheless, despite their limited applicability, these tools are still useful, because they automate 

at least some aspects of assessing the security of a software system.  

    In addition to tools, a large amount of literature in the form of books, websites, mailing lists, 

magazine articles, and so forth is available on individual security flaws and how to avoid them. 

Nonetheless, research that takes comprehensive view of the problem has been sparse. Only a few 

approaches exist that take a holistic view of the problem of assessing the security of a software 

application. The remainder of this section outlines these approaches and discusses their 

advantages and disadvantages.    
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2.2.1 Flaw Hypothesis Methodology 

Clark Weissman [WEIS73, WEIS95] at Systems Development Corporation developed the Flaw 

Hypothesis Methodology (FHM), one of the first approaches for testing an operating system for 

presence of security flaws. FHM consists of a method for testing an operating system using 

penetration testing, a form of stress testing, where a system is analyzed and probed to expose its 

weaknesses. Weissmans’s FHM consists of four steps:  

1. Flaw generation: This step begins with the study and analysis of the target system. After 

the study phase, the evaluators conduct a detailed system review, in which they 

hypothesize flaws. The evaluators probe critical areas of system design for security flaws; 

these design considerations become “plausible move generators.” Weissman categorizes 

the top ten generators of flaws as: (1) past experience with flaws in other similar systems, 

(2) ambiguous, unclear architecture and design, (3) circumvention/bypass of 

“omniscient” security controls, (4) incomplete design of interfaces and implicit sharing, 

(5) deviations from the protection policy and model, (6) deviations from initial conditions 

and assumptions, (7) system anomalies and special precautions, (8) operational practices, 

prohibitions, and spoofs, (9) development environment, practices, and prohibitions, and 

(10) implementation errors.  

2. Flaw confirmation: This step involves confirming the hypothesized flaws. Examining the 

object system documentation and code confirms the majority of the hypothesized flaws. 

Weissman lists three sub-steps within flaw confirmation: (1) flaw prioritization and 

assignment, which involves prioritizing the flaws and assigning them to different team 

members, (2) desk checking, which involves confirming the flaws by examining the 

object system’s documentation, and (3) live testing, which focuses on designing test cases 

to confirm the flaws. Weissman notes that live testing is expensive and should be 

performed only as a last resort. Also the test cases should be designed to confirm the flaw 

and not to exploit it.  
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3. Flaw generalization: In this step, evaluators analyze each confirmed flaw to determine if 

the flaw is a member of a generic class of flaws. This generalization assists evaluators in 

finding similar flaws in other parts of the system and in other systems. Additionally, the 

generalization helps in gaining new insight on countermeasures that can be employed 

against the flaw.  

4. Flaw elimination: The final step in Weissmans FHM is flaw elimination. This step is not 

present in Weissmans original report [WEIS73], but is included in a summary article 

[WEIS95] that he published in 1995. This step involves repairing the confirmed flaws. 

These repairs can range from simple implementation fixes to design countermeasures. 

Once repaired, the system is re-evaluated to confirm that the flaws have been fixed.  

FHM is a generic methodology that can be applied to any software application, and has become 

the most widely used method for testing a software application for the presence of security flaws.  

    Linde, who worked with Weissman at Systems Development Corporation, also published a 

paper describing FHM [LIND75]. Linde offers a slightly different version of FHM in that he adds 

a new step at the beginning and leaves out the last step (flaw elimination). This new first step in 

Linde’s FHM is: 

1. Knowledge of control structure. In this step, system evaluators gain familiarity with the 

operating system by studying its manuals, analyzing the filesystem, analyzing I/O, and so 

forth.  

Although Weissman does not explicitly include this step in his FHM, he has a background stage, 

which is analogous to this step, and which he divides into four steps: (1) establishing testing 

goals, which consists of establishing explicit goals for the FHM, (2) defining the object system to 

be tested, which means identifying whether the system is a stand alone or a networked system, 

and isolating it from the other production systems, (3) posturing as a penetrator, which consists of 

figuring out whether the system is to be tested as a white box or as a black box, and (4) fixing 
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penetration analysis resources, which establishes the upper bounds on the penetration testing 

based on the available resources.  

    Although FHM has become a leading method to testing for the presence of security flaws, it 

does suffer from some drawbacks. First, FHM does not describe a methodology or a theory for 

hypothesizing security flaws, nor does it include an inventory or a taxonomy of security flaws 

that can be used to identify potential flaws in a software application. Therefore, the evaluators are 

responsible for analyzing the system and identifying potential security flaws. Secondly, since 

FHM does not describe a method to actually test a software application for presence of security 

flaws, the evaluators must determine their own ways of confirming a flaw. This is accomplished 

either by studying the system documentation or by defining live tests that expose the flaws. 

Consequently, as both drawbacks indicate, FHM relies heavily on the evaluator’s ability, past 

experience and familiarity with similar systems. Although FHM by itself does provide some 

structure to the process of finding security flaws, it is the evaluators who identify potential 

security flaws and define ways of confirming their presence.  

2.2.2 Hollingworth’s Automated Tools 

Hollingworth et al. [HOLL74] attempted to change the status quo in penetration testing by 

advocating the use of automated tools for identifying security flaws. Based on their past 

experience, they described the desirable functional capabilities for these tools:  

1. Controlled program execution: The tools should allow the evaluators to introduce run 

time break points and redirect the control flow. Although such capabilities are found in 

debuggers, they need to be enhanced so that they can be applied to large applications, 

e.g., operating systems.  

2. Control/Data Flow Mapping: Given a system module, the tools should have the 

capability for the automatic development of control flow and parameter usage maps, 

which are useful in manual analysis of the system modules.  
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3. Automated Module Exercising: Given a system module, the tools should be able to 

automatically test all control paths under parameter conditions, thus freeing the 

evaluators from the monotonous task of manually exercising the control paths in a system 

module.  

4. Heuristic Module Analysis: The tools should be able to produce representations of 

security relevant activities of the system modules. That is, the tools should be able to 

extract and represent security relevant information while ignoring information not 

relevant for security analysis.   

Although Hollingworth et al. do not propose a new approach for identifying security flaws, they 

were among the first to suggest automation of at least some parts of the process.  

2.2.3 Gupta and Giligor’s Formal Penetration Analysis      

In 1991, Gupta and Gilgor [GUPT91] described a formalized approach to penetration analysis. 

They based the approach on the hypothesis that system flaws that cause a large class of 

penetration patterns can be identified in system source code as incorrect/absent condition checks 

or integrated flows that violate the intentions of the system designers. They argue that a majority 

of penetration scenarios occur due to a small number of generic flaws. Furthermore, they contend 

that these generic flaws arise from the violation of one or more of the following properties: 

1. System isolation: This property ensures that system boundaries, which are in the form of 

user interfaces, are protected from external users. Three aspects need to be addressed to 

guarantee that the system is isolated: (1) parameter checking at system interface, (2) 

user/system address space separation, and (3) system call selection and transfer of 

control.  

2. System noncircumventability: This property refers to the guarantee that the system 

mediates all object references. In other words, there should be no way to bypass the 

access check mechanisms of the system.       



 

 

18

3. Consistency of system global variables and objects: This property requires that system 

invariant assertions hold over global variables, objects and internal functions of the 

system. These assertions might require that a global variable not be alterable by 

unprivileged users or that global tables do not overflow.  

4. Timing consistency of condition checks: This property ensures that the validity of 

conditions is not lost between the time the conditions are validated and an action that 

depends on these conditions is performed.  

5. Elimination of undesirable system and user dependencies: This property ensures that no 

undesirable system and user dependencies exist within the system. An example of an 

undesirable system-user dependency is when an unprivileged user is able to lock or crash 

the system.   

    Gupta and Giligor have created a formal model of penetration analysis based on these 

properties. Its principal components are model interpretation constants. They are sets of 

conditions that need to be checked before an object is altered or viewed, before any system 

critical function is invoked, and at every system entry point. These interpretation constants are 

used to generate rules for state transitions. Any state transition must adhere to these rules; a flaw 

exists if it does not. Gupta and Giligor use this model as a foundation to develop an approach for 

penetration analysis, which consists of: (1) generating model interpretation constants, (2) using a 

tool to generate integrated flows (an integrated flow is information flow, function calls and 

dependencies, and condition checks along an execution path), and (3) applying the model rules to 

each such integrated flow. Gupta and Giligor have also developed a tool to automate penetration 

analysis based on their model.        

    Although Gupta and Giligor provide a promising approach for penetration analysis, their 

approach has weaknesses. The primary weakness stems from the fact that the model can only 

handle security flaws that arise due to violation of the conditions listed in the model invariants. 

Furthermore, the penetration analyst populates the conditions in the model invariants. Hence, as is 
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the case with the FHM, such an approach relies heavily on the penetration analyst’s ability, past 

experience and familiarity with the system.  

2.2.4 Standards and Criteria 

Standards and criteria have also been developed for evaluating security. For example, Common 

Criteria (CC) [CCIT] is the result of the combined effort of North American and several 

European governments to establish criteria for security evaluation in the information technology 

domain. CC provides requirements for Information Technology (IT) security in the form of 

categories of functional requirements. It also provides categories of assurance requirements that 

enable the evaluators to determine if the claimed security measures are effective and are 

implemented correctly. These assurance requirements are used to construct a set of seven 

assurance levels, from EAL 1 to EAL 7, with an increase in assurance as one moves to higher 

levels. In order to use CC to evaluate a product, developers must produce a construct called 

Security Target (ST), which is a collection of a security threats to the product, security 

requirements, and summary specification of security functions and assurance measures. The 

security requirements for a product are drawn from categories of the functional requirements 

provided to the evaluators. A product is evaluated against its ST on one of the seven assurance 

levels. Evaluation is carried out using Common Evaluation Methodology (CEM) [CEVM], which 

describes the minimum actions an evaluator must perform in order to conduct a CC evaluation.  

    It is important to note that CC is fundamentally different from the framework described in this 

dissertation in that CC focuses on the functional testing of the security features of a product, 

whereas the proposed framework focuses on identifying vulnerabilities in a product. 

Nevertheless, CC represents an important step in both creating and evaluating secure systems. 

However, some basic disadvantages impair CC. Since CC addresses a wide range of products, it 

is specified in general terms and is subject to a variety of interpretations that determine the level 

of security evaluation. This results in a lack of precision. CC also carries with it significant 
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bureaucratic baggage, which casts doubts on its ability to evolve with the increasing number and 

complexity of threats [TRUS99]. Other similar approaches, such as Trusted Computer System 

Evaluation Criteria (TCSEC) [TCSE] and Information Technology Security Evaluation Criteria 

(ITSEC) [ITSE], suffer similar disadvantages. Additionally, the imposition of standards and 

criteria for the engineering of the software has not proven to be significantly effective to date. 

Pfleeger et al. [PFLE94] identify 250 standards for the engineering of software and conclude that 

these are mostly ineffective.  

2.2.5 System Security Engineering-Capability Maturity Model (SSE-CMM) 

All of the above approaches evaluate the product to assess its security. Alternatively, one can 

assess security by evaluating the process used to develop the product. One such approach being 

used widely is SSE-CMM [SSEC], a process reference model for evaluating and improving 

security engineering practices in an organization. It describes essential characteristics of an 

organization’s security engineering activities, and which must exist to ensure good security 

engineering. SSE-CMM has two dimensions, domain and capability. The domain dimension 

consists of all practices that describe security engineering. The capability dimension represents 

practices that indicate process management and institutionalization capability, and which should 

be performed as a part of the domain practices. Based on the practices in the two dimensions, 

SSE-CMM provides five capability levels, Level 1 to Level 5, which represent increasing 

organizational capabilities in terms of security engineering. SSE-CMM also provides an appraisal 

method to evaluate the security engineering practices of an organization and define improvements 

in them. Using this appraisal method, organizations are evaluated and assigned one of the five 

capability levels.    

    The framework presented in this dissertation differs from approaches like the SSE-CMM; the 

proposed framework focuses on evaluating the product itself, while approaches like SSE-CMM 

focus on evaluating the development process of the product. Although process-based approaches 
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are essential to evaluating security, they are not a replacement for product-based evaluation 

approaches – a product developed by an organization having a high SSE-CMM level is not 

necessarily secure. Therefore, to evaluate the security of a software process, product-based 

evaluation approaches have to be identified. Our proposed framework offers one such approach.  

Summary 

This chapter has outlined a proposed framework for assessing the security of a software process 

by testing it for the presence of vulnerabilities. The framework is composed of three components: 

(1) the object model, (2) the taxonomy of vulnerabilities, and (3) the V&V strategies component. 

The framework simplifies the testing of a software process for presence of vulnerabilities. The 

approach involves determining if the software process allows the violation of a constraint or an 

assumption; a vulnerability exists if either can be violated. Furthermore, the framework provides 

a comprehensive solution for assessing security, because it can be applied to assess security of 

any software process executing above the level of the operating system. In addition to providing 

an overview of the framework, this chapter also discusses existing approaches for assessing 

software security.  
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Chapter 3 

Taxonomy of Software Vulnerabilities  

Taxonomy, as defined by the Merriam-Webster’s Dictionary [MWEB93], is the “study of general 

principles of scientific classification.” A taxonomy embodies information about the objects it 

classifies, their characteristics, and their relationships to each other. In this way, it lays the 

foundation upon which a science is further developed.  

    A taxonomy methodically and uniquely classifies objects into categories. An object is first 

classified into a category, then reclassified into one of the subcategories, and so on, until no 

further classification is possible. Hence, a taxonomy can be depicted as a tree structure with the 

nodes denoting categories and subcategories, and the leaves denoting the objects. Classifying an 

object can be viewed as traversing the tree while selecting the nodes to which the object belongs. 

At every node, a decision must be made to select one of the child nodes to which the object 

belongs.  

    This chapter presents a taxonomy of vulnerabilities that provides an informative classification 

of vulnerabilities. The taxonomy is grounded in a theoretical model of computing, which 

establishes pair-wise relationships between vulnerabilities, software applications and computer 

system resources. This relationship captures the notion that software applications are exploited by 
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violating (a) constraints assumed by computer system resources or (b) assumptions made about 

the usage of these resources. This taxonomy classifies these constraints and assumptions.  

    The theoretical model of computing, presented in Section 3.1, also reflects decomposition 

scheme similar to that used by the taxonomy, which consists of using computer system resources 

as categories. The top-level categories of both the theoretical model and the taxonomy are: (1) 

main memory, (2) Input/Output (I/O), and (3) cryptographic resources. Each of these categories is 

further divided into subcategories in which the constraints and assumptions are classified. Section 

3.2 details the categories and subcategories of the taxonomy and lists the constraints and 

assumptions associated with each subcategory.  

    Because it is important to keep the taxonomy updated, Section 3.3 of this chapter details a 

process for adding new constraints and assumptions to the taxonomy. Section 3.4 presents the 

results of a preliminary study classifying vulnerabilities derived from CERT advisories issued 

from January 2004 to June 2004; Section 3.5 discusses the desired characteristics of vulnerability 

taxonomies; and lastly, Section 3.6 discusses related work pertaining to existing taxonomies.  

3.1 Theoretical Foundation 

This section presents a theoretical model of computing, which serves as a foundation for the 

taxonomy of vulnerabilities. The model establishes the relationship among vulnerabilities, 

computer system resources and the software process. This relationship, in turn, allows 

characterization of vulnerabilities in terms of constraints imposed by the computer system 

resources and assumptions made about the usage of these resources.  

    The model takes a high-level view of a software process executing on the computer system 

(Figure 3.1). The process can be visualized as a black box entity that takes input, performs some 

operations, and produces an output. However, it does not execute in a vacuum. To perform its 
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requisite operations, it requires resources1 such as (a) memory to store data, instructions and other 

execution specific parameters, (b) input/output (I/O) to receive and store input, store output, 

present output, as well as (c) cryptographic resources2 to store secrets, and ensure data integrity. 

A software process, through the operating system interface, uses one or more of these resources 

to carry out its requisite functions.  

 

 

 

 

 

 

 

 

 

Figure 3.1 High level view of software process executing on a computer system 

    A software process, however, utilizes resources according to certain rules and limits, which are 

defined by the resources themselves or by the operating system that provides an interface to them. 

These rules and the limits manifest themselves in the form of constraints that a software process 

must adhere to in order to function correctly. For example, the system memory assumes a 

constraint that limits the total amount of memory available to a software process. In addition to 

such constraints, the software process itself makes assumptions about the resources it uses; for 

example, it assumes that it will be provided with the requisite amount of memory required for its 

                                                           

1 Please note that there exist other resources that a software process uses, such as the processor. However, 
the theoretical model only covers resources whose usage leads to vulnerabilities.  
2 Please note that cryptographic algorithms and protocols are considered as resources. It is the author’s 
contention that these algorithms and protocols should be treated as a resource and should not, under any 
circumstances, be developed by software developers.  
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operation. The process has to ensure that the assumptions it is making about usage of the 

resources are valid, and hold under current computational demands.  

    These constraints and assumptions give rise to vulnerabilities. It is the author’s contention that 

a vulnerable state arises when a software process fails to enforce a constraint assumed by a 

resource and/or makes an incorrect assumption about its usage. In general, the resources and/or 

the underlying operating system enforce most of the constraints. For those that are not enforced at 

the resource or OS level, it is assumed that the software process will enforce or adhere to them. 

An enforcement or adherence failure creates the possibility that constraints can be violated. 

Additionally, the software process is expected to only make the assumptions that hold true under 

all circumstances.  

    At this point it is important to note is the difference between a vulnerability and an exploit. A 

vulnerability is present whenever constraints assumed by the resources or the assumptions made 

about their usage or both can be violated. An exploit is realized when these constraints or 

assumptions are actually violated. To further illustrate the concept, consider the example of buffer 

overflow. The system state can be described as a buffer that is allocated on the program stack 

with no bounds checking being performed on it. The program stack (part of main memory) 

assumes the following constraint on the software process: Data accepted as input by the process 

and assigned to a buffer must occupy and modify only specific locations allocated to the buffer. 

Neither the hardware nor the operating system enforce this constraint; in effect the software 

process is expected to adhere to it. However, the process does not enforce this constraint. Instead, 

it makes the assumption that the data being accepted by the process and stored in the buffer will 

always be smaller than or equal to the size of the buffer. Here, both the constraint assumed by the 

system memory and the assumption made by the software can be violated. These violable 

constraints and the assumptions are the reason that this system state is vulnerable. This state leads 

to the undesired and incorrect functionality when the process accepts and stores data that is larger 

than the buffer, thereby overwriting data that lie beyond the bounds of the buffer.  
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3.2 The Taxonomy     

This section presents the taxonomy of vulnerabilities. The taxonomy provides a classification of 

vulnerabilities, which are in the form of violable constraints and assumptions. We identify the 

constraints and assumptions currently classified by the taxonomy by analyzing vulnerabilities, 

which in turn, are identified by analyzing security exploits. We have obtained security exploits 

from various sources including, but not limited to, books [HOWA02, VIEG01], mailing lists 

[BUGT], and websites [SEFO, PHRA].  

    The theoretical model presented in the previous section presupposes that constraints and 

assumptions are bound to the resources, an insight used to derive the classification scheme 

embodied in the taxonomy. This scheme uses resources as categories of the taxonomy. 

Effectively, the three top-level categories of the taxonomy are (1) Main Memory, (2) 

Input/Output, and (3) Cryptographic Resources (Figure 3.2).  

 

 

 

 

 

Figure 3.2 First Level Categories of the taxonomy 

    Each top-level category of the taxonomy is divided into additional subcategories, which 

themselves are resources, but represent different components of each top-level category. Each of 

the components has its own distinct set of characteristics. Additionally, the software process 

utilizes each for a different purpose. Therefore, each component has different constraints and 

assumptions associated with it, which necessitates different subcategories for the different 

components. Hence, main memory is divided into static memory and dynamic memory, I/O is 

partitioned into network interface and filesystem, and cryptographic resources into randomness 

Taxonomy of Vulnerabilities 
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resources and cryptographic algorithms and protocols. Appendix A presents the complete 

taxonomy with all of its categories and subcategories.  

    The constraints and assumptions are classified into one of the subcategories based on the 

resource with which they are associated. For example, an assumption such as the software 

process will be provided with the required dynamic memory necessary for its execution is 

categorized under dynamic memory, as that resource is the one in question.  

    It is important to note that the taxonomy views resources (its categories and subcategories) 

from the same perspective as that of the software process. That is, the taxonomy is not concerned 

with the physical or the operating system view of resources, but instead, how the software process 

is using those resources, and how the attendant constraints and assumptions apply to the software 

process.  

    Another important point to note is that although the taxonomy classifies both constraints and 

assumptions, it is of no consequence to distinguish between them. This is because the focus of the 

taxonomy is on vulnerabilities, and not on whether a particular statement being classified is a 

constraint imposed by a resource or an assumption made by the software process. Furthermore, 

distinguishing between a constraint and an assumption is difficult and, more often than not, a 

matter of point of view. For example, once the taxonomy has classified the statement, data 

accepted as input by the process and assigned to the buffer must occupy and modify only specific 

locations allocated to the buffer, it can be viewed as a constraint imposed by dynamic memory (a 

resource) as well as an assumption made by the process while accepting data. Also adding to the 

complications is the fact that assumptions are usually made about constraints. Hence, 

differentiating between constraints and assumptions provides no benefits and introduces 

unnecessary complexity.  

    The taxonomy affords a number of advantages in terms of testing a software process for 

presence of vulnerabilities. We discuss the primary ones below. 
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1. The taxonomy provides an inventory of vulnerabilities, where vulnerabilities are 

expressed in the form of violable constraints and assumptions. This characterization 

simplifies the task of identifying vulnerabilities present in a software process. One can 

test if the software process permits violation of a constraint or an assumption; a 

vulnerability exists if either can be violated.   

2. As we demonstrate in Section 3.3, the process of classifying an exploit involves breaking 

it into multiple vulnerabilities, breaking each vulnerability into multiple constraints and 

assumptions, and finally classifying each of these constraints and assumptions. Hence, 

within the taxonomy a single exploit can engender multiple constraints and assumptions. 

This implies that a single exploit can be visualized as a chain of violable constraints and 

assumptions. If a single link in the chain is broken, the exploit cannot be completed. In 

other words, if a single constraint or assumption cannot be violated, the exploit will stop. 

This visualization implies that testing a software process against a carefully crafted subset 

of constraints and assumptions ensures its immunity against a large number of exploits.  

3. The taxonomy requires minimal updates to keep it current. Again, this is because within 

the taxonomy, an exploit is represented by multiple constraints and assumptions. Hence, 

classifying new exploits that are variations of old exploits requires minimal or no 

updates, because new variations either violate all or most of the same constraints and 

assumptions used in the original exploits and have already been classified.  

4. The taxonomy does not exhibit ambiguity. That is, a single constraint or an assumption 

can be classified only in a single category. This is a direct result of using resources to 

classify constraints and assumptions. Since constraints are imposed by resources, and 

assumptions are made about their usage, a single constraint or assumption can only be 

associated with a single resource, which implies that it can only be classified in a single 

category.   
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    The remainder of this section is organized as follows: Subsections 3.2.1 through 3.2.3 describe 

each category of the taxonomy, its subcategories, and present the constraints and assumptions 

associated with each subcategory. Furthermore, for each subcategory, an example of a 

vulnerability resulting from violation of an associated constraint or an assumption is also 

provided; lastly, Subsection 3.2.4 discusses the scope of the taxonomy.  

3.2.1 Main Memory 

The main memory, physically, refers to memory chips (DRAM, SRAM, and so forth) that are 

present in a computer system. Conceptually, it refers to the storage space that the software 

process uses to store input, generated output, instructions, execution-specific parameters, and 

other objects necessary for the execution of the process. Each process executing on a computer 

system is allocated its own share of memory. Hence, each process has its own view of memory 

that is independent of the physical view. The underlying operating system supplies it with this 

view.  

 

 

 

 

 

 

Figure 3.3 Subcategories of main memory category. 

    Main memory is divided into two subcategories, static memory and dynamic memory (Figure 

3.3). Subsections 3.2.1.1 and 3.2.1.2 present the dynamic memory and static memory 

subcategories, list the constraints and assumptions associated with them, and present an example 

of the violation of a constraint or an assumption for each subcategory.  
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3.2.1.1 Dynamic Memory 

Dynamic memory is the part of main memory whose size changes as the process executes. It 

consists of two components, the program stack and the heap, both of which store variables while 

the process is in execution. The program stack, or execution stack, is a contiguous block of 

memory used by the operating system and the process. It stores process data such as local 

variables, execution-specific parameters, and return addresses. The heap, on the other hand, is 

blocks of memory used to store dynamically allocated variables. For example, in C language the 

heap stores variables that are allocated using the malloc( ) call, while in C++ it stores variables 

that are allocated using the new operator. 

    Since the nature of the variables being stored on the program stack and the heap is different, it 

is plausible to think that dynamic memory should be further divided into two subcategories, the 

program stack and the heap. In fact, not dividing it into subcategories might seem to be counter 

intuitive, because the exploits resulting from vulnerabilities on the program stack and heap have 

different impacts. However, the nature of the variables does not affect how the software process 

uses these resources. It uses these resources to store variables. This similar use implies that the 

constraints and assumptions associated with the program stack and heap are similar. Therefore, 

there is no need to divide the dynamic memory into more subcategories.  

    Figure 3.4 presents the constraints and assumptions associated with the dynamic memory, most 

of which are applicable to data held by variables stored on it. Failure to comply with any of the 

identified constraints and assumptions gives rise to a vulnerable condition.  
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Dynamic Memory 

1. Data accepted as input by the process and assigned to a buffer must occupy and modify only 

specific locations allocated to the buffer. 

This constraint is violated if the software process allows data larger than the size of the buffer to 

be written to the buffer. Since the data is larger than the buffer, it will overwrite memory that lies 

beyond the bounds of the buffer.   

2. The process will not interpret data present on the dynamic memory as executable code. 

This assumption is violated if the process is made to interpret data present on the dynamic 

memory as executable code, which, in turn, can be accomplished by changing process variables it 

holds, such as, return addresses, exception pointers.  

3. Environment variables being used by the process have expected format and values.  

This is a violable assumption, because a hostile entity can change the environment variables 

before the process begins execution. These variables are provided by the operating system and 

define the behavior of the process. A violation can occur if the process uses these variables and 

makes assumptions regarding their format and values.  

4. The process will be provided with the dynamic memory that it requests. 

This is a violable assumption, because the amount of dynamic memory available to a process is 

limited and depends on the total amount of memory available on the computer system and the 

number of running processes. A violation can occur if the process assumes that it has access to an 

unlimited amount of memory.  

5. Data present on the dynamic memory cannot be observed while the process is in execution.  

This is a violable assumption, because a hostile entity can run the process in a controlled 

environment and observe the contents of the dynamic memory, including any privileged data it 

holds.  

6. Data owned by the process and stored on the dynamic memory cannot be accessed after the 

process frees the memory.  

This is a violable assumption, because the memory being used by the process is not erased after 

the process frees it. Hence, another process, if allocated the same physical memory, can access 

the data left over by the previous process.   

7. A pointer variable being used by the process references a legal memory location.  

This is a violable assumption, because a pointer variable can point to any memory location, 

including memory locations outside the process address space. Furthermore, it can reference 

wrong variables, thereby creating illegal memory references.    
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Figure 3.4 Constraints/Assumptions associated with dynamic memory 

Dynamic Memory (Cont.) 

8. A memory pointer returned by the underlying operating system does not point to zero bytes of 

memory. 

This is a violable assumption, because some operating system’s can provide the process with a 

pointer that points to zero bytes of memory. Using this pointer will cause illegal memory 

references or overwriting of memory locations being used by other variables.  

9. A pointer variable being used by the process cannot reference itself.  

This assumption is violated if a pointer variable references itself. The consequences of this 

violation vary from garbage value being written to the memory location to the process going into 

an infinite loop. 

10.  Data accepted by the process must not be interpreted as a format string by the I/O routines. 

This constraint is violated if a process accepts input and interprets it as a format string. A 

violation will at the very least reveal the contents of the process stack. Additionally, a hostile 

entity can provide the process a specially crafted format string that allows it to write data to the 

process stack. 

11. The value of an integer variable/expression (signed & unsigned) accepted/calculated by the 

process cannot be greater (less) than the maximum (minimum) value that can be stored in the 

integer variable.  

This is a violable assumption, because the maximum (minimum) value of an integer variable is 

determined by the amount of storage space provided to it by the underlying operating system. If 

the process tries to store a value that requires more storage space than is allocated to an integer, 

then the higher order bits of this value are dropped, resulting in a wrong value being stored.  

12. An integer variable/expression used by the process as the index to a buffer must only hold 

values that allow it access to the memory locations assigned to the buffer. 

This constraint is violated if the process does not restrict the value of the integer variable being 

used as an index to the array. A hostile entity can provide the process with any integer value to 

use as an index, which, in turn, gives it access to memory locations beyond the bounds of the 

array. 

13. An integer variable/expression used by the process to indicate length/quantity of any object 

must not hold negative values. 

This constraint is violated if the process uses an integer value to indicate length/quantity of an 

object and does not restrict the value to only positive values. A hostile entity can use a negative 

value to indicate the length of the object, thereby creating an error condition. 
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An Example 

The constraint, an integer variable/expression used by the process as the index to a buffer must 

only hold values that allow it access to the memory locations assigned to the buffer (Figure 3.4, 

12), is used here to provide a detailed example of a vulnerability. The vulnerable state occurs 

when a software process accepts from a user: two integer values – a position to store data and the 

value of the data itself. The software process stores the data in an integer array allocated on the 

program stack and uses the position value as an index to the array. If we assume that the process 

does not (or fails to) restrict the values of the index, then the user is free to enter any integer value 

he/she desires.  

    A vulnerability results from a software process allowing any value as the index for the array. 

Users can exploit this vulnerability by providing the software process with an index value greater 

than the size of the array, which permits them to write to a memory location beyond the array. 

Because users also provide data to be placed at the designated index value, they can write any 

value to any memory location that lies beyond the bounds of the array. Thus, users can overwrite 

the return value on the program stack with the value of their choice, which gives them the ability 

to execute any code they choose with the privileges of the software process. Thus, by failing to 

ensure that the constraint is not violated, the software process creates a vulnerable system state.  

3.2.1.2 Static Memory 

The second subcategory of the main memory is static memory. As the name suggests, the size of 

the static memory is fixed before the process begins execution and does not change as the 

execution proceeds. There are two major components of static memory, the data segment and the 

block storage segment (BSS). The data segment stores initialized global (static) variables; the 

BSS stores un-initialized global (static) variables. The software process uses the data segment and 

BSS in a similar way, i.e., to store data whose size is fixed before execution starts. Figure 3.5 
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presents the constraints and assumptions associated with static memory. Again, failure to comply 

with the identified constraints and assumptions gives rise to potential vulnerable states.  

 

 

 

 

 

 

 

 

 

 

Figure 3.5 Constraints/Assumptions associated with static memory 

An Example 

The constraint, data accepted as input by the process and assigned to a buffer must occupy and 

modify only specific locations allocated to buffer on the static memory (Figure 3.5, 1), is used to 

provide a detailed example of a vulnerability. The vulnerable state occurs when a software 

process accepts a string as input from the users and copies it into a fixed length buffer without 

performing any bounds checking. The software process declares this buffer along with several 

other variables as global variables, thereby implying that all these variables and the buffer reside 

on the static memory.  

    A vulnerability results because the software process does not perform bounds checking before 

copying data into the buffer. Users can exploit this vulnerability by providing the software 

process with a string that is larger than the size of the buffer. Because, the software process 

performs no bounds checking, the string will overwrite the variables that lie beyond the bounds of 

the buffer. Depending on the variables being overwritten and the data with which they are being 

Static Memory 

1. Data accepted as input by the process and assigned to a buffer must occupy and modify only 

specific locations allocated to buffer on the static memory. 

This constraint is violated if the software process allows data larger than the size of the buffer to 

be written to the buffer. Because the data is larger than the buffer, it will overwrite memory that 

lies beyond the bounds of the buffer.   

2. Data held on the static memory cannot be observed while the process is in execution.  

This is a violable assumption, because a hostile entity can run the process in a controlled 

environment and observe the contents of the static memory, thereby gaining access to any 

privileged data held in static memory.  

1
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overwritten, the consequences of this attack can vary from the process producing wrong output to 

the abnormal termination of the process. Thus, by failing to enforce this constraint, the software 

process creates a vulnerable system state.  

3.2.2 Input/Output (I/O) 

The second category of the taxonomy is I/O. The software process uses I/O resources to receive 

input and to communicate output. Physically, I/O devices correspond to components like the 

mouse, keyboard, monitor, hard disks and network cards. Conceptually, I/O corresponds to 

filesystem, network interface, standard input interface, and standard output interface.  

 

 

 

 

 

Figure 3.6 Subcategories of I/O category. 

    I/O, as a category of this taxonomy, is divided into two subcategories: filesystem and network 

interface. Subsections 3.2.2.1 and 3.2.2.2 present the filesystem and network interface 

subcategories, list the constraints and assumptions associated with them, and present an example 

of the violation of a constraint or an assumption for each subcategory. 

3.2.2.1 Filesystem 

The first subcategory of I/O is the filesystem, which is characterized by an encoding of the 

addressing scheme, boot block, super block, inode structure, storage blocks, and so forth. 

Different filesystem types use different encoding schemes. For example, ext3, FAT, and NTFS all 

use different encoding schemes. However, a software process, while using the filesystem as a 

resource, does not perceive it as an encoding scheme; instead the process views the filesystem as 

a hierarchy of connected directories containing metadata about files and the files themselves.  

Input/Output 

Filesystem Network Interface 
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Filesystem  

1.  Access permissions assigned to newly created files/directories are such that only the required 

principals have access to them. 

 This constraint is violated if a software process creates new files and directories without 

assigning them proper access permissions, which, in turn, allows a hostile entity to access them. 

A violation occurs when a hostile entity actually reads or modifies these files and directories.  

2. Access permissions of the files/directories being used by the process are such that only the 

required principals have access to them. 

 This is a violable constraint, because if a software process uses file/directories, already present on 

the filesystem, which do not have proper access permissions, then there exists a probability that a 

hostile entity has already read or modified these files. A violation occurs when the process uses 

the files/directories after the entity has read or modified them.  

3. A file being created by the process does not have the same name as an already existing file. 

 This is a violable assumption, because a hostile entity can create a file with the same name as a 

file being created by the software process and place it in the same directory where the software 

process was going to place its file. Depending on the underlying operating system, the 

consequences of this attack vary from the process using the file placed by the hostile entity to the 

process terminating execution.  

4. A filename (including path) being used by the process is not a link that points to another file 

for which the user, executing the process, does not have the required access permissions. 

 This is a violable assumption, because a hostile entity can provide the software process with a file 

that is a link to another file. If the process has more privileges than the entity, then the entity can 

point the link to a file to which it does not have access, thereby resulting in the entity gaining 

improper access to the file pointed to by the link.     

5. A file created/populated by a principal other than the process and being used by the process 

will have expected format and data.  

This is a violable assumption, because a hostile entity can provide the software process with 

specially crafted files containing corrupt data. A violation occurs when the software process uses 

these corrupt files. 
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Figure 3.7 Constraints/Assumptions associated with filesystem  

    Figure 3.7 presents constraints and assumptions associated with the filesystem subcategory. 

These constraints and assumptions focus directly on files and directories. Historically, software 

processes have been particularly vulnerable to exploits involving files/directories because the 

filesystem, itself, does not enforce the identified constraints. By failing to address these 

Filesystem (Cont.) 

6. A file being used by the process cannot be observed/ modified/replaced while the process is in 

execution. 

This constraint is violated if the software process does not lock the files that it is using. A 

violation occurs when a hostile entity can read, modify or replace these files while the process is 

in execution.    

7. A file/directory being used by the process and stored on the file-system (information used by 

the process over multiple runs) cannot be observed/modified/replaced in-between these runs. 

This is a violable assumption, because a hostile entity can observe, modify or replace files created 

by the software process and stored on the filesystem after the process stops execution and before 

the next run.  

8. Data held by files owned/used by the process must not be accessible after the process deletes 

them.  

This is a violable constraint, because files stored on the filesystem are not erased after the 

software process deletes them. The operating system simply deletes their name from the list of 

existing files, but anyone with proper access permissions can access this data by directly 

accessing the physical storage.  

9. The process must be provided with the filesystem space that it requests.  

This is a violable constraint, because filesystem space is a limited resource and the process will 

not always be provided with the filesystem space that it requires.  

10. A file having proprietary or obscure format cannot be understood or modified.  

This is a violable assumption, because proprietary or obscure file formats are not enough to keep 

the contents of a file secret. Tools and techniques a hostile entity can use to reverse engineer 

these formats to reveal the contents of the files exist.     
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omissions, and by making yielding assumptions regarding filesystem usage, the software process 

creates states wherein constraints and assumptions can be violated. This, of course, creates 

vulnerabilities and, in turn, permits exploits.   

An Example 

The assumption, a filename (including path) being used by the process is not a link that points to 

another file for which the user, executing the process, does not have the required access 

permissions (Figure 3.7, 4), is used to provide a detailed example of a vulnerability. The 

vulnerable system state occurs when a software process executes with setuid permissions. In other 

words, although a user is executing the process, it has effective root user privileges, which give 

the process access to all resources of the computer system. The software process, in course of its 

execution, asks the user to provide it with the name of a file to which it has to write data.  

    A vulnerability results from the software process not checking if the user executing the process 

has access permission to the file pointed to by the symbolic link. A user can exploit this 

vulnerability by providing the software process with the name of a symbolic link which points to 

another file, to which he/she does not have the required access permissions. If, for instance, the 

symbolic link points to the system password file, the software process will follow the link, open 

the system password file, and write data to it. Depending on the data the process is writing, the 

consequences of this exploit vary from trashing of system password file to the user gaining root 

privileges. Therefore, by not taking this assumption into account, the software process enables 

this assumption to be violated, which creates the vulnerability. A detailed explanation of this 

exploit is described later in this dissertation.  

3.2.2.2 Network Interface  

The second subcategory of I/O is the network interface, which physically corresponds to the 

network interface card. This card enables a computer system to talk to other computer systems on 

the network. A software process uses this card to communicate over the network, but it does not 
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directly interact with the physical interface. Instead it uses ports to send and receive data. A port 

is an end of a logical connection, which a software process uses to communicate over the 

network. Ports are numbered from 1 to 65535, with different ports being used by different 

applications for different services. A software process can attach itself to any open port and use it 

to send and receive data. In this way, the port serves as an interface for the software process. 

Thus, from the perspective of the software process, the network interface is simply a resource that 

can be used to send and receive data.  

    Figure 3.8 presents constraints and assumptions associated with the network interface. 

Typically neither the network interface, the operating system, nor the software process enforce 

the identified constraints and assumptions. More specifically, the software process makes 

decisions based on the data received from the network interface, with little consideration as to 

whether or not the constraints and assumptions are being upheld, which, in turn, creates 

vulnerable system states.   

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Network Interface 

1. The data received by the software process through the network interface is neither read nor 

modified by anyone other than the intended recipient.  

This is a violable assumption, because a hostile entity can intercept, read or modify, and resend 

data that has been sent to the software process by sitting between the sender and the software 

process. A violation occurs when a hostile entity reads or modifies and resends data that has been 

sent to the software process. 

2. The data received by the software process through the network interface is from a legitimate 

client or peer or server and has expected format and length.  

This is a violable assumption, because any entity can send data using the network interface if it 

knows the IP address of the host machine and the port number being used by the software 

process. A violation occurs when the software process uses corrupt data sent by a hostile entity.  
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Figure 3.8 Constraints/Assumptions associated with network interface 

An Example 

The assumption, the data received by the software process through the network interface is from 

a legitimate client or peer or server and has expected format and length (Figure 3.8, 2), is used to 

provide a detailed example of a vulnerability. The vulnerable system state occurs when a server 

process accepts input from various client processes running on other computer systems, which it 

then copies into a fixed length buffer for further processing. The server process expects the input 

to have an agreed upon format and maximum size.  

    A vulnerability results when the server process assumes that the data accepted from the 

network interface conforms to a predefined structure. In particular, a user can send the server 

process data that is larger than the size of the fixed length buffer, into which this data is being 

Network Interface (Cont.) 

3. The data sent by the software process via the network interface will not be read/modified before 

it reaches its destination. 

This is a violable assumption, because a hostile entity can intercept, read or modify, and resend 

data being sent by the software process by sitting between the software process and receiver of 

data.  A violation occurs when a hostile entity reads or modifies and resends data being sent by 

the software process. 

4. The software process will be able to utilize the network interface to send and receive data.  

This is a violable assumption, because no guarantee that the software process will always be 

provided with access to the network interface exists. A violation occurs if the software process 

does not take this assumption into account and is not able to use the network interface.  

5. The byte order of numerical data accepted from the network interface is same as that of the 

host machine.  

This is a violable assumption, because the format of numerical data of a host machine and the 

network can be different and the software process has to change the format before using it. 

Making this assumption results in wrong numerical values being used by the software process.   
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copied. This results in memory beyond the bounds of the buffer being overwritten with the users 

data. Depending on the data supplied and the location of the fixed length buffer, the consequences 

of this exploit can vary from the server process crashing, to the user gaining control of the server 

by performing a buffer overflow exploit.  

3.2.3 Cryptographic Resources 

The third category of the taxonomy is cryptographic resources, which refers to the algorithms and 

protocols contributed by the discipline of cryptography. The field of cryptography is extensive3 

and has been in existence for many years [SING00]. In computer systems, cryptography provides 

the capability for securing data and resources in the areas of confidentiality, authentication, 

integrity, and nonrepudiation [VIEG01]. Confidentiality means that only authorized entities are 

able to understand data. Authentication focuses on ensuring that only authorized entities are able 

to access data/resources or to supply data. Integrity means that only authorized entities should be 

able to modify data. Nonrepudiation, which concerns the communication of messages, means that 

the sender of a message should be able to substantiate that the receiver received the message; and 

conversely, the receiver should be able to substantiate that the sender actually sent the message.  

    The category of cryptographic resources differs from the previous two categories of this 

taxonomy. The previous categories have physical devices associated with them and a software 

process uses these devices as resources; cryptographic resources, more often than not, are 

software components themselves, used by other software processes. However, cryptographic 

resources has been included as a category of this taxonomy because they are, in their own right, 

resources used by the software process. Developing or even implementing cryptographic 

algorithms and protocols is a very difficult task. The author shares the opinion with other security 

experts [VIEG01] that no software developer should even try to engage in this activity. In fact, 

                                                           

3 This by no means is a complete description of cryptography. For a detailed treatment of the subject please 
refer to a book. There are several good books on the subject, e.g., [SCHN96].   
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many well-know exploits have occurred when software applications have used “home brewed” 

cryptographic algorithms and protocols [NETS99].  

  

 

 

 

 

Figure 3.9 Subcategories of cryptographic resources category. 

    The two subcategories of the cryptographic resources category are randomness resources and 

cryptographic algorithms and protocols (Figure 3.9). Subsections 3.2.3.1 and 3.2.3.2 present the 

randomness resources and cryptographic algorithms and protocols subcategory, list the 

constraints and assumptions associated with them, and provide an example of the violation of a 

constraint or an assumption for each subcategory.  

3.2.3.1 Randomness Resources 

Randomness, the first subcategory of cryptographic resources, refers to the generation and use of 

random numbers, which are a series of numbers whose values are uniformly distributed over a 

set. Ideally, the probability of predicting the next number in the series is zero. Many algorithms 

have been developed for generating random numbers. These algorithms, called Pseudo-Random 

Number Generators (PRNGs), accept input, called a seed, and use it to generate a series of 

random numbers. The series generated depends on the seed provided to the PRNG. To generate 

an unpredictable series of numbers, an unpredictable seed must be used. Thus, the problem shifts 

its focus from the generation of random numbers to the generation of a seed that is truly random 

or close to truly random. The seed for PRNGs is generated using events that occur in a computer 

system. Although computers are deterministic machines, certain events occurring in a computer 

system, including the press of a key on the keyboard, mouse movements, CPU scheduling and 

Cryptographic Resources 

Randomness Resources Cryptographic Algorithms and 
Protocols 
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difference between CPU timer and interrupt timer are difficult to guess. These events are used to 

generate unpredictable seeds.  

    Because PRNGs are algorithms running on deterministic machines, they do not generate true 

random numbers. Therefore, a measure of randomness called entropy exists. In information 

theory, entropy is defined as the amount of information present in a data set. For example, 

flipping a coin results in a head or a tail. One bit can represent this information. Thus, flipping a 

coin has 1 bit of entropy. A direct relationship exists between entropy and randomness, and is 

embodied by an alternative definition of true random numbers. This definition states that a series 

of numbers is truly random if it cannot be compressed. In other words, information present in this 

series cannot be expressed in a shorter form. Thus, a series of true random numbers has 

information equal to the number of bits in that series. This, in turn, implies that the series has 

entropy equal to the number of bits present in it. This relationship allows one to use entropy as a 

measure of how random a particular set of numbers is.  

    The generation and use of random numbers is one of the least understood aspects in the design 

and implementation of a software system. Consequently, software processes tend not to consider 

the constraints associated with randomness and make assumptions that can be violated. The 

constraints and assumptions become particularly critical when random numbers are used for 

cryptographic purposes. Such vulnerabilities usually render the cryptographic algorithms and 

protocols useless. Figure 3.10 presents constraints and assumptions associated with randomness. 

Most of these address the use of random numbers. Because the taxonomy considers random 

numbers a resource that a software process uses, it is assumed that the software process is using 

standard random number generation techniques.  
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Randomness Resources 

1. The series of random data being produced by the PRNG is unpredictable (assuming 

unpredictable seed).  

This is a violable assumption, because there exist PRNGs that produce predictable random data 

series. These PRNGs produce data that is random in the sense that each number has an equal 

probability of being the next number in the series, but it is computationally feasible to predict the 

next number in the series. Hence, the random data produced by these generators cannot be used for 

cryptographic purposes.  

2. The seed being used by the PRNG is unpredictable.  

This assumption is violated if the seed being used by the PRNG is predictable. Random data being 

produced by the PRNG is dependent upon the seed provided as input to the PRNG. Thus, using an 

unpredictable seed is a key requirement for producing unpredictable random data series. A 

predictable seed would result in a predictable random data series, which cannot be used for 

cryptographic purposes.  

3. The process will have easy access to entropic data on a computer system.  

This is a violable assumption, because computers are deterministic machines. Therefore, it is very 

difficult to have to access entropic data on a computer system.  

4. The process will be able to accurately estimate entropy of a data set.  

This is a violable assumption, because currently available approaches for estimating entropy 

provide only a coarse approximation of the value of entropy for a data set. Hence, a process, even 

while employing these approaches, should be conservative in estimating entropy, because 

estimating a higher value of entropy than is actually present leads to a false sense of security.   

6. User selected passwords/keys will have a sufficient amount of entropy.  

This is a violable assumption, because user selected passwords/keys do not have sufficient amount 

of entropy and typically are highly predictable. Hence, they should not be used in cryptographic 

algorithms or protocols that require highly entropic keys/passwords.  

6. If two different seeds are provided to the PRNG, it is computationally infeasible to produce the 

same series of data both times. 

This is a violable assumption because of the structure of the data series some PRNGs produce, 

which can be visualized as a series of numbers on the circumference of a circle. The seed, given as 

input to these PRNGs, selects a point on this circle from where the PRNG starts to output random 

numbers. It is possible, especially if the circle is small, for two different seeds to select the same 

point on the circle (modulo arithmetic) and produce the same random data series. These PRNGs are 

not suitable for cryptographic purposes and can be identified from current cryptographic literature.  
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Figure 3.10 Constraints/Assumptions associated with randomness resources 

An Example 

The assumption, the seed being used by the PRNG is unpredictable (Figure 3.10, 2), is used here 

to provide a detailed example of a vulnerability. The vulnerable software process is an online 

poker game. The process uses a popular and readily available PRNG to generate a series of 

random numbers, which it uses to shuffle cards for the poker game. The software process uses the 

current system time, which is an easily predictable number, as a seed for the PRNG [VIEG01].  

    A vulnerability results from the software process using a predictable number to seed the 

PRNG. A user can use the same PRNG that the software process is using and provide it with the 

seed being used by the software process. This provides him or her with access to the random data 

series being used by the software process. Because, the user has access to the random data series 

being used to shuffle the cards, he or she can predict the order of the cards in the poker deck and, 

as a result, have complete control of the poker game. Thus, the software process makes this 

violable assumption, thereby creating a vulnerable system state.      

3.2.3.2 Cryptographic Algorithms and Protocols 

The second subcategory of cryptographic resources, cryptographic algorithms and protocols, 

refers to algorithms and protocols that provide to the software process the services of 

confidentiality, integrity, authentication, and nonrepudiation. This subcategory includes: 

• encryption algorithms, such as DES, RC4, and RSA, to ensure confidentiality of data, 

Randomness Resources (Cont.) 

7. Given that the PRNG is continuously producing random data, it is computationally infeasible to 

produce the same sequence of random data after some time.  

This is a violable assumption, because it is possible that PRNGs, which adhere to the circular 

structure visualized in item 6 and produce random data continuously, will repeat the data series 

after some time.
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• authentication protocols, such as Kerberos, to ensure that only authorized entities have 

access to data and resources,  

• cryptographic checksums and hashing algorithms, such as MD5, SHA1, to ensure data 

integrity, and  

• protocols and algorithms, such as digital signatures and PKI, that promote nonrepudiation.     

    The taxonomy treats cryptographic algorithms and protocols as resources, just as it does 

randomness. Like the generation and use of random numbers, the use of these algorithms and 

protocols is complex. Figure 3.11 presents constraints and assumptions associated with 

cryptographic algorithms and protocols. Note that they do not address specific algorithms and 

protocols; instead, they focus on their usage by the software process. Several of the constraints 

and assumptions refer to the length of a key or a hash as being sufficient. Sufficient length is used 

instead of actual numerical values, because the required length for keys and hashes changes with 

the algorithm/protocol and with time. Therefore, to ensure the longevity of constraints and 

assumptions, the term sufficient length is used instead of actual numerical values.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Cryptographic Algorithms and Protocols  

1. Random data being used by the cryptographic algorithm/protocol is unpredictable.  

This is a violable assumption, because there exist PRNGs that produce predictable random data 

series. Cryptographic algorithms and protocols require a random data series to exhibit two 

properties: (1) the data series is statistically random. That is, each number in the set of numbers 

has an equal probability of being the next number in the random data series; (2) the next number 

in the series is unpredictable. There are PRNGs that produce random data that is statistically 

random but predictable. These PRNGs cannot be used as a source of random data for 

cryptographic purposes.  



 

 

47

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Cryptographic Algorithms and Protocols (Cont.) 

2. The length of the key being used by the cryptographic algorithm or protocol is sufficient.  

This assumption is violated if the minimum length of the key, being used for a cryptographic 

algorithm or protocol, is less than the current standard. Most cryptographic algorithms and 

protocols use keys for a variety of purposes, such as keeping secrets and restricting access. The 

length of these keys is a critical factor in security of these algorithms or protocols. Typically, if a 

small key is used, the algorithm or protocol can be compromised easily. The length of the key 

required for keeping the algorithm or protocol secure changes with time and can be found in the 

current cryptographic literature. Using a key that is smaller than the current standard puts the 

algorithm or protocol at risk of being compromised.  

3. The hashing algorithm will not produce same hash for two different inputs.  

This is a violable assumption, because there is a possibility that a hashing algorithm produces 

same hash for two different input texts. These algorithms are considered as compromised and 

cannot be used for cryptographic purposes. Information about compromised hashing algorithms is 

available in current cryptographic literature.  

4. The process cannot use encryption to ensure data integrity. 

This is a violable constraint, because encryption only ensures data confidentiality by changing 

plain text into ciphertext. No one can make sense of ciphertext without changing it back to plain 

text. But anyone with access to ciphertext can change it even if it does not make sense. Hence, 

encryption just ensures data confidentiality and not data integrity.  

5. The process cannot use a key more than once for a stream cipher.  

This is a violable constraint, because using a key more than once for a stream cipher can 

compromise the ciphertext. Stream ciphers use a key to produce a stream of random data, which 

they XOR with the plain text to produce ciphertext. If the process uses the same key more than 

once, then the resultant random data series is same, which, in turn, implies that multiple instances 

of plain text data will be XORed with the same random data series. There are known crypto-

analytical techniques for compromising ciphertext’s produced by XORing multiple instances of 

plain texts with same random data series. Hence, a process should never use same key more than 

once for stream ciphers.  
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Figure 3.11 Constraints/Assumptions associated with cryptographic algorithms & protocols 

An Example 

The constraint, the process cannot use encryption to ensure data integrity (Figure 3.11, 4), is used 

here to provide a detailed example of a vulnerability. The vulnerable state occurs when a software 

process, running on a computer system in a bank, sends financial transactions to a central server. 

Although the process encrypts all transactions using a secret key, the format of the transactions 

follows an industry standard consisting of date, time, type and amount that is publicly available 

[SCHN96].  

Cryptographic Algorithms and Protocols (Cont.) 

6. The process cannot use one time pads to encrypt a large quantity of data. 

This is a violable constraint, because one time pads require truly random or close to truly random 

data that has bit length equal to that of the plain text. It is very difficult to have access to large 

quantity of high quality random data. Hence, one time pads should not be used to encrypt large 

quantity of data.   

7. The process cannot use keys that are self reported by a client or a server.  

This is a violable constraint, because a hostile entity can masquerade as a client or a server and 

send its own keys to the process. Hence, any key that is self reported by a client or server cannot 

be trusted without some form of validation.   

8. The process cannot use obfuscation instead of encryption to ensure confidentiality. 

This is a violable constraint, because there exist tools and techniques that we can use to reverse 

engineer obfuscated data to reveal any privileged data. Obfuscation is the process of changing 

data so as to make it difficult to perceive or understand. In this way, it can be visualized as a 

much weaker form of encryption, which can be compromised easily. Thus, a process should not 

use obfuscation to ensure data confidentiality.  

9. The process cannot store keys/passwords in clear text.  

This constraint is violated if a process stores keys/passwords in plain text. Keys/ passwords are 

very important for the security of cryptographic algorithms and protocols. Compromise of a key 

or a password essentially means complete compromise of the cryptographic algorithm or 

protocol. Hence, they should never be stored in plaintext.  
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    A vulnerability results from the software process using standard encryption details to ensure 

both data confidentiality and integrity. A user can exploit this vulnerability by intercepting the 

transactions being sent to the server. Because the user does not have access to the key being used 

to encrypt the transactions, she/he cannot decrypt the transactions. However, because she/he is 

familiar with the format of the transactions, she/he can change the time in encrypted transactions 

and then resend the transactions. The consequences of the attack can vary from multiple deposits 

for a single account to complete destruction of the transaction data stored at the central server. 

Therefore, by failing to consider this constraint, the software process creates a vulnerable system 

state.  

3.2.4 Scope  

The taxonomy is applicable to any software application executing above the level of the operating 

system. However, the level of abstraction of constraints and assumptions can present itself as a 

problem when applying the taxonomy to different applications. This problem stems from the 

broad range of applications available today, and include personal e-mail and document 

processing, web servers and applications controlling the national power infrastructure. The 

expectation that constraints and assumptions be applicable to all of these applications introduces 

the question of whether the constraints and assumptions and, in turn, the taxonomy should be 

general and apply to all applications, or be specific and apply to a more restricted set of 

applications. Restricting applicability undermines the scope of the taxonomy. Because of the wide 

range of applications available today we have elected to keep the taxonomy generally applicable. 

This implies that the users of the taxonomy may have to adapt some constraints and assumptions 

to nuances of the software application. To facilitate this adaptation, a conscious effort has been 

made to balance the level of abstraction of constraints and assumptions so that they can be 

applied to a wide variety of applications.  
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    Scope definition is further exacerbated from the lack of a clear and agreed upon definition of a 

vulnerability. Currently, anything that has the slightest security implications is labeled as a 

vulnerability. Krsul [KRSU98] lists a number of definitions of a vulnerability that occur within 

just the current academic literature. This vagueness creates confusion, and makes it difficult to 

uniquely classify vulnerabilities within a taxonomy. The theoretical model of computing 

presented in Section 3.1, however, assists in the vulnerability classification process by 

establishing the relationship between the vulnerabilities, software process and the computer 

system resources. This relationship implies that the taxonomy classifies only vulnerabilities that 

can be characterized as constraints assumed by computer system resources or as assumptions 

made about the usage of these resources. 

3.3 Extending the Taxonomy  

This section outlines the process for adding new constraints and assumptions to the taxonomy of 

vulnerabilities. The objective of defining the process is to help ensure that the taxonomy remains 

relevant and does not loose its usefulness over time. This need is underscored by the dynamism 

present in the field of computer security, and the continuing evolution of new software 

development paradigms and languages. The process is also important, because it provides a more 

detailed view of the composition of the taxonomy and its usage.  

    Adding constraints and assumptions to the taxonomy is a multi step process. Below, we present 

a step-by-step account of the process:  

Step1: Identifying vulnerabilities  

The process starts with a security exploit that is analyzed to identify the vulnerabilities that it is 

utilizing. The objective of the analysis is to separate the method of exploitation from the 

vulnerabilities. This enables identification and definition of the vulnerable system state. Again, it 

is important to note that a single exploit can utilize multiple vulnerabilities. For example, a 
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successful buffer overflow exploit uses a minimum of two vulnerabilities: a buffer whose bounds 

are not enforced, and the software process interpreting instructions held in dynamic memory as 

data.  

Step 2: Identifying resources utilized by vulnerabilities  

Once the identification of a security exploit’s vulnerabilities is complete, the next step is to 

identify the resources associated with the vulnerabilities. Initially, a vulnerability is analyzed to 

identify a high-level candidate resource. The taxonomy is then used to refine that resource 

classification (resources represent the categories and subcategories of the taxonomy). This step is 

repeated for all identified vulnerabilities.  

Step 3: Identifying constraints and assumptions  

With both the vulnerabilities and associated resources identified, the third step is to identify the 

appropriate constraints and assumptions. The taxonomy provides a candidate set of potential 

constraints and assumptions for the resources in question. To identify appropriate constraints and 

assumptions, select a vulnerability and ask the following two questions: What constraint assumed 

by the resource is being violated? and What assumption made by the software process regarding 

the usage of that resource is being violated? Answers to either (or both) of the above questions 

provide the candidate constraint or assumption (or both) whose violation is the source of the 

vulnerability. This step is repeated for all vulnerabilities identified in Step 1.  

Step 4: Adding constraints and assumptions to the taxonomy  

If the identified constraints or assumptions do not appear under the appropriate resources, then 

they are added to the taxonomy.  

    The following example illustrates the process of identifying and classifying constraints and 

assumptions. The security exploit being analyzed is the “time of check time of use” exploit. A 

popular version of this exploit involves a software process running on the UNIX operating system 
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with setuid permissions. In other words, a user is executing the process, but it has effective root 

user privileges, which gives the process access to all resources of the computer system. The 

software process, in course of its execution, asks the user to provide it with the name of a file to 

which it has to write data. The process has to access the file and ensure that the user running the 

process has permissions to read and write to it. To execute these two steps, the process first 

checks if the user has the required permissions by using the access system call, and then opens 

the file for writing, if and only if, the user has the required permissions. The issue here is the time 

gap between these two steps, because the user can exploit the presence of this time gap to gain 

access to any file on the computer system. A step-by-step procedure for executing this attack 

follows: 

1. The user first provides the process with the name of a symbolic link that points to a file. 

The user has the required permissions to access both the symbolic link and the file.  

2. The process successfully checks that the user has access permissions to this file.  

3. Before the process can open the file, the user changes the symbolic link to point to 

another file to which he or she does not have access permissions.  

4. The process, which has root privileges and can access any file, opens the file pointed to 

by the symbolic link and writes to it.  

    Because the time gap for changing the symbolic link is very small, it is difficult to change the 

link manually. Therefore, to exploit this vulnerability, the user uses a script to replace the file 

within the required time gap. The script runs in parallel with the software process and 

continuously tries to replace the file.  

    The seriousness of such a compromise is realized when the user makes the process write to the 

system password file. Depending on the data the software process is writing, the consequences of 

this attack can vary from trashing of the password file to the user gaining root access of the 

system.  

    The process of classifying the “time of check time of use” exploit is provided next.  
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1. The process starts with analyzing the exploit to separate the method of exploitation from 

the vulnerability being exploited. The method of exploitation in this case consists of 

using the time gap between checking permissions and accessing the file to replace the 

file. The vulnerability is the system state that affords this functionality. This system state 

can be defined as the software process accepting a file name from the user and using that 

file name first to check access permissions and then to access the file.  

2. The next step is to identify the resource associated with the vulnerable system state. In 

this case, it is the filesystem, which in terms of the structure of our taxonomy, is a 

subcategory that falls under the category of I/O.  

3. The next step in the process is to derive the constraints and assumptions that are the 

source of this vulnerability. This involves analyzing the relationship between the 

vulnerability and the resource to identify the conditions the exploit is violating. In this 

case, the taxonomy is first searched for a constraint like: a file being used by the process 

cannot be replaced while the process is in execution.  

4. If the violated constraint is not found in the taxonomy, an appropriately worded one (like 

the above) is added to the taxonomy under the filesystem subcategory.  

    The process of adding constraints and assumptions to the taxonomy consists of analyzing an 

exploit to identify one or more vulnerabilities, and deriving the appropriate constraints and 

assumptions from each vulnerability. For this reason, a number of constraints and assumptions, 

more often than not, represent a security exploit. This underscores the fact that a security exploit 

often enlists a chain of violations of constraints and assumptions. If a single link in this chain is 

broken, the exploit will not work. In other words, the exploit will stop if one constraint or 

assumption among the exploit’s list of these cannot be violated. Although it is possible that the 

exploit will not be rendered completely unsuccessful by preventing the violation of a single 

constraint or assumption, the damage will be restricted to that associated with the violated 

constraints and assumptions. Visualizing exploits as chains of violated constraints and 
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assumptions implies that preventing violation of a carefully crafted subset of constraints and 

assumptions ensures that the software process is secure against a large number of exploits.  

3.4 Verifying the Taxonomy 

It is important that we verify the taxonomy of vulnerabilities in terms of its utility and validity. 

One approach towards verifying the taxonomy is to compare it with existing taxonomies. 

However, because our taxonomy is distinctively different, a direct comparison with the existing 

taxonomies is inappropriate. The categories and subcategories, the distinction drawn between 

vulnerabilities and exploits, and the inclusion of constraints and assumptions amplify these 

differences. Hence, we elected not to pursue this approach for verifying our taxonomy.  

    An alternative approach to verifying the taxonomy is to apply it to existing real world 

vulnerabilities. To attest to its effectiveness, this section presents a taxonomic classification of 

vulnerabilities obtained from advisories issued by CERT [CERT] from January 2004 to June 

2004. CERT was chosen as the source of vulnerabilities, because it has been fairly consistent and 

complete in issuing security advisories. The advisories themselves consist of a description of the 

application being exploited, a description of exploit, and the impact of the exploit, as well as links 

to more information about the exploit.  

    A total of 175 advisories were collected for classification by the taxonomy. Classification 

included identifying vulnerabilities and constraints and assumptions using the process outlined in 

the previous section. In addition to the information provided in the advisories, additional 

information was collected by pursuing links provided in these advisories. Nonetheless, several of 

the reported exploits could not be analyzed because of missing information, or because the 

exploits targeted operating system or hardware vulnerabilities.  
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Figure 3.12 Distribution of advisories classified and not classified by the taxonomy 

    Figure 3.12 presents the results of classifying the 175 CERT advisories. 95 (55%) advisories 

could not be classified due to lack of required information; 11 (6%) were not classified because 

they were kernel or hardware related advisories. We were able to classify 63 of the remaining 69 

advisories.  
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Figure 3.13 Distribution of classified vulnerabilities according to first level categories of the 
taxonomy 
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    Figure 3.13 shows the distribution of classified vulnerabilities4 across first level categories of 

the taxonomy. As expected, a majority of the vulnerabilities are classified under main memory 

(53) and input/output (58) categories, whereas only three are classified under cryptographic 

resources. Although it is well known that finding and exploiting vulnerabilities of cryptographic 

resources is difficult, the number of vulnerabilities classified under this category is still 

surprisingly small. This finding can be attributed to an accepted use of standardized cryptographic 

resources, and to the fact that agencies are reluctant to publicly report these vulnerabilities 

(because they are both dangerous and embarrassing).  
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Figure 3.14 Distribution of classified vulnerabilities according to second level categories of the 
taxonomy 

    Figure 3.14 shows the distribution of vulnerabilities across second level categories of the 

taxonomy. Two categories, static memory and randomness resources are absent. The narrow 

scope of the data that static memory holds (static initialized and un-initialized global data) makes 

it difficult to exploit static memory vulnerabilities, and also limits the impact of their exploitation. 

Randomness resources are used primarily for cryptographic purposes and are also difficult to 
                                                           

4 Singe advisory usually describes a single exploit. But a single exploit can consist of a number of 
vulnerabilities. Therefore, the number of vulnerabilities classified will differ from the total number of 
advisories. 
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exploit. However, because these factors only explain a reduction in the number of exploits using 

static memory and randomness, we were surprised that no exploits pertaining to static memory 

and randomness were reported.  

    Figure 3.14 indicates that a majority of vulnerabilities are classified, as expected, under the 

categories of dynamic memory and network interface. This stems from the fact that they are 

critical and heavily used resources, and have a significant number of violable constraints and 

assumptions associated with them. Unexpectedly, however a large number of these vulnerabilities 

are buffer and heap overflows. It seems that even in 2004, buffer and heap overflows were the 

biggest security problem, which is surprising in light of the increased publicity they have received 

over the years.  

    The data and analysis provided above illustrate both the power and utility of the taxonomy. If 

one considers those advisories that provided sufficient information, we were able to classify 63 

out of 69 (91%) exploits (or 111 vulnerabilities) using the taxonomy of vulnerabilities. The 

remaining 6 advisories contained “vulnerabilities” that in actuality were errors that should never 

have made it to the software release. Even labeling these errors as vulnerabilities is questionable.   

3.5 Characteristics of a Taxonomy 

A taxonomy is not just a grouping of objects into classes. It should have certain characteristics to 

be considered a taxonomy. Howard [HOWA97], Lindqvist and Jonsson, [LIND97], Krsul 

[KRSU98], and Amoroso [AMOR94a] have all elaborated on the characteristics of security 

taxonomies. Lough [LOUG01] has complied a list of these characteristics. The majority of the 

characteristics these authors have identified are straightforward. For example, a security 

taxonomy should be accepted, unambiguous, appropriate and comprehensible, and employ 

terminology consistent with that used in the security field. Most taxonomies, including the one 

presented in this chapter, conform to these characteristics.  
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    However, some of the more intricate and vital characteristics these authors have identified are 

missing in many of the reported taxonomies. Bishop [BISH96b] highlights two of these 

characteristics: (1) the categories of a taxonomy should be mutually exclusive and each object 

should be able to be uniquely classified into its own category, and (2) there should be a well-

defined procedure for classifying objects into categories. Both of these characteristics are 

important, because they remove ambiguity and allow new objects to be classified, thereby 

affording continued usage and evolution of the taxonomy. The taxonomy presented in this chapter 

reflects both of these characteristics.  

    The authors noted above also identify several characteristics to which a vulnerability taxonomy 

need not or cannot conform. One is completeness. Because security is a dynamic field with new 

vulnerabilities being discovered continuously, and because new software paradigms are 

constantly emerging, new security vulnerabilities are always surfacing. Hence, no taxonomy can 

claim to classify all vulnerabilities. Although the taxonomy presented in this chapter categorizes a 

large number of vulnerabilities identified from various sources, there most probably exits 

constraints and assumptions that have not been listed in the taxonomy.  

    Objectivity is offered as yet another characteristic that is difficult to embody in a vulnerability 

taxonomy. Krsul [KRSU98] identifies this characteristic, which applies to the objects being 

classified, and defines it as, “the property (being used to classify the object) must be identified 

from the object known and not from the subject known.” In the case of vulnerability taxonomies, 

the above characteristic implies that one should not require a detailed knowledge of the fields of 

software systems and software security to identify the property used to classify vulnerabilities. 

Identifying properties of vulnerabilities, however, is still a difficult task because software systems 

themselves are complicated, and vulnerabilities residing within them are often subtle and 

intricately enmeshed within the software system. Consequently, most, if not all, vulnerability 

taxonomies lack the objectivity characteristic. The taxonomy presented in this chapter is no 
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exception. Appropriately classifying vulnerabilities does require knowledge of the fields of 

software systems and software security.    

    In addition to the above characteristics, it is the author’s opinion that other critical 

characteristics need to be linked to vulnerability taxonomies. They are discussed below.  

• Goal of the taxonomy: A taxonomy should serve some purpose. For example, one goal 

might be to foster an understanding of the objects being classified, their characteristics, 

and their relationships. The purpose of the taxonomy presented in this chapter is to aid in 

the development of V&V strategies to assess software security. It conveys an ordered 

classification of vulnerabilities that provides a foundation upon which a systematic 

approach can be developed to assess software security.  

• Domain of the taxonomy: A taxonomy should describe the domain to which it is 

applicable. That is, it should clearly specify the objects and the scope of the objects that it 

is classifying. The taxonomy presented in this chapter classifies security vulnerabilities 

by characterizing them as violable constraints and assumptions. Section 3.1 defines 

vulnerabilities and presents the theoretical model that permits their characterization as 

constraints and assumptions; Section 3.2.4 specifies the vulnerabilities classified by the 

taxonomy.  

• Theoretical basis for the taxonomy: A taxonomy should be grounded in a theoretical 

foundation. The theoretical foundation should encompass the taxonomy and support a 

logical explanation of the classification scheme it uses. Section 3.1 presents the 

theoretical model of computing that serves as the foundation for both the taxonomy 

presented in this chapter and its classification scheme.  

• Updates to the taxonomy: A taxonomy should be defined and structured in a manner that 

supports updates. This is necessary because over time new exploits will be developed that 
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incorporate yet to be identified vulnerabilities. Section 3.3 demonstrates that the 

taxonomy presented in this chapter permits updates to keep it current.  

3.6 Related Work 

Significant research has been directed towards creating security taxonomies. A large number of 

them focus on classifying different facets of a security exploit. In other words, some classify 

vulnerabilities, some methods of attack, and some security exploits. Additionally, they apply to 

different components of a computer system. For example, some apply to operating systems, some 

to application software, some to protocols, and some to any software system. This section 

presents a review of several notable taxonomies that represent important steps in attempts to 

understand and structure the area of software security. Appendix B presents a summery table of 

taxonomies not reviewed in this section.   
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3.6.1 Protection Analysis Project 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.15 Protection analysis classification scheme 

Bisbey and Hollingworth [BISB78] developed a classification scheme for security errors as a part 

of the Protection Analysis Project. Presented in the final report of the project, this scheme 

classifies operating system security errors into ten categories: consistency of data over time, 

validation of operands, residuals, naming, domain, serialization, interrupted atomic operations, 

exposed representations, queue management dependencies, and critical operator selection errors. 

However, the report does not elaborate on the definition of a security error. That is, it is not clear 

if a security error is a vulnerability, an attack methodology, or a combination of both. 

Furthermore, Bisbey and Hollingworth admit that some of the above categories can be included 

as subcategories of other categories; this introduces ambiguity when attempting to classify 

security errors. The report also lacks a process for classifying new errors. The classification 

scheme proposed by Bisbey and Hollingworth, however, does represent one of the first attempts 

at understanding security errors by grouping together errors with similar properties.   
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3.6.2 Research in Secure Operating Systems (RISOS) Project 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.16 RIOS taxonomy of system integrity flaws 

At Lawrence Livermore laboratory, Abbot et al. [ABBO76] developed a taxonomy as a part of 

the Research In Secure Operating Systems (RISOS) project. This taxonomy categorizes operating 

system integrity flaws into seven categories: incomplete parameter validation, inconsistent 

parameter validation, implicit sharing of privileged/confidential data, asynchronous validation / 

inadequate serialization, inadequate identification/authentication/authorization, violable 

prohibition/limit, and exploitable logic error. The authors define an operating system integrity 

flaw as something that causes the operating system to execute in a less reliable and less secure 

mode. Their definition, however, is somewhat amorphous and can be interpreted to include 

almost any error as an integrity flaw. As in the case of the Protection Analysis Project, the authors 

approach lacks a process for classifying integrity flaws. Furthermore, Bishop also states that the 

taxonomy is ambiguous, because a single flaw can be categorized into multiple categories 

[BISH96b].     
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3.6.3 Newman and Parker’s Taxonomy of Misuse Techniques 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.17 Newman and Parker’s taxonomy of computer misuse techniques  

In the late 1980s, Newman and Parker [NEUM89] published a taxonomy of computer misuse 

techniques in which they define nine distinct categories: external misuse, hardware misuse, 

masquerading, pest programs for deferred misuse, bypass of intended controls, active misuse of 

resources, passive misuse of resources, misuse resulting from inaction, and use as in aid to other 

misuses. Lindqvist and Jonsson [LIND97] refine that taxonomy by dividing three of the nine 

categories into subcategories. This extended taxonomy offers a fairly exhaustive classification of 

methods of attack. However, Lindqvist and Jonsson acknowledge that classifying a particular 

attack into a category is still often a matter of interpretation. Additionally, neither the original nor 

the extended taxonomy provide a process for classifying new attack methods. The taxonomy 
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presented in this chapter classifies vulnerabilities (as opposed to computer misuse techniques), 

and as such, is fundamentally different from both the original and extended taxonomies.  

3.6.4 VERDICT 

In 2001, Lough [LOUG01] presented VERDICT, an acronym for Validation Exposure 

Randomness Deallocation Improper Conditions Taxonomy. Validation, exposure, randomness, 

and deallocation constitute the four categories of his taxonomy. This taxonomy differs from the 

others presented in this section in that it classifies the causes of security errors. However, Lough 

does not elaborate on what constitutes the cause of a security error or the relationship between an 

exploit, a security error, and the cause of a security error; nor does he present a process for 

deriving the cause of a security error from an exploit and then classifying it. The importance of 

his work, however, is that his taxonomy focuses on the causes of security errors rather than 

vulnerabilities.  
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3.6.5 Aslam’s Taxonomy 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.18 Aslam’s taxonomy of security faults 

Aslam [TAIM95] presented a taxonomy of security faults in 1995. This taxonomy, which was 

developed to organize information being stored in a vulnerability database, consists of three top-

level categories: operational faults (configuration errors), coding faults, and environment faults. 

Aslam divides the coding faults category into condition validation errors and synchronization 

errors subcategories, which he then further divides. He further divides the operational faults 

category into three subcategories: (1) programs/utilities installed in the wrong place, (2) 

programs/utilities installed with incorrect setup parameters, and (3) programs/utilities or 

secondary objects installed with access permissions that violate security policy. Aslam also 

presents the selection criteria that are to be used when classifying vulnerabilities. However, 

Bishop [BISH96b] shows that this taxonomy is also ambiguous, because it allows a single 

vulnerability to be classified into multiple categories.  
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3.6.6 Krsul’s Extension of Aslam’s Taxonomy 

                                                        

 

 

 

 

 

 

 

Figure 3.19 Structure of Krul’s taxonomy 

Krsul [KRSU98] extends Aslam’s work by further decomposing the environmental faults 

category. The top-level categories of his taxonomy consist of environmental objects, each of 

which is defined as an entity that contains or receives information, and which has a unique name 

and set of operations that can be performed on it. For example, “running program” is an object. 

Associated with an object are attributes. Those attributes are defined as data components of the 

object. For example, an environmental variable is an attribute of the object: running program. The 

attributes form the next level categories in the taxonomy and can be further refined as required. 

Each of the attributes has assumptions associated with it that the programmers make. Krsul 

asserts that these assumptions are responsible for environmental vulnerabilities.  

    Although Krsul’s taxonomy is the most detailed of those included in this section, it still has 

some shortcomings. First, it is difficult to distinguish between objects and their attributes because 

of the latitude in interpretation permitted by the taxonomy. For example, an environment variable 

can be considered as an attribute of the executing program (an object), or it can be considered as 

an object by itself – this is a source of ambiguity in the taxonomy. Furthermore, Krsul fails to 

elaborate on how assumptions lead to vulnerabilities. Nonetheless, the significance of Krsul’s 
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taxonomy is that it provides substantial insight into what constitutes vulnerabilities by focusing 

attention on assumptions that are responsible for them. 

Summary 

This chapter presents a taxonomy of vulnerabilities. The vulnerabilities classified by the 

taxonomy pertain to any software process executing above the level of the operating system. 

Those vulnerabilities are characterized in the form of violable constraints and assumptions. It is 

the constraints and assumptions that are exploited to compromise software processes. The 

taxonomy is grounded in a theoretical model of computing. The model provides not only the 

foundation for characterizing vulnerabilities, but also supports a taxonomic, resource-based 

classification scheme. At the top level, the taxonomy has three categories: main memory, 

input/output, and cryptographic resources. These three categories are further divided into 

subcategories, with the constraints and assumptions being the last set of entries. This chapter also 

presents the process of classifying newly identified vulnerabilities. The utility and power of the 

taxonomy is confirmed through the classification of vulnerabilities present in advisories issued by 

CERT from January to June 2004. Lastly, this chapter presents a review of some of the more 

notable taxonomies defined prior to this research effort.  
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Chapter 4 

Object Model 

The object model is an organized collection of potentially vulnerable process objects that can be 

present in a software process. A process object is defined as an entity that satisfies the following 

two conditions: (1) it holds data, and (2) there exists a set of operations, such as create, remove, 

open, close, read, write, and so forth, that can be performed on it. Examples of process objects 

include files, directories and buffers. The object model permits the identification of potentially 

vulnerable process objects present in a software process.  

    Figure 4.1 illustrates the structure of the object model. As is apparent, the object model 

borrows its classification scheme from the taxonomy of vulnerabilities. The same classification 

scheme makes it possible to draw associations between constraints and assumptions in the 

taxonomy and the process objects in the object model. The three top-level categories of the object 

model are: (1) main memory, (2) I/O, and (3) cryptographic resources. Each of these categories is 

divided into subcategories. The main memory is divided into dynamic memory and static 

memory; I/O is divided into network interface and filesystem; and the cryptographic resources 

category is divided into randomness resources and cryptographic algorithms and protocols. 

Associated with each subcategory is a list of potentially vulnerable process objects.  
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Figure 4.1 The object model 

    The process objects currently listed in the object model are derived from the constraints and 

assumptions listed in the taxonomy. Each constraint and assumption is analyzed to identify the 

object or objects to which it applies. This analysis requires the identification of the entity that fits 

the definition of a process object, and on which a constraint is applied or about whose usage the 

software process is making the assumption. To further illustrate the concept, consider the 

example of a constraint classified in the dynamic memory subcategory of the taxonomy: Data 

accepted as input by the process and assigned to a buffer must occupy and modify only specific 

locations allocated to the buffer. An analysis of the constraint reveals that the entity in question is 

a buffer – because the constraint is applied to it, and it fits the definition of the process object.  

    The object model structures and simplifies testing a software process for the presence of 

vulnerabilities by dividing the testing process into multiple, less complex steps. Therefore, 

instead of one complicated step of identifying the constraints and assumptions that apply to the 

software process, there are two simpler steps: (1) using the object model to identify potentially 
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vulnerable process objects present in the software process, and (2) using the taxonomy to identify 

violable constraints and assumptions associated with these objects.  

    The remainder of this chapter presents the process objects associated with each subcategory of 

the object model. Because the subcategories themselves are same as those of the taxonomy of 

vulnerabilities, please refer to Chapter 3 for a more comprehensive description of each 

subcategory.  

4.1 Dynamic Memory 

  

 

 

 

 

Figure 4.2 Objects associated with dynamic memory 

The dynamic memory includes five process objects (Figure 4.2), which are given below along 

with a description of each:  

• Buffer: A buffer refers to a contiguous block of memory, whose length varies from 1 to n, 

where n is a positive integer. For example, an array is a buffer.   

• Environment variable: An environment variable is a dynamic value that affects how a 

running process behaves. There are a number of such variables with different names and 

values [WIKI]. For example, PATH is an environment variable provided by the UNIX 

operating system. 

• Integer variable: An integer variable refers to a variable that takes only integral values 

(positive, negative and zero). For example, in the C language variables declared as int are 

integer variables.  
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• Index variable: An index variable refers to a variable that is used to identify the position 

of elements in a buffer.  

• Pointer variable: A pointer variable refers to a variable whose value points to another 

variable stored elsewhere in the computer memory [WIKI]. For example, in the C 

language variables declared as int * are pointer variables that point to an integer variable.  

4.2 Static Memory 

 

 

 

 

Figure 4.3 Objects associated with static memory 

The static memory includes three process objects (Figure 4.3): buffer, integer variable, and index 

variable. All of these objects have the same definitions as their counterparts in the dynamic 

memory category. The difference between the objects in the static memory and dynamic memory 

lies in the usage of each. A software process uses dynamic memory to store variables and other 

process related data while it is in execution, whereas it uses the static memory to store initialized 

and un-initialized global variables whose size is fixed before the process begins execution and 

does not change as execution proceeds.  
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4.3 Filesystem 

 

 

 

 

Figure 4.4 Objects associated with filesystem 

Filesystem includes two process objects (Figure 4.4), which are given below along with their 

descriptions:   

• File: A file is a stream of bits stored as a single unit on the filesystem [WIKI]. Typically, 

a name is associated with a file so that it can be referenced to at a later time.  

• Directory: A directory is an entity that contains a group of files and other directories. It is 

used to organize files by keeping related files together [WIKI].  

4.4 Network Interface 

 

 

 

 

 

Figure 4.5 Objects associated with Network Interface. 

Network interface includes two process objects (Figure 4.5); their descriptions are provided 

below:  

• Sent data unit: A sent data unit refers to the unit of information sent by the software 

process using the network interface. It is important to note that the sent data unit does not 

refer to a data packet. The software process is not aware of how data is being sent 
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through the network; it simply uses system calls to send information through the network 

interface. A sent data unit refers to this information.  

• Received data unit: A received data unit refers to the unit of information received by the 

software process from the network interface. Again, a received data unit does not imply 

data packets received through the network. It denotes the information that the software 

process receives using the network interface.  

4.5 Randomness Resources 

 

 

 

 

 

Figure 4.6 Objects associated with randomness resources. 

Randomness resources include three process objects (Figure 4.6), which are given below along 

with a description of each:  

• Random data series: A random data series is a series of numbers that conforms to the 

following two conditions: (1) numbers in the series are uniformly distributed over a 

set of numbers and (2) the probability of predicting the next number in the series is 

zero.  

• Seed: The seed refers to a number used as input to the Pseudo Random Number 

Generator (PRNG). The seed itself is generated through a random process.  

• User selected password/key: A user selected password or key consists of secret data 

used to control the operation of a number of cryptographic algorithms and protocols. 

The password or key is generally used in authentication protocols to prove the 

identity of an entity. In other words, an entity proves its identity to the authentication 
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protocol by providing it the secret password or key. If the authentication protocol 

successfully matches the password or key with its stored password or key, the entity 

is granted access to the services or resources being guarded by the protocol. Ideally, a 

user selected password or key should be random.    

4.6 Cryptographic Algorithms and Protocols 

 

 

 

 

 

 

Figure 4.7 Objects associated with cryptographic algorithms and protocols 

Cryptographic algorithms and protocols include five process objects (Figure 3.10):  

• Random data series: A random data series is a series of numbers that conforms to the 

following two conditions: (1) numbers in the series are uniformly distributed over a 

set of numbers and (2) the probability of predicting the next number in the series is 

zero.  

• Key: A key is secret data used to control the operation of a number of cryptographic 

algorithms and protocols. For example, in encryption a key is used to convert 

plaintext to ciphertext and vice versa. Other cryptographic algorithms and protocols, 

such as digital signatures, key hash functions and authentication protocols [WIKI] 

also use keys.     

• Hash value: Hash value refers to the output of a hash function. A hash function is one 

that converts input from a (typically) large domain into an output in (typically) a 

smaller range. Examples of hash functions include algorithms such as MD5 and 
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SHA1 [WIKI]. Hash values are used in a number of security applications, such as 

digital signature, certificates and so forth. 

• Ciphertext: Ciphertext refers to the output of the process of encryption. Encryption is 

defined as a process of obscuring information and meaning. There exist a number of 

encryption algorithms such as DES, RSA and AES. Typically, an encryption 

algorithm takes plain text and encrypts it using a key to produce ciphertext. The 

ciphertext appears meaningless without converting it back to plain text, which 

requires access to the key. Encryption is used to ensure data confidentiality.   

• Obfuscated text: Obfuscated text refers to the text that has been changed to make it 

difficult to perceive or understand by employing such techniques as using obscure 

formats, rearranging data and scrambling the symbols.  

Summary 

This chapter presents the object model, which is an organized collection of potentially vulnerable 

process objects that can be present in a software process. The object model borrows its 

classification scheme from the taxonomy of vulnerabilities. Thus, it has the same categories and 

subcategories as the taxonomy; the process objects are classified into these subcategories. 

Furthermore, the same classification scheme makes it possible to relate process objects in the 

object model to the constraints and assumptions in the taxonomy. The objects currently listed in 

the object model are derived by analyzing constraints and assumptions listed in the taxonomy.  
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Chapter 5 

Verification and Validation Strategies 

This chapter presents the third and final component of the framework, Verification and Validation 

(V&V) strategies. The V&V strategies component combines the information from the object 

model and the taxonomy, and provides base strategies to test a software process for the presence 

of vulnerabilities. The base strategies focus on verification or validation activities that provide a 

guided approach to test if a constraint or an assumption associated with a process object can be 

violated. Each base strategy is composed of three elements: 

• Target: The target specifies the process object or objects present in the software process 

to which the base strategy is to be applied. Herein, the object model provides the process 

objects that serve as targets for V&V.  

• Goal:  The goal specifies the objective of the base strategy. It is associated with the target 

of the base strategy. The taxonomy provides the constraints and assumptions, which serve 

as goals of the base strategies. That is, the goal of a base strategy is to test if the software 

process permits violation of the identified constraint or assumption.  

• Method: The method specifies the approach to achieve the goal associated with the target 

of the base strategy. In other words, the method specifies the approach to test if a 
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constraint or an assumption associated with a process object can be violated. In 

particular, the method specifies the approach for exposing the vulnerability, not 

exploiting it.  

    The base strategy is generally applicable and can be applied to any software process executing 

above the level of the operating system. These base strategies are used to derive V&V test 

strategies that are specific to the software process being tested. Deriving a test strategy from a 

base strategy involves refining and adapting the base strategy for the specific software process. 

These test strategies are implemented by deriving test cases, which are used to test if a software 

process is vulnerable. This chapter provides several examples of deriving test strategies from base 

strategies and implementing these test strategies by deriving test cases.  

    We envision base strategies that provide two levels of assessment, depending on the amount of 

information available about the development of the software process: 

1. Validate Only: This level of assessment applies when evaluators only have access to the 

process executable. That is, evaluators are only familiar with the process’ functionality; 

they do not have access to any process documentation. Therefore, in this case they can 

only use base strategies that can be applied through the execution of the software process.  

2. End game V&V: This level of assessment applies when evaluators have access to both the 

process executable and its documentation. Process documentation includes artifacts, such 

as source code and design documentation. Clearly, evaluators can use base strategies that 

require execution of the software process. Additionally, they can also employ base 

strategies that take advantage of information in development artifacts.  

    The level of assessment to be used for the software process is situational and dependent on the 

following factors: (1) the software process in question, (2) available development documentation, 

and (3) availability of tools that can assist in the execution of base strategies. For example, using 

commonly available tools such as filemon [FMON], most of the base strategies associated with 

the filesystem subcategory can be applied to almost any software process just by executing the 
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process. However, it is difficult to apply base strategies associated with the cryptographic 

algorithms and protocols subcategory without access to the development documentation.      

 

 

 

 

 

 

 

 

 

 

 

Figure 5.1 The V&V strategies component. 

    Figure 5.1 illustrates the structure of the V&V strategies component. As is apparent, this 

component borrows its classification scheme from the taxonomy. Hence, the three top-level 

categories are: (1) main memory, (2) I/O, and (3) cryptographic resources. Each of these 

categories is divided into subcategories. The main memory is divided into dynamic memory and 

static memory; I/O is divided into network interface and filesystem; and cryptographic resources 

is divided into randomness resources and cryptographic algorithms and protocols. The base 

strategies are classified within these subcategories.  

     As is the case with the object model, the V&V strategies component shares its classification 

scheme with the taxonomy, which makes it possible to draw associations between base strategies, 

process objects, and constraints and assumptions. Furthermore, there exists a one to one 
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relationship between the base strategies and the constraints and assumptions. In other words, 

there is a base strategy associated with each constraint and assumption listed in the taxonomy. 

Moreover, the base strategies are listed according to their corresponding constraint or assumption 

in the taxonomy. For example, the first base strategy in the dynamic memory subcategory 

corresponds to the first constraint or assumption in the dynamic memory subcategory of the 

taxonomy, the second strategy to second constraint or assumption, and so forth. 

    The remainder of this chapter presents the base strategies associated the subcategories of the 

V&V strategies component. Because the subcategories themselves are same as those of the 

taxonomy of vulnerabilities, please refer to Chapter 3 for a description of each subcategory. In 

addition to the base strategies, for each subcategory a detailed example of using a base strategy to 

derive a test strategy is provided.  

5.1 Dynamic Memory 

This section presents the base strategies associated with the dynamic memory in Table 5.1 and 

provides an example of deriving a test strategy from a base strategy.  

Table 5.1 Base strategies associated with dynamic memory. 

No. Base strategy 
1.  Goal: To test if the software process allows violation of the constraint: data accepted as input by the 

process and assigned to a buffer must occupy and modify only specific locations allocated to the buffer. 

Target: Buffer 

Method: Attempt to store data larger than the size of the buffer into the fixed length buffer. The 

constraint is considered violated if the process does not restrict the size of data and copies it into the 

buffer.  

2.  Goal: To test if the software process allows violation of the assumption: the process will not interpret 

data present on the dynamic memory as executable code. 

Target: Buffer 

Method: Attempt to overwrite process variables, such as return addresses and exception pointers. 

Because these variables are responsible for redirecting the instruction pointer to the appropriate 
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instruction, evaluators can overwrite them to point to an address of their choice. The assumption is 

considered violated if evaluators are able to redirect the instruction pointer to an address of their choice. 

Typically, an unbounded buffer on the program stack is used to overwrite these variables.    

3.  Goal: To test if the software process allows violation of the assumption: environment variables being 

used by the process have expected format and values. 

Target: Environment variables 

Method: Change the format and values of environment variables before the process begins execution. 

The assumption is considered violated if the process uses these modified environment variables.  

4.  Goal: To test if the software process allows violation of the assumption: the process will be provided 

with the dynamic memory that it requests. 

Target: All data stored by the process on the dynamic memory 

Method: Restrict the amount of memory available to the software process by running it in a controlled 

environment using tools such as holodeck [WHIT03]. These tools allow control of the amount of 

memory available to the software process. The assumption is considered violated if the process 

terminates abnormally or hangs indefinitely.  

5.  Goal: To test if the software process allows violation of the assumption: data present on the dynamic 

memory cannot be observed while the process is in execution. 

Target: All data stored by the process on the dynamic memory 

Method: Execute the software process in a controlled environment, such as a debugger, which allows 

evaluators to view the contents of the dynamic memory. The assumption is considered violated if 

evaluators can access any privileged data that the process has stored in the dynamic memory.  

6.  Goal: To test if the software process allows violation of the assumption: data owned by the process and 

stored on the dynamic memory cannot be accessed after the process frees the memory.  

Target: All data stored by the process on the dynamic memory 

Method: Attempt to read the contents of the memory allocated to the software process after it 

terminates. Since the memory being used by the process is not erased after the process frees it, 

evaluators can directly access the physical memory and attempt to read data left over by the process.  

The assumption is considered violated if evaluators can read data left over by the software process.  

7. Goal: To test if the software process allows violation of the assumption: a pointer variable being used 

by the process references a legal memory location. 

Target: Pointer variable 

Method: Attempt to change the memory location to which the pointer points. The assumption is 

considered violated if evaluators are able to modify the value of the pointer variable to refer to memory 
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locations outside the process space or to wrong variables.  

8. Goal: To test if the software process allows violation of the assumption: a memory pointer returned by 

the underlying operating system does not point to zero bytes of memory. 

Target: Pointer variable 

Method: Request zero bytes of memory from the operating system. Some operating systems do return 

pointers that point to zero bytes of memory. The assumption is considered violated if the process uses 

this pointer to access memory.  

9. Goal: To test if the software process allows violation of the assumption: a pointer variable being used 

by the process cannot reference itself. 

Target: Pointer variable 

Method: Attempt to change a pointer to point to itself. The assumption is considered violated if 

evaluators are successful in redirecting the pointer to point to itself.  

10. Goal: To test if the software process allows violation of the constraint: data accepted by the process 

must not be interpreted as a format string by the I/O routines. 

Target: Buffer 

Method: Provide the software process with a format string as input. The constraint is considered 

violated if the process accepts the string and outputs the contents of the program stack.  

11. Goal: To test if the software process allows violation of the assumption: the value of an integer 

variable/expression (signed & unsigned) accepted/calculated by the process cannot be greater (less) 

than the maximum (minimum) value that can be stored in the integer variable. 

Target: Integer variable 

Method: Store values that are larger (smaller) than the maximum (minimum) value that can be stored in 

an integer variable. The assumption is considered violated if the process attempts to store these values, 

and in doing so, stores overflow (underflow) values, which are different from the intended values.  

12. Goal: To test if the software process allows violation of the constraint: an integer variable/expression 

used by the process as the index to a buffer must only hold values that allow it access to the memory 

locations assigned to the buffer. 

Target: Index variable 

Method: Use index values that are larger than the size of the buffer. The constraint is considered 

violated if the process uses these index values.  

13.  Goal: To test if the software process allows violation of the constraint: an integer variable/expression 

used by the process to indicate length/quantity of any object must not hold negative values. 

Target: Integer variable 
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Method: Use negative values to indicate the length of the objects. The constraint is considered violated 

if the process uses these negative values.  

 

An Example 

Base strategy 12 in Table 5.1 is used to provide a detailed example of deriving a test strategy to 

determine if a software process allows the violation of a constraint associated with the dynamic 

memory. The system state consists of a software process that accepts from a user two integer 

values: a position to store data and the value of the data itself. The software process stores the 

data in an integer array allocated on the program stack and uses the position value as an index to 

the array. 

    The information provided by the base strategy is refined and adapted to derive a test strategy to 

assess if the software process is vulnerable. For this specific software process, the test strategy 

involves executing the software process and providing it index values that range from one more 

than the size of the buffer to several times the size of the buffer and the data values to be placed 

in the buffer. If the software process stores and uses any of these index values, the constraint is 

considered violated and the process vulnerable. This test strategy is implemented by deriving 

multiple test cases, where for each test the index value is varied according to the range specified 

in the test strategy.  

5.2 Static Memory 

Table 5.2 presents the base strategies associated with the static memory. An example of deriving 

a test strategy from a base strategy follows.  
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Table 5.2 Base strategies associated with static memory. 

No. Base strategies 

1. Goal: To test if the software process allows violation of the constraint: data accepted as input by the 

process and assigned to a buffer must occupy and modify only specific locations allocated to the buffer 

on the static memory. 

Target: Buffer 

Method: Attempt to store data larger than the size of the buffer into a fixed length buffer. The constraint 

is considered violated if the process does not restrict the size of the data and copies it into the buffer. 

2.  Goal: To test if the software process allows violation of the assumption: data held on the static memory 

cannot be observed while the process is in execution. 

Target: All data stored by the process on the static memory 

Method: Execute the software process in a controlled environment, such as a debugger, which allows 

evaluators to view the contents of the static memory. The assumption is considered violated if evaluators 

can access any privileged data that the process has stored in the static memory. 

An Example   

Base strategy 1 in Table 5.2 to used to provide a detailed example of deriving a test strategy to 

determine if a software process allows violation of an assumption associated with the static 

memory. The system state consists of a software process that accepts a string as input from the 

users and copies it into a fixed length buffer. The software process declares this buffer along with 

several other variables as global variables, thereby implying that all of these variables and the 

buffer reside in the static memory.  

    The information provided by the base strategy is refined and adapted to derive a test strategy to 

assess if the software process is vulnerable. For this specific software process, the test strategy 

involves executing the software process and providing to it input strings whose sizes range from 

one more than the size of the buffer to several times the size of the buffer. If the software process 

stores any of these strings (in total) in its buffer, the assumption is considered violated and the 

process vulnerable. This test strategy is implemented by deriving multiple test cases, where for 

each test case the length of the string is varied according to the range specified in the test strategy.  
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5.3 Filesystem  

This section presents the base strategies associated with the filesystem. Those strategies are listed 

in Table 5.3. An example of deriving a test strategy from a base strategy follows.  

Table 5.3 Base strategies associated with filesystem. 

No. Base strategies 

1.  Goal: To test if the software process allows violation of the constraint: access permissions 

assigned to newly created files/directories are such that only the required principals have access to 

them. 

Target: File, directory 

Method: Analyze the access permissions of all newly created files or directories. This constraint is 

considered violated if any principal other than the required principals has access to these files or 

directories.  

2.  Goal: To test if the software process allows violation of the constraint: access permissions of the 

files/directories being used by the process are such that only the required principals have access to 

them. 

Target: File, directory 

Method: Analyze access permissions of all files and directories being used by the software 

process. This constraint is considered violated if any principal other than the required principals has 

access to these files and directories.  

3. Goal: To test if the software process allows violation of the assumption: a file being created by the 

process does not have the same name as an already existing file. 

Target: File 

Method: Create a file that has the same name as a file being created by the software process and 

place it in the same directory where the software process is going to place its file. The assumption 

is considered violated if the software process uses the file or terminates abnormally.  

4.  Goal: To test if the software process allows violation of the assumption: a filename (including 

path) being used by the process is not a link that points to another file for which the user, executing 

the process, does not have the required access permissions. 

Target: File 

Method: Provide to the process a file that is a link to another file for which the evaluator, 

executing the process, does not have the required access permissions. The assumption is considered 

violated if the software process accepts this file, follows the link, and uses the file pointed to by the 
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link.   

5. Goal: To test if the software process allows violation of the assumption: a file created/populated 

by a principal other than the process and being used by the process will have expected format and 

data. 

Target: File 

Method: Provide to the software process files containing corrupt data. The assumption is 

considered violated if the process accepts and uses these files.    

6. Goal: To test if the software process allows violation of the constraint: a file being used by the 

process cannot be observed /modified/replaced while the process is in execution. 

Target: File 

Method: Execute the software process in a controlled environment, such as holodeck [WHIT03]. 

Use this environment to identify, observe, modify, and replace the files that the process is using. 

This constraint is considered violated if the process allows evaluators to observe the file contents or 

uses the modified files or uses the replaced files or all three.  

7. Goal: To test if the software process allows violation of the assumption: a file/directory being used 

by the process and stored on the filesystem (information used by the process over multiple runs) 

cannot be observed/modified/replaced in-between these runs.  

Target: File, directory 

Method: Identify persistent files (files permanently stored on the file system) being used by the 

software process with the aid of such tools as filemon and holodeck. Attempt to observe and 

modify the contents of these files while the process is not in execution. This assumption is 

considered violated if evaluators can access privileged data that the process has stored in these files 

or if the process uses the modified files or both. 

8. Goal: To test if the software process allows violation of the constraint: data held by files 

owned/used by the process must not be accessible after the process deletes them.  

Target: File 

Method: Attempt to access data held in files used by the software process after the process has 

deleted them by directly accessing the physical storage. Since the operating system does not erase 

data after deleting the files, evaluators can access this data by directly reading the physical storage 

used by the filesystem. This constraint is considered violated if evaluators can access data held by 

these files.     

9. Goal: To test if the software process allows violation of the constraint: the process must be 

provided with the filesystem space that it requests. 



 

 

86

Target: All data stored by the process on the filesystem. 

Method: Restrict the amount of filesystem space available to the software process by running it in 

a controlled environment using tools, such as holodeck [WHIT03]. These tools allow control of the 

amount of filesystem space available to the software process. This constraint is considered violated 

if the process displays abnormal behavior, such as terminating without any warning or hanging 

indefinitely.     

10. Goal: To test if the software process allows violation of the assumption: a file having proprietary 

or obscure format cannot be understood or modified. 

Target: File 

Method: Attempt to reverse engineer and modify the file that has obscure or proprietary format. 

The constraint is considered violated if evaluators gain access to any privileged data held in the file 

or if the process uses the modified file or both. 

An example 

Base strategy 4 in Table 5.3 is used here to provide a detailed example of deriving a test strategy 

to determine if a software process allows violation of an assumption associated with the 

filesystem. The system state consists of a software process executing with setuid permissions. In 

other words, although a user is executing the process, it has effective root user privileges, which 

enables the process to access any resource of the computer system. The software process, in 

course of its execution, asks the user to provide it with the name of a file to which it has to write 

data.   

    The information provided by the base strategy is refined and adapted to derive a test strategy to 

assess if the software process is vulnerable. For this specific process, the test strategy involves 

executing the software process and providing it with a filename that is a link to another file for 

which the evaluators executing the process do not have the required access permissions. The type 

of the link is varied according to the underlying operating system. For example, on UNIX based 

operating systems, two types of links are used, hard links and soft links. Furthermore, the access 

permissions of the file pointed to by the link are also varied from the evaluators having partial 
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access permissions to having no access permissions. If the process accepts the filename, follows 

the link, and writes data to the file pointed to by the link, the assumption is considered violated 

and the process vulnerable. This test strategy is implemented by deriving multiple test cases. Each 

test case varies the type of the link and access permissions of the file pointed to by the link.  

5.4 Network Interface 

This section presents the base strategies associated with the network interface (shown in Table 

5.4). It also provides an example of deriving a test strategy from a network interface base 

strategy.  

Table 5.4 Base strategies associated with network interface. 

No. Base strategies 

1.  Goal: To test if the software process allows violation of the assumption: the data received by the 

software process through the network interface is neither read nor modified by anyone other than 

the intended recipient. 

Target: Received data unit 

Method: Intercept data being sent to the software process and attempt to read and modify it. The 

assumption is considered violated if evaluators are able to understand the received data, or if the 

process uses the modified data.  

2. Goal: To test if the software process allows violation of the assumption: the data received by the 

software process through the network interface is from a legitimate client or peer or server and has 

expected format and length. 

Target: Received data unit 

Method: Masquerade as a legitimate client, peer or server and send corrupt data to the software 

process. The assumption is considered violated if the process accepts and uses this data.   

3. Goal: To test if the software process allows violation of the assumption: the data sent by the 

software process via the network interface will not be read/modified before it reaches its 

destination. 

Target: Sent data unit 

Method: Intercept data being sent by the software process and attempt to read and modify it. The 

assumption is considered violated if evaluators are able to understand this data or if the receiving 
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process uses the modified data or both.   

4.  Goal: To test if the software process allows violation of the assumption: the software process will 

be able to utilize the network interface to send and receive data. 

Target: All data sent and received by the process using the network interface 

Method: Restrict the network access of the software process by running it in a controlled 

environment using tools such as holodeck [WHIT03], which allow control of the availability of the 

network interface. This assumption is considered violated if the process displays abnormal 

behavior, such as terminating without any warning or hanging indefinitely.     

5. Goal: To test if the software process allows violation of the assumption: the byte order of 

numerical data accepted from the network interface is same as that of the host machine. 

Target: Received data unit 

Method: Send to the software process numerical data that is in the network format. The 

assumption is considered violated if the process accepts this data and does not change its format (in 

case the host and network formats are different), thereby storing wrong numerical values.    

An Example 

Base strategy 2 in Table 5.4 is used to provide a detailed example of deriving a test strategy to 

determine if a software process allows violation of an assumption associated with the network 

interface. The system state consists of a server process that accepts input from various client 

processes running on other computer systems, which it copies into a fixed length buffer for 

further processing.  

   The information provided by the base strategy is refined and adapted to derive a test strategy to 

assess if the software process is vulnerable. For this specific process, the test strategy involves 

executing the server process, masquerading as a client, and providing to the server process data 

that ranges from one more than the size of the buffer to several times the size of the buffer. If the 

server process accepts the data and stores it in its buffer, the assumption is considered violated 

and the server process vulnerable. It is important to note that the focus of this test strategy is on 

the size of the data being accepted by the server process. Evaluators can also create test strategies 

that focus on other aspects of the base strategy, e.g., masquerading as a client or format of the 
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data. This test strategy is implemented by deriving multiple test cases where each test case 

involves varying the length of the data according to the range specified in the test strategy.   

5.5 Randomness Resources 

This subsection presents base strategies associated with the randomness resources and an example 

of deriving a test strategy from a base strategy. Those base strategies are provided in Table 5.5.  

Table 5.5 Base strategies associated with randomness resources. 

No. Base strategies 

1. Goal: To test if the software process allows violation of the assumption: the series of random data 

being produced by the PRNG is unpredictable (assume that seed is unpredictable). 

Target: Random data series 

Method: Identify the PRNG that is being used by the software process. The assumption is 

considered violated if the process is using a PRNG that produces predictable random data series. 

PRNGs that produce predictable random data series can be found in the current cryptographic 

literature.  

2.  Goal: To test if the software process allows violation of the assumption: the seed being used by the 

PRNG is unpredictable. 

Target: Seed 

Method: Identify the seed that the software process provides as input to the PRNG. The 

assumption is considered violated if the software process uses a predictable seed, such as system 

time or process pid.  

3. Goal: To test if the software process allows violation of the assumption: the process will have easy 

access to entropic data on a computer system. 

Target: Random data series 

Method: Identify the method that the software process uses to gather entropic data on the computer 

system. The assumption is considered violated if the process uses predictable computer system 

events such as system time, number of running processes or process pid to gather entropic data. 

4. Goal: To test if the software process allows violation of the assumption: the process will be able to 

accurately estimate the entropy of a data set. 

Target: Random data series 

Method: Identify the method the software process uses to estimate the entropy of a data set. The 
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assumption is considered violated if the process is not conservative in estimating the entropy of the 

data set. For example, the assumption is considered violated if the process assumes the entropy of a 

data set to be equal to the bit length of the data set.  

5. Goal: To test if the software process allows violation of the assumption: user selected 

passwords/keys will have a sufficient amount of entropy. 

Target: User selected passwords/keys 

Method: Identify the cryptographic algorithms and protocols being used by the software process 

that require highly entropic passwords or keys or both. The assumption is considered violated if the 

process is using user selected passwords or keys or both for these algorithms and protocols.   

6. Goal: To test if the software process allows violation of the assumption: if two different seeds are 

provided to the PRNG, it is computationally infeasible to produce the same series of data both 

times. 

Target: Random data series 

Method: Identify the PRNG that is being used by the software process. The assumption is 

considered violated if it is computationally feasible for the PRNG to produce the same random data 

series given two distinct seeds. Such PRNGs can be identified from the current cryptographic 

literature.  

7. Goal: To test if the software process allows violation of the assumption: given that the PRNG is 

continuously producing random data, it is computationally infeasible to produce the same 

sequence of random data after some time. 

Target: Random data series 

Method: Identify the PRNG that is being used by the software process. The assumption is 

considered violated if it is computationally feasible for the PRNG to produce the same random data 

series after a reasonable amount of time. Such PRNGs can be identified from the current 

cryptographic literature. 

An Example 

Base strategy 2 in Table 5.5 is used to provide a detailed example of deriving a test strategy to 

determine if a software process allows violation of an assumption associated with the randomness 

resources. The process in question is an online poker game. It uses a popular and readily available 

PRNG to generate a series of random numbers to shuffle cards for the poker game [VIEG01].  
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    The information provided by the base strategy is refined and adapted to derive a test strategy to 

assess if the software process is vulnerable. For this specific process, the test strategy consists of 

studying the process documentation to identify the seed, and analyzing it to determine if it can be 

predicted. If the process uses a predictable number such as, system time or process pid as a seed, 

the assumption is considered violated and the process vulnerable. This test strategy is 

implemented by deriving a test case in which the evaluators first identify the seed by studying 

available process documentation, such as its source code or its design documentation, and then 

analyzing the seed to determine if it can be predicted.  

5.6 Cryptographic Algorithms and Protocols  

Table 5.6 lists the base strategies associated with cryptographic algorithms and protocols. An 

example of deriving a test strategy from one of the base strategies follows.  

Table 5.6 Base strategies associated with cryptographic algorithms and protocols. 

No. Base strategies 

1.  Goal: To test if the software process allows violation of the assumption: random data being used 

by the cryptographic algorithm/protocol is unpredictable.  

Target: Random data series 

Method: Identify the PRNG that is being used by the software process. The assumption is 

considered violated if the process is using a PRNG that produces predictable random data series, 

such as rand() system call. These PRNGs produce predictable series of numbers even if the seed 

provided as input is unpredictable. Such PRNGs can be found in the current cryptographic 

literature. 

2.  Goal: To test if the software process allows violation of the assumption: the length of the key being 

used by the cryptographic algorithm or protocol is sufficient. 

Target: Key 

Method: Identify the minimum key length that the software process uses for the cryptographic 

algorithm or protocol. This assumption is considered violated if this minimum key length is less 

than the current standard. The minimum length of the key required for keeping the algorithm or 

protocol secure changes with time and can be found in the current cryptographic literature. 
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3. Goal: To test if the software process allows violation of the assumption: the hashing algorithm will 

not produce same hash for two different inputs. 

Target: Hash value 

Method: Identify the hashing algorithm that the software process uses. There exist hashing 

algorithms that produce the same hash for two different input texts. These algorithms are 

considered compromised and cannot be used for cryptographic purposes. The assumption is 

considered violated if the software process uses one of the compromised hashing algorithms. 

Information regarding compromised hashing algorithms can be found in current cryptographic 

literature. 

4. Goal: To test if the software process allows violation of the constraint: the process cannot use 

encryption to ensure data integrity. 

Target: Ciphertext 

Method: Determine how the process is using encryption. This constraint is considered violated if 

the software process uses encryption to ensure data integrity. In other words, the constraint is 

considered violated if the process is not able to detect if the ciphertext has been modified or not.  

5. Goal: To test if the software process allows violation of the constraint: the process cannot use a 

key more than once for a stream cipher. 

Target: Key 

Method: Assess if the process uses the same key more than once for a stream cipher. The 

constraint is considered violated if the same key is used more than once.  

6. Goal: To test if the software process allows violation of the constraint: the process cannot use one 

time pads to encrypt a large quantity of data. 

Target: Ciphertext 

Method: Assess the use of one time pads by the software process. The constraint is considered 

violated if the process uses one time pads to encrypt large quantities of data. Clearly, what 

constitutes “a large quantity of data” is a subjective term. As used here, its value depends on the 

availability of high quality random data to the software process. Given that a software process is 

using a readily available random number generator, 1MB or more of data is considered a large 

quantity of data.  

7. Goal: To test if the software process allows violation of the constraint: the process cannot use keys 

that are self reported by a client or a server. 

Target: Key 

Method: Assess how the software process acquires keys from its clients, its peer processes or 
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server processes. This constraint is considered violated if the process, without performing any 

validation, trusts keys that are self reported by the clients, peer processes or server processes.  

8. Goal: To test if the software process allows violation of the constraint: the process cannot use 

obfuscation instead of encryption to ensure confidentiality. 

Target: Obfuscated text 

Method: Assess to what extent the software process relies on obfuscation for keeping secrets. 

Obfuscation is the process of changing data to make it difficult to perceive or understand and 

includes techniques, such as using obscure formats and rearranging data. The constraint is 

considered violated if the process uses obfuscation to keep secrets.  

9. Goal: To test if the software process allows violation of the constraint: the process cannot store 

keys/passwords in clear text. 

Target: Key 

Method: Assess how the software process stores keys or passwords. The constraint is considered 

violated if the process stores keys or passwords in clear text.  

An Example 

Base strategy 4 in Table 5.6 is used to provide a detailed example of deriving a test strategy to 

determine if a software process allows violation of a constraint associated with cryptographic 

algorithms and protocols. The process in question runs on a computer system in a bank and 

regularly sends financial transactions to a central server. Although the process encrypts all 

transactions using a secret key, the format of the transactions follows a publicly available industry 

standard that includes the following fields: date, time, type and amount.  

    The information provided by the base strategy is refined and adapted to derive a test strategy to 

assess if the software process is vulnerable. For this specific process, the test strategy involves 

executing the software process, intercepting the encrypted transaction, modifying all 

combinations of individual fields, and then resending the encrypted transaction. Since the 

evaluators do not have access to the encryption key, they cannot decrypt the intercepted 

transaction. However, because they are familiar with the format of the transaction, they can 

directly modify the encrypted transaction. If the central server accepts any one of these modified 
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transactions and uses it, the constraint is considered violated and the process vulnerable. This test 

strategy is implemented by deriving multiple test cases, where for each test case the individual 

fields in the transaction are modified according to the combinations specified by the test strategy.  

Summary 

This chapter presents the V&V strategies component, which provides base strategies to test a 

software process for the presence of vulnerabilities. A base strategy is a verification or a 

validation approach that provides a guided approach to test if the software process permits 

violation of a constraint or an assumption. The base strategies are used to derive test strategies, 

which again are V&V related, but are specific to the software process being tested. The V&V 

strategies component borrows its classification scheme from the taxonomy of vulnerabilities. 

Therefore, it has the same categories and subcategories as the taxonomy and the object model. 

The same classification scheme facilitates identifying relationships between the process objects in 

the object model, the constraints and assumptions in the taxonomy, and the base strategies in 

V&V strategies component.  
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Chapter 6 

Security Assessment Process 

This chapter describes the process of using the framework to assess security. This security 

assessment process provides a step-by-step procedure for testing a software process for the 

presence of vulnerabilities. Because the assessment process is generally applicable, it can be used 

to assess the security of any software process executing above the level of the operating system. 

The assessment process is applicable for situations where only the functionality of the software 

process is known, as well as the case where access to the complete development documentation is 

provided.  

    The remainder of this chapter presents the security assessment process and provides a detailed 

example of using it to test a software process for the presence of vulnerabilities.  

6.1 Security Assessment Process 

The security assessment process is a multi step procedure. A step-by-step account of the 

assessment process is provided below. 

Step 1: Identifying resources 

The security assessment process starts with identifying resources that the software process is 

using. This step requires knowledge of the structure of the framework components, and more 
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specifically their subcategories, because they represent the resources a software process uses. 

After identifying the resources, the target resource is selected as a prelude to assessment. 

Targeting a single resource at a time focuses attention on a single subcategory and adds structure 

to the security assessment process.  

Step 2: Identifying process objects 

The second step is to identify potentially vulnerable process objects present in the software 

process. The object model facilitates their identification. The analysis is focuses by targeting only 

process objects present in the subcategory selected in the previous step. In this second step, the 

selected process objects are only those that are present in both the object model subcategory and 

in the software process. If available, the source code of the software process and/or its 

development documentation is analyzed to identify these objects. In the event that the source 

code or development documentation is unavailable, tools such as debuggers, filemon [FMON], 

regmon [RMON] and holodek [WHIT03] can be employed to identify these objects.  

 
Step 3: Identifying constraints and assumptions 

The third step is to identify relevant constraints or assumptions (or both) associated with the 

process objects identified in the previous step. Again, the analysis is focused by targeting 

constraints and assumptions listed in the subcategory identified in step 1. Constraints and 

assumptions in the selected subcategory are analyzed to identify the ones that are associated with 

the identified process objects, and which are relevant to the software process being tested.  

 
Step 4: Identifying V&V strategies  

The last step is to derive strategies for testing the software process for the presence of 

vulnerabilities. Again, the analysis is focused by targeting the base strategies present in the 

subcategory selected in step 1. Hence, in this step one selects the base strategies whose goal is 

violation of one of the identified constraints and assumptions and whose target includes one or 

more of the identified process objects. Because the base strategies are designed to be generally 
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applicable, each base strategy can lead to the derivation of one or more test strategies. Deriving 

test strategies consists of refining and applying a base strategy to a particular software process. 

Similarly, refining each test strategy leads to one or more test cases for assessing if the software 

process allows the violation of a constraint or an assumption. In effect, test cases are 

instantiations of a test strategy, where each individual test case is realized by changing the values 

of the variable parameters present in the test strategy. Steps 2 through 4 are repeated for each 

resource identified in step 1.  

6.2 Example  

This section presents an example of using the security assessment process to assess security of a 

software process by testing it for the presence of vulnerabilities. The process in question is the 

“broken” version of the password program on SunOS and HP/UX. In these operating systems, the 

user information and his/her password are stored in the .rhosts file in the user’s home directory. 

The password program executes with setuid root permissions. In other words, a user is executing 

the process, but it has effective root user privileges, which gives the process potential access to all 

of the resources of the computer system. The program, in course of its execution, asks the user to 

enter the new password for his/her account. It then modifies the password file to reflect the 

changes made by the user. This is a historic case of the time of check time of use exploit described 

in [BISH96a]. 

    Below we describe the step by step execution of the password program [VIEGA01]:  

1. The program opens and reads the password file, retrieves information about the user 

executing the program, and then closes the password file.   

2. It then creates and opens a temporary file “ptmp” in the same directory as the password 

file. 

3. It then opens the password file and copies its unchanged contents and the contents 

modified by the user (changed password) to the temporary file.  
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4. Finally, it closes the password file and renames the temporary file as the password file.  

    A user attacks this program by exploiting the time gap between the program checking access 

permissions of the user executing the program and actually making decisions based on those 

access permissions. A step by step procedure for executing the attack follows: 

1. The user first provides the program with the name of a symbolic link that points to his/her 

own password file. Because the user has the required permissions for both the symbolic 

link and the file, the program opens the password file.  

2. In step2, the program creates and opens the tmp file in the target user’s password 

directory. Before the program starts the execution of step 2, however, the user changes 

the link to point to the password file of the target user. Because the program has setuid 

root permissions, it has access permissions for the target user’s password file.  

3. In step 3, the program copies the modified contents of the user’s password file to the tmp 

file. Again, before the program starts the execution of this step, the user changes the link 

to point to his/her own password file. This is necessary because the program checks the 

password file for an entry with the user’s id.  

4. Finally, the user again changes the link back to the target user’s password file. The 

program renames the tmp file in the target user’s directory to the password file, thereby 

overwriting the target user’s old password file.   

    This exploit gives the user the ability to log into the target user’s account, thereby giving 

him/her complete control of the target user’s domain. We now use the security assessment 

process outlined in previous section to analyze and test the password program for presence of 

vulnerabilities.  

Step 1: Identifying resources 

The first step is identifying resources being used by the password program. An analysis of the 

program’s execution reveals that the resource in question is the filesystem. The filesystem, in 

terms of the structure of the framework components, is a subcategory of the I/O category.  



 

 

99

Step 2: Identifying objects 

The second step is to identify potentially vulnerable process objects being used by the password 

program. The security assessment process targets the filesystem subcategory of the object model. 

Process objects that are present both in the filesystem subcategory of the object model and in the 

password program are identified. Again, an analysis of the program’s execution reveals that the 

process objects in question are files and directories. Specifically, the potentially vulnerable 

process objects present in the password program are: (1) the old password file, (2) ptmp, (3) the 

new password file, and (4) the password directory.   

Step 3: Identifying constraints and assumptions 

The third step is to identify relevant constrains or assumptions associated with the objects 

identified in the previous step. This is accomplished by analyzing all constraints and assumptions 

listed in the filesystem subcategory to identify those associated with files and directories. The 

constraints and assumptions are narrowed to: 

• Access permissions assigned to newly created files/directories are such that only the 

required principals have access to them. 

• Access permissions of the files/directories being used by the process are such that only 

the required principals have access to them. 

• A filename (including path) being used by the process is not a link that points to another 

file for which the user executing the process does not have the required access 

permissions. 

• Files being used by the process cannot be observed/modified/replaced while the process 

is in execution. 

Step 4: Identifying V&V strategies 

The fourth step is to select the base strategies whose goal is the violation of one of the identified 

constraints and assumptions and whose target includes a file or a directory. The selection process 
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is facilitated by targeting the filesystem subcategory of the V&V strategies component. Table 6.1 

lists the selected base strategies. Each of these base strategies is refined relative to the password 

program to derive one or more test strategies to test the password program for the presence of 

vulnerabilities. Table 6.1 also presents these test strategies (they follow the base strategy from 

which they are derived).  

Table 6.1 Test strategies for password program example. 

No. Base strategies 

Goal: To test if the software process allows violation of the constraint: access permissions 

assigned to newly created files/directories are such that only the required principals have access to 

them. 

Target: File, directory 

Method: Access permissions of all newly created files or directories are analyzed. This constraint 

is considered violated if any principal other than the required principals has access to these files or 

directories.  

1.  

Test strategy #1: The password program is executed and tools such as filemon and holodec are 

used to test if only the password program has access permissions to the ptmp file.   

Test strategy #2: The password program is executed to test if only the principal executing the 

program has access permission to new password file (renamed ptmp file).   

Goal: To test if the software process allows violation of the constraint: access permissions of the 

files/directories being used by the process are such that only the required principals have access to 

them. 

Target: File, directory 

Method: Access permissions for all files and directories being used by the software process are 

analyzed. The constraint is considered violated if any principal other than the required principals 

has access to these files and directories.  

2.  

Test strategy #3: The access permissions for the old password file is examined to determine if 

only the principal executing the program has access permissions to it.  

Test strategy #4: The access permissions for the password directory is examined to determine if 

only the principal executing the program has access permissions to the password directory.  
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Goal: To test if the software process allows violation of the assumption: a filename (including 

path) being used by the process is not a link that points to another file for which the user executing 

the process does not have the required access permissions. 

Target: File 

Method: The devised test is to determine if the software process allows violation of this 

assumption. This is accomplished by providing to the process a file that is a link to another file for 

which the user executing the process does not have the required access permissions. The 

assumption is considered violated if the software process accepts this file, follows the link, and 

uses the file pointed to by the link.   

3.  

Test strategy #5: We execute the password process and provide as input to it a filename that is a 

link to another file for which we do not have the required access permissions. Two types of links 

are used, hard links and soft links. We also vary access permissions of the file pointed to by the 

link, from partial access to no access.  

Goal: To test if the software process allows violation of the constraint: files being used by the 

process cannot be observed/modified/replaced while the process is in execution. 

Target: File 

Method: The software process is executed in a controlled environment such as holodeck 

[WHIT03]. We use this environment to identify, observe, modify, and replace the files that the 

process is using. This constraint is considered violated if the process allows us to observe file 

contents or uses the modified files or uses replaced files or all three. 

4.  

Test strategy #6: Execute the password program in a controlled environment such as holodeck and 

test if temporary file, ptmp, can be observed/modified while the process is in execution. 

Test strategy #7: Execute the password program in a controlled environment such as holodeck and 

test if the file provided as input can be replaced while the process is in execution.   

 

    Deriving test cases from the identified base strategies and executing them reveals 

vulnerabilities that form the building blocks of the time of check time of use flaw. In particular, 

the test cases reveal that the input file can be replaced while the password program is in execution 

– a serious security flaw. Additionally, the test cases reveal if the password program properly 

checks access permissions before opening a file pointed to by a link. Another serious flaw that is 

discovered is that the contents of the temporary file and its location can be observed while the 

program is in execution. Furthermore, the test cases reveal any discrepancy in the access 

permissions of the files and the directory being used by the program.  
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Summary 

This chapter presents the process of using the security assessment framework. The process 

provides a systematic and structured approach for identifying vulnerabilities present in a software 

process. Additionally, the chapter also presents a detailed example of using the security 

assessment process to test a software process for the presence of vulnerabilities.  
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Chapter 7 

Conclusions and Future Directions 

This dissertation presents a framework for deriving verification and validation (V&V) strategies 

to assess software security. The framework is composed of three components: (1) the object 

model, (2) the taxonomy of vulnerabilities, and (3) the V&V strategies component. The object 

model provides an organized collection of potentially vulnerable process objects. The taxonomy 

of vulnerabilities provides an informative classification of vulnerabilities, wherein vulnerabilities 

are characterized as constraints imposed by computer system resources and assumptions made 

about the usage of these resources. The V&V strategies component combines the information 

from the object model and the taxonomy, and provides the base strategies to test a software 

process for the presence of vulnerabilities. These base strategies are used as a foundation for 

deriving detailed test strategies. This dissertation also defines a process for using the framework 

to assess security. The process provides a systematic and standardized approach to test a software 

process for the presence of vulnerabilities.  

    The framework offers a number of advantages for assessing software security. The primary 

advantage is that it enunciates a novel approach, which simplifies the testing of a software 

process for the presence of vulnerabilities. A vulnerability exists if the software process permits 

the violation of a constraint or an assumption.  
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    Additionally, the framework includes an inventory of existing vulnerabilities, presented in the 

form of a taxonomy. Therefore, evaluators assessing the security of a software process using the 

framework have a predefined set of potential vulnerabilities from which to choose – a choice 

guided by the taxonomy. Furthermore, the framework provides base strategies, which the 

evaluators can use to test a software process for presence of vulnerabilities. In short, the 

framework reduces dependence on an evaluator’s own abilities and past experience when 

assessing a process security.  

    The framework provides a comprehensive solution for assessing security; it can be applied to 

assess the security of any software process executing above the level of the operating system. 

Although, the taxonomy categorizes a large number of vulnerabilities taken from such sources as 

security texts [VIEG01, HOWA02], security lists [BUGT], academic and non-academic articles, 

and CERT advisories [CERT], we recognize that the encompassing framework is still limited by 

the vulnerabilities categorized by the taxonomy. The process defined in Section 3.3, extending the 

taxonomy, attempts to address this concern.  

    The remainder of this chapter presents the main contributions of the research described in this 

dissertation and outlines future work.  

7.1 Summary of Main Contributions 

The research presented in this dissertation contributes to the field of software security. A 

summary of its main contributions are listed below:  

• A theoretical model of computing that establishes the relationship between a software 

process, vulnerabilities and computer system resources. The model supports the 

characterization of vulnerabilities as constraints imposed by computer system resources 

and assumptions made about the usage of these resources.  

• A taxonomy of vulnerabilities that reflects an informative classification of known 

vulnerabilities, which are in the form of constraints and assumptions.  
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• A process for extending the taxonomy of vulnerabilities that specifies a step-by-step 

approach for identifying new constraints and assumptions and adding them to the 

taxonomy.  

• A preliminary study attesting to the utility of the taxonomy. The study classifies 

vulnerabilities present in advisories issued by CERT [CERT] from Jan 2004 to June 

2004. The study also helped in evolving the taxonomy by identifying new constraints and 

assumptions.  

• An object model that represents an organized collection of potentially vulnerable process 

objects that can be present and exploited in a software process. The process objects in the 

object model are derived by analyzing constraints and assumptions listed in the taxonomy 

of vulnerabilities.  

• A V&V strategies component, which provides base strategies to test a software process 

for the presence of vulnerabilities. The objects from the object model serve as targets for 

the base strategies, and the constraints and assumptions serve as goals of these base 

strategies. Moreover, each base strategy includes a method for testing if a software 

process allows a violation of a constraint or an assumption.   

• A framework that provides a comprehensive approach for assessing the security of a 

software process. The framework can be used to assess the security of any software 

process that executes above the level of the operating system.    

• A process for using the framework to assess the security of a software process. The 

process provides a systematic and ordered approach for using the framework to test a 

software process for the presence of vulnerabilities.  

• Basis for a common template for reporting exploits and the causative vulnerabilities.   
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7.2 Future Work 

This dissertation presents a framework for assessing the security of a software process by testing 

it for the presence of vulnerabilities. The framework serves as a foundation upon which one can 

explore complementary areas of research. This section presents those areas as future work.  

7.2.1 Refining the Process of Using the Framework 

Software development is a dynamic field with new development paradigms and new 

programming languages being discovered constantly. It is important that the process of using the 

framework maintain currency in light of this dynamism. This can be accomplished by using the 

framework to test additional real-world software applications for presence of vulnerabilities. This 

testing can provide additional insights into the relationship between the process and a software 

application or a domain of software applications. An understanding of this relationship will help 

refine and evolve the process of using the framework.  

7.2.2 Identification and Development of Tools  

It is important to both identify and develop tools that simplify the process of using the 

framework. Such tools assist in and help reduce the time required for testing a software 

application, thereby increasing the usefulness of the framework. For example, tools that assist in 

identification of potentially vulnerable process objects present in the software application and 

those that assist in the execution of base V&V strategies are highly desirable.  

7.2.3 Adding New Vulnerabilities to the Taxonomy 

Vulnerabilities are dynamic in nature, with new variations of old vulnerabilities being discovered 

constantly. Moreover, completely new vulnerabilities are being periodically discovered. Hence, it 

is important to keep the taxonomy of vulnerabilities updated to ensure the longevity and 

usefulness of both the taxonomy and the framework. Therefore, newly identified exploits and 
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vulnerabilities should be incorporated into the taxonomy using the process outlined in Section 

3.3.  

7.2.4 Identifying Critical Constraints and Assumptions 

Another direction for future work involves analyzing the most common exploits and selecting a 

subset of constraints and assumptions that are employed by a majority of them. Identifying such a 

subset minimizes the number of constraints and assumptions against which a software application 

needs to be tested. This stems from the fact that a single exploit requires an attack on multiple 

constraints and assumptions. Identifying and testing for the most commonly violated constraints 

and assumptions can, more effectively, reduce the number of exploits on a software application. 

Principles of boolean algebra can be used to maximize the number of exploits covered by this set 

of selected constraints and assumptions. 

7.2.5 Deriving Requirements for Developing Secure Software 

The constraints and assumptions listed in the taxonomy can also be used to derive requirements 

for developing secure software. These requirements can guide the design and coding phases of 

the software development lifecycle. In turn, they enable a seamless integration of the framework 

into a test process for software applications.  

Summary 

In recent years, software applications have been exploited with increased frequency. These 

exploits have caused substantial economic damages. Consequently, securing software 

applications against these exploits has become a top priority. The last line of defense in securing a 

software application is to test a priori if it is vulnerable to exploits. In this dissertation, the author 

has presented an approach for assessing the extent to which a software application is vulnerable 

to exploits by testing it for the presence of vulnerabilities. The approach takes the form of a 

framework, which provides a step-by-step procedure for identifying vulnerabilities present in a 
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software application. The framework not only supports the testing of a software application for 

the presence of vulnerabilities, but also reduces the reliance on the evaluator’s ability and past 

experience. The framework is both novel and distinctively different from the ones found in 

current literature.  
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Appendix B 

This appendix presents a summary table of some notable taxonomies, not discussed in the related 

work section of chapter 3 (section 3.6). In creating this table, we have borrowed heavily from 

unpublished doctoral dissertations of Krusl [KRSU98] and Lough [LOUG01]. Please refer to 

their dissertations for a detailed discussion of these taxonomies.    

 

No. Taxonomy Comments 

1.  Knuth’s classification [KNUT89] Classification is subjective and ambiguous.  
2.  DeMillo and Mathur’s grammar-

based classification [DEMI95]  
Classification is ambiguous. 

3.  Endres’s classification [ENDR75] Classification is application and machine 
dependent. 

4.  Ostrand and Weyuker’s 
classification [OSTR84] 

Classification is ambiguous. 

5.  Basili and Perricone’s 
classification [BASI84] 

Classification is ambiguous. 

6. Origin and causes classification 
[LONG97] 

Classification is ambiguous and is difficult to use 
without knowledge of state of mind of programmer.

7.  Access required classification 
[LONG97] 

Classification is ambiguous and there is no clear 
definition of each category.  

8. Ease of exploit classification 
[LONG97] 

Classification is ambiguous. 

9. Threat classification [POWE96] Classification is ambiguous. 
10. Cohen’s attack classification 

[COHE95; COHE97] 
Classification is descriptive, non-orthogonal, 
incomplete, and of limited applicability.  

11. Perry and Wallich’s attack 
classification [PERR84] 

Classification is ambiguous. 

12.  Howard’s process-based 
taxonomy of network attacks 
[HOWA97] 

Categories of the taxonomy are not mutually 
exclusive. 

13. Anderson’s penetration matrix 
[ANDE80] 

It is not a vulnerability taxonomy as it classifies 
vulnerabilities based on penetrator.  

14.  Jayaram and Morse’s network 
security taxonomy [JAYA97] 

It is not comprehensive enough to qualify as a 
taxonomy.  

15. Sandia laboratory taxonomy 
[CHRI99 ] 

Categories of the taxonomy are not mutually 
exclusive. 

16. Kumar’s classification and 
detection of computer intrusions 
[KUMA95 ] 

Classification can only handle intrusions that 
appear in audit logs.  

17. Brinkley’s computer misuse Categories of the taxonomy are not mutually 
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techniques [BRIN95] exclusive. 
18. Dunnigan and Nofi [DUNN95] The taxonomy classifies deception techniques.  
19. Straub and Widom’s motivation-

security response taxonomy 
[STRA84] 

The taxonomy lists motivation of the attacker.  
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