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Sparsity-Driven Search for Multi-Hit Genetic Mutation Combina­
tions in Cancer 

Ritvik R. Prabhu 

(ABSTRACT) 

Cancer typically arises not from a single genetic mutation (i.e., hit) but from multi-hit 

combinations that accumulate within cells. However, enumerating multi-hit combinations 

becomes exponentially more expensive computationally as the number of candidate hit gene 

combinations grow, i.e., 𝐶20,000, where 20, 000 is the number of genes in the human genomeℎ 

and ℎ is the number of hits. To address this challenge, we present an algorithmic technique 

called pruned depth-first search (P-DFS) that leverages the high sparsity in tumor mutation 

data to prune large portions of the search space. Specifically, P-DFS — a pruning technique 

that exploits sparsity to drastically reduce the otherwise exponential ℎ-hit search space 

for candidate combinations used by weighted set cover — which is grounded in a depth-

first search backtracking technique, prunes infeasible gene subsets early, while a standard 

greedy weighted set cover (WSC) formulation systematically scores and selects the most 

discriminative combinations. By intertwining these ideas with optimized bitwise operations 

and a scalable distributed algorithm on high-performance computing clusters, our algorithm 

can achieve ≈ 90–98% reduction in visited combinations for four-hit combination and roughly 

a 183× speedup over the exhaustive set cover approach (whose decision version is NP-

complete and whose optimization form is NP-hard) measured on 147,456 ranks. In doing 

so, our method can feasibly handle four-hit and even higher-order gene hits, achieving both 

speed and resource efficiency. 



Sparsity-Driven Search for Multi-Hit Genetic Mutation Combina­
tions in Cancer

Ritvik R. Prabhu

(GENERAL AUDIENCE ABSTRACT)

Cancer is widely understood to develop not from a single genetic change but from a combina­

tion of multiple changes, often called “hits,” that accumulate in a cell over time. Identifying 

which specific combinations of gene changes drive cancer is a critical step toward better 

diagnosis and treatment. However, the human genome contains roughly 20,000 genes, and 

the number of possible multi-gene combinations grows extremely fast as researchers consider 

more simultaneous hits, making it impractical to check every possibility even with power­

ful computers. To overcome this challenge, this thesis introduces a computational method 

called pruned depth-first search (P-DFS). The key insight behind P-DFS is that real tumor 

data is sparse, meaning that only a small fraction of genes are altered in any given patient. 

P-DFS takes advantage of this sparsity to skip over large groups of gene combinations that 

cannot possibly be relevant, rather than examining each one individually. A companion 

scoring step then evaluates the remaining candidates and selects the combinations that best 

distinguish tumors from healthy tissue. By combining this pruning strategy with efficient 

data handling techniques and distributing the work across thousands of processors on high-

performance computing systems, the method reduces the number of combinations that must 

be examined by roughly 90% to 98% for four-gene combinations. On a computing system 

using over 147,000 processors, the approach achieved approximately a 183-fold speedup com­

pared to checking all possibilities. As a result, the method makes it feasible to search for 

cancer-driving combinations involving four or more genes at a scale that was previously out 

of reach.
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Chapter 1

Introduction

Genetic mutations occur routinely in our cells, yet most of these mutations are benign. 

Occasionally, however, a specific subset of mutations arises that can pave the way for cancer 

development. Cancer itself is not a single disease, rather, it is a diverse group of disorders 

defined by unchecked cell growth [6]. Despite decades of effort, it remains the second leading 

cause of death worldwide, projected to claim around 618,120 lives in the United States alone 

in 2025 [7]. The crux of the challenge lies in the fact that cancer typically does not emerge 

from a single genetic mutation (“hit”) but rather from precise, multi-hit combinations of a 

small number (typically between 2–9 hits) of genetic alterations [1].

1.1 Computational Challenges in Multi-Hit Analysis

Understanding these multi-hit patterns has profound implications. First, it illustrates how 

cancer starts and progresses, providing insight into the biological mechanisms behind tumor 

formation. Second, identifying the exact sets of mutations responsible for a given case 

of cancer can guide the design of more targeted combination therapies [8, 9]. Nevertheless, 

pinpointing these critical mutation sets is akin to searching for needles in a genomic haystack. 

With roughly 20,000 genes in the human genome [10], even two-hit combinations yield on 

the order of 2 × 108 possibilities, while four-hit and five-hit combinations balloon into the 

range of 1015 to 1019, respectively. Exhaustively exploring all such combinations quickly 

1



2 Chapter 1. Introduction

overwhelms traditional computational approaches. In fact, recent estimates suggest that 

identifying all four-hit combinations would require over 500 years on a single CPU [4].

To tackle this challenge, multi-hit combination analysis has emerged as a prominent strategy. 

At its core, this approach aims to pinpoint which specific combinations of genetic mutations 

are most relevant to carcinogenesis, i.e., the process by which normal cells transform into 

cancer cells. One leading paradigm views the task as a weighted set cover (WSC) problem, 

an NP-complete problem, where each candidate mutation set “covers” the tumor samples 

carrying that set and ideally excludes normal samples [3]. Although WSC can be highly 

accurate, all possible gene combinations must be exhaustively enumerated, an endeavor that 

grows exponentially with each additional “hit.” Even powerful high-performance computing 

(HPC) systems struggle to search beyond three-hit or four-hit mutation sets without en­

countering prohibitively large runtimes or system limitations like I/O bottlenecks, memory 

constraints, and communication overhead [4].

To cope with the exponential explosion of the search space, researchers have explored heuris­

tics that avoid enumerating the entire combination space. One such approach, BiGPICC, 

quickly identifies higher-order hits by leveraging a graph-based method. However, BiGPICC 

omits large swaths of the combination space in the name of speed, which can degrade clas­

sification accuracy [5]. In practice then, the cancer-genomics community faces a trade-off: 

comprehensive methods that handle only a few hits versus heuristic-based approaches that 

find more hits but risk missing the precise “needles” in the genomic haystack.

1.2 Proposed Approach and Contributions

In this thesis, we introduce a novel HPC-driven framework to push the boundary of multi-hit 

analyses [11]. We build upon the rigor of WSC-based methodology but overcome its typical 



1.3. Thesis Roadmap 3

limitations through the utilization of advanced supercomputing resources and optimizations 

that capitalize on the sparsity inherent to carcinogenesis data. By doing so, our approach 

navigates the massive search space that was previously considered intractable. Specifically, 

we introduce a new algorithm, pruned depth-first search (P-DFS), for traversing the search 

space of multi-hit combinations—our main contribution, which reduces the otherwise exhaus­

tive candidate search space that dominates WSC-based pipelines (Fig. 1.1). In particular, 

we leverage the high sparsity in gene mutations to do a distributed depth-first search with 

backtracking to prune the combinatorial search space, thereby shrinking the candidate set 

before applying the standard greedy WSC selection step, thus dramatically improving the 

efficiency.

Through this effort, we seek not only to advance our understanding of the genetics underlying 

cancer but also to provide a practical path toward precisely tailored combination therapies 

that could improve outcomes for patients worldwide.

1.3 Thesis Roadmap

The remainder of the thesis proceeds as follows. In Chapter 2, we review background and 

related work on multi-hit modeling and search formulations. Chapter 3 presents our pruned 

depth-first search (P-DFS) method, including sparsity-aware preprocessing, the core pruning 

algorithm, and topology-aware work distribution with hierarchical collectives. Chapter 4 

reports the results on the Fugaku supercomputer, including datasets, pruning efficiency, 

classification performance on discovery and held-out evaluation subsets, load balancing with 

work stealing, and strong scaling. Chapter 5 provides a summary of our findings and discusses 

directions for future work, including scalability to higher hit thresholds through biologically 

informed search, work distribution strategies, and GPU execution
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across the corresponding gene rows ( 2 ) and computes over the full candidate table ( 3 ), 
which quickly becomes intractable as ℎ grows. 2–3 This thesis (prune-then-evaluate):
our main contribution is P-DFS, a sparsity-driven pruned depth-first search that massively 
prunes the ℎ-hit search space (2) before scoring (see Chapter 3 and Fig. 3.3). This produces 
a substantially smaller candidate table to evaluate (3), yielding significant compute-time 
savings by avoiding bitwise-AND intersections for the vast majority of combinations. 4  and 
4 Selection step (common to both): choose the candidate combination with highest 
tumor coverage and lowest normal coverage, and pass it into the weighted set cover proce­
dure 5 . The table at the top summarizes the resulting reduction in combinations explored, 
which becomes more pronounced as the number of hits ℎ increases.



Chapter 2

Background and Related Work

This chapter develops the biological and computational context for the work presented in 

this thesis. We begin with the historical development of the multi-hit view of cancer, which 

established the idea that carcinogenesis is driven not by a single mutation, but by the accu­

mulation of several key genetic alterations. We then show how this biological view naturally 

gives rise to a combinatorial search problem over large mutation datasets. From there, we 

review the two major computational directions that have emerged for identifying multi-hit 

combinations: weighted set cover (WSC)-based approaches, which explicitly search for dis­

criminative mutation sets, and graph-based methods, which seek to uncover co-mutation 

structure more indirectly.

2.1 Historical Foundations of the Multi-Hit Concept

A seminal moment in understanding cancer’s genetic basis came from Alfred Knudson’s 

1971 “two-hit hypothesis,” which suggested that certain cancers, specifically retinoblastoma, 

emerge only after mutations have occurred in both copies of a tumor suppressor gene [12]. 

Although Knudson’s original study focused on a rare pediatric tumor, the conceptual impact 

of this idea was much broader. It provided one of the first clear explanations for how cancer 

could arise through the accumulation of multiple genetic events rather than through a single 

mutation.

5
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Over time, this idea reshaped the way researchers thought about carcinogenesis. What 

began as a model for retinoblastoma gradually expanded into a more general framework for 

understanding breast, colon, and other solid tumors where multiple genetic “hits” are now 

believed to drive the transition from normal cellular regulation to malignant growth [13,

14, 15]. In this sense, Knudson’s theory established the broader intuition that cancer is 

fundamentally a multi-step genetic process.

As this view matured, researchers increasingly recognized that there is no universal “magic 

number” of mutations required for all cancers. Different tumor types appear to require 

different numbers of critical genetic alterations, and the path to malignancy can vary sub­

stantially across tissues and patients. This realization motivated a deeper line of statistical 

modeling of carcinogenesis, aimed at estimating how many genetic events are needed for 

different cancers and how these events accumulate over time.

Early modeling efforts often assumed relatively simple or uniform mutation processes across 

genes [16, 17, 18, 19]. While these models were important in shaping early intuition, they 

could not fully capture the heterogeneity observed in real tumors, where mutation burdens 

vary widely across both genes and cancer types. In practice, some genes mutate frequently, 

others rarely, and different cancers follow distinct mutational trajectories.

Building upon these limitations, Anandakrishnan et al. introduced a more data-driven frame­

work that estimates the number of hits required for carcinogenesis directly from the ob­

served distribution of somatic mutations rather than from a single pre-specified mutation 

rate model [1]. Their results suggest that many cancers can be explained by combinations of 

between 2 and 9 hits, depending on tumor type. This finding is especially important for this 

thesis, because it transforms the biological question of carcinogenesis into a computational 

one: if cancer is driven by a small number of critical mutation combinations, can we actually 

identify those combinations from large genomic datasets?
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As shown in Fig. 2.1, the number of hits required can vary, reinforcing the idea that cancer 

is not a single entity but rather a multitude of genetic scenarios, each leading to a common 

endpoint of tumor formation. This insight highlights the importance of developing compu­

tational tools capable of sifting through a large and heterogeneous genomic search space. 

That diversity is exactly what makes the problem computationally challenging. Any practi­

cal method must search through a vast space of possible mutation combinations while still 

preserving the subtle patterns that distinguish tumor from normal tissue.

Figure 2.1: Visualization of estimated hit numbers for each cancer type from [1]. Derived 
from the public domain image by M. Haggstrom (2014) [2].
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2.2 Approaches for Identifying Multi-Hit Combinations

The biological view outlined above naturally leads to a computational question. If a cancer 

phenotype is driven by a small number of cooperating mutations, then the task becomes 

one of finding which combinations of genes recur across tumor samples in a meaningful 

and discriminative way. In other words, the multi-hit hypothesis does not merely motivate 

a biological model of cancer progression, it also defines a large-scale combinatorial search 

problem.

From a computer science perspective, the multi-hit problem can be formulated as follows. 

Given a binary mutation matrix 𝑋 ∈ {0, 1}𝐺×𝑛, where 𝐺 is the total number of genes 

under consideration and 𝑛 is the number of samples, which include tumor samples (collected 

from patients who are diagnosed with the cancer) and normal samples (taken from healthy 

individuals), each row corresponds to a gene and each column to a sample. That is, 𝑥𝑔,𝑠, the 

element in the 𝑔-th row and 𝑠-th column of 𝑋, is set to 1 if sample 𝑠 has a mutation in gene 𝑔, 

and 0 otherwise. In practice, this binary abstraction is derived from somatic mutation calls 

obtained from genomic pipelines such as TCGA MAF files, where each sample is reduced to 

a gene-level presence/absence representation suitable for combinatorial analysis.

Fig. 2.2 gives a concrete illustration of this representation. We say a combination 𝛾 =

{𝑔1, … , 𝑔ℎ} of ℎ genes “covers” a particular sample 𝑠 if all genes in the combination are 

mutated in sample 𝑠, i.e., 𝑋𝑔1,𝑠 = 𝑋𝑔2,𝑠 = ⋯ = 𝑋𝑔ℎ,𝑠 = 1. The set of samples covered by a 

single combination 𝛾 is denoted by

𝒞(𝛾) = {𝑠 ∶ ∀𝑔 ∈ 𝛾, 𝑥𝑔,𝑠 = 1}, (2.1)

while the set of samples covered by a set of combinations Γ is the union of the samples 
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Figure 2.2: A toy binary mutation matrix 𝑋 ∈ {0, 1}5×8 with 𝐺 = 5 genes (rows) and 𝑛 = 8
samples (columns), partitioned into five tumor samples (𝑠1–𝑠5) and three normal samples 
(𝑠6–𝑠8). An entry 𝑥𝑔,𝑠 = 1 indicates that gene 𝑔 is mutated in sample 𝑠, and 𝑥𝑔,𝑠 = 0
indicates no mutation. The combination 𝛾 = {𝑔2, 𝑔4} (rows marked ) is a 2-hit candidate. 
A sample is covered by 𝛾 only if all genes in 𝛾 carry a 1 in that column simultaneously. 
Columns 𝑠1, 𝑠2, and 𝑠5 satisfy this condition (shaded green), giving 𝒞(𝛾) = {𝑠1, 𝑠2, 𝑠5}. 
Column 𝑠4 is not covered despite 𝑔2 = 1, because 𝑔4 = 0 in that sample. No normal sample 
is covered by 𝛾, making it a perfectly discriminative combination for this cohort.

covered by the combinations in that set, i.e.,

𝒞(Γ) = ⋃
𝛾∈Γ

𝒞(𝛾).

This formulation emphasizes that the problem is not simply to identify frequently mutated 

genes, but to identify co-occurring sets of genes whose joint presence is informative. A 

candidate multi-hit set is valuable only if its mutations appear together in tumor samples 

in a way that helps distinguish them from normal samples. This distinction is important 

because a gene that appears frequently mutated on its own may carry no special significance 

for tumor formation. What matters is whether a specific set of genes is mutated together, and 

only a small fraction of all possible combinations tend to show that kind of joint association 

with cancer.



10 Chapter 2. Background and Related Work

As large-scale genomic data became widely accessible, spanning tens of thousands of genes 

across thousands of samples, finding the specific gene sets that constitute these multi-hit 

combinations became a computationally daunting task. Even when the number of hits ℎ is 

small, the number of possible combinations grows combinatorially with 𝐺, creating a search 

space that quickly becomes intractable.

As illustrated in Fig. 2.3, even a single additional hit yields orders of magnitude more can­

didates, and the cancer types that require ℎ ≥ 5 hits fall entirely outside the range that 

exhaustive enumeration can reach on any current hardware. This challenge has motivated 

two primary computational directions. The first formulates the problem as a weighted set 

cover task, explicitly scoring candidate combinations and selecting those that best cover 

tumor samples while avoiding normal samples. The second instead views the data through 

a graph lens, using network structure to uncover broader patterns of co-mutation without 

exhaustively enumerating every candidate set. We review each of these directions next.

2.2.1 Weighted Set Cover (WSC) Paradigm

One of the most prominent solution strategies for multi-hit analysis is to formulate the 

problem as a weighted set cover (WSC) [3, 4, 20]. At a high level, this formulation treats 

each candidate mutation combination as a set that covers the samples in which all of its genes 

co-occur. The goal is then to identify a small collection of such combinations that together 

cover the tumor samples while minimizing an associated cost. In this way, the biological 

problem of detecting multi-hit mutation patterns is translated into a classical combinatorial 

optimization problem.

Formally, denoting the set of all ℎ-gene combinations by Γℎ, the objective is to identify a 

subset Γ∗ whose total weight is minimal among those that still cover the tumor samples. 
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Figure 2.3: Combinatorial explosion of the multi-hit candidate search space. Each bar shows 
the number of ℎ-gene combinations (20,000

ℎ ) for ℎ = 2 through ℎ = 9, plotted on a log10 scale. 
Cancer types are annotated at their estimated hit requirement from Anandakrishnan et 
al. [1]. Blue bars indicate hit counts where exhaustive weighted set cover is computationally 
feasible. Red bars indicate hit counts where exhaustive enumeration is intractable on current 
hardware. A single additional hit increases the search space by three to four orders of 
magnitude, placing the majority of cancer types beyond the reach of naive enumeration.

That is,

𝐹(Γ∗) = min
Γ⊂Γℎ

{𝐹(Γ)} i.e., Γ∗ = argmin
Γ⊂Γℎ

{𝐹(Γ)}, (2.2)

subject to the condition that 𝑇 ⊂ 𝒞(Γ∗), where 𝑇 denotes the set of tumor samples and 

𝒞(Γ) = ⋃𝛾∈Γ 𝒞(𝛾). Intuitively, we seek a compact set of combinations that collectively 

explains the tumor cohort as well as possible.

Scoring and Algorithmic Steps As an example of a WSC-based method, Dash et al. [20] 

maps the multi-hit problem to WSC and applies a greedy strategy to find sets of genes that 
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appear frequently in tumor samples but rarely in normal samples. This balance is important. 

A useful candidate should not merely occur often in tumors. It should also avoid appearing 

in normals, otherwise it has limited discriminative value.

Formally, let 𝑁𝑡(𝑋) and 𝑁𝑛(𝑋) be the total number of tumor and normal samples, re­

spectively. For each ℎ-hit gene combination 𝛾, let 𝑇+(𝛾, 𝑋) denote the number of tumor 

samples that contain all genes in 𝛾 (true positives), and let 𝑇−(𝛾, 𝑋) denote the number of 

normal samples that do not contain any of the genes in 𝛾 (true negatives). A commonly 

used objective or “weight” function is [20]

𝐹(𝛾, 𝑋) =
𝛼 𝑇+(𝛾, 𝑋) + 𝑇−(𝛾, 𝑋)

𝑁𝑡(𝑋) + 𝑁𝑛(𝑋)
,

where 𝛼 (often set to 0.1) compensates for the tendency of the score to favor tumor coverage 

too strongly over normal exclusion.

Using this score, the algorithm proceeds greedily. At each step, it selects the ℎ-hit combi­

nation 𝛾∗ with the highest value of 𝐹(𝛾, 𝑋), adds that combination to the current solution, 

and removes the samples covered by it from further consideration. The process repeats until 

all tumor samples are covered. This procedure is summarized in Algorithm 1. In narrative 

terms, the method repeatedly asks a simple question: among all possible ℎ-gene combina­

tions, which one best explains the largest remaining portion of the tumor cohort while still 

avoiding normal samples?

Computational Complexity Although the WSC formulation is conceptually appealing, 

it immediately exposes the core computational bottleneck. The greedy procedure in Al­

gorithm 1 is only practical if the best candidate 𝛾∗ can be found efficiently. In principle, 

however, doing so requires examining all possible ℎ-gene combinations at line 4.
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Algorithm 1 Greedy Set Cover
Require: 𝑋 gene mutation matrix, 𝑇 indices of tumor samples, ℎ number of hits
Ensure: Γ covers 𝑇, i.e., 𝑇 ⊂ 𝒞(Γ)
1: 𝐶 ← ∅ ▷ Set of covered samples
2: Γ ← ∅ ▷ The variable holding the results
3: while 𝐶 ⊊ 𝑇 do ▷ Are all tumor samples covered?
4:  𝛾∗ ← argmax

𝛾∈Γℎ

𝐹(𝛾, 𝑋) ▷ Get the best combination

5:  Γ ← Γ ∪ {𝛾∗} ▷ Append 𝛾∗ to the results
6:  𝐶 ← 𝐶 ∪ 𝒞(𝛾∗) ▷ Update the set of covered samples
7:  𝑋 ← DelCols(𝑋, 𝛾∗) ▷ Remove samples from 𝑋
8: end while
9: return Γ

The total number of such combinations is

𝑀 = (


𝐺
ℎ

)


,

where 𝐺 is on the order of 20,000 genes. Even for ℎ = 4, this yields approximately 7 × 1015

candidates, making exhaustive enumeration prohibitively expensive. More generally, WSC 

is NP-complete, and although greedy or approximate procedures reduce the optimization 

burden, they do not eliminate the need to score a massive candidate space [4]. In practice, 

the dominant cost remains the repeated search over Γℎ.

For this reason, early WSC-based methods were largely limited to 2-hit or 3-hit combinations, 

and later GPU-accelerated implementations extended the feasible up to h=5 hits [3, 4,

21]. Beyond that point, the combinatorial explosion quickly overwhelms naive enumeration. 

Thus, while WSC provides a strong formulation from the standpoint of discrimination, its 

computational cost grows so rapidly with ℎ that new algorithmic ideas are required if one 

hopes to search at higher hit thresholds.
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Pruned and Parallel DFS for Candidate Generation One natural way to address the 

(𝐺
ℎ) explosion is to stop viewing Γℎ as a flat collection of combinations and instead treat it 

as an implicit search tree. In that view, candidate combinations are generated incrementally, 

and large portions of the tree can be discarded as soon as it becomes clear that they cannot 

yield useful solutions. This is precisely the perspective adopted by depth-first search (DFS) 

with pruning adopted in this thesis.

This idea has a long history in frequent itemset mining, where DFS-style traversal is used 

to enumerate co-occurring items while anti-monotone bounds prune away large parts of 

the candidate lattice [22, 23, 24]. The same general principle applies here. If a partially 

constructed mutation set already fails to cover any tumor samples, then extending it with 

additional genes cannot improve it, and the entire corresponding subtree can be ignored. In 

this sense, pruning transforms the problem from one of exhaustive enumeration into one of 

selective exploration.

At large scale, however, the search tree is not only huge but also highly irregular. Some 

branches terminate almost immediately, while others survive much deeper into the search. 

As a result, parallelizing the traversal requires more than simply splitting the tree evenly 

across processors. In the broader literature on parallel backtracking, this kind of irregularity 

is commonly addressed through dynamic load balancing strategies such as work donation 

and work stealing [25, 26, 27]. These methods help redistribute work when different parts 

of the search tree turn out to have very different costs.

In the same spirit, the approach developed in this thesis uses a pruned, parallel DFS to 

generate and score only promising ℎ-hit candidates rather than explicitly materializing all of 

Γℎ. The key point is that the biological sparsity of mutation data can be converted into al­

gorithmic savings: because many partial combinations quickly become empty, large portions 

of the search space can be skipped entirely. Although exact set-cover solvers sometimes rely 
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on branch and bound (B&B) with relaxation-based bounds for safe pruning, that is not the 

strategy used here. Our WSC-style greedy routine does not maintain the kinds of bounds 

required for B&B, so the focus instead is on exploiting sparsity-driven pruning within a DFS 

framework [28].

2.2.2 Graph-Based Representations

While WSC aims to enumerate combinations explicitly, graph-based methods, such as BiG­

PICC, take a structurally different approach to the multi-hit problem. BiGPICC (Bipartite 

Graph Partitioning for Identifying Carcinogenic Combinations) [5] works directly with gene-

sample mutation data rather than relying on an external molecular interaction network. It 

represents the binary mutation matrix as an unweighted bipartite graph ℬ = (𝑉𝑔 ∪ 𝑉𝑠, 𝐸), 

where 𝑉𝑔 contains one vertex for each gene, 𝑉𝑠 contains one vertex for each sample, and 

an edge (𝑔, 𝑠) ∈ 𝐸 exists whenever 𝑥𝑔,𝑠 = 1. Because the data include both tumor and 

normal samples, BiGPICC isolates the tumor-induced subgraph when identifying candidate 

combinations, then uses normal samples later to filter candidates.

BiGPICC formulates candidate discovery as a community detection problem on this bipar­

tite graph. It applies the Leiden algorithm [29], using the Constant Potts Model objective, 

to partition the tumor mutation graph into communities. Each community contains a gene 

component and a sample component. The gene component is interpreted as a candidate 

multi-hit combination when its size falls within the hypothesized hit range for that cancer 

type. If a community contains too many genes, BiGPICC recursively refines it using addi­

tional Leiden partitioning until candidate gene sets fall within the desired range. According 

to the authors, the Leiden algorithm is used because it provides guarantees on community 

connectivity and is empirically fast on large graphs.
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A practical advantage of this design is that BiGPICC avoids manual tuning of the exact 

hit size and the WSC scoring parameter 𝛼. In contrast, WSC requires the user to specify 

a fixed hit size ℎ and a weighting parameter that balances tumor coverage against normal 

exclusion. BiGPICC instead uses a literature-derived hit-size range 𝑙 ≤ ℎ ≤ 𝑢, sets the 

Leiden resolution parameter from the density of the current subgraph, and learns the tumor-

ratio threshold 𝜌 through cross-validation. Thus, it is better described as avoiding manual 

case-by-case parameter tuning rather than having no algorithmic parameters at all.

BiGPICC was evaluated on 16 TCGA cancer types using the Summit supercomputer. The 

authors report four-fold cross-validation on what they call the training data to select 𝜌, fol­

lowed by evaluation on previously unseen test samples. Across the 16 cancer types, BiGPICC 

achieved an average sensitivity of 80.1% and an average specificity of 91.6% for the best-

performing hit range per cancer type [5]. These results suggest that BiGPICC can produce 

biologically relevant combinations with classification performance comparable to exhaustive 

search for lower hit counts, although the comparison is imperfect because the underlying 

discovery/evaluation splits differ and GBM is reported as a case where BiGPICC performs 

worse.

The main advantage of BiGPICC is that its runtime is not governed by exhaustive enumer­

ation of all (𝐺
ℎ) gene combinations. Instead, its cost is dominated by repeated community 

detection and candidate filtering on the graph. The authors report that BiGPICC can iden­

tify 5-hit and higher-hit combinations that are computationally inaccessible to exhaustive 

WSC-style methods, whose cost grows exponentially with ℎ. In this sense, BiGPICC trades 

exact enumeration for graph-based heuristic search.

Speed vs. Coverage The cost of this advantage is that BiGPICC does not directly opti­

mize the same tumor-versus-normal objective used by WSC during its community detection 
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step. The Leiden algorithm partitions the tumor mutation graph based on graph topol­

ogy, while normal-sample information is introduced later through tumor-ratio filtering. This 

means that a candidate community may reflect co-mutation structure in tumor samples with­

out being selected by the same discriminative criterion used in WSC. As a result, BiGPICC 

is best viewed as a scalable heuristic for discovering biologically relevant high-hit candidates, 

especially when exhaustive enumeration is infeasible. For lower hit counts where exhaustive 

search is still possible, the literature reports broadly comparable performance, with some 

cancer types favoring BiGPICC on one metric and others favoring exhaustive search.



Chapter 3

Pruned Depth-First Search (P-DFS): 

Pruning Algorithm for ℎ-hit Gene 

Mutations

3.1 Motivation

Our goal is to discover multi-hit gene combinations efficiently—in a reasonable amount of 

time—without sacrificing accuracy. We therefore build on the WSC paradigm, which directly 

optimizes tumor/normal discrimination rather than relying solely on graph clustering, which 

may blur the sample-level signal, and focus our contribution on shrinking the otherwise 

exhaustive ℎ-hit candidate search space (via sparsity-driven pruning) while keeping the WSC 

scoring objective unchanged.

The first empirical observation motivating our design is the fact that the main loop in 

Algorithm 1 is executed at most a few tens of times. More concretely, in datasets studied 

by prior work, the greedy cover typically terminated in ≤ 20 iterations [3, 20]. The program 

spends most of its time executing the greedy maximum search in step 4, so optimizing 

this step automatically improves the performance of the whole application. Another key 

observation behind the motivation is the extreme sparsity of somatic-mutation matrices. 

18
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Most entries are zero: each tumor harbors alterations in only a small subset of genes, and 

each gene is altered in only a small subset of tumors. This “few mountains, many hills’’ 

profile and pathway-level mutual exclusivity have been extensively documented in cancer 

genomics [30]. Our datasets follow the same pattern, where the median sparsity is 95.61% 

(Fig. 3.1), which immediately suggests algorithmic opportunities.

Figure 3.1: Measured sparsity of all the carcinogenesis mutation matrix datasets available 
through TCGA. Median: 95.61%. High sparsity underscores the rarity of mutations in all 
of the cancer datasets.

The challenge in the original WSC approach is the combinatorial growth: the number of 

ℎ-hit candidates scales as (𝐺
ℎ), so even modest increases in ℎ cause an explosion in the search 

space. Table 3.1 shows the number of ℎ-gene candidates, (𝐺
ℎ) and the corresponding cancers 

which require that number of gene hits for diagnosis. Even a one-hit increase yields orders 

of magnitude more combinations, making naive enumeration intractable (calculated here for 

𝐺=20,000 genes). Naively enumerating all combinations to retain WSC’s accuracy becomes 

computationally intractable.



20
Chapter 3. Pruned Depth-First Search (P-DFS): Pruning Algorithm for ℎ-hit Gene 

Mutations

Table 3.1: Combinatorial explosion of the WSC search space. 

Hits Combinations Cancers

2 1.99 × 1008 GBM, OV, UCEC
3 1.33 × 1012 KIRC, LUAD, SKCM, COAD, BRCA
4 6.66 × 1015 BLCA, HNSC
5 2.66 × 1019 THCA, STAD, CESC, LUSC
6 8.88 × 1022 LGG
7 2.53 × 1026 DLBC, PRAD, ESCA
8 6.34 × 1029 SARC, KIRP, LIHC
9 1.40 × 1033 UCS, UVM, KICH, MESO, ACC, PCPG

Our approach is to exploit sparsity to prune the search space and hence tame the combina­

torial explosion while retaining WSC’s accuracy. Specifically, we structure the computation 

around early-termination bounds that prune branches as soon as partial intersections go 

empty. This would leverage the fact that true co-occurrences are rare, so most computation 

paths die quickly, leaving only a small collection of promising sets to evaluate thoroughly.

3.2 Overview

The workflow of our method consists of several key stages. First, we reorder the binary mu­

tation matrix by gene sparsity, sorting rows from most to least sparse. This sparsity-aware 

preprocessing enables P-DFS to more effectively prune the search space when identifying can­

didate multi-hit combinations. To ensure efficient parallelization and workload distribution 

across MPI ranks, we employ a hierarchical work-stealing strategy.
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3.3 Preprocessing

We represent each cohort as a binary mutation matrix with genes as rows and samples as 

columns (tumor and normal samples are tracked distinctly as outlined in Chapter 3.5). To 

accelerate P-DFS, we order gene rows from most sparse to least sparse prior to computa­

tion. As shown in Fig. 3.2, this sparsity-aware ordering helps the search prune aggressively: 

combinations built from genes that show high sparsity in their mutations can get pruned 

early, thereby reducing the size of the explored sub-tree. In practice, this simple reorder­

ing decreases the number of combination intersections we must evaluate before a branch is 

pruned.

(a) Before sorting (b) After sorting by sparsity

Figure 3.2: Mutation matrix 𝑋 for the BLCA cohort before and after sparsity-aware row or­
dering. Each dot is a 𝑥𝑔,𝑠 = 1 entry. In the unsorted matrix (left), mutations are distributed 
uniformly across all gene rows with no discernible structure. After sorting genes from most 
sparse to least sparse (right), the top rows are nearly empty while density concentrates to­
ward the bottom. P-DFS traverses the matrix top-down, so partial combinations built from 
the topmost genes hit an empty intersection after only a few AND operations, triggering 
early backtracking and avoiding evaluation of the entire subtree beneath.
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To make set operations fast, we represent each gene’s samples as a bit-vector and implement 

primitive operations like intersection, union, and membership count via bitwise operations. 

This design helps by slashing the memory footprint, hence improving cache residency of hot 

rows.

3.4 Core Algorithm

As discussed in Chapter 2.2.1, the bottleneck of the algorithm is traversing all the ℎ-hit 

gene combinations. Instead of scanning the entire search space, we restructure the traversal 

where for each 𝜆, we perform a depth-first expansion with backtracking that prunes as soon 

as a partial intersection becomes empty. To effectively enable this solution, as mentioned 

in Chapter 3.3, we sort the gene rows by decreasing sparsity (i.e., from most zero entries to 

fewer) to trigger empty partial intersections earlier.

For a growing partial set 𝑔1, … , 𝑔ℓ we maintain the running intersection 𝑦ℓ ← 𝑥𝑔1
∧ ⋯ ∧ 𝑥𝑔ℓ

over the tumor cohort (bitwise AND). If at any step 𝑦ℓ = 0 (no tumor sample has all ℓ

mutations), we immediately backtrack. There is nothing left to gain by adding more genes 

on that path, so the entire subtree can be skipped without evaluation. When we reach depth 

ℎ with 𝑦ℎ ≠ 0, we score 𝛾 via the objective 𝐹(𝛾, 𝑋) and update the current best (𝐹 ∗, 𝛾∗). 

This simple rule is powerful in sparse data: many branches become empty after just a few

ANDs, so we examine far fewer than (𝐺
ℎ) combinations. The P-DFS approach does not change 

the worst-case time complexity of the original WSC search. In other words, if no branch 

ever empties, it degenerates to full enumeration of (𝐺
ℎ) combinations. The algorithm simply 

aggressively prunes the search space in typical sparse cohorts, so the effective number of 

candidates evaluated (and the wall time) drops substantially.

The control flow is made explicit in Algorithm 2: the inner grow-and-check loop maintains 
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Algorithm 2 P-DFS: Implementing step 4 of Algorithm 1 as a depth-first maximum search 
with backtracking.
Require: 𝑋 gene mutation matrix, ℎ number of hits
Ensure: 𝛾∗ = argmax

𝛾∈Γℎ

𝐹(𝛾, 𝑋)

1: 𝐹 ∗ ← −∞ ▷ Initialize maximum search
2: for 𝑔1 = 1 to 𝐺 − ℎ + 1 do ▷ Depth 1
3:  𝛾 ← 𝑔1 ▷ The 𝑔1-th row of 𝑋
4:  for 𝑔2 = 𝑔1 + 1 to 𝐺 − ℎ + 2 do ▷ Depth 2
5:  𝛾 ← 𝛾 ∪ 𝑔2 ▷ Implemented as element-wise logical AND
6:  if 𝑥𝑔1

∧ 𝑥𝑔2
= 0 then

7:  continue ▷ Eliminate branch
8:  end if
9:  …

10:  for 𝑔ℎ = 𝑔ℎ−1 + 1 to 𝐺 do ▷ Depth ℎ
11:  𝛾 ← 𝛾 ∪ {𝑔ℎ}
12:  𝐹 ← 𝐹(𝛾, 𝑋)
13:  if 𝐹 > 𝐹 ∗ then ▷ Maximum search
14:  𝐹 ∗ ← 𝐹; 𝛾∗ ← 𝛾
15:  end if
16:  end for
17:  …
18:  end for
19: end for
20: return 𝛾∗

the running intersection, and the early-exit test at line 7 performs the pruning.

3.5 Work Distribution: Scaling and Load Balancing

Our search space grows combinatorially with the number of genes and the hit depth, so we 

must expose massive concurrency. A naive partition by the first gene yields about 20,000 

tasks for 20,000 genes and caps useful parallelism near 20,000 compute units. Instead, 

we flatten the nested loops over 𝑔1 and 𝑔2 into a single 𝜆 index so each (𝑔1, 𝑔2) pair is an 

independent task (Fig. 3.3, 2 ), producing 𝐶𝐺
2 ≈ (20,000

2 ) tasks—enough even at the exascale. 
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Furthermore, pruning makes traversal cost per task highly irregular : some subtrees collapse 

after only a few intersections while others survive and expand. Equal counts of 𝜆s therefore 

do not imply equal work, and a static partition risks idle ranks and stragglers. This motivates 

the MPI-based, dynamically assigned work distribution described below (see the control-flow 

overview in Fig. 3.4).
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Figure 3.3: Pruned depth-first search (P-DFS): pruning algorithm for ℎ-hit gene 
mutations (with ℎ = 4): In the preprocessing step, the input data is sorted 1  based on 
row sparsity to improve pruning efficiency. The first two of the four nested loops, with 
iterators 𝑔1 and 𝑔2 are flattened into a single 𝜆-loop 2  to enable work distribution with a 
high number of workers. In each iteration of the 𝜆-loop the partial combination using only 
rows 𝑔1 and 𝑔2 are computed. If all the tumor samples are zero/false, the combination cannot 
contribute to the set cover (empty cover), nor would the resulting, higher hit combinations, 
so the entire subtree can be skipped 3 . Otherwise, the algorithm proceeds to the depth 3 
nested loop 4  of the search tree, computing the 3-hit combination (using the 2-hit partial 
results) and similar eliminates empty covers 5  or proceeds to depth 4 as needed 6 . The 𝛾∗

combination with the best 𝐹(𝛾, 𝑋) value is saved 7  and the samples (columns) covered by 
it are removed 8  from the input database for the next iteration.
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Figure 3.4: Work distribution overview: We use one MPI rank per core and two com­
municators: a global communicator among node leaders and a local communicator within 
each node. The local Rank 0 of each node is the node leader and also belongs to the global 
communicator. 1  Because the database is only a few MB, Rank 0 reads it from disk and 
broadcasts the entire database to all node leaders. Each node then computes a distinct 
subset of 𝜆 values, i.e., parallelism is in compute. 2  Each node leader broadcasts the data 
within its node via the local communicator. 3  The leader tracks outstanding 𝜆 values and 
hands out fixed-sized work chunks to the workers. 4  When a worker finishes its portion of 
the compute, it sends a short req to the leader. If work remains, the leader issues another 
chunk, otherwise the worker becomes idle. 5  If a leader exhausts its local queue, it randomly 
selects a peer to steal from. A busy victim donates roughly half of its remaining range to 
the thief, while an idle peer triggers a retry with another node. 6  Termination is decided 
with a circulating token that starts at Rank 0 in the white state (no work observed) and 
moves around leaders in ring order. Any node that performs work or donates flips the token 
to black (work observed). 7  If the token returns to Rank 0 as black, it is reset to white and 
circulated again. If it returns white twice in a row, all the work to be computed on has been 
distributed, and a termination signal is sent.

MPI Execution Model and Data Residency. We scale with MPI, running one rank per 

physical core, and assign disjoint 𝜆 sub-intervals to each rank for independent computation. 
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Given that the dataset is just a few megabytes in size, each rank holds the entire input table. 

Furthermore, each rank obtains a subinterval of 𝜆s from [1, … , 𝐶𝐺
2 ]. By decoding 𝜆 back to 

(𝑔1, 𝑔2), the state of the program corresponds to step 7 in Algorithm 2, and it can proceed 

to the first level of pruning if no samples share the mutations of both genes.

Baseline: centralized master–worker. We begin with a master–worker design in which 

rank 0 is the master and all other ranks are workers. The master maintains a single global 

pool of 𝜆 indices and dispenses fixed-size chunks with indices ⟨start, end⟩ on demand. Each 

worker stores only the bounds of its current chunk, computes directly over its private copy 

of the table, and, upon completion, sends a short request to the master for the next chunk. 

Using a fixed chunk size keeps assignment constant-time and minimizes bookkeeping, so 

control traffic remains light. In other words, workers communicate only when pulling new 

work and when receiving the final termination signal from the master.

Limitations of centralized master-worker. A single global master would saturate on 

large machines. Every request would target one rank, queues would grow, and the MPI 

progress engine would spend time on control traffic rather than computation. Prior studies of 

dynamic scheduling report that single point task coordination limits scalability and motivates 

multi-level coordinators [31, 32]. We therefore move to a hierarchical organization that 

respects the machine topology.

Topology-aware hierarchical organization. All ranks on a node form a local communi­

cator and designate rank 0 as the node leader. All node leaders form a second communicator 

that spans nodes. Leaders manage work inside the node, and coordinate only coarse actions 

across nodes, which reduces cross-node traffic and removes the single choke point.
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Two-level work stealing. Work stealing operates at two levels. Inside a node, workers 

never steal from each other. They always ask the node leader for the next interval. Across 

nodes, leaders both request and donate work. When a leader runs out of local work it selects 

a peer leader and issues a steal request. Peer selection is randomized with a small number of 

retries in case the chosen leader has no more work to give. This spreads requests across the 

ring of leaders and avoids hot spots. When a leader receives a steal request it answers from 

its own remaining interval. The leader replies with the upper half of its remaining 𝜆-interval. 

This splits its workload roughly in two, hands a single contiguous block, which is essentially 

a ⟨start, end⟩ interval, to the thief. The victim also records that a donation occurred via a 

local flag, which is used later during coordination.

Barrier-free termination detection. Termination and global progress use a token on 

the leader communicator. Leaders form a logical ring. The root creates a white token and 

sends it to the next leader. A leader forwards the token only when it is idle and has no 

local work, and if it has donated work since it last saw the token it turns the token black 

before forwarding. If the root receives a white token twice in succession while it is idle, 

there is no outstanding work. The root then sets the termination flag via MPI one-sided 

communication, issuing an MPI_Put into a shared RMA window, and each leader notifies its 

workers to exit their request loop. This protocol detects quiescence without a global barrier 

and remains robust under random steals, since the black color records backward donations 

and suppresses premature termination.

Hierarchical collectives: Broadcast and AllReduce. Reductions and broadcasts fol­

low an identical hierarchy structure. First, within each node, processes reduce onto a desig­

nated leader using intranode collectives that exploit shared memory. The leaders then per­

form the internode collective on the leader communicator. Finally, each leader distributes 
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the result back to its local workers via an intranode broadcast. Although this hierarchical 

framework increases memory consumption, it reduces message traffic on the network fab­

ric and shortens the critical path for large collectives, which is crucial on systems where 

MPI buffers and progress threads face significant contention at scale (realistic benchmarks 

demonstrate up to a 7× speedup for all-reduce using these two-level structures compared to 

standard MPI_Allreduce).

Communication profile and MPI-only choice. Given that we replicate the gene–sam­

ple mutation table per rank, all the memory accesses for the inner-loop work stay local to 

the node and communication is confined to work requests, inter-leader steals, hierarchical 

collectives, and a final termination flag. We prefer rank-per-core over hybrid MPI+OpenMP 

for this irregular, fine-grained workload because thread schedulers introduce overheads from 

frequent returns to the scheduler, extra barriers, and affinity or NUMA pitfalls, which can 

make hybrid slower than pure MPI without careful tuning [33, 34].

3.6 Pre-sorted DFS Finds Smaller Covers at Higher 

Hit Thresholds

An advantage of our algorithm is that it yields better solutions, i.e., smaller set covers, at 

higher hit thresholds. As shown in Table 3.2, with our algorithm we reduce the solution size 

at four hits by 80% average. Since the size of the solution space grows exponentially with the 

number of hits, obtaining smaller cover sets at higher number of hits provides a substantial 

performance benefit, as the search can terminate earlier once a minimal cover is found. In 

this section, we analyze why the proposed algorithm tends to produce smaller cover sets at 

higher hit thresholds.
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Table 3.2: Proposed vs. original WSC solution size across cancers and hit sizes

Cancer Hit Size Proposed Algorithm Original WSC

BLCA 2 17 15
GBM 2 11 N/A
OV 2 9 N/A
UCEC 2 5 9

BLCA 3 16 12
BRCA 3 12 8
COAD 3 12 10
KIRC 3 9 6
LUAD 3 13 10
SKCM 3 11 N/A

BLCA 4 16 19
HNSC 4 13 17

As introduced in Eq. (2.2), our goal is to find the set of combinations that has a minimal 

combined weight. While the baseline explores combinations randomly, the proposed algo­

rithm sorts genes, i.e., matrix rows, by sparsity (from fewer to more mutations), and uses 

P-DFS to prune the search space of combinations.

3.6.1 Effect of sparsity at high ℎ

When the number of hits ℎ is small (e.g., ℎ = 2), dense genes with many mutations quickly 

increase the hit coverage 𝒞 defined in Eq. (2.1) even if they overlap strongly. At higher 

ℎ, however, overlapping dense genes provide less new information, because many samples 

already share the same mutations. Thus, the expected marginal gain of a gene 𝑔 given 

the current partially constructed combination of genes 𝛾, Δℎ(𝑔 ∣ 𝛾) = 𝒞(𝛾 ∪ {𝑔}) − 𝒞(𝛾), 

decreases more sharply for dense genes as ℎ increases. Sparse genes, which cover fewer but 
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more distinct samples, maintain higher marginal gain when ℎ is large.

3.6.2 Pruning advantage

Because our search visits sparse genes first, partial solutions grow coverage efficiently with 

minimal redundancy. This makes the upper bound on remaining possible gain, 𝑈ℎ(𝛾) =

max𝑆⊆Γℎ∖𝛾 𝒞(𝛾 ∪ 𝑆) − 𝒞(𝛾), drop faster as the search deepens. Branches that cannot reach 

the target are pruned earlier. At higher ℎ, the redundancy among dense genes strengthens 

this effect, reducing the effective branching factor and shrinking the explored tree from 𝑂(2𝑛)

toward 𝑂(2𝐿), where 𝐿 is the number of sparse, high-value genes.

3.6.3 Resulting behavior

This explains why the proposed method produces smaller covers at ℎ = 4. For large ℎ, sparse-

first ordering better matches the structure of the residual samples, yields higher marginal 

gains per added gene, and enables tighter pruning. In contrast, random or dense-first ex­

ploration revisits many redundant regions, leading to larger covers or slower convergence. 

Empirically, this aligns with our results, where P-DFS achieves smaller solution sizes at 4-hit 

thresholds.



Chapter 4

Results and Discussion

4.1 Experimental Platform: Fugaku

All experiments were conducted on the Fugaku supercomputer, located in Kobe, Japan. Each 

node contains a single Fujitsu A64FX processor with 48 compute cores and 32 GB of HBM2 

memory. We use Fujitsu MPI and run one MPI rank per core with no intra-rank threading. 

This choice avoids thread-scheduler overheads and lets each rank maintain a private copy of 

the data. Our datasets are only a few megabytes per cohort, so replication across 48 ranks 

comfortably fits within the 32 GB node memory budget and removes contention on shared 

data structures.

Nodes are connected by the Tofu-D interconnect in a six-dimensional mesh–torus topology. 

We request compact allocations that form near-cubic sub-tori so that the job spans similar 

extents in each of the six dimensions. This placement reduces average hop distance, preserves 

bisection bandwidth, and helps keep collective and point-to-point costs stable as we scale 

out. The node counts in our strong-scaling studies {192, 384, 768, 1,536, 3,072} were chosen 

because they tile the 6D topology cleanly and allow the scheduler to pack jobs contiguously.

Our MPI configuration follows the algorithmic design. A single leader rank per job performs 

interval assignment, and all other ranks act as workers that compute against their private 

tables. We bind one rank to one physical core and pin memory locally to improve cache 
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residency on A64FX. Communication consists of short messages to pull work and a few 

global notifications at the end of the run. On Tofu-D these messages traverse few hops under 

compact placement, which keeps the communication term nearly constant across scales, as 

observed in Chapter 4.6. The combination of rank-per-core, data replication, and compact 

topology-aware placement is what allows the pruned workload to remain compute dominated 

over a wide range of node counts.

4.2 Dataset

Somatic mutation data in the Mutation Annotation Format (MAF) was acquired from The 

Cancer Genome Atlas (TCGA) [35]. All mutations were identified via the Mutect2 soft­

ware, a commonly utilized tool in the genomic community. Each cancer type was processed 

individually, extracting gene-level mutations paired with patient sample identifiers. Silent 

mutations were excluded to focus on potentially functional variants. Following preprocess­

ing, prior WSC-based work divides each cohort into two disjoint subsets, commonly referred 

to as a training set and a test set, at 75% and 25%, respectively. In this setting, these terms 

do not refer to the training of a machine-learning model. Instead, the 75% subset is the data 

on which the WSC procedure discovers and selects a small set of high-scoring ℎ-hit gene 

combinations. The remaining 25% subset is not used to select or tune those combinations. 

It is held out only to test whether the combinations discovered from the first subset also 

explain unseen tumor samples while avoiding normal samples. Because the terms “training” 

and “test” are overloaded in machine learning, this thesis refers to these two subsets as the 

discovery subset and the held-out evaluation subset, respectively.
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4.3 Pruning Efficiency and End-to-End Runtime

A central outcome of our approach is that we only visit a tiny fraction of the potential ℎ-

hit combinations. For each cohort, we tracked the exact number of combinations that the 

P-DFS traversal evaluated and compared it to a non-pruning baseline whose search space 

equals the combinatorial maximum (20,000
ℎ ). Cohorts are paired with the hit sizes reported 

in [1], which estimates the number of hits for 17 cancer types with at least 200 samples.

Fig. 4.1 reports, for multiple cohorts and hit sizes, the normalized number of combinations 

that are actually visited by our algorithm. The blue bars represent the total search space and 

are normalized to 1.0 by construction. The orange bars show the fraction we visit. Lower 

orange bars indicate more pruning. We observe a consistent drop in visitation as ℎ increases. 

This behavior is expected because early intersections become empty much more often at 

higher ℎ. In sparse mutation matrices, the probability that a sample carries all genes in a 

growing partial set decreases rapidly with each added gene. The result is aggressive pruning 

at higher hit sizes and a dramatic reduction in evaluated candidates.

Pruning translates directly into wall-time gains. We study this effect with a 4-hit run for 

BLCA across 192, 384, 768, 1,536, and 3,072 nodes. We also plot an ideal strong-scaling line 

for the pruned workload to check whether runtime falls in inverse proportion to node count. 

For a fixed workload of size 𝑀𝑁𝑡 the ideal time on 𝑁 nodes is 𝑇ideal(𝑁) = 𝑐 𝑀𝑁𝑡
𝑁 , where 𝑀

is the number of combinations actually visited by the algorithm, 𝑁𝑡 is the number of tumor 

samples, and 𝑐 is a platform constant that captures per-combination cost. We calibrate 𝑐

from the 192-node run, 𝑐 = 𝑇measured(192)⋅192
𝑀𝑁𝑡

, which yields 𝑇ideal(𝑁) = 𝑇measured(192) ⋅ 192
𝑁 .

The bounded curve lies close to this line up to 768 nodes but shows slight divergence beyond 

768 nodes.

To highlight the value of pruning, we also executed a baseline run at 3,072 nodes. This job 
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did not finish within the four-hour allocation. Based on the completed portion, we estimate 

a time to solution of about 52 hours on 3,072 nodes. This projected time is much slower than 

the P-DFS method even at 192 nodes. The gap reflects the massive volume of candidates 

that fail the first few intersection checks and yet must still be evaluated when pruning is 

disabled.

Taken together, Figs. 4.1 and 4.2 show that our design delivers much better performance 

compared to the brute-force weighted set cover algorithm. The algorithm prunes vast regions 

of the search space before computing the weights.

Figure 4.1: Pruned search vs. theoretical maximum. For each cohort and hit size, the total 
combinations (20,000

ℎ ) are normalized to 1.0 (blue). The orange bars show the fraction of 
combinations actually visited by our sparsity-driven P-DFS method.
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Figure 4.2: Wall time vs. scale for 4 hits. Measured wall times for the P-DFS runs across 
nodes, together with the ideal strong-scaling line.

4.4 Classification Performance on Discovery and Held-

out Evaluation Subsets

We evaluate classification performance using the random split described in Chapter 4.2. The 

two subsets serve different purposes. The discovery subset is where the P-DFS-accelerated 

WSC procedure selects the ℎ-hit gene combinations. Therefore, performance on this subset 

reflects how well the selected combinations satisfy the WSC objective on the data used for 

discovery. After selection, those combinations are fixed and applied without modification 

to the disjoint held-out evaluation subset. Performance on the held-out evaluation subset 

should therefore be interpreted as a test of whether the discovered combinations remain 

biologically meaningful on unseen samples, rather than as the objective that the algorithm 

directly optimizes. For each cohort we report:
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• Tumor Covered: number of tumor samples that contain at least one selected ℎ-hit 

combination.

• Normal Covered: number of normal samples that contain at least one selected ℎ-hit 

combination.

Discovery-subset performance. Table 4.1 summarizes results on the discovery subset 

(TC, TT, NC, NT, Sens. and Spec. correspond to number of covered tumor samples, to­

tal number of tumor samples, number of covered normal samples, total number of normal 

samples, sensitivity and specificity, respectively). The selected combinations are discovered 

from this subset, so these values show how well P-DFS + WSC performs on the data used 

to choose the combinations. Sensitivity is 1.0 for all cohorts, and specificity is very high, 

with small leakage into normals for BRCA, COAD, KIRC, OV, and UCEC. These results 

show that P-DFS preserves the discriminative behavior of WSC on the discovery subset.

Performance on held-out samples. Table 4.2 reports performance on the disjoint 25%

held-out evaluation subset using the combinations selected from the discovery subset (using 

the same column definitions as Table 4.1). Sensitivity remains high across cohorts (0.85

to 0.98), and specificity is similarly strong (0.81 to 0.99). These values are lower than the 

discovery-subset values for some cohorts, which is expected because the selected combina­

tions were not chosen to optimize this held-out subset. Instead, the held-out evaluation 

subset asks a different question: whether the combinations discovered from one subset also 

explain unseen tumor samples while continuing to exclude normal samples. The observed 

gap therefore reflects variation in which samples are held out, rather than a change in the 

algorithm itself.



4.4. Classification Performance on Discovery and Held-out Evaluation Subsets 37

Table 4.1: Discovery subset (75%). Tumor and normal coverage and derived sensitivi­
ty/specificity for selected combinations.

Cancer Hits TC TT NC NT Sensitivity Specificity

BLCA 4 309 309 0 248 1.0 1.0
HNSC 4 382 382 0 248 1.0 1.0
BLCA 3 309 309 0 248 1.0 1.0
BRCA 3 786 786 8 248 1.0 0.9677
COAD 3 325 325 4 248 1.0 0.9839
KIRC 3 288 288 1 248 1.0 0.9960
LUAD 3 426 426 0 248 1.0 1.0
SKCM 3 352 352 0 248 1.0 1.0
GBM 2 297 297 0 248 1.0 1.0
OV 2 319 319 2 248 1.0 0.9919
UCEC 2 406 406 8 248 1.0 0.9677
BLCA 2 309 309 0 248 1.0 1.0
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Table 4.2: Held-out evaluation subset (25%). Coverage-based sensitivity and specificity 
using combinations selected from the discovery subset.

Cancer Hits TC TT NC NT Sensitivity Specificity

BLCA 4 88 103 16 83 0.8544 0.8072
HNSC 4 113 128 14 83 0.8828 0.8313
BLCA 3 89 103 12 83 0.8641 0.8554
BRCA 3 257 262 13 83 0.9809 0.8434
COAD 3 97 109 8 83 0.8899 0.9036
KIRC 3 92 97 8 83 0.9485 0.9036
LUAD 3 124 143 14 83 0.8671 0.8313
SKCM 3 106 118 7 83 0.8983 0.9157
BLCA 2 88 103 6 83 0.8544 0.9277
GBM 2 95 99 1 83 0.9596 0.9880
OV 2 102 107 3 83 0.9533 0.9639
UCEC 2 131 136 5 83 0.9632 0.9398
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Comparison with previous methods To place these results in context, Tables 4.3 

and 4.4 compare P-DFS + WSC against previously reported exhaustive WSC and BiG­

PICC results for matching cancer types and hit sizes where available. A dash (–) indicates 

that the corresponding value was not reported in prior work. For each row, the best reported 

sensitivity and the best reported specificity are shown in bold. If multiple methods have the 

same best value, all tied values are bolded.

Table 4.3: Discovery-subset comparison of sensitivity and specificity for matching cancer 
types and hit sizes. Exhaustive WSC values for 2-hit and 3-hit cases are from Al Hajri et 
al. [3]. Exhaustive WSC values for 4-hit cases are from Dash et al. [4]. BiGPICC does not 
report corresponding discovery-subset sensitivity and specificity values.

Sensitivity Specificity
Cancer Hits This thesis Exhaustive WSC BiGPICC This thesis Exhaustive WSC BiGPICC

BLCA 4 1.0000 1.0000 – 1.0000 1.0000 –
HNSC 4 1.0000 1.0000 – 1.0000 1.0000 –
BLCA 3 1.0000 1.0000 – 1.0000 1.0000 –
BRCA 3 1.0000 1.0000 – 0.9677 0.9700 –
COAD 3 1.0000 1.0000 – 0.9839 1.0000 –
KIRC 3 1.0000 1.0000 – 0.9960 1.0000 –
LUAD 3 1.0000 1.0000 – 1.0000 1.0000 –
SKCM 3 1.0000 – – 1.0000 – –
BLCA 2 1.0000 1.0000 – 1.0000 1.0000 –
GBM 2 1.0000 1.0000 – 1.0000 1.0000 –
OV 2 1.0000 1.0000 – 0.9919 1.0000 –
UCEC 2 1.0000 1.0000 – 0.9677 1.0000 –
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Table 4.4: Held-out evaluation-subset comparison of sensitivity and specificity for matching 
cancer types and hit sizes. Exhaustive WSC values for 2-hit and 3-hit cases are from Al Hajri 
et al. [3]. Exhaustive WSC values for 4-hit cases are from Dash et al. [4]. BiGPICC values 
are reported on its held-out 𝑆test subset [5]. Because the random splits differ across studies, 
these values should be interpreted as contextual rather than strictly paired comparisons.

Sensitivity Specificity
Cancer Hits This thesis Exhaustive WSC BiGPICC This thesis Exhaustive WSC BiGPICC

BLCA 4 0.8544 0.6970 0.6960 0.8072 0.8571 0.8550
HNSC 4 0.8828 0.8208 0.8810 0.8313 0.8571 0.8550
BLCA 3 0.8641 0.8300 – 0.8554 0.8700 –
BRCA 3 0.9809 0.9500 0.9870 0.8434 0.9100 0.8920
COAD 3 0.8899 0.9500 0.9380 0.9036 0.9100 0.9760
KIRC 3 0.9485 0.7300 – 0.9036 0.9400 –
LUAD 3 0.8671 0.8800 0.8530 0.8313 0.8600 0.9280
SKCM 3 0.8983 – – 0.9157 – –
BLCA 2 0.8544 0.7700 – 0.9277 0.7900 –
GBM 2 0.9596 0.9300 0.6870 0.9880 0.9400 0.7590
OV 2 0.9533 0.9200 0.8730 0.9639 0.9900 0.9160
UCEC 2 0.9632 0.9400 0.9600 0.9398 0.9500 0.9280
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Takeaways Across the evaluated cohorts and hit sizes guided by [1], P-DFS + WSC 

achieves near-perfect sensitivity and very high specificity on the discovery subset. This shows 

that the pruning strategy preserves the discriminative behavior of the WSC formulation on 

the data used to select combinations. Performance on the held-out evaluation subset is lower 

for some cohorts, which is expected because those samples were not used during combination 

selection. The purpose of the held-out evaluation is therefore different: it tests whether the 

discovered combinations remain biologically meaningful on unseen samples. Overall, these 

results support the central claim of this thesis: sparsity-driven pruning improves computa­

tional feasibility while retaining the WSC objective and producing combinations that often 

carry over to held-out data.

4.5 Load Balancing and the Impact of Work Stealing

We quantify the effect of irregularity by measuring the worker running time on 

BLCA with 4 hits at 1,536 nodes. Worker running time records only periods when a 

worker is computing, not idle or waiting on the leader. We run the same configuration with 

work stealing enabled and disabled and collect per-worker histograms.

Fig. 4.3 shows the distributions. Without stealing the distribution is broad with heavy right 

tails, which indicates that many workers receive subtrees that are much larger than average. 

With stealing the distribution collapses into a sharp peak. The standard deviation drops 

from 544.186 seconds without stealing to 41.9599 seconds with stealing, a 13× reduction in 

spread. Likewise, we observed average worker idleness likewise falls from 63.61%

(no stealing) to 22.31% (with stealing), reinforcing the benefits of work stealing.

This indicates that workers finish at nearly the same time when stealing is enabled. The 

reduced spread and average idleness of the workers align with the lower wall times reported 
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in Fig. 4.2, since long stragglers can dominate end-to-end time.

Figure 4.3: Per-worker running-time distributions for BLCA, 4 hits, 1,536 nodes.

4.6 Strong Scaling Across Hit Sizes

We now quantify the parallel efficiency across hit sizes using speedup from a 192-node base­

line. For each cohort we keep the algorithm and implementation fixed: P-DFS method with 

work stealing, and only vary the node count 𝑁 ∈ {192, 384, 768, 1536, 3072}. A key trend 

stands out: scaling improves as the hit count increases, with BLCA (4 hits) tracking the 

ideal most closely, BRCA (3 hits) in the middle, and OV (2 hits) saturating early. Before 

interpreting the speedup curves, we first examine what fraction of wall time is computation 

versus communication.

Fig. 4.4 decomposes wall time into worker running time and communication for BLCA at 
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4 hits. Communication is comparatively constant across scales, while worker running time 

falls with node count as expected for a compute-dominated phase. When the compute term 

is large the constant is amortized and strong scaling holds. When the compute term is small 

the communication limits the additional speedup.

Figure 4.4: Wall-time breakdown of BLCA at 4 hits.

With this context we return to the speedup curves in Fig. 4.5. After pruning, the useful 

work is proportional to 𝑀𝑁𝑡, where 𝑀 is the number of combinations actually visited and 

𝑁𝑡 is the number of tumor samples. A simple model 𝑇 (𝑁) ≈ 𝑐 𝑀𝑁𝑡
𝑁 + 𝑇comm explains the 

observations. For low hit counts, 𝑀 is small because intersections go empty early, so 𝑐 𝑀𝑁𝑡
𝑁

becomes comparable to the constant 𝑇comm at modest 𝑁. The OV (2-hit) curve therefore 

plateaus and even dips as noise and fixed overheads dominate. As the hit count increases, 

more combinations survive pruning, so 𝑀 is larger and the compute term dominates over a 

wider range of 𝑁. BRCA (3 hits) improves over OV, and BLCA (4 hits) stays close to the 

ideal line because the run remains compute bound even at 3,072 nodes.
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Figure 4.5: Strong scaling speedup from 192 to 3,072 nodes for BLCA 4-hit, BRCA 3-hit, 
and OV 2-hit datasets.



Chapter 5

Conclusions and Future Work

5.1 Conclusions

We present a sparsity-aware depth-first search algorithm with backtracking that serves as 

the main contribution of this thesis: a pruning technique for the weighted set cover (WSC) 

pipeline called pruned depth-first search (P-DFS) for discovering multi-hit gene combinations. 

By sorting genes by sparsity, maintaining running bitset intersections, and backtracking as 

soon as partial covers are found to be empty, P-DFS discards large regions of the combinato­

rial search space before scoring with the standard WSC selection step. To expose parallelism, 

we flatten the first two nested loops of the WSC algorithm into a single 𝜆 index and dis­

tribute contiguous ⟨start, end⟩ intervals, enabling high worker counts. A hierarchical MPI 

design, with per-node leaders, lightweight request-response assignment, work stealing, and 

barrier-free termination, keeps control traffic low and avoids single-master bottlenecks.

Empirically, pruning becomes more effective as the hit threshold increases. Higher values of 

ℎ induce emptier partial intersections, shrinking the visited search space and reducing wall 

time relative to exhaustive WSC enumeration. On Fugaku, we observe that strong scaling 

improves as the number of hits increases, since higher-hit runs remain compute dominated 

over a wider range of node counts. We also observe tighter load-balance distributions when 

hierarchical scheduling and work stealing are enabled. Across cohorts, the resulting combi­

nations achieve high sensitivity and specificity on the held-out evaluation subset, indicating 

45
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that sparsity-driven pruning, paired with WSC scoring, yields patterns that often carry over 

beyond the samples used for discovery. Taken together, these results show that P-DFS 

converts an otherwise intractable enumeration into a scalable high-throughput search while 

preserving the discriminative objective of WSC.

5.2 Future Work

Although P-DFS substantially improves the feasibility of multi-hit search, several limitations 

remain. The following directions identify the main open questions raised by this work and 

outline possible paths for extending the algorithm.

5.3 Scalability to Higher Hit Thresholds Through Bi­

ologically Informed Search

As discussed in Chapter 4, P-DFS achieves a 90%–98% reduction in visited combinations at 

4 hits relative to the full search space. This pruning effectiveness increases with hit depth 

because higher depths produce empty partial intersections more frequently. However, this 

trend does not make the problem tractable at 5 hits and beyond. The combinatorial growth 

described earlier remains the main obstacle: the raw search space is 2.66×1019 combinations 

at 5 hits, 8.88 × 1022 at 6 hits, and 1.40 × 1033 at 9 hits. Even at a pruning rate of 98%, the 

remaining 2% of combinations at 5 hits equals 5.32 × 1017, which is larger than the entire 

4-hit search space of 6.66 × 1015 before any pruning is applied. Pruning percentage alone 

therefore cannot close the gap at hits 5 through 9, which correspond to cancers including 

THCA, STAD, LGG, SARC, KIRP, UCS, and UVM.
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A related and compounding problem is that not all mutations that appear in a tumor genome 

contribute to cancer development. Somatic mutations are mutations that arise in body cells 

during a person’s lifetime, as opposed to germline mutations which are inherited. Within the 

class of somatic mutations, a further distinction is critical for this work. Driver mutations 

are those that directly confer a selective growth advantage on the cell, actively pushing 

it toward uncontrolled division and tumor formation. Passenger mutations, by contrast, 

accumulate as a byproduct of the genomic instability that characterizes cancer cells, but do 

not themselves promote tumor growth [20]. These mutations have no causal relationship to 

carcinogenesis. Raw somatic mutation calls include both driver and passenger mutations, and 

the current preprocessing pipeline does not distinguish between them. Because passenger-

related mutations inflate 𝐺, they directly inflate (𝐺
ℎ) and therefore the combinatorial search 

space before any pruning step is taken. This makes the already intractable high-hit regime 

even harder to approach.

Future work in this direction would focus on using biological knowledge to reduce or prior­

itize the effective gene pool before search. For example, curated driver-gene lists, pathway 

membership, cancer-type-specific mutation frequency, or predicted functional impact could 

be used to remove genes that are unlikely to play a causal role. If passenger-related mutations 

are filtered out before the search begins, 𝐺 shrinks to genes that are more strongly impli­

cated in carcinogenesis, which reduces (𝐺
ℎ) exponentially and makes higher hit thresholds 

more tractable without changing the DFS algorithm itself.

A less restrictive version would preserve the full gene set but modify the row ordering so that 

genes with stronger biological evidence are explored earlier, along with sparsity. This would 

keep the pruning rule unchanged while testing whether biological prioritization improves 

runtime, interpretability, or held-out performance.

A more aggressive extension would be to modify the WSC scoring function itself. Rather 



48 Chapter 5. Conclusions and Future Work

than scoring combinations only by how well they cover tumor samples and avoid normal 

samples, the objective could also give higher weight to combinations supported by prior 

biological knowledge, such as known driver-gene status, pathway membership, or predicted 

functional impact. This would allow the algorithm to favor combinations that are both 

discriminative and biologically plausible. However, because this would change the objective 

being optimized, it should be studied separately from the current P-DFS contribution.

5.3.1 Work Distribution at Scale

The current hierarchical work distribution assigns contiguous 𝜆 intervals to each MPI rank, 

where each 𝜆 encodes a unique (𝑔1, 𝑔2) pair. This design minimizes bookkeeping overhead 

and allows constant-time chunk issuance, as described in Section 3.5. However, the cost of 

evaluating a 𝜆 is highly variable because pruning makes subtree sizes irregular. A 𝜆 whose 

corresponding (𝑔1, 𝑔2) pair survives the depth-2 intersection check proceeds to depths 3 and 

4, incurring the full cost of those nested loops. A 𝜆 pruned immediately at depth 2 costs 

only a single bitwise AND and a zero check. Assigning contiguous intervals therefore does 

not imply equal work per rank even when the total number of 𝜆s is evenly split.

As discussed in Chapter 4, work stealing partially compensates for this imbalance, with 

the standard deviation of worker running time dropping from 544 seconds to 42 seconds 

at 1,536 nodes for the BLCA 4-hit run. However, residual imbalance remains because the 

current stealing scheme donates the upper half of a leader’s remaining interval to an idle 

peer, splitting work by count rather than by estimated cost. A donated block inherits the 

same cost unpredictability as the original interval.

Future work here would focus on smarter work stealing strategies that are aware of this 

irregularity. For example, instead of stealing purely by interval size, the runtime could 
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estimate subtree cost using early intersection density, remaining depth, or prior profiling of 

neighboring 𝜆 intervals. This would allow the work distribution strategy to spread variance 

across ranks more effectively rather than simply halving the remaining count.

5.3.2 GPU Execution

P-DFS is an algorithm that consists largely of data-dependent conditional branches. On 

the A64FX CPUs used in this work, this maps well to the branch predictor, which learns 

quickly that most branches terminate early and prefetches accordingly. GPUs are less suited 

to this pattern because SIMT execution requires all threads in a warp to follow the same 

instruction path. When some threads prune a branch early while others continue to deeper 

depths, the warp diverges and idle threads wait. Given the 90%–98% pruning rate observed 

at 4 hits, many threads in a warp would likely be inactive at a given cycle, making direct 

GPU utilization inefficient.

Future work would focus on redesigning the algorithm for GPU execution rather than porting 

the existing DFS directly. The core challenge is that the irregular, data-dependent branching 

that makes P-DFS efficient on a CPU is precisely what makes it difficult to map to SIMT. 

A GPU-native formulation would need to restructure the traversal so that threads within 

a warp follow more uniform execution paths. This likely requires moving away from recur­

sive backtracking toward a different algorithmic primitive that exposes the same pruning 

opportunities in a more regular form.
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