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Vision Based Localization of Drones in a GPS Denied Environment

Abhimanyu Chadha

(ABSTRACT)

In this thesis, we build a robust end-to-end pipeline for the localization of multiple drones in

a GPS-denied environment. This pipeline would help us with cooperative formation control,

autonomous delivery, search and rescue operations etc. To achieve this we integrate a custom

trained YOLO (You Only Look Once) object detection network, for drones, with the ZED2

stereo camera system. With the help of this sensor we obtain a relative vector from the left

camera to that drone. After calibrating it from the left camera to that drone’s center of mass,

we then estimate the location of all the drones in the leader drone’s frame of reference. We

do this by solving the localization problem with least squares estimation and thus acquire

the location of the follower drone’s in the leader drone’s frame of reference. We present the

results with the stereo camera system followed by simulations run in AirSim to verify the

precision of our pipeline.



Vision Based Localization of Drones in a GPS Denied Environment

Abhimanyu Chadha

(GENERAL AUDIENCE ABSTRACT)

In the recent years, technologies like Deep Learning and Machine Learning have seen many

rapid developments. This has lead to the rise of fields such as autonomous drones and

their application in fields such as bridge inspection, search and rescue operations, disaster

management relief, agriculture, real estate etc. Since GPS is a highly unreliable sensor, we

need an alternate method to be able to localize the drones in various environments in real

time. In this thesis, we integrate a robust drone detection neural network with a camera

which estimates the location. We then use this data to get the relative location of all

the follower drones from the leader drone. We run experiments with the camera and in a

simulator to show the accuracy of our results.
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The evolution of transportation has come a long way. From the invention of a wheel, to

animal powered carts to self-driving cars that we see today by companies such as Tesla and

Waymo. The last advancement has mainly been due to the rapid rise and success of fields

such as Deep Learning and Computer Vision. They in turn have been dependent upon the

vast amount of data available and enormous computing power.

Along with cars, the UAVs have also received quite some attention because of heir practi-

cality in daily life. UAVs have proved their usefulness in a variety of areas, especially for

military purposes such as search and rescue, monitoring, surveillance, as well as applications

such as 3D reconstruction, transportation, and artistic photography. However, most drones

or UAVs are not truly autonomous and are operated remotely by a human controller from

the ground. Therefore, the next generation UAV requires a self-controlling function to fly in

an unstructured environment. Some popular examples of autonomous UAVs being used as

delivery agents can be seen by the Wing[1] and Amazon Prime Air[22].

Another popular area for autonomous UAVs, especially a swarm of UAVs, is Search and

1
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Figure 1.1: Wing Drone Delivery in Christiansburg, VA[1]

Rescue operations. In 2017 alone, the United States National Park Service deployed almost

3,500 search and rescue missions in national parks[23]. And while search and rescue person-

nel tend to be highly effective and skillfully trained, they still face a daunting task since a

lost person’s chances for survival drop dramatically after the first eighteen hours. In [24]

detect for humans in a real-world outdoor environment using thermal and color imagery.

The detected human positions are then geolocated on a map which can then be used to

narrow down the search area for the rescue teams.

All of these applications, whether they’re a swarm of UAVs travelling together for a particular

task or separate UAVs minding their own business, require a good detection and estimation

method. This is necessary to avoid collisions and achieve formation control in GPS-denied

environments. The traditional approach for detection of UAVs has been with April tags[25].

This approach works perfectly in controlled laboratory settings such as uniform light distri-

bution and absence of motion blur but both these ideal conditions are rarely met in the real

environment. This problem is can be solved by the state-of-the-art object detection networks

based on CNNs. An alumni of CAS Lab, Sudha Ravali Yellapantula along with Dr. Ryan
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Williams, did exactly that in [8].

In this thesis, we take her work forward. We implement the detection in real-time on em-

bedded systems which can be placed on UAVs and combine it with a stereo camera system.

The stereo camera system, along with the detection of UAVs, also helps us estimate its lo-

cation. We then exploit this information for localization of that UAV. Such a localization

solution can then be used directly for cooperative control, as a supplement to other forms of

localization, or given the lead agent’s position is known globally, it can be used to globally

localize the entire team of agents.

The thesis is organized into six chapters.

Chapter 2, Preliminaries, gives an overview of the concepts used in this thesis.

Chapter 3, Related Work, reports the work done in the fields related to the detection and

the location estimation of UAVs.

Chapter 4, Solution Pipeline, elaborates on the techniques used in the proposed approach to

the problem statement.

Chapter 5, Experiments, describes the different experiments carried out and shows the re-

sults of the same.
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Chapter 6, Conclusion, gives the closing remarks and describes the scope for future work.



The origin of neural networks dates back all the way to 1943 [26] when a a simple neural

network was modeled with electrical circuits by neurophysiologist, Warren McCulloh, and

a mathematician, Walter Pitts and thus described the idea of how a neurons might work.

Jumping to the year 2020, the research of neural networks and its applications to various

fields has come a long way. They range from images, text, autonomous driving, medical

field, recommendations etc.

A lot of factors have to come to the aid of the basic idea of a neuron ranging from a vast

availability of data to tremendously powerful computing resources. A lot of different styles

and types of neural networks have also come up such as convolutional networks, RNNs[27],

LSTMs[28], GANs[29] etc. The simple idea of neuron still remains the same though and has

been adapted in creative ways in the above stated examples.

A simple neuron, which is the building block of the deep learning networks, consists of certain

number of inputs and just one output. As it can be seen in the figure each input has a weight

5
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Figure 2.1: A Simple Neuron[2]

associated with it thus deciding the importance of that particular input. They are made to

pass through an activation function. There is almost always a bias value present (usually

set to one) which is helpful when all the input values to the activation function are zero.

An activation function is needed to introduce non-linearity in a neural network. It is usually

applied element-wise, with hi = g(xT W:;i + ci)[30] This helps one decide whether to activate

a neuron on the basis of certain threshold values of input and not just activate the neuron

whenever an input value is present. There are a variety of activation functions[31] such as

Sigmoid, ReLU, Leaky ReLU, tanH etc.
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Figure 2.2: Common activation functions[3]

Back propagation is the commonly known as the way with which a network learns and thus

improvises. It draws a very good analogy to real-life where one is expected to practice a

certain skill repeatedly and improvise every time.

At the output or the final layer of a neural network we obtain the outputs of that cer-

tain network. In a supervised learning problem it is then compared to the expected output.

Over here we use loss functions to decide how good or bad the output of the network is or

how closely acceptable it is to the expected output. One of the most common loss function

is Binary Cross-Entropy function[32]. The approach for back-propagation is pretty straight-

forward, to minimize this loss function. It is done by taking the gradient of this loss function

and equating it to zero. The gradient in the output layer is linked to layer before it and that

layer is connected to the layer before it, thus the error or the loss function is propagated

through all the layers and the weights are adjusted accordingly. It is with this reference

that the network learns how much importance should a particular input be given and which

neurons should be activated and when.
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Figure 2.3: A convolutional filter [4]

The convolutional neural networks revolutionized the way images are perceived by a net-

work. They were first seen in [33] and were used to recognize handwritten digits from the

database[34]. Their first most notable application was seen in [35] as an entry for an object

recognition competition. The authors utilized the prior knowledge of convolutions and com-

bined it with the recent advances in GPU memory utilization. Thus with a huge data set

and considerable computational power at their hands they were able to train and obtain a

test error rate as low as 17 percent on the ImageNet data set. These networks use a kernel

or filter that is convolved with the input, usually an image. At each step, the dot product

of the corresponding cells of the image and the filter are computed and these values become

the part of the feature map of that particular filter. The weights of this filter act as the

parameters which we aim to learn when the network is trained.
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Stride is defined as the number of pixels by which the kernel or filter moves at every iteration.

It helps in deciding the size of the feature maps produced at every convolutional layer. It is

thereby used to reduce the granularity of convolution. Occasionally, stride value of 1 and 2

are used. The winning entry[35] in ILSVRC competition of 2012 used a stride of 4 and in

the following year a stride of 2 was used by the winning entry[36] to improve the accuracy.

One disadvantage of strides can come into effect when the filter captures a lot of information

from the middle of an image and ends up loosing a lot of information on the edges of the

same. This happens because the kernel slides over the middle part of the image more number

of times than its edges. Thus to prevent this kind of information loss, a simple but efficient

solution of padding[5] is introduced. In this method pixels are introduced towards the edges

of the image. If the value of those pixels is zero, it is referred to as zero padding.

Pooling[37] is the process that takes place when the filter or kernel slides over a set of pixels.

It is used to reduce the size of representation so that the process can be speeded up. There

are two kinds of pooling, namely Max-Pooling and Average-Pooling. As their respective

names suggest, when a Max-Pooling kernel slides over a set of pixels, simply the maximum

value out of those pixels is chosen and the rest are discarded. On the other hand, when an

Average-Pooling kernel slides over a set of pixels, the average of all those pixels is taken.
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Figure 2.4: An example of Zero Padding[5]

Stereopsis, the perception of depth, was first described by Sir Charles Wheatstone in [38].

Stereo matching is the process of taking two or more images and estimating a 3D model of

the scene by finding matching pixels in the images and converting their 2D positions into

3D depths[39]. It’s goal is to estimate the depth of an object by super-imposing two or

more pictures captured from a different viewpoint in space. The images can be captured

via the same camera or multiple cameras. We always use multiple views because structure

and depth are inherently ambiguous from single views. The stereo camera systems have

been around since the 1970’s and were inspired by humans and how they perceive the depth.

Since humans use two eyes to perceive the depth, the stereo camera system was made to do

the same. Figure 2.5 shows the first stereoscope from the year 1838.
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Figure 2.5: Stereoscope[6]

The stereo camera model can be seen in figure 2.6. In this very simple but resourceful ex-

ample we use the concept of similar triangles to estimate the depth of point P. The general

setup of stereo camera system, as can be seen in 2.6, is two camera’s with their image planes

and optical axes parallel to each other and they’re generally of the same focal length as it

makes the calculations easier.

The quantities represented by xl and xr are the distances of the projection points from

the optical axes. xl is towards the right of its origin so it will be represented as a positive

value whereas xr is on the left of its origin so it’ll be represented as a negative value. These

are distances so their magnitude is positive and the sign just represents the direction.

represents the baseline that is the distance between the two optical axes. is the distance

between the point P and the baseline. It is this distance that the stereo camera model
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Figure 2.6: Depth from Disparity

estimates.

We can now see two triangles being formed in the figure. The smaller one can be seen in 2.7

and is labelled by vertices (pl, P, pr). The larger one can be seen in 2.8 and is labelled by

vertices (COPL, P, COPR).

On applying the properties of similar triangles we can deduce that:-

B � xl + xr

Z � f
=

B

Z
(2.1)

On rearranging the terms, we get:-

Z = f � B

xl � xr

(2.2)

In equation 2.2 the difference between xl and xr is called the disparity. The depth of a point
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Figure 2.7: Depth from Disparity: Inner Triangle

Figure 2.8: Depth from Disparity: Outer Triangle
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is always inversely proportional to the disparity. Thus, if there is no disparity, the depth

would come out to be infinite.

The disparities are calculated by something called the epipolar constraints which basically

reduces the a correspondence problem to a one dimensional estimation problem where we

just have to look for the corresponding point along the epipolar line. The epipolar geometry

between two views is essentially the geometry of the intersection of the image planes with

the pencil of planes having the baseline as axis. This geometry is usually motivated by

considering the search for corresponding points in stereo matching [40].

Estimators that are based on least squares do not require a probabilistic assumption on the

noise signal that corrupts the underlying variable or the estimated state, and are therefore

easily implementable and applicable for a broad class of estimation problems [41]. The

underlying model involves the observation of a linear function of a variable � 2 Rq that is

additively corrupted by noise ,

= H� + (2.3)

where 2 Rq and 2 Rpxq(p > q); we refer to each component of the vector as a

and is the that is assumed to be of row rank

.In a centralized setting and absence of information about the noise statistics, the least

squares estimation proceeds by minimizing the cost function

J(�) = (z � H�)T (z � H�) (2.4)
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in 2.4 is a differentiable and convex function of the underlying state �, its optimal value

is found by setting its gradient to zero, and declaring its optimum, that is, the least squares

estimate, as

�̂ = (HT H)�1HT (2.5)

2.4 is a general form of the least-squares problem and 2.5 is a closed-form solution. For our

project, as we shall see in the further chapters, we solve it as an optimization problem to

obtain the best explanation for the location of each of the follower drones.



The use of vision for for formation control is a two-part problem, namely detection followed

by location estimation. The first part is identifying a drone in an image or a video. This can

be done with the help of convolutional networks trained specifically on a dataset of images

of drones.

In [7] the authors prepare a synthetic labelled dataset of drones and use the residual in-

formation between consecutive image frames to form an integrated detection and tracking

pipeline. To target the problem of a sparse dataset, they collect a dataset of their own and

then use data augmentation techniques such as geometric transformations, illumination vari-

ation and image quality to make the dataset more diverse. The authors then use [42], which

replaces the usage of external object proposals with region proposal networks, for drone de-

tection. The FasterRCNN achieves nearly cost-free region proposals and it can be trained

end-to-end by back-propagation. For the tracking part, the authors utilize [43] which is able

to separate the domain independent information from the domain specific information in

network training. They thus form an integrated pipeline of drone detection and tracking.

The authors of [44] re-train YOLOv2[45] on a combination of the publicly available USC

Drone-Dataset[7] with a manually labelled dataset of their own. The USC Drone-Dataset is

which consists of thirty YouTube video sequences and captures a variety of different drone

16
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Figure 3.1: Examples from the USC Drone-Dataset [7]
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models. The videos have the frame resolution of 1280 x 720 and include different envi-

ronments, both outdoor and indoor, such as grassland, courtyard, warehouse etc. They

play around with the input resolution of the network to figure out a trade-off between

high-resolution detection and the time taken per each detection. They use k-means++[46]

algorithm to adjust the anchor box’s pre-defined dimensions. This helps in making the net-

work more prone to detect drones.

In [47] the authors re-train Zeiler and Fergues [36], Visual Geometry Group (VGG16)[48]

and VGG16 with Faster R-CNN[48] to detect drones. Zeiler and Fergues is an eight layered

architecture with five convolutional layers and three fully-connected layers. On the other

hand, VGG16 is a sixteen layered architecture with thirteen convolutional layers and three

fully connected layers. They carried out experiments on the Bird-vs-Drone dataset which

contains five mp4 videos of resolution 1920 x 1080. The objective is to teach a network to

identify the difference between a bird and drone.

In all of the previous works the authors stated the absence of a good dataset as a shortcom-

ing to making a robust drone-detection pipeline. In [8] this problem is tackled head-on. The

author captures a sparse dataset and then uses Cycle-GANs[9] to generate a dataset of drone

images. Cycle-GAN uses image-to-image translation for data generation, as seen in Figure

3.4. It builds on Pix2Pix[49]. This network just requires two unpaired collection of images

and then finds a mapping between them. It introduces Cyclic-Consistency loss, as seen in

Figure 3.3 which makes it different from all the other GANs out there. This is followed by

re-training YOLOv3[50] to form a robust drone detection network. We utilize this network

to a great extent in this thesis too. Some example of this work can be seen in Figure 3.2
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Figure 3.2: Drone Detection results[8]

Figure 3.3: Cyclic-Consistency Loss [9]
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Figure 3.4: Example usage of Cycle-GAN [9]

The second part is the location estimation of the drone and that problem hasn’t popularly

been tackled with just vision-based techniques. They’ve usually been combined with other

sensors such as Ultra-Wideband or IMU sensors. In [10] the authors use the concept of

feature matching to localize the drones in the same reference frame. Kept in the same planar

field, they conduct two experiments as seen in Figure 3.5. The first one with a forward-

facing camera and the second one with a downward-facing camera on on each of the drones.

The relative position measurements are computed using the images captured from the on-

boarding camera and they’re distributed between the neighbouring drones. The authors

extract SURF[51] features from these images, which are more robust when compared to the

famous SIFT[52] features. These SURF features are then fed into the QuEst[53] Algorithm

which estimates the relative positions of the drones with respect to each other. The authors

don’t calculate the exact positions since they only aim to achieve planar formations and thus

don’t face the possibility of collisions. This approach works perfectly well in a feature rich

environment but has the possibility to fail when the images captured by the drones can’t

find common features. One example would be when the drones are flying over a water body,

where conducting accurate feature matching can prove to be a daunting task. Another hard

requirement for this to work is that there should always be some overlap between the pictures

captured by the drones thus limiting the inter-distance between the drones. In [11] estimate
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Figure 3.5: Snapshots of simulations from [10]

the relative poses of the drones with a sensor fusion algorithm which captures the features

from a poster of part of the Boston University map, as seen in Figure 3.6, attached it to the

floor of the their laboratory.
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Figure 3.6: Feature detection and matching of Boston University Map[11]



YOLO [12] is one of the best real-time object detection networks out there. The first version

of YOLO was released in 2015. Since then, considerable improvements have been made to

the algorithm and multiple versions have been released, the latest one being YOLOv4 [54].

Unlike previous object detectors, such as R-CNN[27], Fast R-CNN[55] which used to re-

purpose classifiers, YOLO decided to adapt a single convolutional neural network which

could do all the work. The authors re-framed the problem as a single regression problem,

straight from image pixels to bounding box coordinates and class probabilities.

The authors present a unified detection approach where they look at the whole picture

in a single-go. This is different from its predecessors which used region based approaches or

sliding window techniques. This approach helps save the time but also affects the accuracy

to some extent.
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Figure 4.1: Some examples of detection by YOLO[12]

The YOLO network divides a picture into a grid of size S x S and if the center of the object

falls in that grid cell then that grid is responsible for detecting that object. What they mean

by this is that an object might span up to multiple grids but they can’t have each one of

them detecting it, thus this makes things easier and faster. The rest of the grids help in

the formation of a color map, which ultimately helps in defining the bounding box around

the object. Here each grid goes onto predict B bounding boxes along with a confidence

score. The confidence score helps the model eliminate the boxes which have no object in

them. The confidence score is defined as the product of the probability of an object and

the IOU(Intersection Over Union). Each bounding box gives out five measurements namely

x,y,w,h and confidence. The (x,y) give the center of the object while (w,h) give the width

and height of the box.
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The orignal version of YOLO was trained on the ImageNet 1000-class competition dataset[56]

and was evaluated on the PASCAL VOC Dataset[57]. The ImageNet training dataset con-

tains over a million images and is one of the most standard datasets used to train networks

in the computer vision community. These networks are usually fine-tuned with the help of

other datasets. The PASCAL VOC dataset has many versions but the authors used the

versions from 2007 and 2012 for inference of their YOLO Network.

In [8] the author trained YOLOv3 on a custom dataset which contained both real and

synthetic images of drones. In further chapters we shall see how We utilized this object

detection network for drones in our project.

The authors based the architecture (Figure 4.2) on GoogLeNet which was used for image-

classification. YOLO is made up from twenty-four convolutional layers along with two

fully-connected layers. They use 1x1 reduction layers followed by 3x3 convolutional layers.

All the layers in the network use the leaky rectified linear activation except the last one

which uses a linear activation.

The authors also released another version of YOLO, known as Fast YOLO and it had nine

convolutional layers instead of twenty four. This version, as the name suggests, was faster

than YOLO but compromised on the accuracy.

At first the authors don’t train the whole network but rather just the first twenty con-



26

Figure 4.2: YOLO’s Architecture[12]

volutional layers followed by an average-pooling layer and a fully connected layer. They

then add four more convolutional layers and two fully connected layers.

The authors use sum-squared error because it is easy to optimize but they make a few changes

to it. That is because gradients from the zero confident score from the grids which don’t

contain any object might overpower the grids which actually do, leading to model instability.

Thus, they increase the loss from the bounding box coordinate predictions and decrease the

loss from the confidence predictions for boxes that don’t contain any object. They use �coord

= 5 and �noobj = 0.5, to achieve this.
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The overall loss function which is used in training comes out to be:-
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The loss function only penalizes classification error if an object is present in that grid cell

and only penalizes the bounding box coordinate error if that predictor is responsible for the

ground truth box.

The authors used a batch size of 64, a momentum of 0.9 and a decay of 0.0005. They

used a variable learning rate which helped their model from avoiding divergence. To prevent

overfitting they used dropout and data augmentation.

The ZED2 stereo camera system is the latest product by StereoLABS and is one of the best

stereo camera systems in the market. We chose this camera for our experiments because its

lightweight(120 grams) and seamlessly integrates with both Jetson and YOLO. It has a 120

degree wide-angle field of view with built in IMU, Barometer and Magnetometer sensors.
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Figure 4.3: ZED 2 Stereo Camera System[13]

It comes with an SDK[58] compatible with Windows, Linux and Jetson systems making it

quite easy to access. It also has compatible APIs with YOLO, Tensorflow, PyTorch, ROS

and OpenCV. For our project we couple the camera with our customized YOLO as we shall

see in further chapters.

DJI is one of the leading manufacturer of drones in the world. They offer a wide variety of

commercial and industrial drones. Their products are used in a diverse number of fields rang-

ing from agriculture monitoring[59], bridge inspection[60], search and rescue operations[61]

to even wedding photography. For our experiments we use the DJI Matrice 100[14] and the

DJI Matrice 600[15].

NVIDIA Jetson is the world’s leading embedded AI computing platform. Its high-performance,

low-power computing for deep learning and computer vision makes it possible to build
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Figure 4.4: DJI Matrice 100[14]

Figure 4.5: DJI Matrice 600[15]
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software-defined autonomous machines. To run the trained YOLO networks mentioned

above in real-time on our drones we chose two embedded systems namely the Jetson Nano

TX2i and the Jetson Xavier. Both these systems came decent computational power along

with compatibility with the ZED2 cameras thus making them the perfect choice for our

experiments.

The JetPack[62] SDK’s are comprehensive solutions provided by NVIDIA to interface with

the Jetson Platforms. They’re based on Linux operating system include the L4T pack-

ages along with CUDA-X accelerated libraries. These are the perfect combination for deep

learning, computer vision and accelerated computing applications on the edge.

The Jetson TX2i’s come fitted with two hundred and fifty six NVIDIA CUDA cores, a

Dual-core Denver two 64-bit CPU and quad-core ARM A57 Complex. It can operate in the

temperature range of -40 degree celsius to 85 degree celsius. Combined along with the Orbitty

carrier this forms a lightweight powerful embedded system which can be easily mounted on

small drones.

The Jetson AGX Xavier’s come fitted with 512-core Volta GPU with Tensor Cores, an 8-core

ARM v8.2 64-bit CPU. With dimensions of 105 mm x 105 mm x 65 mm, this embedded

system is a little heavier than the TX2i’s and thus can only be supported by bigger drones
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Figure 4.6: Jetson TX2i with Orbitty[16]

but at the same time exceed the TX2i’s by leaps in terms of computational power.

AirSim[18] is an open-source simulator platform launched by Microsoft in 2017. It is built

on Unreal-Engine and offers a large variety of conditions and environments for the pro-

cess of data collection, an essential part to the recent advances in machine intelligence and

deep learning. It has two default vehicle modes namely a car and a quadrotor mode. It

follows the software-in-the-loop (SITL) principle. The simulator includes PX4 SITL flight

controller, which allows the simulation code to be directly imported to the commercially

available quadrotor platforms.

This extensive simulator gives the user to modify a number of variables and provides a

few by default to make it easier for a researcher to focus on their experiments instead spend-

ing much time on the development of the their environments. They provide robust vehicle
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Figure 4.7: Jetson AGX Xavier Developer Kit[17]

Figure 4.8: A snapshot from AirSim[18]
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models, accurate physical phenomenon in the environment such as gravity, air-density, air

pressure and magnetic field.

The original version was launched with the integration of basic sensors such as GPS, IMU,

Barometer and Cameras. The recent releases of the simulator have added the functionality

of other sensors. We focus our attention on Lidar sensors which end up playing a crucial

role in our simulation experiments.

Lidar stands for Light Detection and Ranging and it is a remote sensing method[63]. It

uses light in the form of a pulsed laser to measure distances in three dimension. A lidar

emits these lasers into its surrounding environment. These rays travel and bounce off the

surrounding objects thus finding their way back to the sensor. Once they come back, the

lidar calculates the distance on the basis of time taken by the pulse to come back. On

repeating this process millions of time, a lidar is able to create a precise 3-D map of its

environment and the objects in it. The model for Lidar was readily available in AirSim and

gave us a point cloud similar to what we obtain from the ZED2 stereo camera system.
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Figure 4.9: Velodyne Alpha Prime Lidar[19]



Our experiments, for this thesis, were divided into two parts. The first part was running

the YOLO network, trained by Sudha, in real time on an embedded device and combining

it with the ZED Stereo camera system. We measure a relative vector between an agent and

one of its neighbors represented in a local body-fixed frame rigidly attached to the agent.

Our objective is to use these measurements to estimate the position of all agents in a single

fixed frame attached to a leader agent.

The second part is transforming the coordinates obtained by every ZED Camera to a single

frame, in this case the leader drone’s frame of reference. The leader drone is chosen be-

forehand. Since the same drone would be detected by multiple neighbors and not all the

locations would be exactly the same, we would thus apply the method of least squares ap-

proximation to estimate the location of every drone in the leader drone’s frame.

In the beginning we had decided for putting this network on multiple drones and going

out in the field and conducting the experiments but due to the COVID-19 pandemic we had

to pivot some part of our experiment. We implement the first part, as planned, in real time

on an embedded system with decent accuracy and frame rate. For the second part, since

we could not go out in the field, we shifted to the simulator AirSim. We had to change our

approach to suit the features available in this open-source simulator but we draw parallels to

35
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the real world experiments at every point. This would enable the next person to seamlessly

transfer the experiment onto the real drones whenever it is safe to do so.

For this part, we combined the YOLO network trained by Sudha, mentioned in Chapter

3 with the ZED Stereo camera system. The YOLO network was used for detection of the

drones and the ZED Camera was used for the estimation of the relative vector.

We chose the Jetson TX2i and Jetson Xavier as the embedded platforms to run our network

in real-time. They were to be put upon the the DJI Matrice 100 600, respectively. The

Linux based Jetpack[62] SDK was installed on both of them. For the TX2i the Orbitty

Carrier version was used while for the Xavier the default package provided by NVIDIA was

used. The reason we chose this operating system was because of its compatibility with the

ZED Camera’s SDK.

The two platforms are state-of-the-art embedded systems for running deep learning net-

works in real-time. Coupled with the best object detection network, YOLO, the speed and

the accuracy are amazing. But in our case, along with the detection of the drone we also

wanted the location of the same. Thus the CUDA cores provided by the embedded platforms

had to be divided among the YOLO network and the ZED2 stereo camera system. This

led to a bottleneck where due to limited computational power the FPS rate of the detection

network was going low and thus in turn was affecting the accuracy of both detection and

the estimation. To increase the FPS we reduced the quality of the detection from 2K to

720p on the Xavier and VGA on the TX2i. This is one trade-off we had to suffer to get a
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Figure 5.1: Results on TX2i with a VGA picture quality

decent FPS of 5 and 10 on the TX2i and the Xavier, respectively. With this adjustment,

we got the relative vectors for the drone with respect to the left camera of the ZED2 stereo

camera system. To draw a comparison we also ran the pipeline on a PC. The results for the

TX2i, Xavier and the PC can be seen in figure 5.1, figure 5.2, figure 5.3 respectively. The

coordinate frame’s orientation can be seen in figure 5.4

We implemented this part in AirSim and ran multiple simulations in different environments

to measure the performance of our method. To begin with, we launch five drones in a straight

line. Launching them in a straight line is very important since this simulator gives each in-

dividual drone its own origin at the launch position. Thus, when we have to transform the
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Figure 5.2: Results on Xavier with a 720p picture quality
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