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Utilizing Machine Learning for Managing Groundwater Supply 

ABSTRACT 

 

Analytical solutions such as the Theis solution have historically been utilized to forecast changes 

in aquifer water levels resulting from human-driven withdrawals using pumping wells. This 

method, however, suffers from a number of disadvantages, such as long data acquisition times, 

model uncertainty, and trial-and-error calibrations. This study illustrated the effectiveness of 

alternate forecasting methods that utilized machine learning principles. The groundwater level 

dynamics of two sites located at the Virginia Eastern Shore were predicted using historical 

groundwater level below land surface (GWLBLS) data as the endogenous variable and local 

pumping data as the exogenous variable. Predicting the local pumping data from the GWLBLS 

values was also implemented, to not only enforce reliability of the model, but also to highlight the 

capability of verifying and enforcing permitted pumping data. The machine learning methods 

chosen for this study were the Random Forest and SARIMAX models. Historical datasets were 

divided into training/calibration and testing/validation sets, and the respective models were fit to 

the data. These calibrated models were then compared to the performance of the Theis solution. 

Across both study sites, the Random Forest performed best at forecasting groundwater level over 

time given the pumping data as an exogenous variable, with SARIMAX performing similarly to 

the Theis solution. The Theis solution, however, did perform well in terms of generalization ability 

(GA).  
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Utilizing Machine Learning for Managing Groundwater Supply 

GENERAL AUDIENCE ABSTRACT 

 

Groundwater is a vital resource for drinking, agriculture, and industry. In order to ensure aquifer 

health for future use, it is crucial to be able to forecast well water level in the midst of groundwater 

pumping. Currently, analytical solutions such as the Theis solution are utilized to predict water 

level over time, but data acquisition is time-consuming and many of the calibrations have to be 

based on trial-and-error. In this thesis, machine learning methods were explored as alternatives to 

the current analytical methods. The groundwater level dynamics of the two study sites, Oyster, 

Virginia and Temperanceville, Virginia, were used to calibrate corresponding machine learning 

models, called the Random Forest (RF) and SARIMAX models. While the Theis showed that it 

was the most adaptable model, the RF performed the best overall in terms of root mean square 

error and R2 scores, which were used as reliability metrics. This study provides a range of 

substitutes for the Theis solution that have the capability to perform better when calibrated on a 

site-by-site basis.   
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1 INTRODUCTION 

1.1 BACKGROUND 

Ninety-eight percent of the planet’s freshwater is groundwater (The Groundwater Foundation 

2021). This resource is primarily utilized for drinking water, agricultural, and industrial purposes 

(20%, 72%, and 4.2%, respectively). While the vast majority of groundwater usage is allocated to 

agricultural sectors, groundwater accounts for 99% of drinking water in rural areas (The 

Groundwater Foundation 2021). Independent of the nature of usage, groundwater withdrawals by 

pumping wells often lead to an unsustainable decline in aquifer storage. Monitoring wells, by 

contrast, observe the overall health of the aquifer by recording data such as water level and 

chemical composition without significantly affecting aquifer storage.       

 

The modern issue with groundwater usage is the difficulty in predicting aquifer water level 

response to pumping activity, and whether water level changes can be attributed to these specific 

pumping rates.  Engineers must consider the many hydrogeological characteristics of the aquifer, 

which often vary spatially. Due to the cost of evaluating these characteristics, groundwater models 

often extrapolate a single estimate over a broad area. This practice often overlooks the 

heterogenous and anisotropic nature of many aquifers. This, in turn, can lead to model uncertainty. 

 

In the last decade, machine learning has experienced a new surge in interest among researchers in 

the field of hydrogeology, involving programmers and non-programmers alike. Machine learning 

describes systems that can draw inferences from data patterns, much like a human or animal brain 

would (Kleene 1956). Because of this predictive power, and its ability to make sense of patterns 
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in large sets of data, the technique has found a home in a variety of different fields, from 

econometrics to the health sciences (Langley 2011). A method that can forecast changes in aquifer 

storage in real-time without the need for high computational time or exhaustive calibration would 

revolutionize the approach to aquifer health and sustainable usage of groundwater. 

  

1.2 STUDY AREA  

Although the Virginia Eastern Shore is incorporated into the Virginia Coastal Plain, its physical 

characteristics foster a unique vulnerability to saltwater intrusion, taking into consideration the 

recent movement of the saltwater-transition zone by local groundwater withdrawal (McFarland 

2010).  For decades, water levels have declined in the Virginia Eastern Shore, which is composed 

of the Accomack and Northampton counties. Due to its peninsular location (Figure 1-1), 

groundwater is the sole drinking water source in the region. In addition, most of the area’s 

groundwater is devoted to agricultural needs; agricultural development accounts for 66% and 75% 

of groundwater use permits in Accomack and Northampton counties, respectively (Malcolm 

Pirnie, Inc. 2010). 
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Figure 1-1: Eastern Shore Groundwater Management Area (Virginia DEQ). The Eastern 

Shore of Virginia is comprised of Accomack and Northampton Counties (Beige). 

 

The Eastern Shore relies solely on its aquifer system for freshwater, due to its location between 

the Chesapeake Bay and the Atlantic Ocean. In this local groundwater flow system, aquifers are 

replenished wholly by recharge and irrigation return flow. The Yorktown-Eastover aquifers are 

preferred for drinking water, as the surficial (Columbia) aquifer is more vulnerable to 

contamination from septic systems and other chemicals (Figure 1-2). The town of Chincoteague, 

Virginia, for example, has to pipe supplemental drinking water five miles from the NASA Wallops 

Island site, due to septic contamination and brackish intrusion (Associated Press 2019).  



4 

 

Figure 1-2: Aquifer system of the Eastern Shore of Virginia (Sanford et al. 2009). 

 

Due to its vulnerability and relative isolation, the Eastern Shore of Virginia provided a number of 

adequate datasets for use in this thesis. The study site as a whole was contained enough where 

hydrogeological assumptions could be made while still displaying evident water level trends that 

could be used for analysis. Two specific locations in the region were chosen for further study: one 

site in Northampton County (Oyster Point, Virginia) and one site in Accomack County 

(Temperanceville, Virginia). In each case, monitoring wells screened in the Yorktown-Eastover 

aquifer provide fluctuating time-dependent water level data resulting from nearby pumping wells 

withdrawing groundwater from the Yorktown-Eastover aquifer at variable rates over time. The 

Oyster Point, Virginia site contained a single pumping well with a single screen, while the 

Temperanceville, Virginia site contained seven wells of up to six screens. Each well from both 

sites is screened for the Middle Yorktown-Eastover aquifer.  
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1.3 OBJECTIVE OF THESIS 

Groundwater is a vital resource for much of the world, whether it be for drinking, agricultural 

irrigation, or industrial use. This water resource has been an untapped resource in some regions 

while being overexploited in others. Currently, the main technique used to simulate groundwater 

level changes due to pumping or injection wells is the computational model, most notably the 

Theis and Cooper-Jacob analytical solutions (Theis 1952; Cooper and Jacob 1956) and numerical 

models constructed using MODFLOW (McDonald and Harbaugh 1988) or other programs. The 

limitations of these numerical models are data requirements for aquifer input parameters, the need 

for large and accurate datasets, and potentially excessive computation and verification times. 

 

This thesis applied machine learning to time series analysis of groundwater monitoring data. It 

explored potential machine learning-based model alternatives to the more common numerical 

modeling methods. Two models were developed, one utilizing a Random Forest (RF) Ensemble 

model, and the other using an Autoregressive Integrated Moving Average (ARIMA) model. These 

models were trained to predict the groundwater level below land surface (GWLBLS) given the 

pumping rate, Q, in million gallons of water per month (MGM). The results of these models were 

compared against those of the classical analytical solution; in this case, the Theis method was used.  

 

Furthermore, the Temperanceville dataset was also trained to predict the pumping rate given the 

GWLBLS, switching the endogenous and exogenous variables in the study. This was used as an 

example of utilizing the machine learning method to verify and enforce permitted pumping limits. 

In addition, this was explored to identify wells or other drivers that were not accounted for such 

as domestic or other unreported groundwater usage.    
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This work seeks to fill the gap in the existing literature by testing multiple machine learning 

algorithms to evaluate their efficacy in forecasting groundwater level data. The study will take 

note of the focus on semi-arid environments and river basins, as seen in Chen et al. (2020) and 

Chang et al. (2016), and will progress to coastal, more humid environments (as seen in the Eastern 

Shore region of Virginia, USA). Rather than compare residuals of each machine learning model 

to one another, as seen in Kane et al. (2014), this research will instead focus on the differences 

between an existing numerical model and the assembled models.   

 

2 LITERATURE REVIEW  

This literature review examines the evolution of machine learning as a worthy technique in 

forecasting time series data for a wide range of academic fields. Additionally, it illustrates the 

application of modeling techniques to groundwater-level analysis.  

 

2.1 MACHINE LEARNING 

Machine learning refers to computing algorithms and models which utilize statistics to determine 

patterns in data. In order to comprehend machine learning, however, one must first understand its 

roots outside of computing. The technique finds its ancestry in neuroscientific theory -- 

specifically, artificial neural networks (ANNs).  

 

ANNs aim to mimic the biological neural networks found in animal brains. The creation of 

computational models for neural networks began in 1943 with “A Logical Calculus of Ideas 

Immanent in Nervous Activity” (McCulloch and Pitts 1943). Although the paper pertained to the 



7 

neuroscience and psychology fields, one of the main postulations of the work applied biological 

neural network theory to artificial intelligence, which would lead to further literature on finite 

automata.  

     

Neural networks fell out of fashion in the mid-1980s due to the lag in computational power to train 

a reliable model. Thirty years later, with programming languages such as Python and R, 

improvements in hardware development, and faster processing speeds, the neural network 

technique has made a strong comeback. The neural network technique, applied to modern 

programming, became what we now recognize as machine learning.     

 

At its core, the machine learning models utilized in this study rely on supervised learning.  This 

means that the model is trained on data that provides both inputs and outputs. Historical data is 

“fed” into the corresponding model, and that model then predicts future values based on the data 

it was given from previous time steps. For example, 50% of historical data could be used to “train” 

or calibrate the machine learning model, and the latter 50% would therefore be the “testing” or 

validation set for prediction. How the model “trains” is dependent on its type, i.e., the mathematical 

objective function it seeks to optimize.  The effectiveness of the model is measured by its ability 

to improve this optimization over time.    

 

2.1.1 RANDOM FOREST (RF) ENSEMBLE  

Among the vast array of machine learning techniques now available, RF remains one of the most 

implemented and trustworthy supervised learning ensembles (Donges 2019). Its robust nature and 

simplicity make it an easy-to-train model that is also extremely flexible. An extension of 
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“bagging”--or bootstrap aggregated--decision trees, RF is commonly used in regression problems.  

Bagging requires the generation of new training sets by sampling from the original uniformly and 

without replacement. This thesis made use of the RF Regressor, rather than the RF Classifier, due 

to the nature of the data gathered--sequential time series rather than categorical.  

 

Limitations of the RF approach include its lag in testing speed after training (Donges 2019). In 

relation to a numerical model, however, its speed will nearly always be faster. Furthermore, RF 

makes it difficult to identify relationships and causal effects in data due to its “black box” 

functionality, where the steps of each subset split are not necessarily recorded.    

 

2.1.2 AUTO REGRESSIVE INTEGRATED MOVING AVERAGE (ARIMA) 

Commonly utilized in the fields of econometrics and statistics, ARIMA models similarly fit time 

series data and predict future values. They utilize time series’ own lags and lagged errors(given by 

a lag operator in the objective function) to forecast future values: 

         

𝑦′
𝑡

= 𝑐 + 𝜑1𝑦′
𝑡−1

+ ⋯ +  𝜑𝑝𝑦′
𝑡−𝑝

+ 𝜃1𝜀𝑡−1 + ⋯ + 𝜃𝑞𝜀𝑡−𝑞 + 𝜀𝑡, (2.1) 

 

where yt’ is the differenced series, yt is the lagged values, and the remaining terms represent that 

lagged errors (Hyndman and Athanasopoulos 2018). This is called the ARIMA (p,d,q) model.  

 

Seasonal ARIMA models, like the ones used in this study, add on a seasonal component. They are 

denoted as follows: 
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𝑆𝐴𝑅𝐼𝑀𝐴𝑋 =  𝐴𝑅𝐼𝑀𝐴(𝑝, 𝑑, 𝑞)(𝑃, 𝐷, 𝑄)𝑚 (2.2)  

 

where m is the number of periods in each season, p, d, and q are the number of time lags, degree 

of differencing, and moving-average model order of the non-seasonal ARIMA model, 

respectively. P, D, and Q are the number of time lags, degree of differencing, and moving-average 

model order of the seasonal component, respectively. 

 

Given time series data, the ARIMA/SARIMAX process chooses an order via the Akaike 

Information Criterion (AIC), an estimator of prediction error.  AIC can be defined as the following: 

 

𝐴𝐼𝐶 = 2𝑘 − 2 ln(𝐿) (2.3) 

 

where k is the number of estimated parameters and L is the maximum value of the likelihood 

function, a measure of the goodness of fit, of the model (Akaike 1981). The likelihood function 

describes a hypersurface which identifies the maximum efficient set of model parameter values 

(Myung 2003). 

 

The best model possibility will be that which minimizes the AIC, even if that value is negative. 

With the Python module statsmodels, this process can be automated. In this study, the order 

with the minimum AIC was generated automatically, and that order was used to construct the 

necessary model.  
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2.2 TIME SERIES ANALYSIS 

In addition to the modernization of programming and computer hardware, the resurgence of 

machine learning was buoyed upon another vital research topic: time series analysis. Especially 

popular in the fields of econometrics and astronomy, a time series is defined as a sequence of 

observations recorded at regular time intervals (Chauhan 2020). Although simplistic in theory, a 

time series is the first step in creating a forecast model, where future values are predicted based on 

historical values. Modern applications of time series analysis utilize computing technologies, 

including hidden Markov models and Gaussian processes (Chauhan 2020). This has, in turn, led 

machine learning algorithms to approach the forefront of time series analysis statistics.  

 

As long as there has been recorded literature on time-dependent datasets (the movement of the 

planets, the surge of the tides, and more), there has been corresponding literature on the concept 

of time series analysis and forecasting (Oreskes et al. 1994). Accessibility to these topics has 

increased exponentially with the surge of programming languages found to be especially useful in 

analysis and machine learning applications, such as Python and R, which will be utilized 

throughout this thesis.  

 

Models such as those achieved with RF and ARIMA have met success in predicting time-

dependent data. In the bioinformatics field, Kane et al. (2014) utilized both ARIMA and RF in 

predicting H5N1 outbreaks in Egypt. In this case, RF outperformed ARIMA and provided a valid 

predictive factor for time-series outbreak severity. In this study, however, no prospective variables 

were cut from the dataset and the models only utilized 30 weeks of training data. In this thesis, by 
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contrast, the variables were hand-picked (one endogenous and one exogenous) and the exploration 

was done on a much longer time series in both scenarios.   

 

2.3 GROUNDWATER DYNAMICS 

Groundwater can be defined as any water that can be found in the earth’s subsurface beneath 

saturated zone. To access this water resource, one or multiple pumping wells are installed at a site. 

Often, at large sites, monitoring wells are also installed to assess changes in water levels due to 

pumping. These monitoring wells enable water level measure and collection of groundwater 

samples to determine the chemical composition of the groundwater as a means to evaluate the 

overall health of the aquifer over time.  

 

Historically, both analytical and numerical models have been used to evaluate changes in the 

potentiometric surface due to pumping. On a site-specific or local scale, analytical models like the 

Theis solution and the Cooper-Jacobs method can be used to evaluate changes in head due to 

pumping. As scale increases to include many pumping and monitoring wells, numerical models 

are often used to incorporate complexity in a way that analytical models cannot. Numerical models 

like the Modular Three-Dimensional Finite-difference Groundwater Flow Model (MODFLOW) 

are often used for regional-scale analyses of water level changes over time (Harbaugh 2005). These 

models, however, have large data prerequisites to maintain accuracy and require intense 

computational and calibration times. Therefore, automatic time series analysis and machine 

learning have the potential to be efficient next steps in predicting groundwater drawdown and other 

hydrogeological components.  
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Chen et al. (2020), provides an illustration of machine learning models’ utility in hydrogeological 

study. Machine learning was used to predict and verify the changes in both groundwater level and 

streamflow rates. Three separate machine learning models were utilized: the Multi-Layer 

Perceptron (MLP), the Radial Basis Function (RBF), and the Support Vector Machine (SVM). The 

findings of this study implicated the viability of the machine learning models used as an alternative 

to the MODFLOW model.  

 

This research also highlights the difference in human labor required with numerical models versus 

machine learning models: 

 

“… the time elapsed in constructing the model is divided into two parts which are 

calibration/ training time and computation time. The calibration of numerical model 

usually costs the hydrologist months to balance lots of aspects, processes and 

parameters. However, the machine learning methods only cost experts’ days to 

determine the hyperparameters after data preparation (Chen et al. 2020).” 

 

Chang et al. (2016) and Chen et al. (2020) considered study sites that utilized conjunctive 

use of groundwater within river basins in arid to semi-arid regions of China. Limited 

recharge in these settings made the study sites good candidates for modeling in commonly 

vulnerable areas. However, less common are similar types of studies of groundwater 

located in coastal regions.  
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A great many machine learning algorithms and methods exist, each with an array of possible 

applications.  The field of hydrology, and even a field as specific as groundwater dynamics, has 

seen its fair share of machine learning methods employed. The Long Short-Term Memory Lion 

Algorithm (LSTM-LA), a network algorithm inspired by lion breeding, has been utilized and was 

found to be more effective than Feedforward Neural Networks (FFNNs) in certain cases 

(Supreetha 2020).   

 

The focus on ANNs and SVM approaches, however, has been prevalent throughout the current 

literature. French et al. (1992) established the efficiency of ANNs in comparison to conventional 

simulation methods. In past studies, such methods relied on comparison between two or more 

machine learning methods without a tested analytical model baseline and instituted exogenous 

variables such as precipitation and tide level, as seen in Yoon et al. (2011).  

 

This was a vital component to underscore in this thesis, especially with the real-time availability 

of data from the USGS Groundwater Watch. Many current wells utilize periodic or real-time 

broadcasting of water level data, which can be used to its fullest potential with a quicker water 

level prediction tool. With the current atmosphere surrounding the topics of climate change and 

widespread droughts, efficient instruments for determining aquifer health are more important now 

than ever before.   

 

What further sets this research apart is the institution of anthropogenic pumping as the sole 

exogenous variable in determining GWLBLS values over time. The monitoring wells utilized for 

this study read the seasonal fluctuations of industrial pumping from surrounding pumping wells. 
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If the GWLBLS values over time can be predicted from corresponding pumping data, not only 

would this be instrumental in deciding permit limits and parameters, it would also help in 

identifying outside factors that could be affecting aquifer health, such as tidal patterns, climate 

change, and hydrogeochemical changes. This purpose also drove the inclusion of the reversal of 

the endogenous and exogenous variables for the Temperanceville, Virginia site. If pumping rate, 

Q, can be predicted from GWLBLS, this can assist in identifying absent drivers from the model in 

the instance that the results do not line up with recorded data.    

 

3 METHODOLOGY 

3.1 STUDY SITES 

Two study sites were selected for this research study, both located in the Eastern Shore of Virginia. 

The Eastern Shore is comprised of two counties: Accomack County and Northampton County, 

which outline the peninsula’s northern and southern portions, respectively. As such, this research 

investigated one site from Accomack County and one from Northampton County. The first site is 

located in coastal Northampton County, in Oyster, Virginia, and the second site is located in inland 

Accomack County, in Temperanceville, Virginia (Figure 3-1).  
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Figure 3-1: Location of the two study sites on the Eastern Shore of Virginia (Google Maps). 

 

These study sites were selected from the USGS Groundwater Watch 

(https://groundwaterwatch.usgs.gov) database for their strong trending and continuous reliable 

GWLBLS data. The pumping use data, by contrast, was provided by the Department of 

Environmental Quality (DEQ), which is recorded on a monthly basis.  

 

For the sake of time series analysis in machine learning, all variables must have the same 

frequency. Most machine learning methods do not include internal interpolation functions, so data 

must be transformed that the endogenous and exogenous variables match in length. This study, 
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therefore, required the interpolation and consolidation of the given data. The GWLBLS data were 

transformed into monthly data by taking the average value in feet during a given month. If there 

was an extended amount of time where the GWLBLS was not being recorded, values for the 

missing gaps were determined through linear interpolation. As required by Virginia statue, 

groundwater use data were reported in monthly increments to Virginia DEQ. However, data gaps 

were noted either due to shutdowns of the pumping well or reporting error. In these cases, monthly 

data values were interpolated linearly based on the monthly use values immediately before and 

after the data gap.   

 

This study uses a dataset from the Oyster site that is 118 months long, and a dataset from the 

Temperanceville site that is 169 months long. The goal of the data selection process was to create 

a continuous dataset long enough that calibration and validation stages would be suitably 

distanced. Furthermore, well selection was filtered to those which drew from the Mid-Yorktown 

aquifer only, as this is the most consistently used and recorded from. 

 

3.1.1 OYSTER SITE   

The site in Oyster, Virginia (Figure 3-2) is influenced by a single pumping well (ID 67516) 

screened in the Middle Yorktown-Eastover aquifer with a single nearby monitoring well located 

535 ft from the pumping well. It is on the coast of Oyster Slip and is near the southern tip of the 

county.  
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Figure 3-2: Pumping well (blue) and monitoring well (yellow) at the Oyster, Virginia study 

site (Google Maps). 

 

The pumping well consisted of a single screen (Table 3-1, Department of Environmental Quality). 

This screen length was 20 feet in total, encapsulated completely in the Middle Yorktown-Eastover 

aquifer.  

 

Table 3-1: Pumping Well Attributes for Oyster, Virginia Site. 

Well ID Screen Screen Depth (ft) 

67516 1 166 – 186 

 

The monitoring well at the Oyster site has been in operation since October of 1977, with a Well 

ID of 371710075552201 (USGS Groundwater Watch). The pumping well was in operation from 
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1982 to 1990. In order to have an equal amount of endogenous and exogenous inputs, the 

monitoring well data was trimmed to match that of the pumping well. Therefore, the datasets 

ranged from 1982 to 1990 (Figure 3-3 and Figure 3-4, Department of Environmental Quality). 

This subset was selected to include the beginning of large-scale pumping while leaving out a 

potential shutdown period after 1990. The seasonality of the data is evident, with relatively equal 

magnitude peaks and values around the mean value of 45 feet below land surface, barring the 

window of 1984 to 1986. These values were reported monthly.  

 

 

Figure 3-3: Historical reported groundwater usage at the Oyster, Virginia study site. 

 

 

As can be seen in the figure, the pumping rate of Well 67516 generally decreased over this period. 

In the latter half of the time series, the fluctuations in pumping rate from month to month also 
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decreased. The pumping rates ranged from 1.68 MGM in February 1982 to 0.498 MGM in October 

1990.  Meanwhile, in this same period, monthly fluctuations in GWLBLS values increased. These 

values ranged from 53.15 feet to 55.60 feet during the same period.    

 

Figure 3-4: Historical GWLBLS values at the Oyster, Virginia study site. 

 

There seems to be a seasonality to the data, although the pattern itself is not regular; this could be 

due to the nature of the pumping well, which is utilized for industrial clamming operations. Water 

requirements for this industry vary widely over the course of the year. The high variability of the 

data makes this site valuable in assessing model efficiency in the face of extreme values. 

 

3.1.2 TEMPERANCEVILLE SITE   

The site in Temperanceville, Virginia has seven pumping wells drawing groundwater from the 

Middle Yorktown-Eastover aquifer affecting a single monitoring well, well 375225075321703 
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(Figure 3-5, USGS Groundwater Watch). It is more inland than the Oyster site and is located in 

one of the northernmost regions. 

 

Figure 3-5: Pumping wells (blue) and monitoring well (yellow) at the Temperanceville, 

Virginia study site (Google Maps). 

 

Each of the pumping wells were screened with up to six screens throughout the Middle Yorktown-

Eastover aquifer (Table 3-2, Department of Environmental Quality).  If a screen is not listed in the 

table, then it was not screened in the Middle Yorktown-Eastover aquifer – this can result when 

screens for different aquifers are added later in the well’s lifetime. As can be seen in the table, 

screens are usually located four feet apart.  
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Table 3-2: Pumping Well Attributes for Temperanceville, Virginia Site 

Well ID Screen Number Screen Depth (ft) 

15 4 196-208 

 1 214-222 

 

 

 2 226-234 

 3 272-287 

16 6 200-212 

 1 216-224 

 4 234-242 

 5 272-288 

17 4 200-212 

 1 216-224 

 5 234-242 

 6 273-288 

18 1 205-215 

 4 219-229 

 5 240-250 

 6 274-289 

40 5 196-234 

 4 214-222 

 3 226-234 

 6 270-285 

65 1 170-250 

125 1 205-305 
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The radial distance from each pumping well to the observation well was calculated from known 

coordinates and Google Maps (Table 3-3). The distance estimated using Google Maps’ distance 

tool and then verified.  

 

Table 3-3: Pumping Well Locations for Temperanceville, Virginia Site 

Well ID Latitude Longitude Distance From 

Monitoring Well (ft) 

15 37.88930556 -75.56275000 8976 

16 37.88713889 -75.56033333 7920 

17 37.88452778 -75.55897222 7392 

18 37.88238889 -75.55700000 6336 

40 37.89159262 -75.55911676 8976 

65 37.88577778 -75.55958333 7392 

125 37.88686111 -75.56063889 7920 

 

In order to avoid adding another variable to each of the machine learning models, the radial 

distance used for the Theis solution was the one that corresponded with the closest pumping well. 

This was a value of 6336 feet. This was determined as not only was the well the closest in terms 

of radial distance, but also the first to begin pumping in 1982.  

 

The datasets chosen range from the beginning of 1982 to 1999 (Figure 3-6 and Figure 3-7, 

Department of Environmental Quality; USGS Groundwater Watch). The observation well has 

been in operation since October of 1977. The first pumping well to begin operation, well 18, 

became active in the beginning of 1982. Similarly to the Oyster site, the dataset was trimmed to 
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match the number of endogenous and exogenous inputs. As a result, the datasets both range from 

1982 to 199. These subsets were chosen similarly for their continuous nature and overall trending, 

as well as identifying a time period where there were no well shutdowns.  

 

 

Figure 3-6: Historical reported groundwater usage of all pumping wells combined at the 

Temperanceville, Virginia study site. 

 

 

Over this time period, there was a general increase in the amount of pumping at the site as the 

facility expanded and more pumping wells were constructed and put into operation. The composite 

pumping rate ranged from 18.66 MGM in January 1985 to 33.89 MGM in January 1999. In 

response, GWLBLS increased over the same period, from 3.19 feet to 8.38 feet.  
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Figure 3-7: Historical GWLBLS values at the Temperanceville, Virginia study site.  

 

The Temperanceville site illustrated an overall decrease in GWLBLS, although there was some 

evident seasonality on an annual basis.  

 

The data from the Temperanceville site experienced less extrema than that of the Oyster site, and 

a lower mean water level deficit of five feet. While this data illustrates seasonality on the year-to-

year basis, this site also displays an overall decrease in groundwater at the well over the entire time 

series. Temperanceville is the location of industrial pumping wells which have variable water use 

over each year, in this case poultry manufacturing. This dataset points to a strain being placed on 

the aquifer supply. This strong downward trend makes this dataset a valuable one for testing to 

ensure that the model can replicate both the seasonal variability as well as the overall trend.   
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Both datasets were evaluated through the Augmented Dickey-Fuller test to check for stationarity 

(Fuller 1976). This test was completed through the use of the pmdarima.arima.ADFTest 

class, where the should_diff() method returned true for both datasets. Both sets therefore 

failed to reject the null hypothesis, and so were treated as non-stationary time series for model 

development. This fact is trivial for the Theis and RF methods, but is important in the generation 

of the SARIMAX model. The determination of the differencing degree for the SARIMAX model 

is outlined in section 3.2.2. 

 

3.2 MACHINE LEARNING MODELS 

3.2.1 RANDOM FOREST   

The Random Forest ensemble has both a classifier form and a regression form. For the purposes 

of this study, the regression model was chosen because of the nature of the data; we are presented 

with a regression problem, not a classification one. This means that the model will deal with 

quantitative variables rather than qualitative ones. The RF method is an extension of the bootstrap 

aggregation method in standard decision trees, also known as “bagging.” The unpruned nature of 

RF trees makes it desirable for its proclivity to slightly overfit (Kuhn et al. 2013). This leads to 

more diversity in trees and less correlation in prediction errors. In regression, the overall prediction 

is the average prediction across all trees.  

 

RF is the most well-documented ensemble algorithm in the machine learning field, due to its 

flexibility and reliability across a whole range of problems (James et al. 2013). Its application in 

the hydrological field, however, is sorely lacking. For this study, which includes an exogenous 
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variable of pumping rates over time, RF was chosen because of its documented efficiency 

elsewhere and the opportunity to apply it to this field.  

 

3.2.2 SARIMAX 

The type of ARIMA model utilized in this study is called the SARIMAX model, named as such 

due to the addition of seasonal (S) and exogenous (X) components. The full seasonal ARIMA 

model is denoted as follows:  

 

𝐴𝑅𝐼𝑀𝐴 (𝑝, 𝑑, 𝑞)(𝑃, 𝐷, 𝑄)𝑚 (3.1) 

 

where m is the number of observations in each “season,” p, d, and q are the number of time lags, 

degree of differencing, and moving-average model order of the non-seasonal ARIMA model, 

respectively. P, D, and Q are the number of time lags, degree of differencing, and moving-average 

model order of the seasonal component, respectively (Forecasting: Principles and Practice 2018). 

The AIC will still be utilized in the auto_arima() function to determine the model which best 

fits the time series, as described previously. This function call is built so that all forms of ARIMA 

models, including SARIMAX, can be easily implemented. The required additions to the function 

call include an exogenous parameter and setting the seasonal parameter to TRUE. 

Furthermore, with the introduction of two non-stationary datasets, the differencing degree needed 

to be established in the function. In order to do this, the datasets were differenced to the first and 

second orders, as seen in Figures 3-8 and 3-9.  
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Figure 3-8: Differencing of the data at the Oyster, Virginia site. 
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Figure 3-9. Differencing of the data at the Temperanceville, Virginia site.  

 

As can be noted from the plots above, both time series reach relative stationarity after a second-

order differencing; however, the autocorrelation plot for the second differencing illustrates that the 

series might have been over differenced due to the lag approaching the negative almost 

immediately. For the purposes of this study, a differencing value of one was used for generating 

the SARIMAX model.    

 

The SARIMAX model was chosen for this study due to the nature of the data. Human-driven 

pumping often increases and decreases over periods as demand fluctuates, making it a candidate 

for a seasonal model. This is the case in both study sites, where groundwater demand for industrial 
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use oscillates over the course of the year depending on the type of industry. Furthermore, one of 

the goals of this study was to evaluate the success of a model with this pumping data being used 

as an exogenous variable, so SARIMAX fitted the dataset’s needs well.   

 

The drawback of the SARIMAX method is its black box functionality, where the calibration phase 

of the model is not readily available. Therefore, the data for the calibration phase of the SARIMAX 

model will not be utilized in the analysis of the thesis. The validation phase of the model will 

regardless be compared to the corresponding values from the Theis and RF solutions.  

 

4 MODEL DEVELOPMENT 

4.1 THEIS SOLUTION  

The Theis solution (1935) is an exact solution to the radial flow equations in a confined infinite 

homogeneous isotropic aquifer written in term of the change in water level (drawdown):  

𝑠 =  
𝑄

4𝜋𝑇
𝑊(𝑢) 

where s is drawdown, Q is discharge, T is transmissivity, and W(u) is an exponential integral 

represented here as an infinite series 

𝑊(𝑢) =  −0.5772 − ln(𝑢) + 𝑢 −
𝑢2

2 ∗ 2!
+

𝑢3

3 ∗ 3!
− ⋯ 

where the dimensionless variable u is expressed as 

𝑢 =
𝑟2𝑆

4𝑇𝑡
 

and where S is the dimensionless storage coefficient, r is the radial distance, and t is time.  
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The Theis solution was applied for each study site based on aquifer characteristics recorded by a 

simulation conducted by the USGS (Sanford et al. 2009). Even with the characteristics provided, 

the model had to be calibrated to find a best fit to the historical dataset. This trial-and-error method 

was completed in Microsoft Excel, where the aquifer parameters were calibrated manually until a 

best fit was achieved, resulting in the inputs found in Table 4-1 and Table 4-2 below for the Oyster 

and Temperanceville sites, respectively.  

 

A simulation of the hydraulic parameters of the Eastern Shore of Virginia was undertaken by the 

USGS in 2009. Wells at both the Oyster and Temperanceville sites were among the pilot points 

used in the study. Therefore, there is a benchmark for the transmissivity and storativity values used 

in this study.  

 

Table 4-1: Inputs to the Theis Solution for Simulation of the Oyster Site 

Input Value 

Radial distance (r) 535 

Transmissivity (T) 180 

Storativity (S) 2.00E-05 

 

Sanford et al. (2009) specified the hydraulic conductivity of the Middle Yorktown-Eastover 

aquifer at the Oyster site to be 1.0 feet per day and estimated the specific storage (4.00E-06 ft-1). 

Using an aquifer thickness of 20 ft based on the screen length yields a transmissivity of 20 ft2/day 

and an estimated storativity of 8.00E-05. 
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Table 4-2: Inputs to the Theis Solution for Simulation of the Temperanceville Site 

Input Value 

Composite radial distance (r) 6,336 

Transmissivity (T) 11,000 

Storativity (S) 5.5E-04 

 

In the same USGS investigation, Sanford et al. (2009) estimated the hydraulic conductivity and 

specific storage of the Middle Yorktown-Eastover aquifer at the Temperanceville site as 60 feet 

per day and 4.00E-06 ft-1, respectively. Based on the sum of the well screen length at Wells 15-18 

(44 ft, see Table 3-1), the estimated transmissivity is 2,640 ft2/day and an estimated storativity of 

2.40E-04 . 

 

It is worth noting that the inputs used in this study deviate from those estimated in the 2009 USGS 

simulation. The USGS transmissivity estimates were 4-9 times less than the calibrated results.  

Less conservative values for aquifer thickness at both sites would result in a closer match in the 

transmissivity values at both sites. The values used in this study were to maximize the efficiency 

of the Theis solution, and to acknowledge that these characteristics are difficult to discern with 

certainty.  

 

4.2 MACHINE LEARNING METHODS  

Both of the machine learning methods were created and run in a Python 3.10 interpreter, in a virtual 

environment set up on a PyCharm 2021.1 integrated development environment (IDE). This 

environment ran on an AMD Ryzen 5 2600 Six-Core Processor, 3.40 GHz CPU with 16.0 GB 
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RAM. The code for the generation for each machine learning method can be found in the appendix 

as Figures A-1 and A-2.    

 

Groundwater level below land surface data was pulled from USGS databases (USGS Groundwater 

Watch). The pumping use data was provided by the Virginia Department of Environmental Quality 

(DEQ). The overall datasets used for input into the machine learning methods can be found in the 

appendix as Tables A-1 and A-2.  

 

The study sites of Oyster, Virginia and Temperanceville, Virginia were chosen due to their strong 

overall trends and reliable data. The Oyster site provided 108 months of continuous time series 

water level data. The Temperanceville site provided 168 months of continuous time series water 

level data. The training-to-testing ratio for each site was determined by trial-and-error forecasting, 

where different ratios were attempted to find the best fit. For both sites, this ended up being a 70% 

training/calibration to 30% testing/validation split, which is a commonly utilized ratio in the 

literature.   

 

For both ML methods, the overall pumping rate of the study site was utilized as an exogenous 

input variable. As in the Theis solution, if there were multiple pumping wells in the region, they 

were consolidated into a single pumping rate for ease of use.  The RF method utilized a 

RandomForestRegressor object approach, from the scikit-learn library (SciKit-

Learn.org), where the number of estimators was set to 1,000. This required each dataset to be 

transformed from a series to a supervised dataset; however, shuffling was not instituted in this RF 

model, as to preserve its time series structure. After the data is transformed, a walk-forward 
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validation was performed that generated both a model fit and a model forecast. The SARIMAX 

method utilized the auto_arima process to create an ARIMA object, both from the 

pmdarima library (Smith 2017). In this method, the minimum parameters of each component 

were set to 0, and the maximum parameters were set to 5, in line with standard ARIMA parameters. 

 

In both cases, the resulting predictions of the testing phase were outputted into a one-dimensional 

array. The values in this output were compared to the historical data withheld from the model to 

assess performance.  

 

4.3 PERFORMANCE CRITERIA  

The performance criteria for this study was based on the most commonly used validation 

techniques in both general model theory and in hydrological modeling (Moriasi et al. 2007). 

Therefore, the Root Mean Square (RMSE) was used as the objective function through both stages 

of the model assessment define as:  

 

𝑅𝑀𝑆𝐸 =  √
1

𝑁
∑(𝑃𝑖 − 𝐻𝑖)2

𝑁

𝑖=1

 (4.1) 

 

where N is the total number of observations, P is the predicted value, and H is the historical value. 

The RMSE measures the error between P, model simulated, and H, the observed measurement 

which in this study is the groundwater level. The Coefficient of Determination (R2) was used as 

well to assess the general predictive power of each model: 
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𝑅2 = 1 −
∑ (𝐻𝑖 − 𝑃𝑖)2𝑁

𝑖=1

∑ (𝐻𝑖 − 𝐻)
2𝑁

𝑖=1

 (4.2) 

 

Consistent with previous work for machine learning in the literature (Yoon et al. 2011; Chen et al. 

2020), the generalization ability (GA) was also evaluated as follows:  

 

𝐺𝐴 =  
𝑅𝑀𝑆𝐸 𝑖𝑛 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 𝑠𝑡𝑎𝑔𝑒

𝑅𝑀𝑆𝐸 𝑖𝑛 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 𝑠𝑡𝑎𝑔𝑒
 (4.3) 

 

The GA value will approach a one-to-one ratio if the system is simulated perfectly. Overtraining 

leads to a value of GA greater than unity, which indicates a model with high accuracy in relation 

to the current dataset, but cannot generalize new datasets. Undertraining leads to a value of GA 

less than unity, which means the model can neither predict the current dataset nor can it generalize 

new ones.   

 

Finally, a simple metric was instituted for this study due to the nature of the work done. As the 

focus of this research was to determine the impact of human-driven pumping in these study sites, 

which oftentimes are seasonal in nature, the mean impact was measured to see if the models can 

capture this impact in GWLBLS comparable to the historical data:  

 

𝑃 =
𝑃𝑖

𝑁
 (4.4) 
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5 RESULTS AND DISCUSSION  

5.1 THEIS SOLUTION 

The Theis solution served as a comparative benchmark for the efficiency of the machine learning 

methods explored in the study. The Theis solution required the hydrogeological parameters: 

aquifer transmissivity and storativity. As the Theis solution is an analytical model, rather than a 

machine learning method, it does not require the same training/calibration and testing/validation 

phases. Therefore, the results of the Theis solution were divided arbitrarily into “training” and 

“testing” sections when in direct comparison to the machine learning outputs.    

 

5.1.1 OYSTER SITE 

The Theis solution for the Oyster study site (Figure 5-1) resulted in a validation RMSE of 14.82 

feet below land surface for all of the data. The minimum predicted GWLBLS value was 25.29 

feet, and the mean prediction over all of the set was 41.52 feet.  The historical water level data 

reflects snapshots in time and likely reflect a 24-hour mean pumping rate when data were 

collected.  In contrast, the pumping rate data is a composite over a 28- to 31-day period (i.e., 

daily rates averaged over each month).  As a result, temporal variations are not captured by the 

model.  In addition, the model did not account for variations in the GWLBLS influenced by tidal 

effects. 
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Figure 5-1: Predicted GWLBLS using the Theis Solution compared to historical GWLBLS 

data at the Oyster, Virginia study site. 

 

To greater assess the efficiency of the model, predicted GWLBLS values were plotted against the 

historical GWLBLS values (Figure 5-2).  The desired visual is that where the data points fall on 

the red line; that is, the regressed diagonal. This diagonal represents a scenario in which the 

predicted values exactly match the historical values. As can be seen in the figure, some data points 

do fall on this diagonal, but most of the results illustrate a “cloud” around that line, indicating poor 

fit.  
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Figure 5-2: Historical versus predicted GWLBLS using the Theis Solution at the Oyster, 

Virginia study site. 

 

5.1.2 TEMPERANCEVILLE SITE 

The Theis solution for the Temperanceville site (Figure 5-3) resulted in an overall RMSE of 1.40 

feet for the entirety of the dataset over both calibration and validation. The maximum and 

minimum values of the prediction set were 11.22 feet and 1.95 feet, respectively. The mean value 

over the entire set was 5.83 feet. 
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Figure 5-3:  Predicted values of GWLBLS using the Theis Solution compared to historical 

GWLBLS data at the Temperanceville, Virginia study site.  

 

Predicted GWLBLS and historical GWLBLS were plotted against one another for the 

Temperanceville site as well a means to visually assess the fit (Figure 5-4). The clustering of the 

data in this plot has more points lying directly on the line for the Temperanceville site than the 

Oyster site, with a tighter visual arrangement of data. An obvious difference between the sites 

could explain this; the Oyster site was characterized by a higher variance month to month and 

more extreme values overall. Meanwhile, the Temperanceville site has a lower variance across all 

values.  



39 

 

Figure 5-4: Historical versus predicted GWLBLS using the Theis Solution at the 

Temperanceville, Virginia study site. 

 

 

5.2 RANDOM FOREST ENSEMBLE MODEL 

5.2.1 OYSTER SITE 

The RF ensemble model (Figure 5-5) provided a predictive machine learning method built by a 

Random Forest Regressor. The calibration and validation stages are denoted separately by color, 

with calibration in red and validation being blue. It is expected that the calibration stage of the RF 

model will have a lower model accuracy and run time than the validation stage, as it attempts to 

make sense of the data with each time step; in practice, only the validation stage would be 

representative of the model on new data.   
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With this in mind, the RF ensemble model resulted in an RMSE of 15.81 feet in the calibration 

stage, which accounted for the first 70% of the time series. The Theis solution was superficially 

divided into similar periods of time for easier comparison; for its “calibration” phase, i.e., the first 

70% of its predictions, resulted in an RMSE of 15.16 feet, slightly lower than that of the RF model.  

 

For the validation stage, however, the RF ensemble model outperformed the Theis solution in 

terms of RMSE, with a value of 11.57 feet compared to the 14.05 feet achieved using the Theis 

solution.   

 

 

Figure 5-5:  Predicted GWLBLS values of Random Forest ensemble for both the 

calibration (red) and validation (blue) stages compared to historical GWLBLS for the 

Oyster, Virginia study site. 
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Plotting predicted GWLBLS against the historical GWLBLS (Figure 5-6) yields a similar 

appearance to the Theis solution for Oyster, Virginia.  

 

 

  

Figure 5-6: Historical versus predicted GWLBLS values for the Random Forest solution at 

the Oyster, Virginia study site, calibration stage (top) and validation stage (bottom). 
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The RF model for all Oyster site data resulted in an overall RMSE of 14.63 feet compared with a 

RMSE of 14.82 feet using the Theis solution. The prediction set varied between a maximum 

GWLBLS value of 66.61 feet and a minimum of 24.47 feet.  The mean value over the entire set 

was 44.09 feet.  

 

The validation phase of the RF model yielded a lower RMSE of 11.57 feet.  As can be seen from 

the validation phase (Figure 5-7), the RF model largely captures the visual peaks and valleys of 

the GWLBLS values, although an inherent time lag is observed. The cause of the time lag between 

the observed and simulated peaks and valleys is unknown. 

 

 

Figure 5-7: Predicted GWLBLS values of Random Forest ensemble compared to historical 

GWLBLS for the testing/validation phase only at the Oyster, Virginia study site. 
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The Random Forest was also used to predict the pumping rate from the given GWLBLS values 

(Figure 5-8). This resulted in a RMSE of 1.15 MGM for the validation set. Although this seemed 

to capture the general trend of the pumping rate over time, it was clear that the peaks and valleys 

of the data were not captured. 

 

Figure 5-8: Predicted pumping rate of Random Forest ensemble compared to the historical 

reported use for the testing/validation phase only at the Oyster, Virginia study site. 

 

5.2.2 TEMPERANCEVILLE SITE 

The RF model for all Temperanceville site data (Figure 5-9) yielded an overall RMSE of 1.23 feet 

compared with a RMSE of 1.40 feet using the Theis solution. The calibration stage yielded an 

RMSE of 1.42 compared to the Theis solution’s 1.40. The validation stage yielded an RMSE of 

0.58 feet compared to the Theis solution’s 1.827. Again, this shows the RF model performing 

similarly to the Theis solution during the calibration phase and then overtaking it in the true 
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validation stage. The maximum predicted value for GWLBLS was 10.70 feet, and the minimum 

predicted value for GWLBLS was 2.52 feet. The overall mean value of the set was 5.55 feet. 

Visually, this figure indicates the best fit seen thus far, especially in the validation phase.  

 

 

Figure 5-9: Predicted GWLBLS values of Random Forest ensemble for both the calibration 

(red) and validation (blue) stages compared to historical GWLBLS data at the 

Temperanceville, Virginia study site. 

 

The plotting of historical versus model-predicted GWLBLS (Figure 5-10) illustrates results for the 

entire data set. Clustering around the one-to-one line is tight, with many data points laying almost 

directly on that central line.  
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.  

Figure 5-10: Historical versus predicted GWLBLS values for the Random Forest solution 

at the Temperanceville, Virginia study site, calibration stage (top) and validation stage 

(bottom). 
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The validation stage of the RF model yielded a lower RMSE of 0.58 feet. The time lag identified 

in the Oyster site model is still present in the analysis of the Temperanceville site data, but to a 

lesser degree. This lag, however, is much less visibly apparent in the validation phase than in the 

calibration phase (Figure 5-11). 

 

 

Figure 5-11: Predicted GWLBLS values of Random Forest ensemble compared to 

Historical GWLBLS for the testing/validation phase only at the Temperanceville, Virginia 

study site. 

 

5.3 SARIMAX MODEL 

5.3.1 OYSTER SITE  

The SARIMAX model for the Oyster site performed similarly to the RMSE value of 14.05 feet 

using the Theis solution, but still yielded the highest RMSE value of 16.67 feet for the validation 
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stage. As in the Random Forest solution, the SARIMAX model also illustrated a time lag between 

the predicted and historical values (Figure 5-12).  The maximum predicted value for GWLBLS 

was 54.98 feet, and the minimum predicted value for GWLBLS was 25.02 feet. The overall mean 

value of the set was 39.57 feet. 

 

 

Figure 5-12: Predicted GWLBLS values of SARIMAX model for the testing/validation 

phase only compared to the historical GWLBLS for the Oyster, Virginia study site. 

 

 

The comparison of historical and predicted GWLBLS values (Figure 5-13) illustrates a weak 

relationship between the two values. It is worth noting that the SARIMAX model inherently has 

less values to compare due to not broadcasting its values in the calibration phase.  
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Figure 5-13: Historical versus predicted GWLBLS values for the SARIMAX solution at the 

Oyster, Virginia study site. 

 

 

5.3.2 TEMPERANCEVILLE SITE  

As was the case with the other methods, the SARIMAX model better represented the 

Temperanceville site data compared to its results of the Oyster site (Figure 5-14), with an RMSE 

value of 1.44 feet. This was even lower than the RMSE value of 1.83 feet using the Theis solution. 

The maximum predicted value for GWLBLS was 9.72 feet, and the minimum predicted value for 

GWLBLS was 7.68 feet. The overall mean value of the set was 5.84 feet. 
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Figure 5-14: Predicted GWLBLS values of SARIMAX solution for the testing/validation 

phase only compared to historical GWLBLS data at the Temperanceville Study Site. 

 

The comparison of historical and predicted GWLBLS values (Figure 5-15) seems to illustrate a 

weak relationship between the two values. It is important to note, however, the discrepancy in the 

amount of datapoints for the SARIMAX model versus that of the other methods. This will be 

discussed in the following section.  
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Figure 5-15: Historical versus predicted GWLBLS values for the SARIMAX Solution at 

the Temperanceville, Virginia study site. 

 

5.4 DISCUSSION 

To achieve the research objectives of this thesis, one analytical solution (the Theis solution) and 

two machine learning methods (Random Forest and SARIMAX) were applied to construct 

predictive models for groundwater levels. The models were calibrated and verified on two separate 

datasets for two separate location of the Virginia Eastern Shore. Performance criteria consisted of 

three measures: RMSE, R2 and GA. These metrics were compared to determine the viability of 

machine learning methods in contrast to the analytical solution.  
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At the Oyster site, the historical GWLBLS observations varied between a minimum value of 11.93 

feet and a maximum of 70.91 feet, with a time-averaged mean value of 45.32 feet. Meanwhile, the 

Temperanceville site had a GWLBLS minimum of 1.34 feet and a maximum of 11 feet. The time-

averaged mean value was 5.40 feet. 

 

In terms of the calibration stage, the Theis solution and Random Forest yield similar RMSE and 

R2 values (Table 5-1). The Oyster site is characterized by more extreme historical GWLBLS 

values, which explains the higher RMSE values. This also points to a possibility of a higher number 

of extrema leading to lower R2 performance across all models, as models trained on the Oyster site 

do not perform to the level seen in those trained on the Temperanceville site. Note that due to the 

structure of the model, the calibration phase of the SARIMAX model could not be recorded.   

 

Table 5-1: Model Comparison in Calibration Stage  

    Theis Solution  Random Forest  

RMSE (ft)  

Oyster  15.16  15.81  

Temperanceville  1.40  1.42  

R2 

Oyster  0.110  0.077  

Temperanceville  0.286  0.297  

 

During the validation stage, the RF approach displayed better performance compared to the Theis 

solution across both metrics and both study sites (Table 5-2). SARIMAX performs similar to the 

Theis solution or better in most situations. 
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Table 5-2: Model Comparison in Validation Stage  

    Theis Solution  Random Forest  SARIMAX  

RMSE (ft)  

Oyster  14.05  11.52  16.67  

Temperanceville  1.827  0.577  1.440  

R2  

Oyster  0.020  0.204  0.019  

Temperanceville  0.048  0.856  0.139  

 

While it is true that the GA for Theis was the highest in the study (Table 5-3), this does not 

necessarily mean that it is the better model. The GA for Theis on the Oyster site implied that the 

model was nearing a perfect simulation, with only a small amount of underfitting. A look at the 

other reliability metrics, however, shows that this is not the case. This stems from the fact that the 

Theis solution does not follow the same calibration-validation process that the machine learning 

methods do, so a GA score will have to be computed from a data selection based on those machine 

learning methods. Furthermore, a GA score based upon RMSE from calibration and validation 

stages will have inherent bias towards models that calibrate closely from the beginning.  

 

Table 5-3: Comparison of Generalization Ability 

  Theis Solution  Random Forest  

Oyster 0.927  0.729  

Temperanceville 1.305 0.407 
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A further comparison that can be made between the models is how closely the minima, maxima, 

and mean GWLBLS values match with the corresponding historical values (Table 5-4). The 

Random Forest model captured the mean GWLBLS values closest to those in the historical 

datasets. The Theis solution captured the minima and maxima of the historical datasets well, 

performing similarly to the Random Forest model. The Theis solution tended to overestimate the 

minima and the maxima, while the Random Forest model tended to overestimate the minima but 

underestimate the maxima.  The SARIMAX model did not perform as effectively as the other two 

models in this test.  

 

Table 5-4: Model Comparison for Extreme Values and Mean  

    
Historical 

Theis  

Solution  

Random  

Forest  
SARIMAX  

Min/Max  

(ft)  

Oyster  11.93 / 70.91 25.19 / 74.00 24.47 / 66.61 25.02 / 54.98 

Temperanceville  1.34 / 11.00 1.95 / 11.22 2.52 / 10.70 5.84 / 9.72 

Mean 

(ft) 

Oyster  45.32 41.52 44.09 39.57 

Temperanceville  5.40 5.83 5.55 7.68 

 

For the case in which pumping rate was predicted, this shows that the RF solution can predict 

pumping rate with about the same accuracy as the opposite. This would be useful for a multitude 

of scenarios, including checking permitted use values. Furthermore, this may show that something 

else is driving the water level fluctuations in Oyster aside from just anthropogenic pumping. 

Possible supplemental drivers could be unregistered private wells or tidal activity. Using methods 

such as these can strengthen the case for investigation into these drivers rather than the assumption 

of a faulty model or faulty data.  
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It is worth noting that the RF and Theis solutions were subject to specific constraints that were 

only present to corroborate the inclusion of the SARIMAX method in the study. For instance, other 

exogenous variables, such as tidal patterns, precipitation values, and temperature fluctuations can 

easily be integrated into the RF model, but because these are difficult to include in the other 

methods, it was decided against. Furthermore, the choice to hand calibrate the Theis solution was 

a personal choice that could be viewed as a possible constraint. If a nonlinear regression had been 

run on the Theis solution instead, values may have been different and the point of faster 

computation times becomes void.  

 

6 CONCLUSIONS AND SUMMARY 

This study aimed to expand the utilization of machine learning in groundwater modeling practice. 

Using two separate sites locate on the Virginia Eastern Shore, a Random Forest model and a 

SARIMAX model were calibrated to replicate historical GWLBLS data using given pumping data 

as an exogenous variable. The results were then compared to a similarly calibrated Theis solution 

model, to analyze the efficiency of the machine learning models in comparison to the analytical 

model.  

 

The results of this work show that there are viable alternatives to the analytical solutions currently 

available to evaluate aquifer health that are more computationally efficient and have less 

prohibitive data requirements. This study has illustrated that both Random Forest and SARIMAX 

may be used in conjunction with the Theis solution and may be potential alternatives to the Theis 

solution, particularly in the validation phase. Both machine learning held up with similar reliability 

metrics in the calibration stage, but higher reliability metrics in the validation stage-- which, in the 
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field, would be the most appropriate method to use. Furthermore, the data acquisition for both RF 

and SARIMAX was much shorter than that of the Theis solution, which requires analytical model-

building and trial-and-error calibration in Excel. It should be noted, however, that this method was 

used as a personal preference rather than what would be the most efficient in the field. Further 

exploration should be done into the use of regressive and inverse methods to maximize the 

efficiency of the Theis solution. A numerical model build in MODFLOW would have required 

even more information and time-intensive computing to evaluate.    

 

It is worth noting that both analytical and machine learning models encounter difficulty with 

datasets that have a higher range of extremely high and extremely low values in relative succession. 

Because of this, sites like the one in Oyster, Virginia, are difficult to calibrate. It is very likely that 

the wider the value range of the dataset, the longer the calibration stage must be. A robust initial 

investigation of existing data will be valuable in determining the feasibility of using machine 

learning methods for similar applications at a different site.  

 

Future work in this area should expand upon the machine learning methods being used to explore 

the possibility of an even more generalizable and accurate model. Promising methods include 

Single Exponential Smoothing (SES) and Long Short-Term Memory (LSTM).   

 

7 ENGINEERING SIGNIFICANCE 

As groundwater becomes a primary source of potable water, new and more effective models for 

groundwater level broadcasting are vital for monitoring aquifer health. Analytical methods such 

as the Theis solution have high temporal costs and require data from the aquifer that may not be 
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readily available or accurate. Machine learning opens up a range of possibilities for shortening 

data acquisition and model calibration times. In this study, the Random Forest and SARIMAX 

models have elucidated the ability to forecast groundwater levels years into the future with a 

greater accuracy than that of the Theis solution. Furthermore, the computation costs of machine 

learning methods on the whole have become more feasible and can be run in seconds. As the health 

of the aquifer systems around the world becomes a crucial topic, machine learning models have 

the opportunity to revolutionize the way in which engineers plan, analyze, and take action.   
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APPENDIX A 

 

Table A-1: Pumping Rate and GWLBLS Data for Oyster, Virginia Site 

Date Q GWLBLS 

2/1/1982 1.643 53.15 

3/1/1982 1.798 28.79 

4/1/1982 1.705 51.45 

5/1/1982 1.147 48.485 

6/1/1982 2.139 45.52 

7/1/1982 2.17 27.89 

8/1/1982 2.356 58.25 

9/1/1982 2.108 49.875 

10/1/1982 1.984 41.5 

11/1/1982 1.364 45.41 

12/1/1982 2.139 49.32 

1/1/1983 2.046 45.84 

2/1/1983 1.55 42.57 

3/1/1983 1.4 39.3 

4/1/1983 1.24 36.03 

5/1/1983 1.2 61.28 

6/1/1983 2.17 54.693 

7/1/1983 2.4 48.106 

8/1/1983 1.86 41.52 

9/1/1983 2.79 44.83 

10/1/1983 2.4 48.14 
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11/1/1983 1.55 51.45 

12/1/1983 2.4 47.52 

1/1/1984 2.48 43.59 

2/1/1984 3.627 39.65 

3/1/1984 2.492 57.48 

4/1/1984 1.705 58.367 

5/1/1984 2.22 59.254 

6/1/1984 2.28 60.14 

7/1/1984 2.511 50.27 

8/1/1984 2.201 56.55 

9/1/1984 1.11 59.92 

10/1/1984 2.139 63.29 

11/1/1984 2.263 63.39 

12/1/1984 1.519 70.91 

1/1/1985 2.52 69.7443 

2/1/1985 2.046 68.5786 

3/1/1985 2.52 67.4129 

4/1/1985 2.821 66.2472 

5/1/1985 2.01 65.0815 

6/1/1985 2.015 63.9158 

7/1/1985 2.666 62.75 

8/1/1985 1.59 33.11 

9/1/1985 2.17 32 

10/1/1985 1.44 43.77 

11/1/1985 1.24 55.54 

12/1/1985 0.899 57.19 

1/1/1986 1.344 58.84 

2/1/1986 1.581 62.95 

3/1/1986 1.38 63.1125 
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4/1/1986 1.457 63.275 

5/1/1986 1.14 63.4375 

6/1/1986 1.147 63.6 

7/1/1986 1.426 61.73 

8/1/1986 1.519 58.77 

9/1/1986 1.14 51.55 

10/1/1986 0.899 36.995 

11/1/1986 0.743 22.44 

12/1/1986 1.407 30.77 

1/1/1987 0.947 39.1 

2/1/1987 0.644 42.34 

3/1/1987 1.282 45.58 

4/1/1987 0.824 11.93 

5/1/1987 1.442 13.55 

6/1/1987 1.136 15.17 

7/1/1987 1.406 23.56 

8/1/1987 1.141 31.95 

9/1/1987 0.58 58.28 

10/1/1987 0.678 60.34 

11/1/1987 1.233 62.4 

12/1/1987 1.034 41.825 

1/1/1988 1.353 21.25 

2/1/1988 1.344 34.28 

3/1/1988 1.494 31.535 

4/1/1988 1.421 28.79 

5/1/1988 0.819 31.79 

6/1/1988 1.252 34.79 

7/1/1988 1.204 39.645 

8/1/1988 0.908 44.5 
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9/1/1988 1.117 32.225 

10/1/1988 0.811 19.95 

11/1/1988 1.275 28.6 

12/1/1988 1.072 26.15 

1/1/1989 1.219 23.7 

2/1/1989 1.435 22.3 

3/1/1989 1.181 20.9 

4/1/1989 1.149 62.55 

5/1/1989 1.199 43.075 

6/1/1989 1.361 23.6 

7/1/1989 1.031 33.3 

8/1/1989 1.354 43 

9/1/1989 1.109 49.07 

10/1/1989 0.846 55.14 

11/1/1989 1.395 34.6 

12/1/1989 1.216 31.05 

1/1/1990 1.298 27.5 

2/1/1990 1.2 17.95 

3/1/1990 1.04 26.033 

4/1/1990 0.917 34.116 

5/1/1990 1.047 42.2 

6/1/1990 1.134 61.1 

7/1/1990 0.863 57.45 

8/1/1990 1.18 53.8 

9/1/1990 0.662 54.7 

10/1/1990 0.498 55.6 
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Table A-2: Pumping Rate and GWLBLS Data for Temperanceville, Virginia Site 

Date Q GWLBLS 

1/1/1985 18.662 3.1925 

2/1/1985 22.736 3.31875 

3/1/1985 17.794 3.445 

4/1/1985 14.49 3.57125 

5/1/1985 25.947 3.6975 

6/1/1985 20.19 3.82375 

7/1/1985 20.801 3.95 

8/1/1985 26.102 4.29 

9/1/1985 19.53 4.035 

10/1/1985 25.234 3.78 

11/1/1985 17.76 3.59 

12/1/1985 16.523 2.92 

1/1/1986 18.662 2.25 

2/1/1986 22.736 2.28 

3/1/1986 17.794 2.534 

4/1/1986 14.49 2.788 

5/1/1986 25.947 3.042 

6/1/1986 20.19 3.296 

7/1/1986 20.801 3.55 

8/1/1986 26.102 3.1 

9/1/1986 19.53 3.96 

10/1/1986 25.234 3.88 

11/1/1986 17.76 3.8 

12/1/1986 16.523 3.78 

1/1/1987 22.94 3.76 

2/1/1987 17.75 3.215 

3/1/1987 20.21 2.67 

4/1/1987 27.15 2.6 
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5/1/1987 25.11 2.885 

6/1/1987 20.48 3.17 

7/1/1987 20.93 4.13 

8/1/1987 28.62 5.09 

9/1/1987 19.44 5.18 

10/1/1987 24 4.99 

11/1/1987 15.46 4.8 

12/1/1987 24.13 4.15 

1/1/1988 20.42 3.5 

2/1/1988 17.22 4.57 

3/1/1988 22.79 3.77 

4/1/1988 20.23 3.2 

5/1/1988 19.69 3.36 

6/1/1988 24.78 3.52 

7/1/1988 22.53 4.235 

8/1/1988 29.01 4.95 

9/1/1988 23.93 5.4 

10/1/1988 24.16 5.85 

11/1/1988 17.23 5.95 

12/1/1988 27.54 5.55 

1/1/1989 25.485 5.15 

2/1/1989 20.531 5.025 

3/1/1989 22.044 4.9 

4/1/1989 23.228 4.5 

5/1/1989 22.766 4.4 

6/1/1989 20.35 4.3 

7/1/1989 21.972 3.9 

8/1/1989 23.611 3.5 

9/1/1989 26.954 3.195 

10/1/1989 27.286 2.89 
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11/1/1989 23.826 4 

12/1/1989 25.771 3.62 

1/1/1990 25.249 3.24 

2/1/1990 17.43 1.34 

3/1/1990 20.888 1.793333 

4/1/1990 18.374 2.246666 

5/1/1990 25.762 2.7 

6/1/1990 22.398 2.4 

7/1/1990 23.655 2.995 

8/1/1990 21.366 3.59 

9/1/1990 21.332 4.045 

10/1/1990 23.283 4.5 

11/1/1990 19.809 4.56 

12/1/1990 20.584 4.62 

1/1/1991 24.144 4.2 

2/1/1991 20.551 4.2 

3/1/1991 20.034 4.2 

4/1/1991 22.695 4.405 

5/1/1991 25.995 4.61 

6/1/1991 24.479 5.11 

7/1/1991 27.141 5.61 

8/1/1991 24.112 5.685 

9/1/1991 22.976 5.76 

10/1/1991 27.078 5.79 

11/1/1991 21.451 5.82 

12/1/1991 20.471 5.295 

1/1/1992 23.776 4.77 

2/1/1992 21.013 4.725 

3/1/1992 23.648 4.68 

4/1/1992 23.568 4.86 
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5/1/1992 22.453 5.04 

6/1/1992 21.238 5.12 

7/1/1992 22.784 5.2 

8/1/1992 20.782 5.735 

9/1/1992 20.573 6.27 

10/1/1992 21.385 6 

11/1/1992 24.765 5.61667 

12/1/1992 23.584 5.23334 

1/1/1993 24.623 4.85 

2/1/1993 22.672 4.55 

3/1/1993 24.63 4.225 

4/1/1993 24.957 3.9 

5/1/1993 24.049 4.46 

6/1/1993 25.711 5.02 

7/1/1993 28.084 5.58 

8/1/1993 29.719 7.48 

9/1/1993 30.675 7.23667 

10/1/1993 23.667 6.99334 

11/1/1993 22.157 6.75 

12/1/1993 22.962 6.06 

1/1/1994 27.999 5.37 

2/1/1994 27.194 6.19 

3/1/1994 31.263 5.535 

4/1/1994 29.801 4.88 

5/1/1994 26.976 5.7 

6/1/1994 31.417 6.52 

7/1/1994 28.749 7.27333 

8/1/1994 31.319 8.02666 

9/1/1994 29.859 8.78 

10/1/1994 29.079 8.46 
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11/1/1994 29.206 8.19667 

12/1/1994 31.004 7.93334 

1/1/1995 31.073 7.67 

2/1/1995 28.107 7.725 

3/1/1995 33.778 7.78 

4/1/1995 31.028 7.91 

5/1/1995 32.408 8.04 

6/1/1995 31.111 8.88 

7/1/1995 33.661 9.72 

8/1/1995 31.728 10.14666 

9/1/1995 32.686 10.57332 

10/1/1995 32.804 11 

11/1/1995 29.238 10.18667 

12/1/1995 29.69 9.37334 

1/1/1996 31.786 8.56 

2/1/1996 29.005 7.95667 

3/1/1996 27.346 7.35334 

4/1/1996 25.291 6.75 

5/1/1996 23.906 6.77333 

6/1/1996 26.254 6.79666 

7/1/1996 30.224 6.82 

8/1/1996 33.045 6.6867 

9/1/1996 27.945 6.5534 

10/1/1996 31.607 6.42 

11/1/1996 25.503 5.96667 

12/1/1996 30.076 5.51334 

1/1/1997 33.652 5.06 

2/1/1997 29.767 5.065 

3/1/1997 30.585 5.07 

4/1/1997 31.563 5.075 
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5/1/1997 31.456 5.08 

6/1/1997 30.991 6.165 

7/1/1997 33.154 7.25 

8/1/1997 31.925 7.76 

9/1/1997 30.985 8.27 

10/1/1997 34.3 8.78 

11/1/1997 26.827 8.15667 

12/1/1997 32.045 7.53334 

1/1/1998 34.6292 6.91 

2/1/1998 30.3258 6.82334 

3/1/1998 34.3856 6.73668 

4/1/1998 35.7135 6.65 

5/1/1998 34.4462 6.92666 

6/1/1998 38.0437 7.20332 

7/1/1998 39.0674 7.48 

8/1/1998 37.098 8.20666 

9/1/1998 35.5181 8.93332 

10/1/1998 37.1302 9.66 

11/1/1998 30.8018 9.23334 

12/1/1998 32.392 8.80668 

1/1/1999 33.893 8.38 
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Figure A-1: Code for RF Generation 

 
# Import required packages 

 

from numpy import asarray 

import numpy as np 

from pandas import read_csv 

from pandas import DataFrame 

from pandas import concat 

from sklearn.metrics import mean_absolute_error 

from sklearn.ensemble import RandomForestRegressor 

from matplotlib import pyplot 

from sklearn.metrics import r2_score 

from sklearn.metrics import mean_squared_error 

 

# Transform time series dataset into a supervised learning dataset 

 

def series_to_supervised(data, n_in=1, n_out=1, dropnan=True): 

    n_vars = 1 if type(data) is list else data.shape[1] 

    df = DataFrame(data) 

    cols = list() 

   

    for i in range(n_in, 0, -1): 

        cols.append(df.shift(i)) 

    

    for i in range(0, n_out): 

        cols.append(df.shift(-i)) 

     

    agg = concat(cols, axis=1) 

     

    if dropnan: 

        agg.dropna(inplace=True) 

    return agg.values 

 

# Split dataset into train/test sets 

 

def train_test_split(data, n_test): 

    return data[:-n_test, :], data[-n_test:, :] 

 

 

# Fit model and make one step prediction 

 

def random_forest_forecast(train, testX): 

    train = asarray(train) 

    # Split into input and output columns 

    trainX, trainy = train[:, :-1], train[:, -1] 

    # Fit model 
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model = RandomForestRegressor(n_estimators=1000, 

oob_score=True, warm_start=True) 

    model.fit(trainX, trainy) 

    # Make a one-step prediction 

    yhat = model.predict([testX]) 

    return yhat[0] 

 

 

# Walk-forward validation for univariate data 

 

def walk_forward_validation(data, n_test): 

    predictions = list() 

    # Split dataset 

    train, test = train_test_split(data, n_test) 

    # Seed history with training dataset 

    history = [x for x in train] 

    # Step over each time-step in the test set 

    for i in range(len(test)): 

        # Split test row into input and output columns 

        testX, testy = test[i, :-1], test[i, -1] 

        # Fit model on history and make a prediction 

        yhat = random_forest_forecast(history, testX) 

        # Store forecast in list of predictions 

        predictions.append(yhat) 

        # Add actual observation to history for the next loop 

        history.append(test[i]) 

        #print(testX) 

        print('>expected=%.1f, predicted=%.1f' % (testy, yhat)) 

    # Estimate prediction error 

    error = mean_absolute_error(test[:, -1], predictions) 

    return error, test[:, -1], predictions 

 

# Load the dataset 

series = read_csv('Oyster_WLandQ.csv', header=0, index_col=0) 

values = series.values 

# Transform the time series data into supervised learning 

data = series_to_supervised(values, n_in=6) 

# Evaluate 

mae, y, yhat = walk_forward_validation(data, 32) 

train = series_to_supervised(values, n_in=6) 

# Split into input and output columns 

trainX, trainy = train[:, :-1], train[:, -1] 

# Fit model 

model = RandomForestRegressor(n_estimators=1000, oob_score=True, 

warm_start=True) 

model_fit = model.fit(trainX, trainy) 

print(model_fit.oob_prediction_) 
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# Construct an input for new prediction 

row = values[-6:].flatten() 

# Make one-step prediction 

yhat = model.predict(asarray([row])) 

 

 



72 

Figure A-2: Code for SARIMAX Generation 

 
# Import required packages 

 

import pmdarima 

from pmdarima.arima import auto_arima 

from pmdarima.arima import arima 

from pmdarima.arima import ADFTest 

import numpy as np 

import matplotlib.pyplot as plt 

import pandas as pd 

import matplotlib 

from sklearn.metrics import mean_squared_error 

from math import sqrt 

from sklearn.metrics import r2_score 

 

# Read .CSV files in (water level and pumping data separate) 

 

wl_data = pd.read_csv('OP_WL_Data.csv') 

q_data = pd.read_csv('OP_Q_Data.csv') 

 

# Turn into time series data - make sure date is set to index 

 

wl_data['Date'] = pd.to_datetime(wl_data['Date']) 

wl_data.set_index('Date', inplace = True) 

 

q_data['Date'] = pd.to_datetime(q_data['Date']) 

q_data.set_index('Date', inplace = True) 

 

# Ensure stationarity of data 

 

adf_test = ADFTest(alpha=0.05) 

print(adf_test.should_diff(wl_data.WLBLS)) 

 

# Assign train/test sets of endogenous and exogenous variables 

 

train = wl_data[:75] 

test = wl_data[-33:] 

trainEx = q_data[:75] 

testEx = q_data[-33:] 

 

# Generate automatic SARIMAX  

 

arima_model = auto_arima(train, exogenous=trainEx, start_p=0, 

start_q=0, 

                         max_p=5, max_d=5, max_q=5, start_P=0, 

                         D=1, start_Q=0, max_P=5, max_D=5, 
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                         max_Q=5, m=12, seasonal=True, 

                         error_action='warn', trace= True, 

                         suppress_warnings=True, stepwise=True, 

                         random_state=20, n_fits=50) 

 

# Fit the model 

 

arima_model_fit = arima_model.fit(X=trainEx, y=train, 

full_output=True) 

 

# Get predicted values 

 

prediction = pd.DataFrame(arima_model_fit.predict(n_periods = 33, 

                                              exogenous = 

testEx.values), 

                                              

index=testEx.index) 

prediction.columns = ['predicted_level'] 

 

# Get report metrics and print 

 

rmse = sqrt(mean_squared_error(test, prediction)) 

r2 = r2_score(test,prediction) 

print(prediction) 

print(rmse) 

print(r2) 


