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1. PRODUCT DESCRIPTION

Rewordly is a product designed and developed as a tool to help improve Virginia Tech student’s and
writer’s writing ability and to save time during the writing and editing process. The aim of the product
is to assist students and writers in general with paraphrasing written content. Rewordly operates with a
Machine Learning model to paraphrase written content for the student/writer to use.

1.1 Product Background
In the academic environment, writing is a crucial skill and a large part of the activities. Many people in
academia, whether that be students or just writers in general, lack the proficiency in writing or lack the
time to put forth the effort to produce something of high quality. While it is helpful to ask for a peer,
colleague, or advisor to offer suggestions for rewording or paraphrasing content, a lot can be provided
automatically without the need for another person to read it at all.

Currently, Virginia Tech lacks its own dedicated paraphrasing service for the convenience of its
students and professors. While several existing tools, such as Quillbot, Rewriter, and Paraphraser, offer
similar services, users have voiced concerns regarding the output quality and limitations of these tools.
One prevalent issue is the loss of meaning in the paraphrased text, a drawback frequently reported by
users of these existing platforms. Furthermore, the profitability model for these tools often involves the
inclusion of advertisements and the implementation of paid subscriptions, which can be inconvenient
and potentially pose security risks for users. Over time, the cumulative costs associated with paid
subscriptions make these tools an expensive option for consistent usage.

In response to these challenges, our team has developed a solution tailored specifically for the Virginia
Tech community.

1.2 Product Features
The target users for our project are students and writers in the Virginia Tech community.

The first user is the average Virginia Tech student. The average Virginia Tech student tends to be a
middle class 20 year old attempting to get a degree. This user group tends to do a lot of writing for their
assignments at Virginia Tech. This user group will use this tool to assist in their writing of assignments,
reports, presentations, and email communications.

The second user is the average writer. The average writer does not have a specific age, gender, race, or
any other defining characteristics. This user group tends to do a lot of writing for their own enjoyment
or for their occupation. This user group will use this tool to assist in their writing projects, whether it be
for recreational enjoyment, to communicate with others, or as part of their daily jobs.

● The platform provides paraphrasing suggestions to the student’s written work.
● The platform allows the user to copy the paraphrased results through the interface.
● The platform allows the user to download the paraphrased results with an option for the format

of the download results.
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2. PRODUCT FUNCTIONALITY

2.1 The Landing Page
Welcome to our product, Rewordly! The landing page serves as a user-friendly portal, enabling
individuals to input text seamlessly for expert paraphrasing.

In the center of the page, we have the input field. This is where our users can enter the text they want to
paraphrase. Below the input field, you'll find the paraphrase button. The user will click this button to
submit the text and begin the paraphrasing process. The user input text is then submitted to the
paraphrasing API. Once the input text is submitted, the paraphrased text appears in the read-only output
field. This is where users can view the results of their paraphrased text. The input field is also cleared
out once the paraphrase text button is clicked.

Rewordly Landing Page
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2.2 Functionalities
Rewordly offers users the convenience of copying and pasting paraphrased content directly from the
platform. Additionally, users can enhance productivity by downloading the paraphrased content in their
preferred format, be it PDF or Word. These versatile functionalities empower users to efficiently
leverage Rewordly's capabilities in a way that best suits their individual needs.

Rewordly Functionalities
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2.3 Help Page
At the bottom of the website, a Help button is provided, leading to a Help Page. The Help Page serves
as a comprehensive resource to assist users in navigating and optimizing their experience with the
paraphrasing application. Step-by-step guides on using the application, submitting text, and optimizing
paraphrased output is provided. The Help Page is an integral part of our commitment to delivering not
just a tool but a supportive environment for our users. It reflects our dedication to user success and
satisfaction.

Rewordly Help Page
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2.4 Feedback Form
At the bottom of the website, a Feedback Form is provided, allowing users to share their valuable
insights and suggestions effortlessly. Upon submission, the feedback is promptly delivered to the
developers' email, creating a direct line of communication and ensuring continuous improvement based
on user input. The feedback from users is valued and appreciated as it plays a pivotal role in enhancing
the overall user experience with Rewordly.

Rewordly Feedback Form
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2.5 FAQ Page
At the bottom of the website, a FAQ button is provided, leading to a FAQ Page. The FAQ Page is
designed to proactively address common queries and provide users with quick, accessible solutions to
enhance their understanding and use of the paraphrasing application. Clear and concise responses to
frequently asked questions, covering a range of topics related to the application's functionality, usage,
and policies is provided. The FAQ Page is a vital resource designed to make the user experience
seamless and enjoyable. It reflects our commitment to transparency, user empowerment, and
continuous improvement.

Rewordly FAQ Page
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3. DESIGN

Throughout the project development phase, we utilized a variety of class and interaction diagrams to
design our solution. These diagrams helped understand how to model the various functionalities of the
system , including the software component structure, the flow of operations
,and the interaction between different software & non-software entities.

3.1 Domain & Class Diagram

Domain Model for Rewordly
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The Domain Model is a representation of the concepts and entities in our project’s system, as well as
how they are connected and some attributes attached to each.

1. The first entity is the many Students/Writers that are coming to the system with a request for
paraphrasing some text. The student/writer will have a username and password to sign into the
system. They also have the request, which includes the text they wish to be paraphrased as well
as some optional simple instructions for how they want the text to be paraphrased.

2. The second entity is Virginia Tech, who is the administrator of this system. They will only allow
Virginia Tech affiliated users to take advantage of this system. Virginia Tech has administrative
credentials, which allows them to see who is using and accessing the system.

3. The third entity is the Account Verification system. Virginia Tech only wants to allow people that
are affiliated with the university to be able to use this system, so the verification system checks
to ensure the user has active Virginia Tech credentials. The verification system has access to the
Virginia Tech enrollment system to determine the user’s affiliation to the system. The
verification system has password encryption to protect the security of the user's passwords.

4. The fourth entity is the Web Interface. The Web Interface has a URL that the user can travel to in
order to use the system. The Web Interface has text to prompt the user to use the system as
intended. The Web Interface will accept the input text from the user, as well as any instructions
for paraphrasing the input text. The Web Interface will eventually receive the output from the
API. The Web Interface will receive a new request from the User to indicate the potential output
that they want to download.

5. The fifth entity is the Paraphrasing API, which will receive the input text and instructions from
the Web Interface. The Paraphrasing API will parse and separate the input text into paragraphs.
The API will paraphrase the text and create a response, as well as a downloadable output of the
response. Both will be returned to the Web Interface for the user to have.
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Class Diagram for Rewordly

Design Class Diagram:
The Class Diagrams consist of the below classes and their corresponding attributes and functions.

1. User : The user can enter text to be paraphrased and save it/ copy it. User can also view the FAQ’s.
2. TextBox: The text which will be entered by the user has to be within the limit of a certain character limit

will be described below the text box where the user enters the text into. As the user enters the text into
the textbox, the getter and setter methods will be set.

3. Paraphrase Button : This is an onclick type of button which allows the user to submit the text to be
paraphrased.

4. WebsiteInterface: In the website , users can view the textbox to enter text and submit it. He can also
view the paraphrased text after submission.

5. Paraphrase API: The paraphrasing API handles the user requests and sends it to the paraphrasing
model to paraphrase and sends the response to the user.

6. Paraphrasing System: So based on the user entered text, the model will generate the paraphrased text
and send it to the API.

7. Paraphrased Text : Now the paraphrased text from the API response is sent back to the website
Interface.
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3.2 Interaction Diagrams

The following are the use cases and their respective interaction diagrams below.

Use Case 1: As a user, I want to be able to enter text into a textbox so that I can submit content to be
paraphrased and I want the paraphrased text to be displayed on the screen so I can view the output.

Collaboration Diagram for Use Case 1

Sequence Diagram for Use Case 1
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Use Case 2: As a user, I want the tool to properly handle errors and provide feedback.

Sequence Diagram for Use Case 2

Use Case 3: As a user, I want to be able to enter text into a textbox so that I can submit content to be
paraphrased and I want the paraphrased text to be displayed on the screen so I can view the output

Collaboration Diagram for Use Case 3

Sequence Diagram for Use Case 3
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Use Case 4: As a user, I want the option to download the paraphrased text so I can save it

Collaboration Diagram for Use Case 4
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3.3 Machine Learning for Rephrasing

3.3.1 Dataset
For the LLM model , we have chosen the PAWS(Paraphrase Adversaries for Word Scrambling)dataset.
This dataset contains 108,463 human-labeled and 656k noisily labeled pairs that feature the importance
of modeling structure, context, and word order information for the problem of paraphrase
identification. The dataset has two subsets, one based on Wikipedia and the other one based on the
Quora Question Pairs (QQP) dataset.

Due to computing constraints, we have trained on 10k non biased, ethical training data and 8k
validation data.

Dataset for Training the Model

Column Structures in Dataset
3.3.2 Language Model

So the LLM we have used for the project is T5(Text to Text Transfer Transformer)model .T5 model is in a
text-to-text framework, where all tasks are formulated as text generation problems, including paraphrasing.
It can be used for various tasks like translation, question-answering , paraphrasing using the same hyperparams
and loss function.The smaller variants of T5 may be trained on around 60GB to 137GB of text data.T5 can be
effectively fine-tuned on domain-specific or task-specific data, allowing you to adapt the model to your specific
application.

https://quoradata.quora.com/First-Quora-Dataset-Release-Question-Pairs
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Figure displaying T5 model capabilities

● Selection of T5

Versatility:
T5's versatility is a cornerstone in our decision-making process. As a model designed for a text-to-text
framework, it boasts the capability to handle a myriad of NLP tasks. The adaptability to
sequence-to-sequence tasks positions T5 as an optimal choice for paraphrasing endeavors.

Pre-training:
A pivotal factor in favor of T5 is its pre-training on an extensive corpus. This pre-training equips the
model with a profound understanding of language patterns and semantics. T5's ability to capture
intricate relationships within text is a testament to its suitability for downstream tasks like paraphrasing.

Fine-tuning Capability:
We recognize and capitalize on T5's fine-tuning capability. The model can be fine-tuned on specific
tasks with a relatively small dataset, making it highly adaptable for our paraphrasing objectives. This
fine-tuning process allows T5 to specialize in the nuances of paraphrasing, aligning it precisely with our
project requirements.

Community Support:
T5's integration into the Hugging Face Transformers library is a strategic decision. This integration not
only provides access to pre-trained models but also connects us with a vibrant community. The support
network ensures ongoing advancements, making T5 a sustainable and well-supported choice for our
NLP endeavors.

● Development Process

Data Selection:
The choice of the PAWS dataset as the training and evaluation data is a deliberate one. PAWS serves as a
benchmark for paraphrase identification, offering a standardized set of examples that align with the
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goals of our project. The dataset's relevance and quality contribute significantly to the robustness of our
paraphrasing model.

Model Initialization:
T5's initialization involves using the `T5ForConditionalGeneration` class, specifically designed for
sequence-to-sequence tasks. This initialization step sets the stage for task-specific fine-tuning, laying the
foundation for the model's adaptability to paraphrasing.

Tokenization:
The T5 tokenizer (`T5Tokenizer`) is a crucial component in our development process. It plays a pivotal
role in converting raw text into tokenized input sequences, ensuring seamless communication between
the model and textual data.

Dataset Preparation:
Our development process includes the creation of a dataset class, `ParaphraseDataset`. This tailored
dataset handling ensures proper tokenization, the pairing of input and target sentences, and alignment
with the specific requirements of T5. Customization at this level guarantees that the dataset seamlessly
integrates with T5 and our paraphrasing goals.

Training:
PyTorch Lightning is our framework of choice for training. Its high-level interface streamlines the
training loop, and features like model checkpointing and logging contribute to an efficient and effective
training process. T5 undergoes training on the paraphrasing task using the PAWS dataset, fine-tuning its
parameters for optimal performance.

Inference:
The inference phase involves utilizing the trained T5 model to generate paraphrased sentences. Beam
search is implemented during this stage to explore multiple potential paraphrases, enhancing the
diversity of generated outputs.

Hyper Parameters Chosen
1. Tokenizer_name : t5-small
2. Max_seq_length : 256
3. Learning_rate : 3e-4 (AdamW optimizer)
4. Weight_decay : 1e-6 (for regularization)
5. Adam_epsilon: 1e-8(numerical stability in AdamW)
6. Warmup_steps : 0
7. Train_batch_size : 1
8. Eval_batch_size: 1
9. Num_train_epochs: 10
10. Gradient_accumulation_steps : 16
11. N_gpu : 1

Model Initialization with pre-trained weights , then optimization parameters like AdamW optimizer is used for



18

weight-decay and learning rate scheduling is performed with liner warm up and decay
In fine tuning the model the reason for values chosen for the hyperparams is , firstly for learning rate.The
learning rate was carefully chosen to balance training efficiency and convergence, ensuring the model learns
effectively over the specified number of epochs.Next Batch size considerations were made with GPU memory
constraints in mind, optimizing the training process for our paraphrasing task. Hyperparameters such as weight
decay and epsilon were selected to enhance the model's ability to adapt to the nuances of paraphrasing.

Next comes to the Evaluation Metrics:
The loss function, which is the T5 forward method employed during training, serves as a key indicator of how
well the model is capturing paraphrasing patterns, with lower values indicating better performance.
Beam search is employed during inference to explore multiple potential paraphrases, providing a range of
outputs for user interaction.T5's strength in pre-training on a large corpus and its versatility make it a robust
choice for paraphrasing tasks, outperforming specialized models in certain scenarios.

● Tools Adopted

PyTorch Lightning:
PyTorch Lightning stands out as a crucial tool in our arsenal. Its high-level interface simplifies the
training process, allowing us to focus on the nuances of our paraphrasing task. Features like model
checkpointing and logging contribute to an organized and efficient workflow.

Hugging Face Transformers:
The Hugging Face Transformers library is a key component of our toolset. Leveraging this library
provides us with access to pre-trained T5 models and tokenizers, streamlining the integration of T5 into
our project. The library's rich repository of models and resources enhances our development efficiency.

Beam Search:
The implementation of beam search during inference adds a layer of sophistication to our model. This
strategy allows us to explore a range of potential paraphrases, enriching the diversity of the generated
outputs and providing users with a more versatile paraphrasing experience.

● Uniqueness and Differentiation

Logging and Model Checkpointing:
The logging and model checkpointing features offered by PyTorch Lightning contribute significantly to
the uniqueness of our approach. These features provide valuable insights into the model's performance
during training and facilitate the recovery of the best-performing models. This meticulous approach to
model management adds an extra layer of reliability to our paraphrasing solution.

Fine-Tuning Focus:
Our deliberate focus on fine-tuning T5 specifically for paraphrasing sets our approach apart from
generic T5 applications. This emphasis ensures that the model is honed to the intricacies of
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paraphrasing, enhancing its performance on the chosen task. This strategic decision highlights our
commitment to delivering a specialized and high-quality paraphrasing solution.

● Conclusion

In conclusion, the utilization of T5 for paraphrasing is a result of a strategic and thorough
decision-making process. The comprehensive exploration of T5's features, the meticulous development
process, and the adoption of powerful tools contribute to the success and distinctiveness of our
paraphrasing application. The synergy between model selection, development process, and tool adoption
positions our project as a noteworthy contribution to the field of NLP, providing a robust and specialized
solution for paraphrasing needs.

3.3.3 Results

We train the model for 10 epochs using HuggingFace’s Transformers library. The model took around
10 hours and 12 minutes to complete training. After training the model, we get the following results as
shown in the video and images below.

The following image shows the model fine tuning process:

Model Training Images

The below link takes you to the model testing in the backend.
https://drive.google.com/file/d/1kXV3HY42HadC5dxZT0_cB_QfnrtAYUl2/view?usp=share_link

https://drive.google.com/file/d/1kXV3HY42HadC5dxZT0_cB_QfnrtAYUl2/view?usp=share_link
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Results

As you can see in the results, the model shows a significant progress with paraphrasing. Firstly, it retains
the meaning of the original sentence. It gives the paraphrased sentence without giving out sentences
which are not related to the original sentence.

● Improvements To Be Made

We can increase training data size along with validation data size. The Model which we are using now is a
smaller variant of T5. Instead we can change the model to utilize larger variants like T5-Large which is
pre-trained on terabytes of data. We can also experiment with different Hyper parameter values like learning
rate, batch size, warm - up steps.Also we can try using dynamic padding for max sequence length ,
implementing early stopping to prevent overfitting. We can also monitor validation loss during training if it
does not improve over a certain number of epochs.Also we can experiment with regularization techniques such
as drop out or weight decay to prevent overfitting

Similarity Indexes which can be implemented:

● Cosine Similarity:

Cosine similarity is commonly used for measuring the similarity between two text documents represented as
vectors in a high-dimensional space.In the context of paraphrasing, cosine similarity can be applied to
vectorized representations of sentences or documents to determine how similar their meanings are.It's
particularly useful when comparing the orientation of vectors, making it effective for capturing semantic
similarity even when the magnitude of the vectors differs.

● Jaccard Similarity:

Jaccard similarity is often employed for comparing sets of words or tokens in two text documents.In
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paraphrasing, Jaccard similarity can be used to assess the similarity between the sets of words in two sentences,
disregarding word order.It's valuable when the exact phrasing of sentences may differ, but they share common
terms or concepts.

● Manhattan Distance:

Manhattan distance, also known as City Block distance, is used for measuring the absolute differences between
coordinates in a multidimensional space.In paraphrasing, Manhattan distance can be applied to feature vectors
representing sentences, capturing the total absolute differences between corresponding features.It is effective
when assessing the overall structural similarity between sentences, considering the magnitude of differences
along each dimension.

● Hamming Distance:

Hamming distance is primarily used for comparing binary strings of equal length.In paraphrasing, it can be
applied to binary representations of sentences, where each bit may indicate the presence or absence of a specific
word or feature.It's useful when considering the exact match or mismatch of specific elements in two sentences.

3.4 System Design

We used the following technologies in our application:

IDE’s :

Visual Studio Code, Jupyter Notebook, PyCharm Languages: HTML, CSS, JavaScript,TypeScript,

Python

Front-End Frameworks:

React.js (designed pages using the VT primary and secondary colors), D3.js (for visualizing results and

building interactive reports)

Back-End Frameworks:

Flask, Pandas, Numpy, Matplotlib, PyTorch/HuggingFace (Annotator) API: Grammarly API (grammar

correction), OpenAi API (AI-written detection), Twinword API (sentiment analysis), PrepostseoAPI

(plagiarism detection)

Our code handling and development also involved GitLab, where we pushed and pulled code to and
from the repository. GitLab also helped provide a platform to manage the project, including issue



22

tracking and setting up milestones.

4. RETROSPECTIVES
Over the duration of 3 sprints, we faced many challenges and learnt many lessons. At the end of having
developed this product, there were several retrospectives that will help us deliver better in our future
endeavors.

4.1 Difficulties Encountered
One of the tougher challenges of this project was the training of the machine learning model. The goal
of the project was to develop our own machine learning model that would be capable of paraphrasing
any amount of text while retaining the meaning of the original text that was provided to the application.
The difficulty came with fine-tuning the T5 model for paraphrasing content. The design team had to
find the balance between obtaining accurate results and maximizing the processing speed. The user will
want the results quickly, but it is also important to make sure that they are getting high quality and
accurate results. The team was able to deal with this difficulty by iteratively adjusting the
hyperparameters and experimenting with various training strategies until the desired balance was
achieved.

Another difficulty that was encountered later in the design process was seamlessly integrating the
paraphrasing API with the user interface. Each of the two components of this project were developed
separately. The development team wanted to integrate these two components to enhance the user
experience. The solution to this problem was regular and extensive testing to ensure that everything
was interacting smoothly.

The design team encountered an issue with the computing power and data storage of our local
machines. This especially became a problem when working with the machine learning model and
feeding it training data. There was not a complete solution to this problem available to us, but the
problem was able to be lessened by optimizing the code to be more efficient. A better solution would
have been to have a more powerful computer and better data storage available to us, but that was not
something that we were able to achieve for this project.

Another challenge that was encountered during the development of this project was the inconsistencies
of the functionalities of the application. During the testing of the application, the same test conditions
would often result in different outcomes. Initially, this was a problem that we could not find the root
cause of. The design team ran several tests to identify bugs and iteratively make design improvements
until the system became more reliable. Eventually, the application functioned as intended consistently.

The biggest challenge that our design team faced was the time-consuming process of training the
machine learning model. It required a lot of time to feed a large dataset to the machine learning model.
In order to address this issue, our design team looked into parallel processing and optimizing the
training parameters to reduce the time required to properly train the model. In order to improve the
accuracy and precision of the model, the model would need to be trained even more, however, we
eventually came to a point where the model ws accurate enough to be sufficient for this project.
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4.2 Lessons Learned
During the design and development of this project, our design team learned a few lessons to take with
us into the future. We learned that it is best practice to prioritize thorough testing. This will help to
identify and solve any problems with the functionality of the application. This project also taught us
that we should constantly be refining the system, whether it be the functionality, the user interface, or
other components, based on the feedback of our users and any evolving requirements during the
development process. Another lesson we learned was the importance of good team coordination and
communication. Regular team meetings, shared responsibility, and open communication channels
contribute to a cohesive and collaborative team environment. The final lesson that our team took away
from this project was to start early. Begin the planning and execution of the project early in order to
give the team ample time to address challenges, refine processes, and ensure an overall smoother
design process.

4.3 Conclusion
Even though we faced many challenges over the many sprints, there were many aspects of this project
that went well. The biggest and foremost is that we were able to achieve our goal of developing a
writing assistant and developing a working product.

We identified our strengths and worked with them. We moved through the sprints, and improved on our
shortcomings. Every member was present for every meeting, and always contributing to the discussion.

All members went above and beyond to learn new technologies they were not familiar with to
overcome the hurdles and develop the features that we really wanted.

Thus in conclusion, over the course of three sprints and despite all the challenges encountered, the team
successfully developed a working system that helps students improve their writing skills by giving
them feedback about grammar, essay structure and plagiarism, while also helping teaching assistants
and teachers to evaluate essays by analyzing AI generated text and check for plagiarism.

4.4 Future Work
While we were able to deliver on all core functionalities promised. There are a few functionalities that
we envisioned and can be considered the logical next steps for the project. They are:

● Login Authentication
● Changing T5-small to T5-Large
● Increasing number of epochs and also training, testing and validation data sizes.
● Similarity Index

GIT LAB REPO
https://code.vt.edu/dhruveel10/rewordly

DEMO LINK
https://drive.google.com/file/d/1SD7PTa70k2ggEeGdablx9898DaDc39mB/view?usp=drive_link

https://code.vt.edu/dhruveel10/rewordly
https://drive.google.com/file/d/1SD7PTa70k2ggEeGdablx9898DaDc39mB/view?usp=drive_link

