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Improved 2D Camera-Based Multi-Object Tracking for Autonomous
Vehicles

Omkar Mahesh Shinde

(ABSTRACT)

Effective multi-object tracking is crucial for autonomous vehicles to navigate safely and effi-

ciently in dynamic environments. To make autonomous vehicles more affordable one area to

address is the computational limitations of the sensors, therefore, cameras are often the first

choice sensor. Three challenges in implementation of multi-object tracking in autonomous

vehicles are: 1) In these vehicles, sensors like cameras are not static, which can cause mo-

tion blur in the frames and make tracking inefficient. 2) Traditional methods for motion

compensation, such as those used in Kalman Filter-based Multi-Object Tracking, require

extensive parameter tuning to match features between consecutive frames accurately. 3)

Simple intersection over union (IoU) metric is insufficient for reliable identification in such

environments. This thesis proposes a novel methodology for 2D multi-object tracking in

autonomous vehicles using a camera-based Tracking-by-Detection (TBD) approach, empha-

sizing four key innovations: (1) A real-time deblurring module to mitigate motion blur,

ensuring clearer frames for accurate detection; (2) deep learning-based motion compensa-

tion module that adapts dynamically to varying motion patterns, enhancing robustness; (3)

adaptive cost function for association, incorporating object appearance and temporal consis-

tency to improve upon traditional IoU metrics; (4) The integration of the Unscented Kalman

Filter to effectively address non-linearities in the tracking process, enhancing state estima-

tion accuracy. To maintain a Simple Online and Realtime (SORT) framework, we enhance

detection by fine-tuning YOLOv8 and YOLOv9 models using autonomous driving datasets



like BDD100K and KITTI, which are specifically tailored for these scenarios. Additionally,

we incorporate a non-linear approach using the UKF to better capture the influence of vari-

ous tracking dynamics, further improving tracking performance. Our evaluations show that

the proposed methodology significantly outperforms existing state-of-the-art methods while

maintaining the same inference rate as the baseline SORT model. These advancements not

only improve the accuracy and reliability of multi-object tracking but also reduce the compu-

tational burden associated with parameter tuning and motion compensation. Consequently,

this work presents a robust and efficient tracking solution for autonomous vehicles, making

it viable for real-world deployment under both computational and cost constraints.



Improved 2D Camera-Based Multi-Object Tracking for Autonomous
Vehicles

Omkar Mahesh Shinde

(GENERAL AUDIENCE ABSTRACT)

Tracking multiple objects is really important for self-driving cars to move safely in busy

places. Cameras are often the best choice because they are cheaper and easier to use,

but using cameras comes with three main challenges: (1) When cars move, cameras can

make blurry images, which makes it harder to see and track things; (2) Traditional tracking

methods, like Kalman Filters, need a lot of adjustments to work well; (3) Simple methods,

like checking if objects overlap (called Intersection over Union), are not always good enough

in crowded, complicated places. This thesis presents a new way to track lots of things using

cameras, with four big improvements: (1) A real-time deblurring system that fixes blurry

pictures so the camera can see things more clearly; (2) A smart system that uses deep

learning to follow movement better; (3) A better way to match objects by using not just

their positions but also how they look and move over time, which is better than old IoU

methods; (4) A special tool called the Unscented Kalman Filter that helps track objects

more accurately when their movements aren’t simple or straight. To keep everything simple,

fast, and real-time, we use object detectors to help find objects, and we train them with

special self-driving datasets like BDD100K and KITTI. These datasets are great for showing

the kinds of situations self-driving cars deal with. The Unscented Kalman Filter helps us

track objects with more complicated movements, making everything more accurate. Our

study show that this new way works much better than older methods, without making the

system slower. These improvements make tracking more reliable and cut down on the time



needed for tuning and adjusting. Overall, this work provides a strong and simple solution for

tracking things in self-driving cars, even if the computer isn’t super powerful or the budget

is small.
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Autonomous driving systems rely on robust perception capabilities to safely interpret and

navigate complex environments. A critical component of this perception is the real-time

tracking of multiple objects, which poses significant challenges due to variations in object

appearance, frequent occlusions, and unpredictable motion patterns. In recent years, there

have been significant advancements in enhancing the safety and reliability of autonomous

driving systems, particularly in the field of multi-object tracking. Accurately identifying and

tracking multiple objects is essential for the vehicle’s decision-making process, ensuring it can

navigate safely through dynamic and intricate environments. However, achieving this task

is complicated by limited computational resources within the autonomous system, which

hinder effective utilization of sensor fusion techniques such as combining LiDAR and camera

data. Moreover, the dynamic nature of both the camera and the objects being tracked adds

further complexity to the tracking process.

Autonomous vehicles, commonly known as self-driving cars, represent a paradigm shift in

the field of transportation technology. These vehicles possess the potential to redefine how

people and goods are transported, offering significant advantages such as enhanced road

safety, improved traffic management, reduced congestion, and increased mobility for indi-

1
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Figure 1.1: This is the visual representation of range of autonomy where (purple)shows
consist human monitoring and (blue) shows automated systems monitoring.

viduals unable to drive. By leveraging cutting-edge advancements in artificial intelligence

(AI), machine learning, robotics, and sensor technology, autonomous vehicles aim to operate

with minimal or no human intervention, making decisions in real time based on complex

environmental inputs. Significant progress has been made in recent decades, thanks to the

rapid development of computing power, sensor miniaturization, and sophisticated algorithms

capable of processing massive amounts of data in real-time. Today’s autonomous vehicles

can operate at various levels of autonomy, ranging from partial automation (where human

intervention is still required) to full autonomy (where the vehicle can drive itself in most

conditions without any human input). This progression has been formalized in the Society

of Automotive Engineers (SAE) [43] levels of driving automation, which range from Level 0

(no automation) to Level 5 (full automation).

The realization of autonomous driving capabilities is made possible through a convergence

of several advanced technologies:

• These are foundational to au-

tonomous vehicles, enabling them to interpret vast amounts of data, recognize patterns

in their environment, and make informed decisions in real time.

• Autonomous vehicles utilize sophisticated control algorithms to
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Figure 1.2: The end-to-end architecture of Autonomous Vehicle.

manage driving tasks such as steering, acceleration, and braking. These systems are

responsible for ensuring smooth and safe vehicle motion.

• Vehicle-to-everything (V2X) communication allows autonomous ve-

hicles to interact with other vehicles, infrastructure, and cloud systems, facilitating

better decision-making by providing real-time data on traffic and road conditions.

• Autonomous vehicles are equipped with a suite of sensors, including cam-

eras, radar, lidar, and ultrasonic sensors. These sensors gather information about the

vehicle’s surroundings, enabling the vehicle to ”see” and ”understand” its environment.

At the core of an autonomous vehicle’s functionality are three essential systems: perception,

planning, and control. These systems work together to enable the vehicle to navigate safely

and efficiently in complex environments.

• The perception system forms the foundation of an autonomous vehicle’s

decision-making capability. It involves gathering and processing data from a wide

array of sensors, such as cameras, lidar, radar, and ultrasonic sensors, to create a
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detailed understanding of the vehicle’s surrounding environment. Through perception,

the vehicle identifies and tracks other road users, such as vehicles, pedestrians, and

cyclists, detects obstacles, recognizes road signs, and interprets lane markings.

Perception systems rely on sophisticated algorithms for object detection, tracking, and

classification. These algorithms convert raw sensor data into actionable information,

allowing the vehicle to ”see” and understand its environment in real time. Additionally,

sensor fusion techniques combine data from multiple sources to improve accuracy and

reliability, compensating for the limitations of individual sensors. Accurate perception

is crucial because it provides the foundation for the vehicle’s subsequent decision-

making processes, enabling it to navigate safely through dynamic and unpredictable

environments.

• Once the perception system has constructed a representation of the envi-

ronment, the next step is planning. The planning system is responsible for determining

the vehicle’s trajectory based on the perceived environment, the current state of the

vehicle, and the desired destination. This process involves path planning, motion plan-

ning, and behavior prediction.

Path planning focuses on generating a safe and efficient route for the vehicle to follow,

considering factors such as road conditions, traffic signals, and other vehicles on the

road. Motion planning involves the vehicle’s more immediate decisions, such as lane

changes, overtaking, or slowing down to avoid obstacles. Behavior prediction is also

critical, as it allows the vehicle to anticipate the actions of other road users, thereby

enabling proactive rather than reactive decisions. Planning systems must ensure that

these decisions are not only safe but also smooth and comfortable for passengers,

balancing speed, efficiency, and safety in real-time decision-making.

• The control system translates the planned trajectory into physical actions
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that move the vehicle. This includes steering, acceleration, and braking, ensuring

that the vehicle follows the intended path generated by the planning system. The

control system operates in real time and must continuously adjust to changes in the

environment, such as obstacles, road curvature, or changes in speed limits.

Control systems in autonomous vehicles use feedback loops to ensure precision and

stability. These loops constantly monitor the vehicle’s current state and compare it

to the desired trajectory. If discrepancies are detected, the system applies corrective

actions to minimize the error. Autonomous vehicle control systems must also account

for uncertainties in the vehicle’s motion, such as variations in tire grip or road sur-

face conditions, ensuring that the vehicle responds predictably and safely to dynamic

driving scenarios.

In an autonomous vehicle, perception, planning, and control operate in a tightly integrated

loop. Perception provides the necessary environmental understanding, planning determines

how the vehicle should move through this environment, and control executes those decisions.

The synergy of these systems allows autonomous vehicles to safely navigate complex driving

environments, making split-second decisions that would typically require human input.

Advancements in each of these areas—sensor technologies, path-planning algorithms, and

control mechanisms—are driving the continued development of more capable and reliable

autonomous vehicles. However, for such systems to achieve full autonomy, these components

must work together seamlessly, ensuring that the vehicle can operate safely in all driving

conditions. In this work, we focus primarily on the perception aspect of autonomous vehicles,

exploring the technologies and algorithms that enable accurate and real-time understand-

ing of the environment, which is a critical foundation for autonomous decision-making and

control in dynamic driving environments.
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A critical component of autonomous driving is the vehicle’s perception system, which is

responsible for interpreting the environment and enabling the vehicle to navigate safely and

effectively. Perception is the process by which autonomous vehicles collect and process

data from their sensors to understand the surrounding environment. This includes detecting

obstacles, identifying lane markings, recognizing traffic signals, and tracking other road users

such as pedestrians and vehicles.

operate in three key stages:

• This stage involves gathering raw data from various sensors, such as cameras,

radar, LiDAR, and ultrasonic sensors. These sensors provide the vehicle with real-time

information about its surroundings.

• After the data is collected, it must be processed and interpreted.

This involves algorithms that perform object detection, tracking, classification, and

motion prediction. These tasks help the vehicle understand the presence and movement

of other objects in its environment.

• Based on the processed information, the vehicle makes decisions

on how to react to the environment. These decisions include actions like steering

adjustments, acceleration, braking, and lane changes, allowing the vehicle to navigate

through complex scenarios.

The ability to perceive and understand the environment in real-time is fundamental to the

safe operation of autonomous vehicles. Perception systems must not only handle a wide

variety of driving conditions, including unpredictable scenarios, but they must also operate

with high accuracy and efficiency. In dynamic environments such as urban areas, where
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pedestrians, cyclists, and other vehicles interact, perception plays an indispensable role in

ensuring that autonomous vehicles can respond appropriately to any situation.

Real-time 2D multi-object tracking using only camera sensor presents significant challenges in

dynamic environments, particularly in autonomous vehicle scenarios where both the camera

and objects can be in motion. Traditional tracking methods are often evaluated on static

camera-based datasets, which struggle to adapt to real-world driving scenarios in the area of

dynamic camera motion and unpredictable object trajectories. With the presence of motion

blur, complexity is added, degrading detection quality and track association reliability.

Existing methods face several critical limitations:

1. Tracking-by-Detection (TBD) approaches, while modular,

face difficulties in achieving robust motion compensation. In contrast, Joint Detection

and Tracking (JDT) approaches often sacrifice robustness due to task prioritization

within a single model.

2. Classical motion compensation methods, such as optical flow,

require extensive parameter tuning, making it less adaptable to dynamic scenarios

affecting the performance.

3. The use of Intersection over Union (IoU) for track association

does not account for aspect ratio, leading to frequent mismatches in challenging sce-

narios.

4. State-of-the-art object detectors, such as YOLOv8 and YOLOv9,
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demonstrate high performance in static or controlled environments but require spe-

cialized adaptation to operate effectively in complex and variable weather and lighting

conditions of autonomous driving.

5. Standard tracking models, which often assume linear motion,

are inadequate for capturing the non-linear dynamics commonly observed in real-world

object motion. This results in reduced prediction accuracy and tracking reliability.

Given these challenges, there is a critical need for a tracking framework that:

• Enhances motion compensation to make it more adaptable for dynamic camera and

object movements.

• Improves track association by enabling more robust tracking in scenarios with signifi-

cant variations in aspect ratio.

• Leverages state-of-the-art object detectors, optimized for autonomous driving, to achieve

superior detection accuracy and adaptability in real-world conditions.

• Incorporates motion model that is capable of capturing non-linear dynamics to remove

the assumption of linear motion.

In scenarios where computational limitations prevent the integration of advanced sensors

such as LiDAR, tracking becomes significantly more challenging, especially when both the

camera and objects are dynamic. As a result, many systems resort to 2D multi-object track-

ing methods that rely solely on cameras. These methods typically involve generating and

maintaining 2D bounding boxes with unique tracking IDs to follow objects over time. There
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are two main paradigms in 2D multi-object tracking: and

.

The TBD approach separates detection and tracking tasks, making the system more flexible

and allowing each component to be independently improved. On the other hand, the JDT

paradigm performs detection and tracking simultaneously, but this often forces the network

to prioritize one task over the other, which can reduce its robustness. Given the advantages

of modularity and robustness, our study focuses on addressing the challenges of multi-object

tracking using the TBD paradigm.

Recent advancements in camera-only TBD methods [1, 4, 15, 59, 62] have primarily been

tested on datasets like the MOT17 and MOT20 [13, 34] and DANCETRACK [47], where

the camera is typically static. However, in autonomous vehicle systems, both the camera

and objects move dynamically, which significantly reduces the accuracy of both detection

and tracking. Moreover, dynamic camera motion introduces motion blur, further degrading

the quality of object detections and track associations. This makes camera-only tracking

particularly challenging in real-world driving scenarios.

In terms of object detection, there has been significant progress, especially with the develop-

ment of the YOLO (You Only Look Once) series [5, 17, 21, 53]. These detectors are widely

adopted for tracking due to their fast processing capabilities and high detection accuracy.

YOLOv8 [20] and YOLOv9 [54], the latest additions to the YOLO family, introduce sev-

eral advancements over their predecessors, such as YOLOv7 [53]. YOLOv8 incorporates

an improved backbone architecture, enhancing feature extraction through deeper and more

sophisticated convolutional layers, which leads to better detection precision and robust-

ness. Furthermore, YOLOv8 introduces anchor-free detection mechanisms, removing the

dependency on predefined anchor boxes and enabling more flexible and efficient detection

across various object scales and aspect ratios. This makes YOLOv8 particularly effective
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for tracking scenarios involving dynamic changes in object size and shape. YOLOv9 further

incorporates transformer-based attention modules and improved feature pyramid networks,

enhancing detection in cluttered environments and offering better multi-scale feature fusion.

Together, YOLOv8 and YOLOv9 set new benchmarks for real-time object detection and

tracking, improving accuracy, speed, and adaptability for challenging scenarios. Previous

methodologies have often focused on motion deblurring modules to improve image clarity,

typically using deep learning techniques. However, these methods often prove inefficient for

real-time applications due to their high computational demand. Classical approaches for mo-

tion compensation, such as ORB [42], SIFT [29], and Lucas-Kanade sparse optical flow [7],

are often employed due to their efficiency. Despite their effectiveness, these traditional meth-

ods involve extensive parameter tuning, making them difficult to optimize. Additionally, the

standard cost matrix for tracklet association is based on Intersection over Union (IoU), which

introduces further limitations, particularly in handling objects with significant changes in

aspect ratio or scale.

To address these challenges, we propose a novel framework, SD-SORT, which aims to improve

tracking accuracy while maintaining near real-time performance. The key contributions of

this work are as follows:

• We propose utilizing [27], a deep learning-based approach for feature

matching between consecutive frames. Traditional methods like sparse optical flow

struggle with accuracy and require extensive parameter tuning. LightGlue leverages

advanced deep learning algorithms to significantly improve feature matching accuracy,

reducing the need for exhaustive parameter adjustments. This facilitates more robust

and efficient motion compensation in dynamic scenes, particularly where both the

camera and objects are moving.
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• To improve track association, we adapt and expand the traditional cost matrix. In

addition to the standard IoU, we introduce , which

accounts for both object overlap and the consistency of aspect ratios between predicted

and detected bounding boxes. By considering aspect ratio in the cost matrix, AR-IoU

allows for more accurate associations in scenarios where objects undergo significant

changes in size or shape, leading to improved tracking precision.

• We enhance the detection model by implementing and , state-

of-the-art object detection algorithm known for its superior accuracy and speed. To

tailor the model for autonomous driving environments, we fine-tune hyperparameters

of these detectors to train them on the [60] and [18] dataset. This

specialized training ensures that the detector performs well in real-world driving sce-

narios, where objects may appear in complex backgrounds and under varying lighting

conditions.

• Recognizing the limitations of linear motion assumptions in standard tracking models,

we study the use of the [51] with both constant

velocity and constant acceleration models. By incorporating the UKF, non-linearities

in object motion can be better handled, resulting in more accurate predictions and im-

proved tracking performance, especially in highly dynamic environments where objects

change speed or direction abruptly.

The objective of this thesis is to present improvements in multi-object tracking (MOT)

for autonomous vehicles, with a particular focus on camera-only systems. These systems

face significant challenges due to high motion blur and dynamic environments where both
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objects and the camera are in motion. The following chapters are organized to address these

challenges systematically:

• This chapter provides a comprehensive review of the existing literature

on multi-object tracking. It highlights the advancements in the field, discusses the

limitations of current approaches, and identifies the challenges that persist, especially

in dynamic, camera-based systems with motion blur.

• Based on the challenges identified in Chapter 2, this chapter introduces

the proposed methodology for improving object tracking. It outlines the new ap-

proaches and techniques developed to handle high motion blur and non-linear object

and camera dynamics effectively.

• This chapter investigates the impact of non-linear motion on tracking

performance. It explores how non-linearities in both object movement and camera

motion affect traditional tracking models and presents solutions to mitigate these issues

within the proposed framework.

• This chapter presents a detailed experimental evaluation of the pro-

posed methodology. The experiments are conducted on publicly available datasets

and include an ablation study to examine the contributions of different components.

Furthermore, the proposed approach is experimented on a car platform to validate its

performance in real-world autonomous driving scenarios.

• This chapter summarizes the key findings from the research, providing

an overview of the improvements achieved in multi-object tracking. It also discusses

the potential avenues for future work, focusing on further enhancing tracking accuracy

in challenging environments.



Perception is the initial part of what makes the vehicles autonomous. The perception task

combines or uses raw sensor data to detect and track objects in the surrounding of vehicles.

When specifically dealing with camera-based perception object tracking is a critical task in

computer vision, focused on identifying and tracking objects across frames. This chapter

presents a comprehensive review of the evolution of object-tracking algorithms, with an

emphasis on components of tracking-by-detection. The literature review is structured around

advancements in motion compensation, frame restoration, filtering techniques like Kalman

filters, and the evolution of object detectors used within tracking-by-detection systems.

Single Object Tracking (SOT) [45] in 2D represents a fundamental task in computer vision,

focused on tracking a single target throughout a video sequence. Various SOT algorithms,

such as the Kernelized Correlation Filter (KCF) [19] and MOSSE filters [6], have been

developed to address the challenges of tracking under motion, appearance variations, and

scale changes. While deep learning-based trackers like MDNet and Siamese Networks (e.g.,

SiamFC [3], SiamRPN [24]) have further improved tracking performance, they remain lim-

ited by issues like occlusion, scale variation, and computational overhead. Bolme et al.

introduced MOSSE filters as an early and efficient method for SOT , which was later en-

hanced by Henriques et al. with KCF for more robust tracking,although challenges such as

abrupt motion and occlusion persisted. The Siamese-based trackers proposed by Bertinetto

et al. (SiamFC) and Valmadre et al. [50] further advanced SOT using deep learning, yet

13
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Figure 2.1: Classification of Camera based 2D Object Tracking

SOT algorithms still fall short in multi-object scenes and cluttered environments typical in

real-world applications like autonomous driving. The inability to track multiple objects or

handle severe occlusion necessitates the use of Multi-Object Tracking (MOT) algorithms in

such contexts, which can better manage the dynamic and complex environments encountered

in autonomous systems.

Historically, multi-object tracking(MOT) algorithms [32] relied on joint detection and track-

ing frameworks, in which a single system was tasked with both identifying and tracking

objects concurrently. While this approach provided an integrated solution, it often encoun-

tered significant challenges related to computational complexity, particularly in real-time

applications, where the tight coupling of detection and tracking components led to ineffi-

ciencies and limited scalability.
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Recent advances in machine learning have significantly improved MOT algorithms, effec-

tively addressing challenges like occlusion, identity switching, and long-term tracking fail-

ures. CenterTrack [63], for instance, uses a CNN-based motion prediction module to estimate

heatmap displacements across frames, thereby enhancing data association. However, despite

its strong benchmark performance, CenterTrack still faces issues with identity switches and

maintaining reliable tracks in complex scenarios. Transformer architectures have proven

highly effective for MOT due to their ability to extract global features and aggregate tem-

poral data, ensuring consistent object associations across frames. Transformers can process

multiple queries in parallel while incorporating historical data, making them ideal for MOT

tasks. Notable transformer-based frameworks include TrackFormer [33], MOTR [61], Global

Tracking Transformer (GTR) [64], and MeMOT [8]. TrackFormer and MOTR use a si-

multaneous detection-and-tracking approach by combining detected object embeddings with

new queries, whereas GTR employs a tracking-by-detection method using self- and cross-

attention to link objects across frames. MeMOT integrates a DETR-based detector [11] with

multiple attention mechanisms to aggregate features and maintain identities.

Among these approaches, the tracking-by-detection paradigm has gained prominence as a

particularly robust solution for many MOT applications, particularly within complex envi-

ronments such as autonomous driving.

In tracking-by-detection, an object detector first identifies objects in each frame, and a

tracker associates the detections across consecutive frames. This decoupling allows the detec-

tor and tracker to be optimized independently, offering greater flexibility and performance.

The tracking-by-detection paradigm has become the dominant approach due to its modular

nature and the ability to leverage advanced object detectors.

The modern MOT research with tracking-detection technique has given advantage to improve

the performance of detector and tracker independently. When looking at the tracker part,
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filtering techniques, data association methods, and motion models have been extensively

developed. The subsequent sections explore the evolution of key components in tracking-by-

detection algorithms, including filtering techniques, motion compensation, frame restoration,

and object detection.

One of the most widely used techniques in tracking-by-detection is the

, which was introduced for estimating object positions and velocities over time. The

Kalman filter assumes a linear motion model and is particularly effective for tracking objects

with smooth motion, such as vehicles. It employs a constant velocity or constant acceleration

model to predict the next state of tracked objects and combines motion prediction with

measurement updates to refine the state estimate.

SORT (Simple Online and Realtime Tracking), proposed by Bewley et al. [4], introduced

a tracking framework based on the Kalman filter and the Hungarian algorithm for data

association. SORT was a simple yet efficient method that combined the constant velocity

Kalman filter with Intersection over Union (IoU) for associating detections. However, it was

limited by its reliance on IoU, which made it susceptible to identity switches and failures in

crowded scenes or during object occlusions.

To address these limitations, DeepSORT (Wojke et al. [56] incorporated deep learning-based

appearance features for improving the data association step. By integrating appearance

embeddings from a deep neural network, DeepSORT improved upon SORT’s robustness to

occlusion and object re-identification, reducing identity switches significantly. Despite these

advancements, DeepSORT still struggled in scenarios involving large motion variations or

long-term occlusion.
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ByteTrack [62] further advanced the tracking-by-detection framework by introducing a two-

stage association process, where high-confidence detections are matched first, followed by

low-confidence detections. But similar to DeepSORT, still struggled in scenarios involving

large motion variations or long-term occlusion.

In recent years, several approaches have been proposed to further improve the filtering

techniques in MOT, particularly addressing challenges like motion variation and occlusion.

OCSORT (Observation-Centric SORT) [10], proposed by Cao et al., enhances the motion

model by dynamically adjusting the Kalman filter’s process noise based on the observed

motion patterns. This adaptive approach allows OCSORT to handle non-linear and erratic

object motion more effectively. BOTSORT [1] (ByteTrack Optimized SORT), proposed

by Ahmetgiray et al., integrates the core principles of Kalman filtering with advanced data

association techniques. BOTSORT enhances SORT by introducing a constant accelera-

tion model, allowing it to better handle abrupt changes in object velocity. Additionally,

BOTSORT leverages a probabilistic association technique inspired by ByteTrack, improving

identity preservation even in complex scenes.

Both OCSORT and BOTSORT extend the basic Kalman filter framework, incorporating

adaptive noise models and appearance features to improve tracking performance in crowded

environments. But both approaches and approaches following upon them follow the as-

sumption that distribution for state estimation is Gaussian, motion is always linear and

there is minimal to no camera movement. This is not the case in real world especially in the

application of autonomous driving.
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Accurate motion estimation is critical for handling camera movements in multi-object track-

ing (MOT) systems. Camera motion can introduce significant challenges, including false

object movements, incorrect associations, and general degradation of tracking performance.

To effectively manage these challenges, robust motion compensation is necessary to separate

camera-induced motion from actual object movement.

The Enhanced Correlation Coefficient (ECC) [16] method is one of the earlier approaches

used for estimating motion compensation between image frames. ECC is effective in regis-

tering images by maximizing the correlation coefficient between them, making it useful for

applications where the camera experiences consistent transformations such as translation or

rotation. However, ECC struggles in environments with significant non-linearities or rapid

changes, as it assumes a consistent transformation model and does not handle occlusions or

dynamic scenes well. This limitation makes ECC less practical for real-time and complex

multi-object tracking applications.

The Scale-Invariant Feature Transform (SIFT) [29] was a significant advancement over earlier

methods like ECC. SIFT detects and matches key feature points that are invariant to scale,

rotation, and slight changes in illumination, making it suitable for environments with varying

viewpoints. By detecting and matching these feature points, SIFT can estimate geometric

transformations such as translation and rotation, which helps in compensating for camera-

induced motion. However, SIFT’s computational complexity poses a major limitation for

real-time applications, as the process of extracting and matching a large number of features

is resource-intensive. This makes SIFT impractical for scenarios that require fast processing,

such as autonomous vehicles and real-time surveillance.

To address the computational challenges posed by SIFT, Oriented FAST and Rotated BRIEF
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(ORB) [42] was introduced as a more efficient alternative. ORB combines the FAST keypoint

detector and the BRIEF descriptor [9], both designed to be computationally lightweight.

ORB retains some scale and rotation invariance properties of SIFT but operates much faster,

making it better suited for real-time applications. Despite its improved efficiency, ORB has

its own limitations, particularly in handling repetitive textures or low-light environments

where feature quality can degrade. Additionally, ORB’s reliance on binary descriptors limits

its ability to capture detailed feature information compared to SIFT, reducing robustness in

complex tracking scenarios.

Traditional optical flow methods, such as Lucas-Kanade and Farneback [7], estimate pixel-

wise motion by analyzing image gradients. These methods are useful for capturing small,

incremental movements but often struggle with large displacements or rapid changes. Deep

learning-based optical flow methods, such as PWC-Net [46] and RAFT [48], significantly

improved the capability to estimate complex motion patterns by leveraging convolutional

neural networks. Deep optical flow methods can capture both large and small motions, even

in challenging scenarios with occlusions or rapid changes, providing a dense estimation of

motion across the entire image. However, these methods can be computationally intensive

and require substantial training data to perform well in diverse environments.

Motion blur significantly affects the performance of object detection and tracking in multi-

object tracking (MOT) systems, as it impairs object clarity and complicates feature extrac-

tion. Recent advancements have therefore focused on integrating frame restoration tech-

niques into MOT pipelines to enhance the quality of motion-blurred frames and improve

overall detection robustness. Frame restoration not only aids in visual clarity but also plays
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a crucial role in improving downstream tasks, such as object re-identification and data asso-

ciation. Without effective restoration, blurred frames can lead to tracking failures, frequent

identity switches, and reduced robustness of the entire MOT pipeline.

• [12] uses a CNN-based deblurring module, CDVD [36], to restore motion-

blurred frames. However, the computational complexity of deep learning models makes

this approach challenging for real-time applications.

• [49], developed by Tsai and Peng, introduced a more optimized network

for real-time deblurring, though it still encounters limitations in high-speed scenar-

ios where ultra-low latency is required.

Classical methods like Wiener filtering [55], and Lucy-Richardson deconvolution [30] provide

computationally efficient alternatives to deep learning models. These methods are less de-

manding in terms of processing power and are thus more suitable for real-time applications,

albeit with a trade-off in restoration accuracy. For example, Wiener filtering uses statisti-

cal estimation to reduce noise and sharpen blurred frames, making it particularly effective

for moderately blurred images where computational simplicity is paramount. Similarly, the

Lucy-Richardson deconvolution method iteratively enhances images by reversing the point

spread function that causes blur, recovering a clearer version of the original frame. Although

these methods do not achieve the high-quality results of deep learning-based approaches, they

still play a crucial role in situations where maintaining real-time frame rates is essential.

By optimizing classical methods for real-time performance, frame restoration can be achieved

without significant delays, making them a pragmatic solution for MOT systems where the

primary goal is maintaining real-time processing capabilities. Furthermore, combining clas-

sical deblurring techniques with lightweight machine learning models can further enhance

performance. For example, using a Wiener filter as a pre-processing step before applying a
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shallow CNN provides a balance between computational efficiency and restoration quality,

allowing MOT systems to benefit from both approaches. This hybrid method can mitigate

some of the limitations of purely classical approaches while avoiding the high computational

cost of deep neural networks.

Although the integration of frame restoration techniques into MOT systems can enhance

tracking accuracy and system interpretability, it also presents significant challenges when

combined with other computational components, such as tracking-by-detection. Effective de-

blurring improves the clarity of frames, which in turn aids human oversight in applications

like security and surveillance by making automated decisions easier to verify and validate.

However, the computational cost of incorporating advanced deblurring with tracking-by-

detection often becomes expensive, especially in real-time scenarios involving autonomous

vehicles, smart city monitoring, and robotics. This complexity makes it challenging to bal-

ance the need for accurate frame restoration with the computational demands of maintaining

efficient tracking. As the demand for reliable real-time MOT solutions grows, computation-

ally efficient frame restoration techniques will remain essential, but addressing these chal-

lenges will require careful consideration of trade-offs in accuracy, robustness, and overall

system complexity.

Object detection is a fundamental component of the tracking-by-detection paradigm, as

the accuracy and efficiency of the detector directly impact the overall performance of the

tracking system. Over the years, a variety of object detectors have been employed in tracking

algorithms, with each successive generation offering improvements in speed, accuracy, and

robustness. These detectors play a critical role in identifying objects within each frame,
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which are then associated across frames by tracking algorithms.

SORT initially utilized [41] as its object detector. FasterRCNN was one of

the first two-stage object detection frameworks, combining region proposal generation with

convolutional networks for accurate object localization and classification. Although effective,

FasterRCNN’s computational complexity limited its speed, making it less suitable for real-

time applications. Consequently, SORT was later paired with faster detectors to improve

real-time performance.

The introduction of the series of detectors revolutionized

object detection in tracking algorithms due to their real-time speed and high accuracy.

Detectors such as [40], [5], and [21] improved upon previous

models by achieving higher frame rates without compromising detection precision, making

them ideal for multi-object tracking systems that required fast and accurate detections.

These YOLO detectors became widely used in various tracking algorithms, including those

based on SORT.

As demand for even faster and more accurate detectors grew, [17] and [53]

emerged as top choices for modern tracking-by-detection frameworks. These detectors intro-

duced further improvements in both speed and accuracy, making them particularly useful for

real-time applications such as autonomous driving, video surveillance, and robotics. YOLOX,

in particular, gained traction for its adaptability and balance between speed and precision,

making it a preferred detector for trackers like and .

integrates state-of-the-art detectors such as , and .

In conclusion, to overcome tracking-by-detection limitations from previous works for camera-

based 2D multi-object tracking, there needs to be improvement in filtering techniques, motion

compensation, and object detection. By combining robust detectors like YOLO with better
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filters, motion compensation, and tracker, algorithms are capable of achieving high accuracy

in real-time applications, even in diverse environments.



In this chapter, we present our proposed method to address the limitations identified ear-

lier. Our approach focuses on developing a tracking framework that enhances motion com-

pensation for better adapt to dynamic camera and object movements. It improves track

association to handle significant variations in aspect ratios, ensuring more reliable tracking.

Additionally, we leverage state-of-the-art object detectors optimized for autonomous driving

to achieve high detection accuracy under real-world conditions. In our model as shown Fig-

ure 3.1, we go through frame by frame where the frame passes through a signal-to-noise ratio

evaluation. For ratio values less than a given threshold, it passes through a Laplacian filter to

sharpen the image. Then the sharpened image is processed by YOLOv8 for object detection

and deep learning-based motion compensation to find the homography matrix (rotation and

translation) between the previous and current frame’s feature keypoints. This matrix, along

with the previous frame’s track information, is passed through a Kalman filter to predict

future bounding boxes. With YOLO-detected and Kalman-Filter (KF) detected boxes, an

association is made, and an ID is assigned to each bounding box using a cost function de-

fined by the aspect ratio and intersection-over-union (IoU) of the bounding box. For lower

detection confidence cases, a second association is made through IoU. The combination of

the first and second associations constitutes the final tracking for that frame.

24
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Figure 3.1: The proposed framework of SD-SORT. There are three modules shown in dif-
ferent colors: 1) (green) Deblurring module to assist in better object detection. 2) (blue)
Detection Module which consist of YOLOv8 for detecting object and dense motion compen-
sation creating homography matrix assisting Kalman filter to predict the future state of the
bounding box. 3) (pink) Tracking module which uses a approach to cost matrix

In the context of autonomous driving, the motion of the vehicle often results in the produc-

tion of blurred images, especially during diverse road conditions that may induce vertical

oscillations or sudden movements. This phenomenon significantly impedes the effectiveness

of object detection models, even those trained with extensive data augmentation techniques.

From previous work [12], used deep neural network models for image deblurring, at the ex-

pense of computational efficiency. Moreover, the evaluation of deblurring efficiency by Peak

Signal-to-Noise Ratio (PSNR) values requires ground truth images, rendering the method

impractical for real-time deployment scenarios lacking such references.

Therefore, a deblurring module is introduced that determines whether a frame should be

deblurred based on its PSNR (Peak Signal-to-Noise Ratio) value. The PSNR is calculated
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Figure 3.2: This shows a detailed outline of the deblurring module where the frame is passed
through Laplace gradient magnitude to find PSNR and if the value is below the threshold
then the image is passed through a 2D kernel for deblurring.

using the blur gradient method, which assesses the image sharpness by computing the second

derivative with the Laplacian operator, a robust technique for noise resilience. Figure 3.2

shows the working of this module. From frame-by-frame without giving a ground truth, we

experimentally find a threshold to identify if frame is considered blurry. If the PSNR value

falls below a threshold value, indicating significant blur, the frame undergoes a deblurring

process using a sharpening filter. This filter is a 2D kernel in the form of a 3x3 matrix

designed to enhance the center pixel’s intensity relative to its neighboring pixels, effectively

accentuating edges and details. The filter works by amplifying the center pixel’s value

while subtracting the values of the surrounding pixels, thus enhancing the image’s overall

sharpness. By applying this sharpening kernel, the blurred image is transformed into a clearer

and more defined version. The integration of this real-time deblurring module ensures that

frames with lower PSNR values are effectively sharpened.
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Motion compensation plays a crucial role in enhancing tracking accuracy by pre-processing

the previous and current frames to extract key feature points and align them, which assists

in the prediction stage of a Kalman filter. In most existing works, such as BOT-SORT,

the focus has primarily been on scenarios with static cameras, which fail to account for the

complexities introduced by dynamic camera movements—a scenario commonly encountered

in real-world driving datasets, such as those from KITTI or BDD100K [60]. This static

camera assumption limits the adaptability of the tracking model in dynamic environments.

To address this limitation, we propose integrating a more robust motion compensation mech-

anism that can handle dynamic camera motion. Specifically, we employ LightGlue, a state-

of-the-art deep neural network designed for local feature matching between image pairs. Un-

like traditional feature-matching techniques, LightGlue is better suited for dynamic scenes,

as it can efficiently and accurately pair key feature points across consecutive frames. This not

only improves the quality of motion compensation but also introduces adaptability through

fine-tuning its parameters for task-specific objectives. Moreover, this method maintains

an inference speed that is competitive with traditional optical flow estimation techniques,

making it suitable for real-time applications in object tracking.

For each frame ft and its preceding frame ft�1, we start by extracting key feature points

using the SUPERPOINT network [14], a high-performance deep learning model specifically

designed for real-time feature detection and description. SUPERPOINT allows us to detect

salient points in both frames, which are subsequently fed into LightGlue to establish corre-

spondences between the key points of ft and ft�1. LightGlue’s deep matching mechanism

enables more accurate pairings by leveraging learned priors from large datasets, especially

in scenarios involving complex motion.
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Once the feature correspondences have been established, we use the RANSAC algorithm to

robustly estimate an affine homography matrix. This matrix captures the geometric trans-

formation, including translation and rotation, between consecutive frames, while filtering

out any outliers that may have arisen due to noise or mismatches in the key point pairs.

The RANSAC algorithm is particularly effective in dynamic environments as it can tolerate

a high number of outliers while ensuring the integrity of the homography estimation.

The computed homography matrix forms the basis for motion compensation. By apply-

ing the homography transformation to the feature points, we effectively align ft with ft�1,

thereby mitigating the effects of camera movement. This alignment significantly improves

the performance of the Kalman Filter [23], which uses the motion-compensated frames to

predict the future state of objects in the scene. The Kalman filter, which operates as a re-

cursive Bayesian estimator, leverages both the current measurement (the aligned frame) and

the previous state to produce more accurate predictions of the object’s position and velocity

in subsequent frames.

This deep motion compensation pipeline—combining SUPERPOINT, LightGlue, and RANSAC—

enhances both the robustness and adaptability of the Kalman filter in dynamic camera se-

tups. By mitigating the challenges posed by non-static scenes, our method improves the

overall tracking accuracy and efficiency, making it well-suited for real-time applications in

autonomous driving and robotics.

In previous works, object detection algorithms such as YOLOv4 [5], YOLOv5 [21], YOLOX [17]

and YOLOv7 [53] have been extensively utilized due to their balance of accuracy and com-

putational efficiency. However, recent advancements in the YOLO series have led to the
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Figure 3.3: The overall architecture of YOLOv8 from [58]

development of YOLOv8 and Yolov9, which demonstrates significant improvements in both

accuracy and speed. With increase in speed of detection, deep learning modules can be

added to tracker to improve the accuracy and speed. Consequently, we adopt the YOLOv8

model, implemented using the ultralytics [20] framework, to enhance detection performance

in our study.

For this research, we specifically focus on driving datasets, which present unique challenges

due to the diverse and dynamic nature of road environments. To address these challenges,

we train the YOLOv8 model on the KITTI and BDD100k dataset. Both datasets are used

because each dataset has more different diversity in terms of lighting and weather conditions

at various locations. We will be integrating the state-of-the-art real-time object detection -

Yolov8 and Yolov9.

The YOLOv8 architecture as shown in Fig 3.3, represents a significant advancement over its

predecessor, YOLOv5, by incorporating various improvements to the backbone, neck, and

prediction layers. The backbone of YOLOv8 integrates the C2f module, which is an upgrade

of the C3 module used in YOLOv5, allowing for a more efficient combination of depthwise

convolutions and feature fusion, leading to enhanced feature extraction capabilities. Addi-

tionally, the Spatial Pyramid Pooling-Fast module in YOLOv8 provides a more streamlined
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approach to aggregating multi-scale features, reducing computational load while maintain-

ing performance. In the neck section, YOLOv8 continues with the PANet structure [28],

but optimizes it by employing better upsampling and concatenation techniques to enhance

feature map resolution, which is crucial for detecting smaller objects. The inclusion of more

advanced C2f layers in the neck further facilitates better information flow from the back-

bone to the prediction layers. Collectively, these architectural enhancements in YOLOv8

contribute to improved object detection accuracy, faster inference, and better handling of

challenging scenarios, such as small object detection and complex backgrounds, compared

to YOLOv5.

The training process involves fine-tuning of the YOLOv8 model to optimize its performance

for the specific characteristics of the KITTI dataset. This includes adjusting the model’s

hyperparameters, data augmentation techniques, and training strategies to ensure that the

model can effectively generalize to various driving situations. The integration of the Aspect-

ratio Intersection over Union (Aspect-ratio IoU) into the cost matrix further enhances the

model’s ability to accurately associate bounding boxes, accounting for both size and shape

variations of detected objects.

Building upon YOLOv8’s improvements, YOLOv9 incorporates transformer-based attention

modules that greatly enhance the network’s ability to focus on crucial features, particularly in

complex, cluttered environments. This addition enables better feature extraction and makes

YOLOv9 particularly effective in handling occlusions and challenging object appearances.

Additionally, YOLOv9 integrates improved feature pyramid network [26], and combination

of cross-stage partial networks designs and Generalized Efficient Layer Aggregation Net-

work [52], which enhance multi-scale feature fusion while reducing the computational load.

This allows YOLOv9 to efficiently detect and track both small and large objects. More-

over, YOLOv9 employs a more refined decoupled head structure, which effectively separates
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classification and localization tasks, further boosting detection precision and robustness,

especially in dynamic scenarios.

The training process involved intensive fine tuning of hyperparameters for YOLOv8 and

YOLOv9 models to optimize their performance for autonomous driving using the KITTI

and BDD100k datasets. This includes adjusting the models’ hyperparameters, data aug-

mentation techniques, and training strategies to ensure effective generalization to various

driving situations. The integration of the Aspect-ratio Intersection over Union (Aspect-

ratio IoU) into the cost matrix further enhances the models’ ability to accurately associate

bounding boxes, accounting for both size and shape variations of detected objects.

Overall, the adoption of YOLOv8 and YOLOv9, combined with specialized training on

the KITTI and BDD100k datasets and the introduction of Aspect-ratio IoU, represents

a significant advancement in object detection for autonomous driving applications. This

approach promises to deliver higher accuracy and faster detection, ultimately contributing

to the development of safer and more reliable autonomous vehicles.

This implementation is designed to track bounding boxes in an image space, representing the

object state as an 8-dimensional vector that includes the position, size, and velocity of the

bounding box. This filter is structured to operate with a constant velocity model, assuming

linear motion of the object across frames.

The state space is represented as:

k = [x; y; w; h; vx; vy; vw; vh]T
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where (x; y) are the center coordinates of the bounding box, w and h represent the width

and height, and vx; vy; vw; vh are their respective velocities.

The Kalman filter relies on a state transition model that predicts the next state of the object

based on the previous state. This is encoded in the matrix , referred to as the motion model

in the code:

=

2666666666666666666664

1 0 0 0 �t 0 0 0

0 1 0 0 0 �t 0 0

0 0 1 0 0 0 �t 0

0 0 0 1 0 0 0 �t

0 0 0 0 1 0 0 0

0 0 0 0 0 1 0 0

0 0 0 0 0 0 1 0

0 0 0 0 0 0 0 1

3777777777777777777775
This matrix incorporates both the current state and the velocity terms.

The measurement model relates the observed measurements (bounding box center, width,

and height) to the state vector. This is represented by the observation matrix :

=

266666664

1 0 0 0 0 0 0 0

0 1 0 0 0 0 0 0

0 0 1 0 0 0 0 0

0 0 0 1 0 0 0 0

377777775



33

This matrix maps the 8-dimensional state to the 4-dimensional measurement vector.

When a new object is detected, the Kalman filter is initialized using the object’s bounding

box coordinates, as shown in the ‘initiate‘ method. The state mean vector 0 is initialized

with the object’s position and size, while the velocities are set to zero:

0 = [x0; y0; w0; h0; 0; 0; 0; 0]T

The covariance matrix 0 is initialized based on the object’s size, with higher uncertainty

for velocity components:

0 = diag(�2
x; �2

y ; �2
w; �2

h; �2
vx

; �2
vy

; �2
vw

; �2
vh

)

where the standard deviations for position and velocity are determined by the object’s di-

mensions.

In the prediction step, the Kalman filter predicts the object’s next state based on the current

state and the state transition model. The predicted state is given by:

^�
k = ^k�1

The covariance matrix is updated with being process noise covariance:

�
k = k�1

T +
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= diag
�

�pŵ2
k�1; �pĥ2

k�1; �pŵ2
k�1; �pĥ2

k�1; �pŵ2
k�1; �pĥ2

k�1; �vŵ2
k�1; �pĥ2

k�1; �vŵ2
k�1; �pĥ2

k�1

�
;

where �p = 0:05; �v = 0:00625 are the scaling factor of the process noise of mean of weight,

ŵk�1, and height, ĥk�1 similar to values used from [1].

Once a new measurement is available, the Kalman filter performs the update step. The

Kalman gain k is computed as:

k = �
k

T ( �
k

T + )�1

and

= diag
�

�pŵ2
k�1; �pĥ2

k�1; �pŵ2
k�1; �pĥ2

k�1; �pŵ2
k�1; �pĥ2

k�1

�
;

where is the measurement noise covariance matrix. The state is updated using the mea-

surement k as follows:

^k = ^�
k + k( k � ^�

k )

The covariance matrix is updated to reflect the reduced uncertainty:

k = ( � k ) �
k
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This update step is implemented in the ‘update‘ method.
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Kalman Filter for Bounding Box Tracking

Initialize state vector 0 = [x; y; w; h; vx; vy; vw; vh]T with initial bounding box (x; y; w; h)
and zero velocities.
Initialize covariance matrix 0 based on uncertainties in position and velocity.

(measurement)
Set initial state vector 0 = [x; y; w; h; 0; 0; 0; 0]T from the measurement (x; y; w; h).
Set initial covariance 0 = diag(�2

x; �2
y ; �2

w; �2
h; �2

vx
; �2

vy
; �2

vw
; �2

vh
).

0; 0

(mean, covariance)
Predict the next state:

^�
k = ^k�1

Update covariance:
�
k = k�1

T +

^�
k ; �

k

(mean, covariance, measurement)
Project state into measurement space:

^k = ^�
k

Compute innovation:
k = k � ^k

Compute Kalman gain:

k = �
k

T ( �
k

T + )�1

Update state:
^k = ^�

k + k k

Update covariance:
k = ( � k ) �

k

^k; k

(mean, covariance)
Project the 8-dimensional state into 4-dimensional measurement space:

k = k

Project covariance:
z = k

T +

k; z
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In driving datasets like KITTI [18], a combination of pedestrians and vehicles is annotated

using bounding boxes, where the height dimension is particularly significant for pedestrians

and the width dimension is critical for vehicles. In recent work, such as Hybrid-SORT [59],

have focused exclusively on the height of bounding boxes due to their primary applica-

tion to the DANCETRACK [47] dataset, which consists only of people and exhibits abrupt

variations in width. However, for applications in autonomous driving, it is imperative to

incorporate both the height and width dimensions of bounding boxes to achieve accurate

detection and tracking of diverse objects. Therefore, the concept of aspect ratio can be

applied. Utilizing the aspect ratio, defined as the ratio of the width to the height of the

bounding box, facilitates a more comprehensive representation of the object’s dimensions.

This enhances the precision of object localization and classification. The consideration of

both height and width ensures that tracking algorithms can effectively manage a variety of

objects. Figure 3.4 shows the detailed perspective of the tracking association.

To enhance object detection and tracking in autonomous driving, we propose the incorpora-

tion of Aspect-ratio Intersection over Union (ARIoU). In the adaptive approach both height

and width of bounding box is used depending on the dimension of the box as shown in

equation 3.2. In ARIoU, the aspect ratio between the predicted bounding box from Kalman

filter, box1 with width = w1 and height = h1, and bounding box from object detecter, box2

with width = w2 and height = h2. The minimum over maximum ratio as shown in equation

3.3 between both the bounding boxes aspect ratio provides a normalized score providing a

robust approach in using of the size of the bounding boxes. By adding IoU(Intersection over

Union) to Aspect-Ratio(AR) (eq.3.3), the effective cost balances the shape similarity and
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