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Primary User Obfuscation in an Incumbent Informed Spectrum

Access System

Cameron Makin

(ABSTRACT)

With a growing demand for spectrum availability, spectrum sharing has become a high-profile

solution to overcrowding. In order to enable spectrum sharing between incumbent/primary

and secondary users, incumbents must have spectrum protection and privacy from malicious

new entrants. In this Spectrum Access System (SAS) advancement, primary users are obfus-

cated with the efforts of the SAS and the cooperation of obedient new entrants. Further, the

necessary changes to the SAS to support this privacy scheme are exposed to suggest improve-

ments in Primary User (PU) privacy, Citizens Broadband Radio Service Device (CBSD)-SAS

relations, and punishment for unauthorized transmission. Results show the feasibility for PU

obfuscation with respect to malicious spectrum sensing users. Simulation results indicate

that the obfuscation scheme can deliver location and frequency occupation privacy with 75%

and 66% effectiveness respectively in a 100% efficient spectrum utilization oriented obfusca-

tion scheme. A scheme without spectrum utilization constraint shows up to 91% location

privacy effectiveness. Experiment trials indicate that the privacy tactic can be implemented

on an open source SAS, however environmental factors may degrade the tactic’s performance.



Primary User Obfuscation in an Incumbent Informed Spectrum

Access System

Cameron Makin

(GENERAL AUDIENCE ABSTRACT)

With a growing demand for spectrum availability, wireless spectrum sharing has become a

high-profile solution to spectrum overcrowding. In order to enable spectrum sharing between

incumbent/primary (e.g.,federal communications, naval radar, users already grandfathered

into the band) and secondary users (e.g., commercial communications companies), incum-

bents must have spectrum protection and privacy from malicious new entrants. In this SAS

advancement, primary users are obfuscated with the efforts of the incumbent informed SAS

and the cooperation of obedient new entrants. Further, the necessary changes to the SAS to

support this privacy scheme are exposed to suggest improvements in PU privacy, CBSD-SAS

relations, and punishment for unauthorized transmission. Results show the feasibility of PU

obfuscation with respect to malicious spectrum sensing users. Simulation results indicate

that the obfuscation tactic can deliver location and frequency occupation privacy with 75%

and 66% effectiveness respectively in a 100% efficient spectrum utilization oriented obfusca-

tion scheme. A scheme without spectrum utilization constraint shows up to 91% location

privacy effectiveness. Experiment trials indicate that the privacy tactic can be implemented

on an open source SAS, however environmental factors may degrade the tactic’s performance.
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Table 1: Acronyms and Abbreviations
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ceived

ASAS Advance SAS

The name of the SAS proposed in
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housing an antenna

CBRS Citizens Broadband Radio Service
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research

CR Cognitive Radio
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trum sensing and RF parameter
modi�cation
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The United States Department of
Defense
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when the opportunity arises

EIRP E�ective Isotropic Radiated Power
A measurement of the transmit
power of a radio

ESC Environmental Sensing Capability
A system that can gather and deliv-
ery spectrum occupancy data

FCC
Federal Communications Commis-
sion

United States agency that creates
and enforces spectrum policy

FFT Fast Fourier Transform
An algorithm that allows time do-
main spectrum information to be
converted to frequency domain

FPGA Field Programmable Gate Array
A device that has re-programmable
hardware for in-�eld modi�cation
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GAA General Authorized Access
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sual programming of SDRs

IIC Incumbent Informing Capability
A channel of communication where
incumbent users may notify SASs of
intended spectrum utilization

ISM Industrial, Scienti�c, and Medical
A band utilized for over-the-air re-
search

JS JavaScript
Programming language used for web
related software

MU Malicious User
A SAS user or unregistered receiver
that operates with the purpose of
causing harm

MUSIC MUltiple SIgnal Classi�cation
An algorithm used for radio direc-
tion �nding

NTIA
National Telecommunications and
Information Administration

United States Department of Com-
merce agency that servers as the
President's advisor for telecommuni-
cations related policy

PAL Priority Access Licensee
A user that carries a Priority Access
License

PIR Private Information Retrieval
Accessing of sensitive data from the
spectrum database

PU Primary User
A spectrum occupant, typically gov-
ernmental or incumbent, with the
highest spectrum priority

PSD Power Spectral Density
A measurement of signal power with
respect to the frequency(ies) trans-
mitted

QoS Quality of Service
A phrase utilized to refer to how well
a service is performing

SAS Spectrum Access System An automatic frequency allocator

SDR Software De�ned Radio
A device with con�gurable RF hard-
ware
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SINR
Signal to Interference plus Noise Ra-
tio
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signal received and noise plus inter-
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SU Secondary User
Any user of the SAS that does not
have PU status

USRP Universal Software Radio Peripheral
A device sold by Ettus Research that
contains SDR technology with other
supporting hardware

VTSAS Virginia Tech SAS
Virginia Tech's Open Source SAS
server

WInnForum Wireless Innovation Forum
Organization that promotes wireless
technology advancements
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Chapter 1

Introduction

As a result of rapid technological innovation, wireless technology is becoming more feasible

in all devices. Cisco reports indicate 29.3 billion Internet of Things (IoT) devices will have

mobile connectivity by the year 2023 [3]. As wireless devices are created and mass-produced,

spectrum availability decreases. Devices must compete for spectrum availability. In densely

populated areas, many wireless devices may demonstrate poor quality of service (QoS) due

to spectrum overcrowding and rising demand for spectrum.

While the Federal Communications Commission (FCC) has enabled Dynamic Spectrum

Sharing (DSS) in bands with governmental, commercial, and general users, these bands are

limited in frequency and may only provide marginal bene�ts as a result of spectrum sharing.

In an ideal case, the entirety of typically vacant but federally allocated spectrum would

utilize a sharing mechanism to greatly increase spectrum availability and utilization for all

other users. To reach this ideal case, the incumbent users of various spectrum bands must be

guaranteed privacy and protection from the new entrants that are provided this opportunity.

As a result, SAS architectures are being developed commercially and in research settings.

1



2 Chapter 1. Introduction

With SAS interface documentation provided by the Wireless Innovation Forum (WInnForum),

along with an open-source SAS to develop with, SAS research and development becomes fea-

sible. The technical speci�cations for data reported to the SAS by a CBSD are enough to

create a functional automated frequency coordinator, but there are ways to help the SAS

have extended functionality.

Increasing incumbent, or PU, privacy is a requirement before extending the bands in which

spectrum sharing solutions are implemented. PU obfuscation, a subset of PU privacy tech-

niques, may bene�t from the aid of the new spectrum sharing system entrants, named

Secondary Users (SUs). In this text, a Advanced SAS (ASAS) architecture is implemented

where SUs will support PU obfuscation by transmitting over adjacent bands with idle SUs.

Under the discretion of the controlling SAS, SUs will extend their permissions with the SAS

to allow provide transmission control to deliver PU obfuscation.

1.1 Purpose of Research

The research e�orts conducted for this text deliver two bene�ts to the academic community.

The �rst delivered bene�t stems from a lack of an open-source SASs. A SAS client has been

built that follows WInnForum and FCC speci�cations to the fullest extent possible with

the provided resources. This open-source client provides a foundation for other researchers

to build similar clients for their Software De�ned Radio (SDR) networks. Further, with

an enabling client, the Virginia Tech Spectrum Access System (VTSAS) has been tested

and is suitable for cloning on the GitHub repository. The second deliverable is a novel

PU obfuscation scheme. The purpose of any PU obfuscation scheme is multi-dimensional.

The imminent e�ect of PU obfuscation is increased PU privacy. Incumbent / PUss that

o�er shared spectrum have the expected privilege of maintaining transmission and location
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privacy. PU obfuscation in this text proposes a novel method of keeping PU operation

parameters private. A result of increased PU privacy may yield greater e�ects on DSS on

di�erent spectrum bands that are currently unavailable for shared use. Should 3.5 GHz

CBRS sharing become a reliable and safe band for PU occupancy, this may unlock more

spectrum for sharing, which may increase spectrum availability for SUs and result in more

e�cient spectrum usage for all.

1.2 Thesis Outline

In this Thesis, Chapter 2 introduces fundamental federal policies, systems, and organizations

that are relative to the research conducted. Chapter 3 provides a survey of current PU

privacy techniques along with a comparison table of the approaches as well as the approach

proposed in this text. Chapter 4 describes the proposed ASAS features, a PU privacy tactic,

multiple PU obfuscation schemes, and methodology of implementing the privacy tactic.

Chapter 6 shows simulation and experiment results. Section 6.3 includes discussion about

the simulation and experiment results along with exposed limitations of the tactic. The �nal

chapter, Chapter 7, concludes the text and proposed future work to further the capabilities

described in this text.



Chapter 2

Background

2.1 Spectrum Policy

The FCC enforces strict spectrum band occupancy rules and guidelines to enforce and man-

age spectrum users, however, the use of static boundaries and rules for spectrum allocation

is showing its weakness as spectrum demand grows [13]. The FCC has addressed the need

for increased spectrum availability. One of its latest initiatives includes the recent auctioning

of 280 MHz of the C-band (3700-4200 MHz) for 5G cellular communications, moving the ex-

isting satellite communications to the upper section of the band [12]. Of greater importance,

in 2015 the FCC adopted rules for spectrum sharing in the 3.5 GHz band (3550-3700 MHz)

[11]. The 3.5 GHz band is tokened Citizens Broadband Radio Service (CBRS). The CBRS

rules are detailed in the FCC's Title 47 Part 96 document [14]. The rules include information

on permitted spectrum behavior, incumbent protection, priority access, general authorized

access, SAS requirements, and Environmental Sensing Capability (ESC) requirements.

4



2.1. Spectrum Policy 5

2.1.1 CBRS Rules

Incumbent User Protection

FCC Part 96 Subpart B contains the requirements for incumbent user spectrum protection

[14]. Incumbent users are either federal entities, Fixed Satellite Service (FSS) operators, or

grandfathered wireless broadband licensees. Grandfathered wireless broadband licensees are

authorized to transmit over the frequencies 3650 - 3700 MHz whereas the rest of the PUs

operate over the entire 3.5 GHz band. These are all given PU status to the system since

they all carry the highest priority for spectrum access. The SAS is responsible for ensuring

that there is no SU interference upon these users, thus protecting their spectrum access

availability.

Figure 2.1: 3.5 GHz CBRS Band Allocation

PU protection includes channel vacancy timing and signal interference management. To

protect the availability of a channel, all users except for PUs must have the ability to be

noti�ed to vacate a channel and do so in a timely manner. CBSDs are given 300 seconds

from the moment PU presence is detected to turn o� transmission or move to a di�erent

channel. This feature ensures that PUs are given spectrum on time, while also giving the

SUs an appropriate amount of time to either suspend transmission or alter their frequency

parameters. Interference management is a byproduct of revoking spectrum access to SUs. If



6 Chapter 2. Background

SUs are not transmitting, then they are not interfering with the PU.

Priority Access

The CBRS rules detail two types of spectrum channel privileges for SUs: Priority Access

and General Access. The 3.5 GHz CBRS band is separated into two sections: 3550 - 3650

MHz and 3650 - 3700 MHz. The former 100 MHz region is available to both Priority Access

Licensees (PALs) and General Authorized Access (GAA) users. The latter 50 MHz is only

available to the GAA class of SUs. PALs are users who have completed a Priority Access

License application with the FCC. To obtain a Priority Access License, a user must provide

quali�cations, testify the ability to serve the public by being a license holder, register CBSDs

that are SAS compliant, along with other rigorous requirements.

Upon earning a Priority Access License, a PAL earns a higher priority than a GAA user in

the 3550 - 3650 MHz band. While not as high on the priority scale as a PU, a PAL may

have some priority over a general user. This advantage works for seven of the ten channels

(10 MHz bands) within the 3550 - 3650 MHz band. There should not be more than seven

PALs occupying channels in the 100 MHz band described. This limitation ensures that GAA

users have an opportunity to utilize spectrum as well, while also providing some bandwidth

for PALs. Additionally, no single PAL may aggregate more than four PAL channels at any

given time. PALs may participate in competitive bidding to rank higher in their inner-tier.

These funds are collected by the FCC.

In the remaining 50 MHz (3650 - 3700 MHz), PAL users are forbidden, however, GAA users

are allowed to access this spectrum. GAA users are allowed to request spectrum and if

no other user is occupying it, the channel is granted the GAA user. GAA users are not

guaranteed interference protection from any other higher tiered user, and GAA users must
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Figure 2.2: 3.5 GHz CBRS Band PAL Channels

make all e�orts to not interfere with PALs or PUs.

2.2 Spectrum Access Systems

The ruleset governing the 3.5 GHz CBRS band extensively illustrates the use of an automatic

frequency coordinator, also known as a spectrum access system (SAS) [11]. The SAS is a

tiered system that allows for spectrum access and utilization should available spectrum exist.

Traditionally, the 3.5 GHz band is allocated for �xed-satellite, federal radiolocation, federal

aeronautical radionavigation, and �xed mobile use [13]. Currently, the FCC recognizes

Google, Commscope, Amdocs, Sony, and Federated Wireless as SAS providers [26].

The SAS is the system that CBSDs must directly communicate to in order to be granted

spectrum access. In order for a SU to be allowed to transmit over the CBRS band, it

must �rst send the SAS a registration request. Once they are registered, the SU may send

a spectrum inquiry request. This is a query that pulls from the spectrum database and

relays the query results back to the SU. The spectrum inquiry request allow SUs to see what

available channels there are for use. If the ESC determines there is a PU in the inquired
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Figure 2.3: Generic SAS Architecture

spectrum, or if another user is currently granted in the channel, then the inquiry will notify

the CBSD of the occupied channel.

Next is a grant request. A grant request is a formal message sent to the SAS to receive

transmission permission. If the SAS provides a successful grant response, then the SU may

continue to accessing the spectrum. While a CBSD may be granted, that does not mean it is

allowed to transmit. Before the CBSD may access the spectrum, they must send a Heartbeat

request and receive a successful heartbeat response. Then after initiating the �rst heartbeat,

the SU may transmit. As long as the grant is active and the SU desires the spectrum, the

heartbeat protocol is repeated.

The CBRS band, enabled by an automatic frequency coordinator, is a promising area of

interest for those who want to begin the development of systems that defy the rules of static

spectrum allocation and push the boundaries of spectrum availability.
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Figure 2.4: WInnForum SAS-CBSD Protocols
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2.3 WInnForum

Due to the high interest in commercial, academic, and governmental organizations for the

CBRS band, a commonplace for wireless innovation must exist. Introduce the WInnForum

[22]. The WInnForum is an organization dedicated to communicating CBRS standards and

advancements in spectrum sharing policy. High pro�le wireless providers (e.g.,, Verizon,

AT&T), universities (e.g., Virginia Tech, University of Colorado Boulder), research and

development companies (e.g., Qualcomm, Ericsson), and several more are all members of

the WInnForum as the organization fosters a commonplace to put competition aside and

place innovation �rst [24]. The WInnForum provides streamlined documentation for SAS

speci�cations and SAS clients, called a CBSD [23]. The documentation provided by the

WInnForum aligns with FCC requirements, which makes the WInnForum a reliable source

for streamlined spectrum sharing literature.



Chapter 3

Literature Review

3.1 PU Privacy

Primary/Incumbent User Privacy is an essential requirement for any spectrum sharing sys-

tem. Due to the nature of Department of Defense (DoD) and other federal agencies that

would earn PU status, their information must remain secretive. Privacy may be mani-

fested in multiple ways. Privacy includes basestation (BS) geographic location, spectrum

frequency occupation, and spectrum access behavior. All of these, if detected by a malicious

user (MU), would render all DSS opportunities useless and the FCC would be required to

revoke all spectrum sharing privileges.

There are many published texts surveying and/or proposing techniques. Some techniques

delegate actionable items to increase PU privacy onto the PU, while others place PU privacy

responsibility onto the SAS. These methods may be mutually exclusive, allowing an overlap

in techniques with a possible increase in privacy e�ectiveness.

11



12 Chapter 3. Literature Review

3.1.1 PU-Responsible Privacy

In these privacy methods, the PU is responsible to take certain actions that the SAS may

not be able to do.

Frequency Hopping

Frequency hopping is a very elementary technique that the PU can utilize. Traditionally,

With spectrum sensing capability, frequency hopping may prove e�ective in avoiding over-

crowded channels [17]. In the case of a PU, the goal is not only to reduce interference but

also to strengthen privacy. Should a PU decide to utilize frequency hopping, privacy can be

strengthened by hopping to random channels. A study has shown that PU behavior may be

detected, especially when a PU is frequency hopping in a simplistic manner (i.e. hopping

into the closest available channel in sequential order). If a PU decides to frequency hop, it is

suggested to utilize a randomization method to mask its behavior from entities attempting

to study PU frequency occupation [7].

The issue with this privacy technique is that frequency hopping requires a robust transmitter

to receiver communications channel describing the hopping behavior. The receiver will need

to be aware of the channel the transmitter plans on moving to and at what time. This

overhead introduces a tradeo� between privacy and system simplicity. If the PU decides

to change operating frequency, then the receiver must keep up with the movements of the

transmitter which may prove demanding on radio hardware. Assuming the RF hardware

is software de�ned or easily 
exible, there is also overhead in data packets. More bits will

need to be sent to the receiver describing the transmitters intentions, and these bits will also

demand a redundancy protocol to ensure they are not lost in transmission, which increases

the communications link complexity. Additionally, if the receiver and transmitter are able to
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communicate transmitter movements, the latency from the intention transmission, reception,

and processing, may not be quick enough to react to the change. Modern communications

still show signs of struggling to stay in sync when multiple unrelated clock sources are utilized

for precision timing.

PU Data Obfuscating

Clark and Psounis [6] features a privacy method that utilizes a codebook to report PU

status to SUs, without providing sensitive PU information. The codebook is meant to be a

layer of obfuscation that provides the SU enough information on the PU to take appropriate

action but does not reveal the exact details regarding the whereabouts of the PU. The

implementation of the codebook occurs at the PU, prior to database entry. The codebook

input is the PUs true operating parameters, and the result of the codebook is a set of

obfuscated data parameters. The result is then provided to the SAS for database entry.

Li et al. [18] address PU privacy with regard to database contents and SAS memory storage

as well.

PU-Receiver Location Broadcasting

Another studied privacy method includes PU receiver and SU communication [20]. In an

e�ort to minimize interference experienced by PUs, Radio-frequency identi�cation (RFID)

tags are mounted onto PU receivers. The RFID tags are then to alert nearby SUs of the

PU receiver presence. The RFIDs can control SU power output to ensure the transmission

power of the SU does not interfere with the PU receiver.

In an e�ort to minimize the reach of PU signal, Rajpoot and Tripathi have proposed that

PU receivers communicate data reception analytics to the PU transmitters. By informing
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the PU transmitter about the reception quality at the receiver, the transmitter is then

proposed to alter its transmission parameters to limit the reach of the transmitted signal.

Beamforming and reducing transmitted power are two methods of restraining a signal from

reaching beyond its endpoint. By doing so, this limits the range in which a MU may attempt

to receive PU data.

PU-Responsible Limitations

The issue with the proposed PU responsible solutions is the heavy burden that may be

placed upon the PU. There are several assumptions made about the PU's capabilities, and

considering the wide variety of incumbent users on the 3.5 GHz band, it is not feasible to

demand these from them when SAS-centric PU privacy schemes exist.

3.1.2 SAS-Responsible Privacy

Ideally, PU privacy would be respected by the SAS. Since PUs are the highest priority users

due to being grandfathers spectrum users or high priority government users, a SAS that

is allowing spectrum sharing to less prioritized SUs, the SAS should make e�orts for PU

privacy along with protection. There are several unique proposed PU privacy techniques a

SAS may adopt. With enough motivation, many of these may techniques may be used in

the same system, which may result in greater PU privacy than by utilizing only one of the

techniques.

Random SU Allocation

One SAS controlled PU privacy technique obscures PU spectrum usage by randomizing

SU allocation [5]. SUs are not given information on occupied channels in this scheme.
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Restricting such spectral information, and by randomly assigning channels to SUs, there

would be di�culty for a MU to gain knowledge on where a PU may be operating. The cost

of such system however is non-trivial. By not allowing SUs to select their channel, this may

restrict SU ability for operation should they desire a speci�c channel for any reason. Further,

if a PU enters a SAS region and the SAS must kick o� the SU for the PU, then there can

be implicit knowledge of PU activity, and this can be modeled over time to characterize PU

behavior.

Entry Encryption

Dou et al. [10] utilize encryption when delivering sensitive information regarding PU opera-

tion from the SAS to SUs. Their spectrum allocation process targets PU privacy concerns by

ensuring that communicated data from the SAS is encoded as to not publicly announce PU

data over transmission. The encryption is known by all registered users so upon reception

the intended receiver can decrypt the message. This tactic aids PU privacy by ensuring

that no sensitive PU data is transmitted openly for any non-registered user to intercept and

attempt to decipher.

3.1.3 Database Driven Privacy

SUs have two ways of receiving spectrum information: 1) they may send a spectrum inquiry

request to the SAS or 2) they may use their receivers to observe the spectrum in their region.

The database driven method may prove useful since it is full of crowdsourced data which the

SU receiver may not be able to sense. However, the database also includes the registration

information of SUs and potentially local PUs. Allowing SUs to query this database may

be dangerous since location information is sensitive. Query attacks have proved e�ective in
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stealing sensitive data so to maintain a standard of user privacy database architecture and

query format must be robust to �ght malicious attacks.

False PU Entries

To combat malicious study of PU activity and behavior, there have been studies that use

false PU entries in the SAS centralized database [1, 4, 9, 21]. These are entries that are

generated by the SAS which makes it appear as if PU is operating over a channel when in

reality no PU is utilizing the spectrum. By doing this, it helps obscure PUs that may be

operating in the SAS region in di�erent channels. Inserting false PUs may throw o� MUs

who are studying PU behavior. The randomization of time and channel for the false PU

data may thwart the conclusions made by the MUs studying PU behavior. The downfall

to this method is that it makes extra spectrum unavailable to users, and spectrum sensing

SUs may be able to detect the unoccupied spectrum and raise questions about the SAS's

integrity when responding to the spectrum requests.

Multiple Database Servers

Considering the database that drives SAS functionality, Grissa et al. seek to ensure PU

privacy is strengthened from malicious database users as well as malicious databases. This

database-centric approach abandons the use of a single database for PU and SU record keep-

ing. Multiple database technologies are implemented in this proposal. Authors acknowledge

the weakness of single-server private information retrieval (PIR) and harness mulit-server

PIR techniques to keep the location data of both PUs and SUs private [16]. As a result of

testing the proposed database system on a cloud service, it is shown that Cognitive Radio

Networks (CRNs) achieve faster end-to-end delay than in a traditional single-server PIR
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architecture.

Limited Database Queries

To limit the amount of spectrum information a SU may obtain from a SAS over a given

amount of time, Ben Mosbah et al. [2] provide a study that delivers an analytic model for

limiting spectrum inquiries from a SU. The limitation of inquires is to aid in inference attacks,

simply by limiting the amount of database access a SU may get. This approach of limiting

SU interaction with the spectrum database provides a good basis for privacy approaches.

Privacy verses Utility Tradeo� Protocol

Zhang et al. [27] have produced a privacy-preserving protocol to ensure PUs, as well as

SUs, have location privacy from the database. Their protocol named Utility Maximization

protocol (UMax) preserves privacy by allowing PUs and SUs to control their levels of desired

privacy and also optimize their transmit levels consequently. The PU and SU geographic

locations are obscured by reporting a larger region in which the user may be present.

Table 3.1: Summary of Reviewed Literature

Privacy
Technique

Description Advantages Disadvantages

PU-
Responsible

Frequency
Hopping

PUs change
transmission

frequency
sporadically and

intentionally

If a MU is attempting
to trace the source of
a signal at a speci�c
frequency, by changing
frequency, the MU loses
track of the signal it is
attempting to trace

Requires overhead in
coordinating the fre-
quency jumps between
the PU transmitter and
receivers. Also requires
the PU to have the in-
frastructure to enable
frequency hopping.
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Table 3.1: Summary of Reviewed Literature

Privacy
Technique

Description Advantages Disadvantages

PU Data
Obfuscating

PU operating
parameters are
altered by the

PU. The details
of true operation

parameters /
private data is
never entered

into the
database, but

information that
would otherwise
ensure SUs are
not interfering
with the PU is

included

PU operating param-
eters can be manipu-
lated however the PU
pleases to provide any
desired level of obfusca-
tion

By entering obfuscated
data into the database,
SUs are given less
knowledge on the PUs
actual spectrum de-
mands, and can limit
available spectrum for
shared usage.

PU-RX
Location

Broadcast-
ing

PU receivers have
attached RFID
tags that allow

SUs to know not
to disturb

(transmit) the
receiver if

operating in a
nearby region

This provides a low
complexity method
of informing SUs to
nearby PU receivers.
Does not require
database inquiries.

Not all PUs are emit-
ting for an intended re-
ceiver (e.g., radar sim-
ply emits and receives
the bounced back sig-
nal). SUs that are ma-
licious are given PU re-
ceiver location informa-
tion once they �nd the
RFID tags.

SAS-
Responsible
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Table 3.1: Summary of Reviewed Literature

Privacy
Technique

Description Advantages Disadvantages

Random SU
Allocation

When SUs
request

spectrum, the
SAS grants the
SU a random
channel. This

scheme does not
provide SUs with

channel
occupancy

information.

Without providing the
SU the spectrum occu-
pancy information and
by randomly allocating
spectrum to them, it is
made more di�cult for
an MU to infer any PU
behavior.

By randomly allocat-
ing spectrum, the SU
may not get the pre-
ferred channel they re-
quested. Also, if a PU
enters the SAS region
and demands an oc-
cupied band, then the
SU can make an infer-
ence that they have had
their grant suspended
due to an entering PU
requesting their band.

Data
Encryption

Private data is
encrypted before

sending to
inquiring SU

When transmitting Pu
information to the SU,
the encryption ensures
that the PU data is not
easily intercepted

This assumes that reg-
istered SUs cannot be
malicious

Database-
Driven

False PU
Entries

SAS enters false
PU reports into

the database

This obfuscates truth-
ful PU usages since
MUs cannot make
inferences about the
channels if the SAS is
injecting false entries

The dishonest nature
of the SAS may have
SUs raise questions as
to why a channel is un-
available, when utiliz-
ing its (SU) own receiv-
ing equipment, it does
not detect activity in
the channel.

Private
Information

Retrieval
(PIR) with
Multi-DB

Instead of a
single database

architecture,
Mulit-DB

architecture is
proposed

Mulit-DB architectures
have been proven to
be faster than single-
DB systems. Pri-
vate Information Re-
trieval is known to be
more robust in Mulit-
DB systems compared
to Single-DB

Requires consideration
of DB architecture
which may slow mo-
mentum in spectrum
sharing initiatives.
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Table 3.1: Summary of Reviewed Literature

Privacy
Technique

Description Advantages Disadvantages

Limited DB
Queries

SUs are only
allowed to query
the spectrum DB

so often

By limiting the amount
of information the SUs
have access to, it makes
it more di�cult for
MUs to create infer-
ences on spectrum oc-
cupancy and PU be-
havior.

Mobile SUs must query
the DB more often, es-
pecially if they are trav-
elling at high speeds.
Limiting queries may
make it di�cult for mo-
bile SAS users to bene-
�t from the shared sys-
tem

Bu�ered
Location

Data in DB

Locations logged
have a bu�er
around them

Low-complexity way of
distorting location data
for both PU and SUs

Reduces utility since a
larger bu�er means less
reusable spectrum for
that area

3.1.4 Comparison of Privacy Approaches

Table 2 outlines the capabilities and limitations of the di�erent proposed privacy schemes.

The following traits that compare the schemes original from important design constraints

when considering SAS modi�cations:

Places Complexity Burden on PU- This trait either places the burden of privacy upon the

PU or the SAS. Ideally, the burden and complexity of PU privacy would belong to the SAS.

This is due to unknown PU capabilities. While some PUs may be able to abide by the

required changes for the privacy technique, it cannot be assumed that every PU has the

capability. If the burden of privacy was placed on the PU, then there would be signi�cantly

less incentive for incumbents to allow spectrum sharing.

Limits SU Privileges - This trait limits the amount of functionality the SU may utilize as

compared to the original SAS. For example, in current SAS architecture, SUs have the ability
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to inquire about spectrum as well and request to operate over a speci�c band. Some of the

previously proposed schemes from the literature review limit these features. It would be

more suitable if SAS advancements did not revoke current SU privileges.

Makes SAS Appear Truthful / Faulty - In the False PU DB Entry scheme proposed by

several authors, while the concept provides a valid obfuscation method, there is a cascading

e�ect that these entries may have upon SUs/MUs. In the case where a SU inquires the

DB regarding access to a certain band, they are under the pretense that if the spectrum is

available, then their grant would be provided. However, in the event that an SU inquires

about a channel, and that channel happens to be one where a false PU is logged, the SU is

rejected the grant. In this scenario, the SU may simply begin spectrum sensing the inquired

channel, and suddenly realize the channel is vacant. This would foster confusion for the SU.

Either: the SU receiver hardware is malfunctioning, or the SAS may have provided an invalid

inquiry response. In the latter case, the SU may lose faith in the operation of the SAS and

report to the SAS administrators regarding the con
icting SAS vs SU spectrum occupancy

observation. Another scenario may unfold as follows: an MU inquires about spectrum and

is returned with a false PU occupied channel response. The MU may also sense spectrum

and realize that the SAS has mistakenly, or intentionally, provided an invalid response. The

latter case of an intentionally invalid response may have the MU suspect that the SAS has


agged it as an MU. This may prompt the MU to deregister and reregister with the SAS

under a di�erent set of falsi�ed credentials. This latter case costs the SAS its knowledge of

a known MU, and it may take the SAS an extended period of time to re-detect the MU as

malicious.

Obfuscates PU from Spectrum-Sensing MU- This trait entails that PU obfuscation is re-

sistant to a network of colluding, spectrum sensing MUs. Radiolocation with PU signals is

made more di�cult in these schemes that inherit this trait.
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May Degrade Spectrum Availability- This trait states that the approach may create an

environment where SUs may not have access to non-PU occupied spectrum. This may be

either because the spectrum database is limiting the amount of available spectrum, or the

obfuscation may utilize available spectrum. Additionally, methods such as frequency hopping

may limit spectrum availability since frequency hopping creates an unknown behavior in

spectrum occupancy. This may render all otherwise available spectrum unavailable since it

is unknown how frequent the PU will disturb the granted SUs.

Table 3.2: Comparison of Privacy Schemes

Privacy
Technique

Places
Complexity
Burden on

PU

Limits SU
Privileges

Makes SAS
Appear

Untruthful /
Faulty

Obfuscates
PU from

Spectrum-
Sensing

MU

May Degrade
Spectrum

Availability

ASAS NO NO NO YES YES
Frequency
Hopping

YES NO NO YES YES

PU Data
Obfuscating

YES YES YES NO YES

RX RFID YES NO NO NO YES
Random

SU
Allocation

NO YES NO NO NO

Data
Encryption

NO NO NO NO NO

False PU
DB Entries

NO YES YES NO YES

Mulit-DB
PIR

NO NO NO NO NO

Limited DB
Queries

NO YES NO NO NO

Bu�ered
Location

Data in DB
NO YES YES NO YES
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3.1.5 Issues with Current PU Privacy Approaches

Of all reviewed SAS-responsible PU privacy approaches, none have created a real-world

approach to thwarting MUs from determining the spectrum in which the PU is operating or

utilizing radiolocation to determine PU location. The database-driven privacy models are

promising for delivering location privacy, but these authors have not addressed PU spectrum

occupancy privacy { recall that the database may include the PU's frequency selection along

with its geographic location. It is imperative that the PU spectrum occupation be kept

private. MUs with information on the PU's spectrum occupancy have an advantage to

better study PU behavior or intercept PU signals. Behavioral studies by a MU may lead

to an attack on the PU's operation via signal jamming since the MU has knowledge of the

PU's typical operation. Additionally, with knowledge of the PU's channel of operation, a

MU may be inclined to intercept the signal and attempt to decode the secret messages being

transmitted by the incumbents, most importantly the DoD.

The largest issue facing all previously proposed privacy schemes is the trait acknowledging

MU spectrum sensing. Regardless of the practices used by all the schemes (except frequency

hopping), there is nothing stopping a colluding network of MUs from spectrum sensing and

utilizing radiolocation to identify PU basestation location.

3.2 Incumbent Informing Capability

To date, there are FCC regulations that require a SAS to be able to detect PU activity

in the operating region. The rules that enforce this are instated as a measure to ensure

PU spectrum protection. Since the PUs have no obligation to announce their occupancy

intentions, the SAS must reactively ensure the channel the PU occupies is clear of SU activity.
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This model of utilizing a reactive system verse a proactive system has cascading consequences

that are limiting the potential of a more robust automated frequency allocator. In the

traditional reactive system, a PU would simply begin transmission and then the SAS would

be responsible for any interfering SUs that may be granted on the same spectrum as the

PU. There is a 300 second grace period between when the SAS detects a PU and when all

interfering SUs must vacate the spectrum. This 300 second bu�er is a result of a reactive

approach to PU protection.

Enabling the transition from a reactive to a proactive system, one fundamental change in

architecture is required; PUs must have a secure and independent channel of communication

to the SAS. A fundamental change to spectrum sharing begs for PU/Incumbent user com-

munication to the SAS prior to operation. There have not been any research papers that

have proposed this architecture or have provided any additional system modi�cations with

the assumption of such a system. Recently, however, there has been evidence that a PU

informed spectrum access system is under review by federal authorities.

The National Telecommunications and Information Administration (NTIA) has released a

document proposing incumbent informing capability (IIC) [8]. Describing the system as

more reliable than traditional ESCs, a SAS with IIC would remove layers of complexity in

SAS PU detection and protection. This spectrum sharing model with IIC would create a

secure interface for PUs to the SAS. PUs may report their anticipated time, frequency, and

location of operation to the interface which relays the information to the SAS.
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Figure 3.1: Incumbent Informing Capability System Architecture



Chapter 4

Proposed Solution

Considering a traditional SAS, there are several features that if implemented, may result

in greater system capabilities. In this proposed implementation of an ASAS, features may

support:

ˆ Strengthened PU privacy

ˆ Strengthened PU protection

ˆ Punishment of MU transmission

ˆ Increased methods for CBSDs to increase SAS relations

4.1 Advanced SAS Requirements

In order to support these features, there are two alterations to the base SAS architecture

that must occur:

1. The ASAS requires incumbent informing capability

26
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2. The ASAS requires the ability to control the transmitters of all willing CBSD partici-

pants

The �rst change that must occur is that, rather than relying on ESC or crowdsourced

spectrum data, the SAS must have dedicated and secure correspondence with any PUs that

may enter the operating region of the SAS. Assumptions for such coordination may presume

that the SAS is operated by the same agency that controls the PU, or contracts are set ahead

of time indicating to the SAS of PU intent. The exact method of communication between the

PU and SAS is not of relevance to this study. While there is a system requirement for direct

PU to SAS correspondence in this situation, FCC regulations must be respected and an

ESC will still be required for any SAS. There exists solutions for providing IIC to spectrum

sharing systems which may be of interest in further research [8]. Incumbent informed SAS

solutions provide bene�ts for spectrum sharing, therefore continuing this study with the

assumption that an incumbent informed SAS is feasible proves reasonable.

Another requirement for the features previously mentioned is for the SAS to have the ability

to control CBSD TX capabilities. In the base SAS, CBSDs set their RX parameters as

permitted by the SAS. In a similar message structure, the CBSD may have easily have its

transmission parameters controlled. This requires TX-capability information to be included

into the Registration Request the CBSD makes to the SAS.

The incentive for proving this control to the SAS may come in the form of higher trust or

possibly higher temporary priority. SASs are encouraged to include some form of incentive

for CBSDs that are con�rmed to provide accurate crowdsourced information, typically in

the form of a trust score. In the event a CBSD does not have receiving capability, the CBSD

may still provide value to the SAS by o�ering its transmission capabilities when requested by

the SAS and while not actively granted/transmitting. There is no apparent harm in allowing

the SAS control the transmitter of a CBSD from the perspective of the CBSD, and the SAS
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has plenty to gain from SU transmitter utilization. In return, the SAS may opt to reward

the willing SU. This has the potential to ease any �nancial requirements that a SU would

otherwise have to be burdened with, so long that the SAS values the transmission control

from the CBSD.

4.2 PU Privacy Tactic

A capability of the ASAS includes a PU privacy tactic that is inspired by the multiple refer-

ences implementing PU falsi�cation by including false PU entries in the spectrum database.

This database manipulation method of obfuscation can be easily breached if the MU simply

begins spectrum sensing, in which case they may verify that there is in fact no PU operating

over the supposedly occupied channel. Considering how large a SAS operating region is in

terms of land, a singular MU may not be able to detect a PU operating on the other side

of the county, therefore the MU has no justi�cation to make assumptions about the SAS's

either truthful or falsi�ed PU detection. However, if the MU is part of a larger colluding

network that has the capability to spectrum sense over the entire SAS operating region, then

in this event, the MU would have the justi�cation to assume the SAS is falsifying database

entries.

This can lead SUs to lose trust in the integrity of the SAS, or MUs may assume they have

already been identi�ed as malicious. In the former event, the SU could report the SAS as

dysfunctional, or it could lead the SU to question its hardware functionality which would

be rather shameful for the SAS to do. In the latter scenario, this may prompt the MU to

deregister from the system, and re-register under di�erent false credentials, resetting the trust

score of the MU and requiring the SAS to identify the MU. MU identi�cation is non-trivial,

and to lose all progress in accurately detecting a MU would hurt the system.
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With prior knowledge of PU spectrum occupancy and PU antenna location, the SAS will

have a 100% certainty of PU operation over a speci�c channel { this is important as to ensure

that the CBSDs being utilized for obfuscation are not being wasted on a trespassing MU.

If the traditional SAS's ESC is of extremely high quality, then this obfuscation scheme may

still be implemented. However, it would be best if the SAS knew with 100% certainty that

there is a PU that deserves obfuscation before requesting transmission access from CBSDs.

With PU intent information along with the location and TX control of idle CBSDs, the SAS

can obscure PU operation by transmitting over co-channel or adjacent channels relative to

the known PU band. Parameters that are obfuscated may include spectrum frequency occu-

pation, geographic basestation location, and spectrum occupancy time. Figure 4.1 includes

a description of how spectrum may be occupied under such conditions.

Figure 4.1: Example of Spectrum Utilization in PU Obfuscating Scheme

Ideally, for the best PU privacy, the PU would only transmit as much energy as possible
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while still meeting all other operational requirements. By having a transmit energy closely

matched to that of a CBSD's max e�ective isotropic radiated power (EIRP)/power spectral

density (PSD) as stated in [14], the PU's privacy may increase. Since there are restrictions

on the maximum EIRP for CBSDs, if a PU operates within the SU constraints, it would

help the PU not stand out amongst the other users. Estimating the transmit power required

of the PU to be comparable to the power levels of the SUs aiding in the obfuscation is a

privilege of the SAS, considering it has all knowledge of SU power and PU power, along

with location. While path loss and other means of signal degradation disallow the SAS

to precisely compute the exact reception power at any given geographical region, the SAS

may make best estimates and adjust the SUs or inform the PUs about more optimal power

outputs for enhanced obfuscation.

With CBSD location and PU location available as well, the SAS may select CBSDs that

best protect the PU by selecting surrounding CBSDs to the PU. This creates a region where

a MU attempting to determine PU location may have greater uncertainty on PU location

as demonstrated in Figure 4.2. Although MU location will not always be known, regardless

of where the SUs are located, a level of uncertainty is introduced in the MU radiolocation

attempt, proving the SAS's and SU's e�orts worthwhile even if it is not in the best case

scenario as in �gure 4.3.

Because the SAS strategically assigns the output power of the SUs with location considered,

the PU is obfuscated. The angle of arrivals (AOAs) from the perspective of the MU indicate

three separate signals with di�erent AOAs. This is preferable to the non-obfuscated scenario

where the PU is the only signal occupying the channel and the MU only has one AOA to

trace.
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Figure 4.2: Relative Locations of PU, SUs, and MU in PU Location Privacy via SU Trans-
mission Scheme
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Figure 4.3: Received Power from the Perspective of the MU
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Figure 4.4 shows the high level addition to the SAS's PU IIC protocol. In this implemen-

tation, the SAS has a unique socket handler for PU/Incumbent information. This event

handler is only called by a PU that is willing to give, at minimum, the frequencies it plans

on transmitting over. Since there is no FCC or WInnForum de�ned protocol or message

format, only essential operating parameters are delivered to the SAS though this event han-

dler. Additional parameters include start time, end time, antenna installation longitude and

latitude, power, and desire for obfuscation.

Figure 4.4: Incumbent Informed SAS Flowgraph

Regardless of the PU requests obfuscation, the SAS may store and utilize the provided

information to increase spectrum scheduling e�ciency. Scheduling algorithms are highly

researched in the context of computer instruction scheduling. With the availability of prior

PU intent, the SAS can better schedule SUs to avoid interference with upcoming incumbents
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and maintain high QoS for the SUs. Without PU intent information, an SU may be granted

spectrum for an unreasonably short amount of time before their grant is suspended, which

would result in poor QoS for the SU. Further, is an SU somehow where to indicate that

the short amount of time is acceptable for them, then the SAS may decide to override the

current scheduling/priority algorithm to better utilize the spectrum and schedule out the

shorter grant.

Figure 4.5: Obfuscation Routine Flowgraph



4.3. Proposed Obfuscation Schemes 35

Figure 4.5 outlines the routine utilized by the SAS when a PU requests obfuscation. First,

the SAS must check to see if there are any eligible SU nodes for obfuscation use. SU eligibility

is only implemented as having an "IDLE" grant status, however further algorithms may be

developed to consider SU transmit capability, antenna installation, and expected scheduled

grant requests from the SU. The next step in the routine is to extract all of the information

that the PU provided. Since all of the information is optional, the script must be sure to

check for each parameter in the message. Once all of the parameters are extracted, the SAS

can utilize the low and high frequency parameters to determine the adjacent frequencies

and/or channel that would best obfuscate the PU.

This process is shown to repeat for one additional iteration to provide low and high frequency

obfuscation. However, decision making for engaging SU transmission may require more than

2 iterations for di�erent algorithm implementations. This preliminary obfuscation routine

creates the foundation for future work in real-world obfuscation.

4.3 Proposed Obfuscation Schemes

Leveraging the ASAS's framework to implement obfuscation schemes, four obfuscation schemes

have been devised.

1. Double Pad with Equal Bandwidth (Scheme 1){ Up to two obfuscating SUs transmit

with the same exact bandwidth as the PU. SUs are allowed to occupy adjacent channels

to ful�l their assignments. SUs are randomly assigned to obfuscate either above or

below the PU in the event that only one SU is available, otherwise if there are two

available SUs assignment order does not matter. If there is not enough bandwidth

to obfuscate above or below a PU, then no obfuscation is delivered in that spectrum.

I.e. if a PU is transmitting at the bottom of the CBRS band, then no obfuscation is
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delivered below the PU since it would break FCC rules.

2. Only Fill PU Channel(s) (Scheme 2){ Obfuscating SUs must adjust bandwidth to

only �ll the channel(s) the PU is already occupying. SUs are not allowed to occupy

adjacent channels since it it not part of the scheme. If there is only one available SU,

only the top or the bottom of the channel is �lled. If there are more than two SUs,

then more than one SU can contribute to �lling the band. E.g., if there are 3 available

SUs and the PU transmits over 5 of the 10 MHz in a channel, the 3 SUs will divide the

remaining 3 MHz in order to decrease the amount of bandwidth each SU is responsible

for.

3. Fill PU Channel and Random Adjacent Channel(s) (Scheme 3){ Similar to Scheme 2,

this scheme assigns SUs to occupy any remaining spectrum that PUs are also occupy-

ing. However, this scheme also allows SUs to occupy adjacent spectrum from the PU

channel(s). In this scheme, the SUs occupy a random portion of adjacent channels to

obfuscate the channel the PU may be utilizing. If there is only 1 SU, then only one

side of the PU will be obfuscate.

4. Fill PU Channel and Fill Adjacent Channel(s) (Scheme 4){ Similar to Scheme 3, this

scheme assigns SUs to occupy any remaining channels that PUs are occupying along

with adjacent spectrum. Di�erent from Scheme 3, this method entirely �lls adjacent

channels. I.e. if a PU is partially occupying channel 2, then SUs will transmit over

channel 1, channel 3, and any available spectrum in channel 2, as to obfuscate the

channel the PU may be occupying.

The motivation for the �rst scheme stems from an assumption made about MU intelligence.

Since the current CBRS band has not taken preventative action towards obfuscating PU

transmissions, MUs may already have behavioral intelligence on PUs. More speci�cally,
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MUs may already know what signal to be looking for with respect to bandwidth. If PUs

typically have a certain bandwidth that the MUS can utilize for detection, then utilizing

equal-bandwidth SU(s) for obfuscation may provide greater PU obfuscation.

The second ruleset is trialed with the concern of preserving maximum available spectrum to

users. SUs in this obfuscation scheme only obfuscate the PU within the channel(s) the PU

occupies. This ensures that the obfuscation does not degrade the spectrum availability.



Chapter 5

Methodology

This chapter describes all of the processes, systems, and tools utilized to create the ASAS

as well as the simulation and experiments dedicated to the proposed obfucscation schemes.

5.0.1 Materials Used

CORNET

Cognitive Radio Network Testbed (CORNET) is a testbed for enabling SDR usage over the

internet. Featuring a server, Universal Software Radio Peripheral (USRP) hardware, and

software solutions all in one, the testbed is a critical tool for wireless research. Figure 5.1

outlines the utilized tools provided by the testbed.

Server: The CORNET server utilizes open source software and Linux operating system

distributions. Together, they create a very open, developer-friendly atmosphere for tailoring

the server to the needs of the user. The server o�ers features remote access capabilities for

development o� campus. Additionally, with proper security protocols in place, the remote

38
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Figure 5.1: CORNET Testbed Architecture

access ability allows for the use of the SDRs by any user with remote access permissions.

The ability to utilize SDRs remotely enables a web-based interface for radio transmit and

receive parameters and characteristics.

Radios: CORNET hosts approximately 20 Ettus Research USRPs (see �gure 5.2). A ma-

jority of them are B210 models that house unique daughterboards with di�erent RF abilities.

The B210 boasts an Analog Devices transceiver, Xilinx Spartan 6 Field Programmable Gate

Array (FPGA), and daughterboard support. RF transmission capabilities extensively cover

mid-band spectrum, and daughterboard speci�cations dictate the receiving abilities of the

radios. An ample number of CORNET nodes have 3.5 GHz CBRS band receiving capability.

Software: CORNET includes an installation of GNU Radio Companion (GRC) that is

maintained by CORNET administrators. GRC is a visual programming language tool that
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Figure 5.2: 2 Stacked Ettus Research B210s

is tailored to signal processing and interfacing with SDRs [15]. GRC 
owgraph design is

taught at Virginia Tech in the Software De�ned Radios course, and GRC is installed on the

laboratory servers for availability for research students. Key blocks provided by GNU Radio

are the USRP Source and USRP Sink blocks which control receive and transmit capabilities

respectively. These allow for easy con�guration of the transmitter and receiver properties of

the SDR. The receiver 
owgraph also features a Fast Fourier Transform (FFT) block and a

probe block which allow for power values to be arranged into an array for programming use.

A critical library used for USRP development is the USRP Hardware Driver (UHD) library

for Python. Provided by Ettus Research, the UHD library provides all the necessary drivers

in C++ for the USRPs to operate. The library includes modules for Python that acts as a

simple API to the C++-based features.
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Laptop

An essential tool for software development is some form of computing device with an oper-

ating system that supports programming. A personal HP laptop was utilized for the devel-

opment of the experiment and all the supporting code. Windows 10 is the operating system

on the laptop. Visual Studio Code and Sublime Text Editor were use for programming, and

MobaXterm was used as an SSH client for connecting to CORNET.

Software

Python: Python, speci�cally Python3, is used for the entirety of the development of the

SAS Client and experiment scripts. The largest driving factor for selecting Python was the

fact that GRC generates 
owgraphs into either C++ or Python. Of the two options, Python

provides more rapid development speed over C++. While there is a tradeo� between devel-

opment time and software robustness, development time was heavily favored over software

robustness. C++ provides great memory management and the ability to decrease compiled

software complexity and execution time, however the amount of time that would have to

be spent to build the software would not be justi�able to any researcher or project sponsor.

During the development of the client, JavaScript (JS) was used to provide a simple server

for the client to connect to for debugging and development purposes. Sublime Text editor

and Visual Studio Code were used to write the code.

Virginia Tech Open Source Spectrum Access System: To enable dynamic spectrum

access research, an open-source spectrum access system was built, and is being maintained,

at Virginia Tech. The VTSAS began development in conjunction with the CORNET client

to ensure proper WInnForum standards were being met on both systems. The VTSAS is
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the only open source SAS available { all other SASs are owned by corporations that may

charge for SAS usage. Additionally, the corporate SASs are not suitable for research purposes

since their system is not open source. Since the VTSAS is open source, it allows for easy

modi�cation to extend upon the WInnForum standards that have been met by the project.

The VTSAS server and algorithms are all implemented in Python, and a web client interface

has been created using TypeScript and PHP. The server is written with modular functions

that allow for modi�cations in server response to new entrants and general behavior. This

allows for easy modi�cations to routines such as the trust system, SU scheduling, and PU

spectrum protection. It also allows for new routines to be including while utilizing the

abstracted functions for PU detection and SU management.

The VTSAS server code can be executed using the CORNET server. Although the CORNET

server will host the SAS server as well as the network-attached USRPs, socket protocols will

still be mandated as if the server were hosted elsewhere.
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5.0.2 Implementation and Development Process

CORNET Client Development

To be able to run experiments regarding SAS upgrades or updates, a radio-connected client

for the SAS needed to be built. The VTSAS provides a system in which CORNET's hard-

ware may be used to further research SAS architectures and client interfaces. To leverage

CORNET and the VTSAS, a client wrapper that conforms to WInnForum standards must

be built.

USRP Code To begin development, GRC 
owgraphs were created to instantiate three

USRP types: TX, RX, and TX/RX. The TX radio only has transmitting ability, the RX

radio only has receiving ability, and the TX/RX radio can receive and transmit concurrently.

The TX/RX radio is enabled by a USRP with multiple RF hardware installed in one device;

i.e. the TX/RX USRP has separate antennas and hardware for each function, simply housed

in one device. The bene�t of this device over the other two is that the transmitted signal

from one set of hardware can be received by the other set of hardware without the worry of

pathloss. Multipath interference may still occur, but since the antennas are only a matter

of centimeters apart, this allows the receiver to have the opportunity to receive a stronger

signal than all the other installed USRPs. Figures 5.4, 5.3, and 5.5 show the block diagrams

for the USRPs.

By default, all transmitted signals are wideband Gaussian noise sources. GNU Radio pro-

vides the 
exibility to input �les for transmission. However, to create a client, signal detection

scheme, and obfuscation routine, the particle signal was not of interest during development.
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Figure 5.3: GNU Radio Flowgraph for a USRP Capable of TX

Figure 5.4: GNU Radio Flowgraph for a USRP Capable of RX
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Figure 5.5: GNU Radio Flowgraph for a USRP Capable of Simultaneous TX and RX

Figure 5.6: SAS-CORNET Architecture
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SocketIO Code Once the 
owgraphs have been completed and tested for capability re-

sembling that of the desired end product, attention is given to the Python scripts that these


owgraphs generate. The Python scripts are a rather short, object-oriented implementa-

tion of the same logic as built in the 
owgraph. The generated Python scripts from the


owgraphs allow the 
exibility of adding extra functionality that Python can deliver. Most

notably, the socketio module is a key feature in creating the SAS client. Socket.IO is a li-

brary that enables real-time web communications with cross-platform capability. Socket.IO

makes accessing the TCP/IP stack for web communications very simple. Python includes

a module that provides socketio support. This module allows the GRC 
owgraphs to now

connect to the SAS, how there are a signi�cant number of socket protocols that must be

written to provide any functionality to the 
owgraphs.

The WInnForum speci�es message formats in order for a client to respectfully address a

certi�ed SAS [25]. These messages have been formatted in Python using an object-oriented

paradigm that follows the exact WInnForum speci�cations. To further ease implementation,

each object has a method that converts all class attributes into a single JavaScript Object No-

tation (JSON) formatted dictionary. The incentive for creating a class-to-dictionary method

is to allow for the WInnForum de�ned objects to be serialized via JSON so that the socketio

module can send the data to the SAS server. Below is an example of the implementation of

the Relinquishment Request:

1 c lass Rel inquishmentRequest :

2 """

3 Rel inqu ishmentRequest= Array o f Rel inqu ishmentRequest o b j e c t s .

4 Each Rel inqu ishmentRequest o b j e c t Represents a re l i nqu i shmen t

r e q u e s t o f a CBSD.

5

6 A t t r i b u t e s
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7 ==========

8 cbsd Id : s t r i n g ( requ i red )

9 The CBSD s h a l l s e t t h i s parameter to the va lue o f i t s CBSD i d e n t i t y

.

10

11 gran t Id : s t r i n g ( requ i red )

12 The CBSD s h a l l s e t t h i s parameter to the va lue o f the Grant

i d e n t i t y o f t h i s Grant .

13

14 """

15 def i n i t ( s e l f , cbsdId , grant Id ) :

16 s e l f . cbsdId = cbsdId #R

17 s e l f . g rant Id = grant Id #R

18

19 def a s d i c t ( s e l f ) :

20 r e t u r n d i c t = fg

21 i f ( s e l f . cbsdId ) :

22 r e t u r n d i c t [ "cbsdId" ] = s e l f . cbsdId

23 i f ( s e l f . g ran t Id ) :

24 r e t u r n d i c t [ "grantId" ] = s e l f . g rant Id

25 return r e t u r n d i c t

Additionally, creating classes for each WInnForum object proves extremely useful in catch-

ing poorly formatted messages. Due to Python's dynamically typed nature and runtime

execution, it is very easy to script invalid statements that would appear to be valid but in

execution cause fatal errors. A large issue discovered during development is Python's treat-

ment of the decimal value of 0 (zero). In most other languages, zero is a unique value from
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NULL. However, in Python, it has been discovered that if any objects have an attribute

that happens to be zero, for instance, antenna gain, then Python will claim that there is no

value found for that parameter and a fatal error will be thrown. This issue resulted in extra

layers of data formatting. First, regardless of the datatype, all values that to be passed

through the socket are type-casted to type sting in this implementation. Typecasting to

string ensures that zeros are transported across the socket. However, this means that once

the SAS attempts to utilizes the Python class �le with all the class de�nitions in it, it must

be mindful that there are string datatypes in place of what is typically a 
oat or integer

(frequency, bandwidth, etc.). This creates the need to recast the values into their respective

datatype before they are utilized for any arithmetic or operations.

Conversion of Messages to Commands Once the client has properly formatted mes-

sages that can be sent to and from the SAS server over sockets, the last major piece in

development is translating the messages into commands to send to the USRPs. For ex-

ample, when a CBSD moves states from "GRANTED" to "AUTHORIZED", the USRP is

allowed to initiate transmission over the granted spectrum. This segment of development

took the longest in order to ensure the system has the behavior as desired by the WInnForum

and spectrum users.

After all relevant sub-components of the system have been programmed and all of the be-

havior has been implemented, the CORNET client can transmit over available spectrum as

per FCC and WInnForum standards.

Advanced SAS PU Obfuscation Routine

While several limitations in research environment do not allow for a proper study of angle of

arrival, PU obfuscation tactics are still delivered and may hold value in a free space testing
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atmosphere. The implemented PU IIC provides a routine for the ASAS to automatically

provide adjacent frequency obfuscation. The routine can be easily modi�ed to implement

di�erent obfuscation schemes.

To test the capability of the SAS-aided obfuscation routine, an experiment has been set up

to show adjacent channel obfuscation in action. Figure 5.7 shows the node setup for the

experiment. In this trial, a receiving USRP will be placed approximately equidistant from

two transmitting USRPs. Figure 5.8 shows the physical layout of the utilized CORNET

nodes. Layered on top of a map of Kelly Hall, the same symbols for the three devices are

found.

Figure 5.7: High Level Node Location Relationship

Figure 5.9 shows the received spectrum activity from the perspective of the MU located be-

tween the devices. At the instance of this measurement, only the PU actor is transmitting.

This serves as a baseline for PU detection. Additionally this allows for a relative reading for

the device's noise 
oor which is later used for the spectrum occupancy detection function.

The PU signal is received by the MU, and if this were in a free space environment, radiolo-
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Figure 5.8: Experiment USRP Locations in Kelly Hall

cation techniques may locate the PU with great certainty, especially AOA based detection.

Figure 5.10 shows the perceived spectrum occupancy with the PU obfuscation routine en-

abled. In this trial, only 1 SU was registered and idle. Once the idle SU was registered in

the SAS, a PU sent the SAS only its operating frequency range. The time of transmission

was assumed to be instant, so no scheduling was required for this experiment.

Once the SAS received the operating parameters of the PU, the obfuscation routine began.

The routine found the frequency range from the bottom of the channel, in this case the

second PAL channel, up to the bottom of the expected PU.
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Figure 5.9: MU Sensing PU without SU-Aided Obfuscation



52 Chapter 5. Methodology

Figure 5.10: MU Sensing PU with Partial SU-Aided Obfuscation
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For experiments with two SUs, �gure 5.11 shows the placement of the devices. Note that

SU 2 is physically further from the spectrum sensing MU thanSU 1.

Figure 5.11: Node Layout for Two SUs
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5.0.3 Simulation

A simulation of PU, SU, and MU behavior has been developed in Python to compliment

the proven implementation of the ASAS PU obfuscation tactic proposed. This simulation

allows for metrics to be gathered without demanding more hardware resources than that is

available. The simulation trials are under the following restrictions / assumptions:

ˆ The simulation spectrum represents 10 channels (100 MHz)

ˆ All transmitting devices transmit in discrete increments of 1 MHz

ˆ There is only 1 PU

ˆ Each instance of a PU and SU have unique basestation locations

ˆ The PU has a randomly assigned bandwidth [1, 10] MHz for each trial of the simulation

ˆ The PU does not have to self contain itself to one channel (i.e. the PU can have 10

MHz of bandwidth and transmit across two channels rather than �lling one channel)

ˆ All four obfuscation schemes are simulated

{ Simulations are executed for SU counts ranging [1, 10]

{ 100 trials are executed for each SU count (i.e. 100 trials with 1 SU, 100 trials

with 2 SUs, etc.)

5.0.4 Analysis

Simulation Analysis

In the simulation, PUs and SUs are placed into a Python list that represents the spectrum

being simulated. After the PU and SUs are allocated as according to the obfuscation scheme,
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a function is called to search through the list for sections of continuous utilized spectrum.

The function then reports back the low and high frequencies detected. This function is to

act as the MU searching for occupied spectrum. Other collected data includes how many

PUs, SUs, and MUs are provided to the Simulation object constructor.

In the trials of the di�erent obfuscation schemes, three metrics are collected:

ˆ Spectrum Sharing E�ciency

ˆ Frequency Obfuscation E�ciency

ˆ Location Obfuscation E�ciency

Spectrum Sharing E�ciency

Spectrum Sharing Ef f iciency =
Available Channels

Total Non � PU Channels

where

Available Channelsis the count of the channels that are empty

and

Total Non-PU Channelsis the count of the channels that do not contain the PU.

E.g., let a PU utilize 1 of the 10 PAL channels, and the obfuscating SU utilize an extra 1

channel, thenAvailable Channels= 8 (10 PAL channels - 1 PU occupied channel - 1 SU

occupied channel) andTotal Non-PU Channels= 9 (10 PAL channels - 1 PU occupied chan-

nel). In this example, since the SU is utilizing what could otherwise be available spectrum,

the Spectrum Sharing E�ciency = 8/9 � 89%.

Frequency Obfuscation E�ciency

F requency Obfuscation Ef f iciency = 1 �
PU Occupied Spectrum

Total Contiguous Occupied Spectrum
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where

PU Occupied Spectrumis the amount of spectrum (in MHz) occupied by the PU

and

Total Contiguous Occupied Spectrumis the total amount of spectrum (in MHz) occupied by
both the PU and the obfuscation SU(s).

Location Obfuscation E�ciency

Location Obfuscation Ef f iciency = 1 �
PU Location

Total # of T ransmitting Devices

where

PU Location is a constant value of 1 since there is assumed to be 1 PU location

and

Total # of Transmitting Devices is the total number of basestation locations in the occupied
spectrum.

It is assumed that each PU and SU contribute to 1 unique location each. E.g., if there is

one PU and 2 obfuscating SUs,PU Location = 1 and Total # of Transmitting Devices = 3,

therefore the location obfuscation e�ciency� 67%.

SU Utilization In addition to the three primary metrics, a fourth metric has been included

to add perspective to the behavior of each scheme. The fourth metric is SU utilization.

SU Utilization =
SUs Utilized

Total Available SUs

This provides insight on how many SUs are deployed for obfuscation in each set of trials for

the simulations.
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Experiment Analysis

Obfuscation schemes one and two will be the only schemes implemented in experiment. Due

to the wider bandwidths required for the second two schemes, the available equipment does

not appear on the spectrum sensing plots. In the experimental trials of the obfuscation, fre-

quency obfuscation is the only studied metric. Frequency obfuscation is calculated the same

as in 5.0.4.Total Contiguous Occupied Spectrumis measured di�erently in the experiment.

Derived from the VTSAS's PU detection function, a new function is created that similarly

detects spectrum occupancy, however a signi�cantly lower threshold is assigned. The sensing

function averages the power of the received power and then is the average is above a certain

dB threshold the function indicates there is a signal present. This function assigns the MU to

spectrum sense for users in 1 MHz sections. Then, similar to the simulation, the MU reports

the amount of spectrum that was found to be continuously occupied. The amount of con-

tinually sensed spectrum serves as the denominator to the frequency obfuscation equation.

For these experiments, the threshold for spectrum occupancy will be set to and arbitrary 15

dB above the noise 
oor (� -110 db on Relative Gain Axis).

5.0.5 Limitations

As with many research studies, there are limitations to what may be achieved given several

constraints.

Cost

Sponsored by several grants, the development of the VT SAS has been awarded the support

of multiple entities with unique expectations for a deliverable. Software development and

research costs were provided. However the budget only allows for so many radios and the
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radios can only be so powerful. Further, the server on which the software is executed may

not compare to the performance of a modern supercomputer. Execution times may be

insigni�cantly slower (> 1 us) than if the experiments were conducted using faster computing

resources. While a larger budget would allow for these upgrades, it does not create adverse

e�ects on the quality of the research.

Hardware

A large limitation to the research potential stems from the hardware utilized.

CORNET Server CORNET, a testbed with SDRs connected to the internet, has unstable

server uptime. While the system is useful for delivering SDRs, its complex nature including

several packages, dependencies, and networking permissions, all may attribute to the unstable

nature of the system.

Radios The majority of the USRPs are Ettus Research B210 devices. Many of them house

unique daughterboards with di�erent supported Radio Frequency (RF) bands. Additionally,

each of the B210 devices is out�tted with di�erent unbranded antennas. The concern regard-

ing the antennas is that di�erent antennas are better suited for operating at di�erent bands.

Considering the typical 915 MHz Industrial, Scienti�c, and Medical (ISM) band usage of

CORNET, utilizing the same antennas for the 3.5 GHz CBRS band may not be strongly

supported. Lack of support is visible through low received power.

The largest inhibitor of experimentation is the installation of the USRPs. All 20 network

attached nodes are installed in the ceilings of Kelly Hall. While the nodes are only a matter

of approximately 6 meters apart, they must endure signi�cant resistance that introduces

path loss. Considering the great path loss, it is impossible for the entire network of nodes




	Titlepage
	Abstract
	General Audience Abstract
	Dedication
	Acknowledgements
	List of Figures
	List of Tables
	Introduction
	Purpose of Research
	Thesis Outline

	Background
	Spectrum Policy
	CBRS Rules

	Spectrum Access Systems
	WInnForum

	Literature Review
	PU Privacy
	PU-Responsible Privacy
	SAS-Responsible Privacy
	Database Driven Privacy
	Comparison of Privacy Approaches
	Issues with Current PU Privacy Approaches

	Incumbent Informing Capability

	Proposed Solution
	Advanced SAS Requirements
	PU Privacy Tactic
	Proposed Obfuscation Schemes

	Methodology
	Materials Used
	Implementation and Development Process
	Simulation
	Analysis
	Limitations


	Results
	Simulation Results
	Experiment Results
	Discussion
	Simulation Results
	Experiment Results
	Limitations / Edge Cases


	Conclusion
	Future Work
	Malicious User Transmission Interference
	ASAS PU Obfuscation Routine - Time Obfuscation
	Multi-Tactic Primary User Privacy
	Spectrum Access System Development

	List of Contributions
	Virginia Tech Spectrum Access System
	Primary User Obfuscation Schemes
	Publications


	Bibliography

