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Extracting Feature Vectors From Event-Related fMRI Data to En-
able Machine Learning Analysis

Jeffrey S. Soldate

(ABSTRACT)

Linear models are the dominant means of extracting summaries of events in fMRI for feature

vector based machine learning. While they are both useful and robust, they are limited by

the assumptions made in modeling. In this work, we examine a number of feature extraction

techniques adjacent to linear models that account for or allow wider variation. Primarily, we

construct mixed effects models able to account for variation between stimuli of the same class

and perform empirical tests on the resulting feature extraction – classifier system. We extend

this analysis to spatial temporal models as well as summary models. We find that mixed

effects models increase classifier performance at the cost of increased uncertainty in prediction

estimates. In addition, these models identify similar regions of interest in separating classes.

While they currently require knowledge hidden during testing, we present these results as

an optimum to be reached in additional works.



Extracting Feature Vectors From Event-Related fMRI Data to En-
able Machine Learning Analysis

Jeffrey S. Soldate

(GENERAL AUDIENCE ABSTRACT)

Machine learning is a popular tool for extracting useful information from functional MR

images. One approach is classification using feature vectors derived from observations. In

this work, we examine new strategies for extracting feature vectors time varying data and

explore the effect these feature vectors have on the results of machine learning analysis. In

a set of simulations and real data, we compare a range of standard methods for feature

extraction to new methods developed for this work. We find the most effective approach for

successful classification is feature extraction through the use of mixed effects models. We also

find that these models preserve the selection of feature sets that are maximally important

to classification. We then explore the range of considerations required to use any of the

methods examined in this work for a range of cases. We hope this provides solid ground for

both future expansion of feature extraction methods and helpful advice for future users of

these methods.
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Blood oxygenation level dependent functional magnetic resonance imaging (BOLD fMRI)

was first demonstrated in early 1992 [54][2][43]. In its most typical form, it works by tracking

neurally linked changes in cerebral blood flow, cerebral blood volume, and cerebral metabolic

oxygen consumption rate through changes in magnetic susceptibility between oxy- and de-

oxyhemoglobin. This contrast is detected by sequences which use T2* weighting and are

typically collected in a single shot using gradient echo-based sequences[11]. Over the last

30 years, BOLD functional imaging has become a prominent tool for human cognitive neu-

roscience, combining non-invasive imaging, high spatial resolution, and acceptable temporal

resolution. The promise of this tool has driven numerous advancements in all areas related

to BOLD, all in the pursuit of more reliable estimates of neurally coupled signal. The pursuit

of stronger and more localized signal has driven the exploration of imaging at higher field

strengths [84]. Massive cohorts of human participants have engaged in large scale observa-

tion in projects like the Human Connectome Project[72]. Broad arrays of analysis methods

have been proposed to extract and utilize any portion of observed responses to answer ques-

tions of neural activity and vascular coupling. This dissertation seeks to make a small but

meaningful contribution to the wide and ever expanding set of tools available to cognitive

neuroscientists using BOLD imaging.
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We examine single trial feature extraction of event-related fMRI for supervised classifica-

tion and regression, generally termed multivoxel pattern analysis (MVPA). We introduce a

framework using mixed effects models designed to explicitly model trial-by-trial variance to

improve single trial reliability. We propose a number of model implementations that explore

this framework and test their efficacy over a select range of task designs, both simulated

and collected from human participants. Finally, we show preliminary analysis of a study

designed to demonstrate use of mixed effects models in real-time fMRI studies. We cover

a range of cognitive complexity over these tasks, from evoked visual responses to long term

memory.

Chapter 2 introduces essential concepts related to MVPA of event-related functional imag-

ing. Chapter 3 introduces the software tools used and developed for this work. Chapter 4,

where the original contribution of this thesis begins, we present a study of optimal feature

representation for mixed effects model feature extraction. In Chapter 5, we examine an

alternative means of fitting mixed effects models developed by Dr. Gang Chen and present

our examination of model estimate behavior in general. In chapter 6, we detail our efforts

to adapt mixed effects modeling to real-time classification, presented as the development of

a study examining successful verbal memory encoding.
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Magnetic resonance imaging is a safe, non-invasive means of imaging biological systems us-

ing their magnetic properties. As first noted by Ogawa in 1990, the magnetic properties of

hemoglobin provide a natural contrast agent: oxyhemoglobin is diamagnetic while deoxyhe-

moglobin is paramagnetic [54]. Images using this contrast are said to use the BOLD signal.

Its dominant use is a proxy for regional neural activity due to the changes in blood composi-

tion, flow, and volume that occur during that activity. At the magnetic field studied in this

work, 3T, the dominant change is an increase in blood flow which causes an excess of oxy-

genated hemoglobin at the level of arterioles, though full characterization of hemodynamics

is an open field of investigation [47].

MRI images are obtained by encoding spatial information in the magnetic properties of

nuclei in the volume assessed. Due to the flexibility of this information encoding and the

wide variety of factors that alter it, MRI has seen a wide variety of uses and produced images

with a range of contrasting features. In the specific case of BOLD fMRI, typical scans use
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a technique called echo-imaging to collect an image of the entire volume in a short period

of time[42]. Scan parameters vary based on the needs and equipment of experimenters, for

example, the Human Connectome Project collects one image of f104x90x72g elements every

.72 seconds through interleaving 8 slices at a time.

The individual elements of these images is called a voxel. Each voxel for each image contains

the average of magnetic properties within that volume of real space. The data we collect is

therefor three dimensional with location in space replicated by position in the data matrix.

In functional imaging, we collect multiple volumes over the course of our experiment. Ideally

each voxel element represents the same volume of space over the same time, but motion and

the influence of magnetic materials during the scan can create artifacts where volumes shift

or appear to shift over time[24]. Additionally, the majority of vascular responses we observe

with typical BOLD imaging are slow, on the order of seconds to reach peak, and any neural

activity within a voxel is blurred over time[20]. Our population effect of interest is at the

level of neurons, whose activity we can only infer through BOLD confounded by artifacts

and spread across time. As such, we must take care to understand what information from

which we are attempt to draw inference.

Though many experimental paradigms exist, this work concentrates on task evoked re-

sponses. Task-based experimentation attempts to induce cognitive states associated with

some behavior or experience through the presentation of visual, auditory, or similar stimu-

lation. By collecting BOLD contrast images during these stimulation regimes, researchers

can sample from states of neural activity associated with the stimulated behavior or experi-

ence [33]. By contrasting different controlled conditions, inferences about the neural activity
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associated with behavior can be draw and mapped onto anatomical structures.

There are two broad categories that can be applied to designing stimulation for task-based

fMRI. The first is block stimuli. This design is characterized by long periods of similar

stimulation (20+ seconds). The aim is to hold neural activity to a constant level during

blocks, maximizing detection power within those blocks. This comes at the cost of losing

observable temporal dynamics and restricting potential experimental questions. The second

is the event-related design. It is characterized by short periods of stimulus presentation (<5

seconds) with variable periods of rest between. The brief stimulation evokes a neurovascular

response that, we assume, rises and falls over time. While initial forays into analysis of this

type of design allowed for sufficient time for the response to return to baseline, which we

refer to as slow event-related designs [3], modern iterations overlap trials to improve design

efficiency (maximizing statistical power for time scanned). Such designs are termed rapid

event-related designs and require random jittering of stimuli to produce optimal statistical

efficiency[19].

Though we know this conceptualization of our observed response is flawed, we can approxi-

mate our observations of BOLD signals as a linear time invariant (LTI) system. Figure 2.1

is intended to illustrate how an LTI system constructs the signal we observe from a voxel.

Neural activity is a brief impulse that occurs during stimuli, spaced in time or instant. We

can allow these impulses to vary in time and amplitude to match what we think of the un-

derlying neural activity. The bold response is a lagged rise and fall over about 16 seconds.

The ’ideal’ measured voxel is the convolution of these two elements. Responses close enough

in time add linearly. In addition to being spread out over time, we observe a signal through
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Figure 2.1: Approximation of an observed BOLD signal. We represent neural activity with
a unit impulse placed at the time of stimulus presentation. Neurovascular coupling ’smears’
our observation of this activity over time, convolving activity with a time resolved response.
In this model, responses that overlap in time add linearly, though we know this is not the
case in reality. We measure noise on top of this ideal response leading to a final observation
where individual activity may not be readily apparent.

measurement noise and digital sampling to reach our final observation.

Supervised learning is often introduced through a teacher-student analogy. In that analogy,

a teacher provides data in a training session to a student to demonstrate different discrete

of objects (classification; e.g. red vs. green) or different continuous describ-

ing some attribute of the object (regression; e.g. volume). The goal is for the student to

generalize from the teacher’s labeled training data and be able to competently carry out the

classification or regression problem in an independent data set. Less abstractly, the train-

ing data consist of a set of N observations, fA : xn; yng n = 1; :::; N . Where the xn are

training features in a training set, fAg, and the yn are the teacher’s labels that correspond

to xn. After learning, the student should be able to produce a new set of ŷm when given M

observations xm from a test set, fBg. In this case the ŷ indicates that the classification or
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regression labels are estimates of the true labels, which may or may not be known.

Understandably most of the research efforts in supervised learning have focused on training

algorithms, which fit functions to relate the training features with their labels to be able to

generalize to the new test features. This work has given rise to a wide range of approaches,

which now include perceptrons to convolutional neural networks to support vector machines

to linear discriminant analysis to random forests [8], [25], [77].These algorithms draw from

fields such as statistics, data mining, signal processing, computer science and mathematics

and theoretical approaches such as Baysian principles and statistical learning theory to define

optimal targets and theoretical performance bounds. One major problem with algorithms

and their current use is that there is no comprehensive theory to identify which of them will

work best for a given data application. Thus empirical comparisons still play an important

role in choosing and tuning algorithms.

Beyond this, many other important and interesting research challenges come with the su-

pervised learning paradigm. One is that the teacher’s role of presenting labeled data is often

an expensive one. Though there can be points of diminishing returns, the general truism

is that the more data, the better. Thus a frequent handicap in supervised learning is to

overcome data poverty - there always seems to be a need for more data. Another

problem that exists is that of estimating the student’s generalization. There are both several

performance metrics (prediction accuracy, specificity, sensitivity, recall, ROC area, Cohen’s

Kappa) [8, 12, 22, 26, 66] as well as competing notions of how to best estimate these metrics

(k-fold cross-validation, etc.)[38, 58]. In addition to these, other major challenges and fron-

tiers in supervised learning are currently enjoying a resurgence of scrutiny and innovation.

The overarching, motivating focus of the thesis, however,is how to “best” represent event-

related fMRI data as a feature vector. Returning to the general concept of supervised

learning, each observation of x features is also sometimes referred to as inputs, in which
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case each predicted ŷ is the corresponding output.Thus another way to write ŷm is f̂(xm) in

which f̂() is a functional that describes an input-output relationship. From this perspective

supervised learning can be put within the framework of function approximation in which

xm is a point in a V -dimensional space. From this, then,V is the number of features,

and each feature is represented as a component within the vector, x. The power (and

perhaps limitation) of this feature vector framework is that it enables geometrical concepts

in euclidean spaces to frame the supervised learning problem. Moreover this“feature input

space” framework has shaped the majority of existing supervised learning algorithms used

today. Thus while other mathematical representations of event-related data may be useful

for future fMRI research, the most impactful approach in the context of today’s culmination

of decades of theoretical work and software implementations is to examine how to best

represent these data as vectors.

Supervised learning requires a number of components to generate testable models: a learning

algorithm, a dataset of examples composed of consistent features, and labels associated with

those examples. The goal of each algorithm is to generate a function that, given a novel

example, generates a predictive label for that example. The specific goal of the use of

classifiers in this study is to generate predictions of behavioral conditions during single event

trails. Ever growing interest in machine learning classifiers for fMRI analysis has led to use

of a wide range of algorithms for a wider range of purposes. Some common examples include

regularized logistic regression [61], linear support vector machines (SVM) [39, 44], and linear

discriminant analysis [16, 55]. Each algorithm accepts a defined organization of features, in

the cases listed above, a row vector. The features within this vector can either be selected
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with a specific process or not. Feature selection attempts to improve classification accuracy

at the cost of computation before the classifier is trained. Labels, in general, are defined by

stimulation in task-based fMRI, but the choice of what to label defines what features can

be used to build a model. Each of these components must be defined to perform supervised

learning analysis, and each choice affects the eventual outcome.

Of the above classification methods, SVM has been shown to generate a model with the

highest prediction accuracy in task-based fMRI studies (Misaki et al. 2010). SVM was

devised initially by Cortes and Vapnik in 1995 (Cortes and Vapnik 1995) as a two group

classification system by construction of a separating hyperplane. It constructs a linear plane

g defined by weights with the dimensionality of the feature space x, and b, a bias offset scalar

such that:

g(x) = wtxi + b (2.1)

By maximizing the margin of g, k, with respect to the weights w while also minimizing the

weights under the constraint:

~wtxi + b � k

under category 1

~wtxi + b � �k

under category 2
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we can generate a classifier for new observations (as x). In addition, we can examine the

weights W as an indication of the influence of elements of x on the classification decision

(Kjems et al. 2002; S. LaConte et al. 2005). This dual optimization problem is well

understood and the details of finding optimal weights is not included in this document. As

implemented across these studies, optimization also includes a penalty term to optimization

of the margin, C. C defines the cost of defining a margin with features x within the margin.

This inclusion is necessary in cases were no perfectly separable hyperplane exists.

Our selection of X, and by extension its relation to the associated label, define the space

of hyperplanes we can construct to separate our examples. Questions of optimizing clas-

sifier performance have long been tied to selection of features making up the elements of

examples. Individual feature selection has been closely tied with the use of MVPA from

its inception, when patterns within the ventral temporal cortex were used to predict object

viewing [35]. This type of feature selection falls under the general strategy of using domain

specific knowledge to reduce the effects of noisy features. Data driven analogues exist as

well. Some examples include univariate analysis before classification and selection of voxel

based on voxels that survive a threshold values [67] and multivariate analysis with ‘search-

light’ based classifiers [41]. All of these are examples of attempting to define features that

are useful and discard those that are not. We must apply the same logic to any time re-

solved features, but to a more fundamental problem. That is, what representation of events

maximizes feature utility? Even in block designs where a steady state during a block can be

assumed, temporal considerations still exist: including transitions between blocks reduces

classifier accuracy [46]. This is doubly true for event-related features as the entire response

is time resolved.
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A standard answer to the question of how best to represent individual events exists in the

methods derived from the GLM, LSA and LSS. Their application requires two principal

assumptions : the first is that responses that overlap in time add linearly, and the second

is that responses are fixed for similar stimuli. Given these assumptions, we construct the

following model for each observed time point.

yn = xn1�1 + ::: + xnt�t + en (2.2)

where yn is our observation at time n, xnt is our assumed response to trial t at time n, �t

is the scale of that response, and en is the residual of our model. We have observations

n = [1:::N ] and trials t = [1:::T ]. The general structure of this model comes from the

assumption that responses add, and the ability to summarize the contribution of each trial

as the multiplication of a response x with a scale � comes from assuming fixed responses

(commonly unit scale gamma). This gives us the following equation in matrix form defining

the entire observed time series.

Y = X� + � (2.3)

Where Y is an Nx1 matrix, X is NxT , � is Tx1, and � is Nx1. If we assume � is distributed

normally i.e. N(0,�2), we can estimate the remaining quantity of interest, �.

�̂ = (XT X)�1XT Y (2.4)

This is explicitly a version of the general linear model with defined elements of the design

matrix X. Using the elements of � as trial level estimates was first proposed by Rissman

in 2004 and broadly expanded by Mumford and Turner in 2012. We use their terminology

and refer to this method as LSA. It has likely become the standard due to the robustness of
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this model specification. First, the veracity of our estimated responses is secondary to their

ability to generate usable features, meaning any bias created by mismodeling of stimuli can

be hidden in all manner of other generalization errors that occur in classification. Secondly,

our assumed response will rise and fall with a wide variety of actual observed signals, meaning

the assumption of fixed responses can broadly translate to any iteration of rise and fall with

little loss in power. These two strengths, however, indicate two cases where this extraction

method may not produce optimal results.

In the latter case, we may have some response that does not fit into the broad rise and fall

necessary for detection by our assumed response. In the broader case of the GLM, we means

of extracting time resolved responses. Using the same form as equation 2.3, we can specify

a design matrix X where each time point of the estimated response has a corresponding

column. We would generate a � for each of these columns and, much like LSA, associate

each with its trial. If constructed for individual trials, however, overlapping responses would

be guaranteed to be colinear, making model fitting unstable. We can instead forgo modeling

in this case and directly construct representations of events by concatenating sequential

feature vectors. This approach was demonstrated by Mitchell in 2004[50]. We refer to it in

this work as hyper-image or HI. Despite the lack of modeling, it still represents an approach

to feature selection in the choice of what time points to concatenate. It, however, differs

from LSA and other feature selection approaches in that it ignores the influence of voxels of

no use and simply attempts to capture any voxel that could be used.

The other case of potential hazard when using LSA is that individual event estimates are

subject to any process that causes the rise and fall expected by the assumed response. In

general, our assumption of fixed responses to similar stimuli does not hold. The exact

mechanism that gives rise to this variability is unknown, but a host of potential causes

have been identified. Subtle difference in stimuli may give rise to different neural responses,
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priming and saturation effects may cause previous stimuli to influence others in unexpected

ways, and slow changes to large scale connected functional networks may drive observed

responses, along with many other potential confound to neural activity and neurovascular

coupling. Accounting for all of these different sources of error exactly is a difficult prospect,

but we can alter our estimates to attempt to reduce the effects these confounds. We propose

the following model using the linear mixed effects framework.

yn = xn1�n1 + ::: + xns�ns + zn1�n1 + ::: + znt�nt + en (2.5)

where the two alterations from equation 2.2 are included. We now have trial categories s =

[1::S] and random effects znt corresponding to random effects observed at time n associated

with trial t. The model has a similar matrix form to the GLM.

Y = X� + Zu + � (2.6)

where Z is NxT and u is Tx1 Normal(0,�2D) where D is a positive semi-definite variance-

covariance matrix. This is the general form of a linear mixed effects model, but much like

the GLM, we define X to be the fixed response to each category of stimuli, Z to be the trial

level responses, and, for the purpose of computational tractability, D is a diagonal matrix

containing the relative variances of each trial estimate. The exact method of fitting this

model is the subject of a portion of this work and is discussed the relevant chapters (4 and

5).

In model 2.6 we maintain our ability to differential our trials through the inclusion of the

random effects matrix, but also share information across trials by our specification of the

fixed effects matrix. The assumption of the fixed response to trials is that similar trials

should be estimated similarly to one another, but only estimating independent trials leaves
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that assumption to chance. Here, we have made that assumption explicit, that trials of the

same category should resemble one another and that estimates obtained from our model

should reflect that.

As much as the model alters the framework of LSA, it can also alter how we approach HI. The

fixed effects matrix is unlikely to have correlated stimulus categories and we can specify a

random effects matrix to avoid multiple collinearity. We can use the same model as equation

2.6 only altering the dimensions and structure of X and Z. We expand X to be NxSW and

Z to be NxTW with a corresponding increase in � and u, where W is the number of time

points we estimate per trial. In the same way we generate HI event representations, we

can generate new representations with these time resolved mixed effect model estimates by

concatenating our updated estimates for the relevant trial. We refer to this method as IMM

in this work.

Finally, we include the average response over a defined trial period as check against these

modeling methods. Though LSA and its derivatives have become the standard in offline

analyses, real time studies tend to alter stimuli based on the average response over a defined

time period [64]. Averaging a specified time window potentially has the same benefits as

the LSA approach, but without any unmixing of overlapping stimuli and the loss of any

temporal information that is embedded by assuming a time resolved response.

Simulations based on Mumford et al. [52] are also included in this work. The relation between

spatial-temporal patterns and labeled stimulation or participant behavior is the principal

unknown in any human participant data. Simulations allow for though testing of our methods

against a range of conditions without any ambiguity in the underlying generation of our
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observed signal. We present these simulations as an expectation of each method that is then

tested on the much more nuanced human data.

Mumford et al generated a singled synthetic voxel modeling the response as a linear time-

invariant system. In it, a time series is generated by convolving synthetic hemodynamic

responses with impulses representing event related neural activity. Random noise is added

on top of this response to mimic human measurement conditions. In the context of the mo-

tivating work, a single voxel with a fixed but differential response to two stimulus conditions

was sufficient to generate a reasonable approximation of their methods’ behavior. We are

primarily interested in differentiating spatial and temporal patterns, so require a number of

voxels, with populations of voxels selectively activated by stimulation. In addition, we set

out by assuming that our observed responses vary randomly within stimulus class as well,

so we randomly vary the scale of the impulse response for each voxel for each stimulus. We

an number of synthetic experiments varying the link between neural activity and observed

response.

Each synthetic set consists of 50x50 voxels over 180 time points. 149 voxels were selected

to respond to class 1 and 149 voxels were selected to respond to class 2 in a pattern shown

in figure X. These responses were sampled from either a normal distribution or uniform

distribution with identical means but differing levels of variance. We settled on examining

10 mean signal scale levels: incremented from 0.2 to 2.0 by steps of 0.2. This was based

based on the scale of classifier performance assessed over a range of possibilities; we valued a

range that showed both at chance/weak classifiers to accuracy plateau. Each version of the

simulation used an identical response scale for both categories of stimulation. In this way,

the only differentiating characteristic between stimulus categories was the spatial pattern of

activation of voxels. Normal noise with mean zero and variance 2 was added to all simulation

scales.
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Two hundred of these simulations were generated for each SNR using a random selection of

timing from the RVIP task. Each of the versions of the simulations used the same selection

of timings, so any effect of timing overlap should be shared between signal levels. Each

set was split into 100 virtual subjects from which we generated split-half cross-validated

classifiers. These division were also preserved across signal distribution shifts. We added

no individuating features to these synthetic subjects. We generated feature sets as in the

human data on all methods examined in this work. We used these feature sets to generate

linear SVM classifiers in an identical manner to human participants as well.

The variance added to responses for each trial is of particular interest to this work as it

motivates our iteration on trial-level modeling strategies. We investigated multiple distri-

butions for these responses, but found that the pattern of classifier accuracy over our range

of SNR was insensitive to our choice. We chose to maintain a constant ratio of signal mean

to signal variance in our investigations past this level for this reason. As we increase the

absolute magnitude of variance as we increase signal mean, we can still use the simulations

to characterize the resultant estimates of each feature extraction method in the presence of

differing variation.

This characterization took two forms. The first was collecting the distribution of event esti-

mates for a known distribution of responses. The second was constructing regression models

predicting know response amplitudes from estimates. We generated a set of simulations

where the previously randomized response heights were specified beforehand. We used these

responses as labels to train a regression model over each of the simulation versions. We

present the results of this regression as a measure of the ability of our tested methods to
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preserve variations of interest.

SNR here is defined by the ratio of the mean of the signal of interest to the standard deviation

of signals of no interest. In the context of simulations, the signal of interest is localized to

a specific region, analogous to traditional functional fields, and the mean magnitude of

the response signal is specified before simulations. We consider the regions outside of this

simulated functional field to contain the signal of no interest. During simulation of responses,

the region outside the active region has a known noise standard deviation defined before the

simulations. This gave us two defined means of altering our signal characteristics, either

by altering the mean of responses in the region of interest or by altering the variability of

signal added outside of regions of interest. We chose to alter our mean signal to follow the

functional region analogy. While the scale of our SNR selection was based on the work of

Mumford 2012, the exact values were chosen to cover the range of classifier behavior, from

chance level accuracy to an accuracy plateau at the highest levels of SNR. Signal to noise

ratio can also be defined by the ratio of signal mean to signal variance. We added two sources

of variance to our signal, whose mean we defined. The first is the variation added at each

time point of each voxel (O in Figure 2.2). The second is random variation we added to each

simulated response (R in Figure 2.2. Our definition of SNR is therefor:

SNR =
E[R]

V ar[O]
(2.7)

The distributions O and R are independent, so variances of these two distributions add. If

we had only altered the mean of our response distribution, this definition of SNR would be

strictly lower than the previous definition. We instead chose to maintain a constant ratio
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Figure 2.2: We added two components of randomness to our simulated voxels. In those
that responded to stimuli, those responses came from the distribution R (e.g. � N(1; :3)).
Additionally, random noise was added at each time point for each voxel from the distribution
O. Observed voxels are the addition of these two factors. We assume that the inclusion of
R did not significantly affect the overall variance of O.

of signal mean to signal variance before adding more variability over all voxels. This choice

was made to maintain consistency in the underlying assumptions of our mixed effects model.

That is, variability can be partitioned between inherent differences in responses to stimuli

and measurement noise. We chose to have a consistent relationship in the first partition.

Admittedly, this choice is arbitrary and further complicated by the interaction of each of

the investigated feature extraction methods with each source of variability. We investigated

the stability of our results to different choices of this relationship and were satisfied that our

choice at least was able to capture patterns in classifier behavior.
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Three tasks are employed in our initial description of event extraction: a bilateral finger

tapping task, a rapid visual information processing task, and a paired associate memory

task with subsequent recognition labeling. All tasks employ an ER design, though the

timings of each differ. These tasks represent a range from well characterized and understood

to little explored in fMRI.

The somatotopic mapping of the primary motor cortex is a fundamental principal of neurol-

ogy. Though a number of variations exists, the visually cued version instructs the participant

to tap the indicated side at a defined rate for the duration of the cue. Cued finger tapping

evokes a robust, observable BOLD response in the contralateral sensorimotor cortex, con-

tralateral supplemental motor area, bilateral anterior cerebellum, and basal ganglia [80].

Rhythmic finger tapping has been shown to produce a repeatable response related to the

length of stimuli and the frequency of tapping, though non-linear effects were noted [32]. As

such, this task is ideally suited to testing of event-related feature generation methods. In

addition, the simplicity of implementation makes this task an ideal test for the effectiveness

of real-time systems: behavior is observable and has a known response.

The general procedure for the RVIP task was developed in 1953 as a method of testing

auditory vigilance [1]. The task involved hearing a set of numbers played from tape at a

constant rate, listening for a defined sequence, and indicating when the defined sequence
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was heard. The visual version of the task replaces the recording with a sequence of integers

from one to nine presented at the same rate. The task has been adopted for use in assessing

vigilance as a marker for a number of mental health disorders: ADHD [31], schizophrenia

[36], and addiction disorders [65]. The difficulty of the task is modulated by the rate of

presentation and the number of sequences to be hit.

A number of studies have attempted to characterize this task with neuroimaging. PET

identified the inferior frontal gyri, parietal cortex, fusiform gyrus, and right rostral frontal

superior gyrus as regions with increased blood flow during task performance [15]. In fMRI,

a control task was added, where sequence identification was replaced with noting when zeros

were presented. During the original task, bilateral regions of occipital, front, and parietal

lobes were more active. When comparing hit events in the original task to hit events in

the control task, higher bold signal was observed in the occipital lobe, middle frontal gyrus,

inferior temporal areas, and parietal cortex [53]. No study has examined hit events versus

miss events in this task.

In data collected by previous members of the lab, participants were presented with two items

and asked to memorize the association. We tested episodic memories of these associations

by presenting one item and asking the participant to recognize the associated item. Though

formulated to generate and test the formation of new memories, the task can be imprecise.

Associations between components, either from outside experience or truncated versions of

the cues can affect difficulty, and, therefore, the system assessed [59]. The most likely to

be remembered stimuli are ones with collapsible associations, either category-based or based

on truncation of the presented stimuli. The best means of controlling difficulty is to remove
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