
Deep Learning-Based Coverage Map Generation for RIS-Assisted 
Wireless Networks

Gauransh Sawhney

Thesis submitted to the Faculty of the

Virginia Polytechnic Institute and State University

in partial fulfillment of the requirements for the degree of

Master of Science

in

Computer Engineering

Jacek Kibiłda, Chair

Luiz A. DaSilva, Co-chair

Scott F. Midkiff

August 10, 2026

Arlington, Virginia

Keywords: Reconfigurable Intelligent Surfaces, pathloss map prediction, ray tracing, deep 

learning

Copyright 2026, Gauransh Sawhney



Deep Learning-Based Coverage Map Generation for RIS-Assisted 
Wireless Networks

Gauransh Sawhney

(ABSTRACT)

Reconfigurable Intelligent Surfaces (RISs) offer a promising approach for improving wire­

less coverage in obstructed environments, but evaluating their site-specific impact requires 

repeated ray-tracing simulations over multiple placements and configurations. Existing 

learning-based radio-map methods do not explicitly model the local propagation response 

induced by a given RIS deployment. This thesis formulates RIS-aware local coverage predic­

tion, where the objective is to predict an effective pathloss map over a receiver (RX)-centered 

region of interest from the scene layout and the transmitter (TX), RIS, and candidate RX 

geometries. To address this problem, this thesis proposes RISMapNet, a four-channel frame­

work that adapts the PMNet encoder-decoder backbone with RIS- and candidate-RX-aware 

input conditioning, auxiliary global supervision, and global-to-local refinement. A Sionna-

based dataset generation pipeline is also developed to construct effective pathloss targets 

through sparse virtual steering. On the University of Southern California (USC) scene, 

RISMapNet reduces the normalized mean absolute error from 0.06714 to 0.0406 and the 

physical pathloss prediction error from 18.46 dB to 10.80 dB relative to the two-channel 

PMNet baseline. RISMapNet also outperforms PMNet-based baselines on unseen campus 

scenes, demonstrating its potential as an efficient surrogate for RIS-assisted coverage pre­

diction and candidate-placement screening.



Deep Learning-Based Coverage Map Generation for RIS-Assisted 
Wireless Networks

Gauransh Sawhney

(GENERAL AUDIENCE ABSTRACT)

Future wireless networks will need to provide reliable coverage in complex environments 

such as campuses, cities, and indoor-outdoor spaces. Buildings and other obstacles can 

block wireless signals and create weak-coverage regions. Reconfigurable Intelligent Surfaces, 

or RISs, are engineered surfaces that can reflect wireless signals in controlled directions, 

potentially helping redirect coverage into these blocked regions. Testing where to place 

an RIS and how it affects coverage usually requires detailed computer simulations of radio 

propagation. These simulations can be accurate, but they can also be slow when many 

TX, RX, and RIS locations must be tested. This thesis explores whether deep learning 

can provide a faster way to estimate the coverage effect of an RIS. The proposed method, 

RISMapNet, learns to predict a small local coverage map around a candidate RX using 

information about the environment and the locations of the TX, RIS, and RX. Instead of 

running a full ray-tracing simulation for every possible configuration, the trained model can 

rapidly estimate the local pathloss pattern. This can help engineers screen candidate RIS 

deployments more efficiently before performing more detailed simulations or field tests.
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Chapter 1

Introduction

Future wireless networks are expected to provide intelligent, adaptive, resilient, and reliable 

connectivity across increasingly diverse propagation environments. This requirement is es­

pecially important in dense urban scenarios, where buildings and other obstacles frequently 

create non-line-of-sight regions that degrade signal quality. These coverage holes limit the 

reliability of wireless services and complicate the deployment of emerging applications that 

require predictable communication performance.

Reconfigurable Intelligent Surfaces (RISs) have emerged as a promising approach for ad­

dressing such coverage challenges. An RIS is a programmable electromagnetic surface whose 

elements can be configured to alter the phase, amplitude, or direction of incident wireless 

signals. By intelligently reflecting and steering signals, RISs can help improve coverage in ob­

structed environments. This makes RISs attractive for coverage enhancement, localization, 

radio environment control, and future wireless network optimization [21, 22].

Despite this promise, a central challenge remains: evaluating the coverage footprint of an 

RIS is computationally expensive. The effectiveness of an RIS depends strongly on the place­

ment of the RIS, its orientation, the transmitter (TX) location, the candidate receiver (RX) 

location, and the geometry of the surrounding environment. Prior work has shown that 

RIS-assisted coverage gains can vary significantly depending on deployment geometry, ori­

entation, and configuration [3, 19, 24]. Therefore, practical RIS planning requires evaluating 

many candidate TX-RIS-RX configurations.
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Site-specific ray-tracing tools, such as Sionna RT, provide a physically grounded way to model 

propagation in complex environments [6]. However, ray-based simulation becomes difficult 

to scale when coverage must be evaluated over many TX, RX, and RIS placements. The 

computational burden increases further in RIS-assisted scenarios because each candidate RIS 

deployment may need to be evaluated under multiple steering configurations. This creates a 

need for fast, data-driven surrogate models for RIS-assisted coverage prediction that reduce 

dependence on exhaustive simulation.

1.1 Learning-Based Coverage Map Prediction

Recent work has demonstrated that deep neural networks can predict radio maps or pathloss 

maps from environmental geometry. These methods frame wireless coverage estimation as 

an image-to-image prediction problem, where the input may include a scene map and TX 

information, and the output is a spatial map of received signal strength, path gain, or 

pathloss. Models such as RadioUNet, FadeNet, Agile Radio Map Prediction, and PMNet 

have shown that convolutional neural networks can learn useful propagation structure from 

map-based inputs [9, 11, 12, 15, 16].

Among these approaches, PMNet is particularly relevant because it predicts pathloss maps 

using supervised learning from scene geometry and TX location information [11]. This pro­

vides an efficient alternative to repeated ray-tracing simulations for TX-conditioned pathloss 

map prediction. However, standard pathloss map prediction methods are primarily TX-

centric. They do not explicitly model RIS placement, candidate RX geometry, or the local 

RIS-assisted response induced by different RIS configurations.

This limitation motivates the central direction of this thesis. While learning-based radio map 

prediction has shown promise for non-RIS settings, RIS-assisted wireless planning introduces 
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additional structure that must be represented in the input and prediction target. In partic­

ular, a model must account for the TX, the RIS, the candidate RX, and the surrounding 

scene geometry. The output of interest is also not necessarily a full-scene map alone; for 

many RIS planning tasks, the most relevant quantity is the RIS-assisted response in a local 

region around a candidate RX.

1.2 RIS-Aware Local Pathloss Map Prediction

This thesis studies RIS-aware local pathloss map prediction. Given a scene layout, a TX 

location, an RIS location, and a candidate RX location, the objective is to predict the 

effective pathloss map over a local region of interest centered at the candidate RX. The term 

effective pathloss map refers to an aggregate RIS-assisted pathloss representation constructed 

from multiple sparse steering configurations. Instead of modeling only one RIS steering 

direction, the target captures the strongest local response induced by a virtual sweep over 

selected directions within the RX-centered region.

This formulation is useful for RIS deployment analysis because it focuses on the region 

where a candidate RX or user cluster is located. It also avoids treating the RIS as a generic 

environmental object. Instead, the RIS is explicitly represented as part of the input geometry, 

along with the TX and RX. This enables the learning model to condition its prediction on 

the full TX-RIS-RX tuple.

The resulting task differs from conventional pathloss map prediction in three important 

ways. First, the model must represent RIS-aware geometry, including the spatial relation­

ship among the TX, RIS, candidate RX, and buildings. Second, the target is RX-centered 

rather than purely TX-centered. Third, the prediction must capture local RIS-induced vari­

ations, which may be sharper and more spatially localized than ordinary large-scale pathloss 
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patterns.

1.3 Thesis Objectives

The main objective of this thesis is to develop and evaluate a deep learning framework for 

efficient RIS-assisted local coverage prediction. This objective is divided into the following 

goals.

First, this thesis formulates RIS-aware local pathloss map prediction as a learning prob­

lem and proposes RISMapNet, a neural network architecture for predicting RX-centered 

effective pathloss maps. RISMapNet extends a PMNet-style encoder-decoder framework by 

incorporating a four-channel input representation consisting of the scene map, TX map, RIS 

map, and candidate RX map. It also introduces a dual global-local prediction structure, 

where a global branch provides full-scene auxiliary supervision and a local branch refines the 

RX-centered prediction.

Second, this thesis develops a dataset generation pipeline for RIS-aware effective pathloss 

maps using ray tracing. The pipeline generates valid TX-RIS-RX tuples, selects candidate 

RX locations with weak baseline coverage, places RIS candidates according to geometric 

constraints, and constructs effective local pathloss targets using sparse virtual beam sweep­

ing.

Third, this thesis evaluates the accuracy and generalization behavior of RISMapNet. The 

evaluation compares RISMapNet against PMNet-style baselines and analyzes the impact of 

RIS-aware input conditioning, global-local supervision, and RX-centered local refinement. 

The broader goal is to assess whether a trained model can serve as a fast surrogate for 

RIS-assisted coverage screening.
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1.4 Contributions

The main contributions of this thesis are summarized as follows.

1. This thesis formulates RIS-aware local coverage prediction as an effective pathloss map 

prediction problem. The goal is to estimate the RIS-assisted spatial response over a 

candidate RX-centered region of interest using scene and TX-RIS-RX geometry.

2. This thesis develops a ray-tracing-based dataset generation pipeline for RIS-assisted 

pathloss map learning. The pipeline includes weak-coverage RX selection, geometry-

aware RIS placement, valid tuple filtering, and effective pathloss map construction 

through sparse virtual beam sweeping.

3. This thesis proposes RISMapNet, a deep learning framework for RIS-aware local 

pathloss map prediction. The model uses a four-channel input representation and 

a dual global-local prediction architecture to combine full-scene propagation context 

with RX-centered local refinement.

4. This thesis evaluates RISMapNet on campus-scale wireless scenes and compares it with 

PMNet-style baselines. The results show that incorporating RIS and candidate RX in­

formation, together with global-to-local refinement, improves local pathloss prediction 

accuracy.

5. This thesis evaluates cross-scene generalization on unseen campus-scale scenes and 

identifies target-scene adaptation as a direction for improving prediction accuracy in 

new environments.
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1.5 Organization of the Thesis

The remainder of this thesis is organized as follows.

Chapter 2 reviews background material on wireless propagation, pathloss maps, ray-tracing-

based coverage simulation, RISs, and learning-based radio map prediction. It also discusses 

PMNet as the closest pathloss map prediction baseline and identifies the gap addressed by 

this thesis.

Chapter 3 presents RISMapNet, the proposed deep learning framework for RIS-aware local 

pathloss map prediction. The chapter describes the input representation, dual global-local 

prediction structure, RX-centered RoI refinement mechanism, and joint global-local super­

vision objective.

Chapter 4 describes the ray-tracing-based dataset generation pipeline. It explains how valid 

TX-RIS-RX tuples are generated, how weak-coverage RX are selected, how geometry-aware 

RIS placements are constructed, and how effective global and local pathloss maps are pro­

duced through sparse virtual beam sweeping.

Chapter 5 describes the training setup and evaluation methodology. It presents preprocess­

ing, training hyperparameters, loss functions, baseline models, and evaluation metrics used 

to quantify local pathloss prediction accuracy.

Chapter 6 presents the numerical results. It compares RISMapNet with PMNet-style base­

lines, analyzes physical pathloss prediction error, studies the impact of global-local supervi­

sion, and evaluates cross-scene generalization.

Chapter 7 concludes the thesis by summarizing the main findings and outlining future work 

on target-scene adaptation and broader RIS configurations. 
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Chapter 2

Background and Related Work

This chapter presents the technical background and prior work underlying RIS-aware local 

pathloss map prediction. The discussion begins with large-scale wireless propagation and 

radio-map representations, followed by statistical, measurement-driven, and deterministic 

propagation modeling. It then reviews ray-tracing-based coverage simulation and learning-

based radio-map prediction methods, including RadioUNet, FadeNet, Agile, PPNet, Geo2SigMap, 

and PMNet. The chapter next introduces the operating principles and propagation charac­

teristics of RISs, with emphasis on pathloss, placement, and orientation. Finally, it identifies 

the research gap addressed by RISMapNet.

2.1 Large-Scale Wireless Propagation and Pathloss Maps

2.1.1 Pathloss and Large-Scale Channel Behavior

A wireless signal propagating between a TX and RX interacts with the physical environ­

ment. The free-space propagating signal is affected by reflection, diffraction, scattering, pen­

etration, blockage, antenna radiation patterns, and the electrical properties of surrounding 

materials. These effects produce significant spatial variation in received power, particularly 

in dense urban and campus environments.

Following the pathloss-map prediction formulation used in PMNet [11], consider a TX at 
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location qTX and an RX at location qRX. The instantaneous link gain at time 𝑡 and frequency 

𝑓 can be written as

|ℎ (𝑡, 𝑓, qTX, qRX)|2 = 𝑃RX (𝑡, 𝑓, qRX)
𝑃TX (𝑡, 𝑓, qTX)

, (2.1)

where 𝑃RX and 𝑃TX denote the received and transmitted powers, respectively. This link gain 

includes antenna gains at the TX and RX. When isotropic antennas are used, it coincides 

with the channel gain.

The instantaneous channel gain varies over time, frequency, and location due to small-scale 

fading, shadowing, and large-scale distance-dependent attenuation. Path gain is obtained by 

averaging the instantaneous link gain over a stationarity time interval 𝑇𝑆 and stationarity 

bandwidth 𝐵𝑆:

𝑃 𝐺 (qTX, qRX) = 1
𝑇𝑆

1
𝐵𝑆

∫
𝑇𝑆

∫
𝐵𝑆

|ℎ (𝑡, 𝑓, qTX, qRX)|2 d𝑓 d𝑡. (2.2)

This averaging suppresses rapid small-scale fading and leaves a large-scale quantity that 

depends primarily on the TX location, RX location, and physical environment. Thus, path 

gain is appropriate for coverage-map prediction, where the goal is to capture the dominant 

spatial structure of propagation rather than instantaneous fading.

Ray tracing represents the channel as a superposition of multipath components (MPCs). 

The 𝑚-th MPC can be characterized by a complex coefficient 𝑎𝑚, delay 𝜏𝑚, direction of 

departure, and direction of arrival. In a coherent narrowband channel model, the MPCs 

add as complex quantities before received power is computed. At a receiver location, the 

corresponding frequency-dependent channel can be written as

ℎ(𝑓) =
𝑁MPC

∑
𝑚=1

𝑎𝑚𝑒−𝑗2𝜋𝑓𝜏𝑚 , (2.3)
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and the coherent channel gain at frequency 𝑓 is

𝑃 𝐺coh(𝑓) = |ℎ(𝑓)|2 = |
𝑁MPC

∑
𝑚=1

𝑎𝑚𝑒−𝑗2𝜋𝑓𝜏𝑚 |
2

. (2.4)

The pathloss-map targets used in this thesis follow the Sionna coverage-map convention. In 

Sionna RT, a coverage map is a rectangular surface subdivided into cells. For a coverage-map 

cell 𝐶𝑖,𝑗 with area |𝐶|, Sionna defines the path gain associated with the cell as

𝑔𝑖,𝑗 = 1
|𝐶|

∫
𝐶𝑖,𝑗

|ℎ(s)|2 d𝑠, (2.5)

where s = (𝑥, 𝑦) denotes a point on the coverage-map surface and |ℎ(s)|2 is the squared 

amplitude of the path coefficients at that point. The quantity 𝑔𝑖,𝑗 is therefore the average 

path gain across the cell.

Thus, (2.5) should be interpreted as the non-coherent coverage-map accumulation used to 

construct the dataset targets, not as the general coherent received-power expression in (2.4), 

because the learning target is a large-scale pathloss map over coverage-map cells rather than 

small-scale fading at a fixed receiver point. Unless stated otherwise, the remainder of this 

thesis uses the coverage-map path-gain definition in (2.5).

Pathloss is the inverse of path gain. In decibel units, the coverage-map pathloss value is 

obtained by changing the sign of the coverage-map path gain:

𝑃 𝐿dB(𝑖, 𝑗) = −𝑃 𝐺dB(𝑖, 𝑗) = −10 log10 (𝑔𝑖,𝑗) . (2.6)
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Equivalently, under a conventional link-budget representation,

𝑃RX,dB = 𝑃TX,dB + 𝐺TX,dB + 𝐺RX,dB − 𝑃 𝐿dB, (2.7)

where 𝐺TX,dB and 𝐺RX,dB are the TX and RX antenna gains. If the transmit power is 

normalized to 0 dBm and antenna gains are absorbed into the ray-tracing channel response, 

the received power in dBm is numerically equal to the path gain in dB. This convention 

is commonly used in pathloss-map prediction datasets to simplify the mapping between 

ray-tracing outputs and grayscale image targets [11]. For an attenuating propagation link, 

𝑃 𝐺dB < 0.

Pathloss is important for wireless network planning because it captures the dominant spatial 

variation in received signal strength while excluding fast fading. It is used in coverage estima­

tion, cell association, transmit-power control, handover planning, interference management, 

localization, and network deployment optimization [18, 23].

2.1.2 Radio-Map Representation

For a fixed TX location qTX and environment ℰ, a pathloss map can be written as the spatial 

function

𝒫 (q; qTX, ℰ) = 𝑃 𝐿 (qTX, q ∣ ℰ) , q ∈ Ω, (2.8)

where Ω is the spatial region of interest and q is a candidate RX location.

After discretizing Ω, the pathloss map becomes a two-dimensional array whose pixels corre­

spond to physical RX locations. This image-like representation is well suited to convolutional 

neural networks because the environmental map, TX location, measurements, and propaga­

tion targets can be encoded as aligned spatial channels.
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Radio maps have been shown to be useful for representing several spatial wireless quantities, 

including pathloss and path gain [11, 12, 23], received signal strength or reference signal 

received power [13, 18], and higher-layer or link-quality metrics such as signal-to-interference-

plus-noise ratio, outage probability, and achievable rate [18]. This thesis focuses on pathloss 

because it separates site-specific propagation from transmit-power, receiver-noise, and traffic-

load assumptions.

A full-scene pathloss map represents propagation over the complete modeled area. A local 

pathloss map represents a smaller region around a location of interest. Most prior learning-

based pathloss-map prediction methods, including PMNet, predict full TX-centered maps 

from a building map and TX location. In contrast, RISMapNet predicts a candidate-RX-

centered local map while using a full-scene prediction as an intermediate representation.

2.1.3 Categories of Propagation and Radio-Map Estimation

Radio-map estimation methods can be grouped into four broad categories: statistical and 

empirical models, measurement-driven interpolation, model-aided reconstruction, and deter­

ministic site-specific modeling [12, 18, 23].

Statistical and Empirical Models

Statistical models describe average propagation using variables such as carrier frequency, 

TX-RX distance, antenna height, and line-of-sight state. A common example is the classical 

𝛼–𝛽 pathloss model:

𝑃 𝐿𝛼−𝛽(𝑑) = 10𝛼 log10(𝑑) + 𝛽 + 𝑆, (2.9)

where 𝑑 is the TX-RX distance, 𝛼 is the pathloss exponent, 𝛽 is an offset term, and 𝑆 is a 
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random shadow-fading term.

Standardized models such as 3GPP TR 38.901 extend this idea by defining scenario-specific 

pathloss expressions for environments such as urban microcell, urban macrocell, indoor office, 

and rural macrocell deployments [1]. These models often use different equations for line-of-

sight (LoS) and non-line-of-sight (NLoS) links.

Such models are computationally efficient and useful for system-level simulations involving 

many users. However, they describe a class of environments rather than a particular site. 

As emphasized in PMNet, simplified models such as 3GPP pathloss can differ substantially 

from ray-tracing ground truth because they rely primarily on distance, carrier frequency, and 

LoS/NLoS state, rather than modeling detailed reflection, diffraction, and scattering from 

the local environment [11].

Measurement-Driven Interpolation

Measurement-driven approaches estimate unknown radio-map values from sparse field mea­

surements. Examples include Kriging, radial-basis-function interpolation, support-vector 

regression, matrix completion, tensor completion, and graph-based reconstruction [12, 18].

These methods can adapt to a real deployment because they use measurements from the 

target environment. Their performance, however, depends on measurement density, spatial 

sampling geometry, and the stationarity assumptions used by the estimator. They may 

also have difficulty predicting the response of a TX, RIS configuration, or RX region not 

represented in the measurement set.
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Model-Aided Reconstruction

Model-aided methods combine measurements with prior propagation structure. A simple sta­

tistical model or ray-tracing prediction can provide a coarse estimate, which is then corrected 

using sparse measurements or a learned residual. This approach can reduce measurement 

requirements while retaining some adaptation to the target environment.

RadioUNetS and Geo2SigMap follow this broader principle by combining environmental 

inputs or synthetic predictions with sparse measurements [12, 13]. RISMapNet follows a 

related coarse-to-refined philosophy internally: it first produces a global pathloss estimate 

and then refines a RX-centered local prediction using additional local context.

Deterministic Site-Specific Modeling

Deterministic methods explicitly model the geometry of the environment and the interactions 

of electromagnetic waves with scene objects. Ray tracing is the most widely used site-

specific deterministic method. It traces multipath components through a geographical or 

morphological database and computes their interactions with objects according to high-

frequency approximations, such as specular reflection, diffraction, and diffuse scattering.

Ray tracing can distinguish RX locations with similar TX-RX distances but different block­

age, reflection, and scattering conditions. Its primary limitation is computational cost, espe­

cially when many TXs, RX points, antenna configurations, RIS placements, or RIS steering 

states must be evaluated. This cost motivates learning-based surrogates such as PMNet 

and RISMapNet, which use ray tracing to generate supervised training targets and then 

approximate the prediction task with a neural network.
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2.2 Ray-Tracing-Based Propagation Modeling

2.2.1 Classical Ray-Tracing Methods

Ray tracing approximates radio propagation using high-frequency electromagnetic ray paths. 

This approach is often referred to as a geometric-optics approximation because wave propa­

gation is modeled through ray trajectories and their interactions with objects, rather than by 

solving Maxwell’s equations over the full scene. Rays are launched from a TX and interact 

with surfaces in the scene through mechanisms such as reflection, diffraction, penetration, 

and scattering. The received field is obtained by combining the contributions of valid prop­

agation paths.

Early work demonstrated that two-dimensional ray tracing could reproduce important propa­

gation behavior in microcellular environments while reducing the search space relative to full 

three-dimensional simulation [17]. Later three-dimensional studies showed that site-specific 

ray tracing could model urban propagation at multiple carrier frequencies and account for 

building geometry more accurately than distance-only empirical models [8].

Common approaches for finding propagation paths include the image method, shooting 

and bouncing rays, and hybrid techniques. The image method constructs geometrically 

exact reflected paths but can become expensive as the number of surfaces and interaction 

order increases. Shooting-and-bouncing methods launch a finite set of rays and trace their 

interactions, providing greater scalability but introducing angular sampling considerations.

The computational cost of ray tracing depends on (i) the geometric complexity of the scene, 

(ii) the number of launched rays, (iii) the maximum number of interactions, (iv) the enabled 

propagation mechanisms, (v) the density of RX or coverage-map sampling points, (vi) the 

number of antenna and TX configurations, and (vii) the number of RIS placements and 
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steering states.

Ray tracing also depends on the accuracy of the digital model of the physical environment. 

Missing buildings, incorrect material properties, simplified vegetation, and inaccurate an­

tenna patterns can produce differences between simulated and measured coverage. Thus, 

ray tracing is physically grounded but not inherently error-free.

2.2.2 Sionna RT and Differentiable Ray Tracing

Sionna RT is an open-source, hardware-accelerated ray tracer for radio propagation modeling 

[6, 7]. It is built on the Mitsuba rendering framework and supports the construction of radio-

propagation scenes from three-dimensional meshes and material definitions.

A distinguishing property of Sionna RT is differentiability. Gradients can be computed with 

respect to quantities such as material parameters, antenna patterns, array geometry, TX and 

RX positions, and device orientations [7]. This capability enables inverse problems such as 

learning radio-material properties from measurements or optimizing deployment parameters 

through gradient-based methods.

For this thesis, Sionna RT serves two roles. First, it produces the no-RIS and RIS-assisted 

pathloss maps used during dataset generation. Second, its ideal phase-gradient reflector 

provides a controlled mechanism for steering the RIS response toward selected target points.

Even with GPU acceleration, repeated coverage-map generation remains expensive when 

the configuration space includes many TX locations, candidate RXs, RIS placements, and 

steering directions. The objective of RISMapNet is therefore not to replace ray tracing as a 

physical simulator, but to amortize its computational cost: ray tracing generates a training 

dataset once, after which a neural network approximates the map-generation process for new 

input configurations.
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2.3 Learning-Based Radio-Map Prediction

Learning-based radio-map prediction methods approximate site-specific propagation maps 

using neural networks trained on simulated or measured data. Rather than evaluating a 

pointwise propagation model independently at every RX location, map-to-map methods 

encode the environment and TX information as aligned spatial channels and predict the 

full radio map in one forward pass. RadioUNet, FadeNet, Agile, PPNet, Geo2SigMap, 

and related methods have shown that convolutional encoder-decoder architectures can learn 

useful propagation structure from map-based inputs [9, 12, 13, 15, 16, 23].

These methods differ in their input features and network designs. Some use building maps 

and TX locations directly, while others incorporate sparse measurements, statistical priors, 

antenna information, or engineered line-of-sight features. However, for the problem studied 

in this thesis, their main relevance is that they establish radio-map prediction as an image-

to-image learning problem. Among them, PMNet is the closest predecessor to RISMapNet 

because it was designed specifically for pathloss-map prediction from scene and TX informa­

tion and achieved strong performance in the ICASSP pathloss radio-map prediction challenge 

[10, 11, 23]. Table 2.1 summarizes these methods from this perspective.

2.3.1 PMNet

RISMapNet builds on PMNet by using its encoder-decoder structure as the backbone for 

feature extraction. In its original formulation, PMNet predicts a full-scene pathloss map from 

a city map and TX location representation [10, 11]. It uses an encoder-decoder architecture 

with residual blocks, skip connections, and parallel atrous convolutions. The encoder extracts 

multiscale scene features while reducing spatial resolution, and the decoder reconstructs the 

pathloss map using both bottleneck features and high-resolution skip connections.
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Table 2.1: Representative learning-based radio-map prediction methods.
Method Main inputs and output Main contribution and remaining gap

RadioUNet [12] Building map, TX informa­
tion, and optionally sparse 
measurements; full radio 
map

Introduces fast map-to-map propagation 
prediction and simulation-to-measurement 
adaptation. Does not explicitly model a 
controllable RIS deployment.

FadeNet [16] Environment and TX fea­
tures; large-scale fading 
map

Applies a modified U-Net to millimeter-
wave planning. Primarily models static 
TX-environment propagation.

Agile [9, 23] Height map, TX informa­
tion, and engineered frac­
tional line-of-sight features

Incorporates propagation-aware geometric 
features. Requires additional LoS prepro­
cessing and remains TX-conditioned.

PPNet [15, 23] Height map and TX repre­
sentation; full pathloss map

Uses SegNet-style pooling-index decoding. 
Does not include RIS or RX-centered local 
conditioning.

Geo2SigMap 
[13]

Geographic map, statistical 
prior, antenna information, 
and sparse measurements; 
signal-strength map

Integrates open geographic tools, ray trac­
ing, and cascaded U-Nets for adaptation to 
real measurements. Does not model RIS-
dependent local coverage.

PMNet [10, 11] City map and TX represen­
tation; full pathloss map

Uses residual and multiscale atrous pro­
cessing for improved full-scene prediction. 
Forms the backbone for RISMapNet but is 
TX-centric.

The use of atrous convolutions is important for pathloss-map prediction because the pathloss 

at a RX location can depend on both nearby building boundaries and more distant obstruc­

tions along propagation paths. By using parallel atrous convolutions with different dilation 

rates, PMNet increases the effective receptive field without reducing the output resolution 

proportionally. This makes it well suited to site-specific propagation maps, where large-scale 

geometry and local spatial detail both matter.

PMNet remains TX-conditioned. Its original input does not encode a candidate RIS or 

candidate RX, and its output is a full-scene pathloss map rather than an RX-centered local 

effective pathloss map. RISMapNet therefore uses PMNet as the backbone architecture 

but modifies the input representation and prediction structure for the RIS-assisted setting. 

Specifically, RISMapNet adds explicit RIS and candidate-RX conditioning and uses the full-
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scene prediction as an intermediate representation for RX-centered local refinement.

2.4 Reconfigurable Intelligent Surfaces

2.4.1 Operating Principle

An RIS is an engineered surface composed of controllable electromagnetic elements. Each 

element modifies the response of an incident field, typically by changing its reflection phase 

and, depending on the hardware, its amplitude, polarization, or frequency response [2, 21].

For an RIS containing 𝑁 elements, a commonly used narrowband model represents its con­

figuration as

Φ = diag (𝛽1𝑒𝑗𝜃1 , 𝛽2𝑒𝑗𝜃2 , … , 𝛽𝑁𝑒𝑗𝜃𝑁) , (2.10)

where 𝜃𝑛 is the programmable phase response of element 𝑛 and 𝛽𝑛 is its reflection amplitude.

For a single-input single-output link, the effective channel is often expressed as

ℎeff = ℎd + hT
RIS,RXΦhTX,RIS, (2.11)

where ℎd is the direct TX-RX channel, hTX,RIS is the incident channel from the TX to the 

RIS, and hRIS,RX is the channel from the RIS to the RX.

Equation (2.11) is a pointwise coherent channel model. The programmable phases in Φ can 

be selected so that reflected contributions add constructively at a desired location.

This pointwise channel model is consistent with the coverage-map path-gain definition intro­
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duced in Section 2.1.1. For a fixed RIS configuration Φ, the channel ℎ(Φ)
eff (s) at a point s on 

the coverage-map surface includes the coherent combination of the direct and RIS-assisted 

components. The corresponding coverage-map path gain is then obtained by averaging the 

squared channel magnitude over each cell:

𝑔(Φ)
𝑖,𝑗 = 1

|𝐶|
∫

𝐶𝑖,𝑗

|ℎ(Φ)
eff (s)|

2
d𝑠. (2.12)

Unlike an active relay, a passive RIS does not receive, decode, or retransmit the signal using 

an active radio-frequency chain. Its received-power improvement comes from redirecting 

incident energy and coherently combining the reflected contributions, subject to aperture, 

orientation, and propagation losses [4, 21].

2.4.2 RIS Pathloss and Physical Considerations

Tang et al. developed and experimentally validated free-space pathloss models for RIS-

assisted links [20]. Their analysis shows that RIS-assisted pathloss depends on the TX-RIS 

and RIS-RX distances, physical surface size, antenna and element radiation patterns, and 

whether operation occurs in the near or far field. This means that the RIS path cannot 

generally be modeled as an arbitrary lossless reflected link.

Björnson et al. similarly caution against interpreting an RIS as an anomalous mirror that 

can redirect energy without the aperture and distance losses associated with electromagnetic 

propagation [4].

These considerations motivate site-specific RIS evaluation. A phase configuration that is ef­

fective under an idealized channel model may provide limited benefit if the RIS receives little 

incident power, if its reflected path is blocked, or if its orientation produces an unfavorable 
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element pattern.

RIS performance depends strongly on placement and orientation. A useful RIS location must 

provide both a sufficiently strong TX-RIS link and a feasible RIS-RX reflected path. Placing 

the RIS near the TX can increase incident power, while placing it near a blocked RX region 

may improve geometric visibility. These effects create a deployment trade-off that cannot 

be resolved using TX-RX distance alone.

Zeng et al. studied joint RIS location and orientation optimization for coverage extension 

and showed that both variables materially affect the achievable coverage response [24]. Their 

work motivates treating the RIS pose as part of the propagation configuration rather than 

as a fixed environmental object.

Goyal et al. considered practical RIS placement in an urban cellular environment and focused 

on configurations that improve coverage for users whose direct links are obstructed [5]. Their 

results emphasize the importance of site geometry and candidate-location screening.

Field-trial studies provide further evidence that RIS-assisted gains are deployment-dependent. 

Sang et al. evaluated RISs in commercial 5G environments and demonstrated that appro­

priately deployed surfaces can improve coverage and user performance in obstructed regions 

[19]. Bhatia et al. used ray-based analysis to study RIS coverage enhancement in factory 

environments at sub-6-GHz and millimeter-wave frequencies, highlighting the importance of 

scene-specific blockage and reflected-path geometry [3].

The collective implication is that evaluating an RIS requires conditioning on (i) the physical 

scene, (ii) the TX location and radiation pattern, (iii) the RIS location and orientation, 

(iv) the RIS aperture and element configuration, (v) the candidate RX location or target 

region, and (vi) the selected RIS steering response. These dependencies directly motivate 

the four-channel scene, TX, RIS, and candidate-RX representation used by RISMapNet.
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2.5 Research Gap and Positioning of RISMapNet

The literature reviewed in this chapter establishes several complementary foundations.

First, statistical channel models provide efficient large-scale predictions but cannot fully 

represent site-specific geometry [1, 18, 23]. Ray tracing addresses this limitation by ex­

plicitly modeling the environment, but repeated simulation becomes expensive over large 

configuration spaces [6, 7, 11].

Second, RIS research shows that programmable surfaces can improve coverage in obstructed 

environments [3, 19, 21]. However, the achieved response depends strongly on the TX-RIS-RX 

geometry, RIS orientation, physical aperture, and selected steering configuration [4, 5, 20, 24].

Third, learning-based radio-map predictors demonstrate that convolutional neural networks 

can approximate ray-tracing-generated pathloss maps with much lower inference cost [11, 12,

15, 16, 23]. Existing methods primarily condition on the environment and TX, with some 

approaches also incorporating sparse measurements, antenna information, or engineered line-

of-sight features [9, 12, 13].

A gap remains between RIS deployment analysis and learning-based pathloss-map predic­

tion. RIS placement studies typically evaluate each candidate configuration using analytical 

channel models, optimization, or repeated ray tracing. Existing map-prediction networks, in 

contrast, do not explicitly predict the spatial coverage response associated with a particular 

RIS placement and candidate RX region.

The problem studied in this thesis differs from prior TX-conditioned radio-map prediction 

in four ways: (i) the input explicitly represents the RIS location, (ii) the input explicitly 

represents the candidate RX around which the target is defined, (iii) the target summarizes 

multiple RIS steering responses through a sparse virtual sweep, and (iv) the final prediction 
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is local, while a full-scene map is retained as an intermediate and auxiliary training target.

RISMapNet addresses this gap by extending a PMNet-style encoder-decoder with a four-

channel scene, TX, RIS, and candidate-RX input. It combines auxiliary full-scene super­

vision with RX-centered global-to-local refinement. The resulting model is intended as a 

fast surrogate for screening RIS placements and estimating their effective local coverage 

footprint. 
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Chapter 3

RISMapNet: Proposed Model

This chapter presents RISMapNet, the proposed deep learning framework for RIS-aware 

local pathloss map prediction. An overview of the architecture is shown in Fig. 3.1. Given 

a scene layout and the locations of a TX, RIS, and candidate RX, RISMapNet predicts an 

effective RIS-assisted effective pathloss map over a RX-centered region of interest (RoI).

The model first forms a four-channel input representation consisting of the scene, TX, RIS, 

and candidate-RX maps (Section 3.1). A PMNet-style encoder-decoder backbone then ex­

tracts a full-resolution decoder feature map, which is passed to the auxiliary global prediction 

head (Section 3.2). The local branch constructs an RX-centered coarse local prediction from 

the resized global prediction (Section 3.3.1) and a coordinate augmented soft crop around 

the candidate RX (Section 3.3.2). The RoI head predicts a residual refinement from this 

soft crop, and the final local prediction is obtained by adding the refinement to the coarse 

prediction (Section 3.3.3). The model is trained using the joint global-local supervision ob­

jective described in Section 3.4. The RISMapNet-specific operation flow, together with the 

output tensor dimensions at each stage, is summarized in Table 3.1.

RISMapNet uses the PMNet encoder-decoder structure described in Section 2.3.1 as a shared 

feature extractor. This chapter therefore focuses on the RISMapNet-specific components: 

the four-channel TX-RIS-RX input representation, the auxiliary global prediction head, and 

the RX-centered local refinement branch.
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Table 3.1: RISMapNet-specific operation flow along with the tensor dimensions.
 #  Operation  Output size

 1  Four-channel input representation 𝐻𝑔 × 𝑊𝑔 × 4
 2  Shared PMNet backbone 𝐻𝑔 × 𝑊𝑔 × 𝐶𝑓
 3  Concatenate decoder features and input maps 𝐻𝑔 × 𝑊𝑔 × (𝐶𝑓 + 4)
 4  Global prediction head 𝐻𝑔 × 𝑊𝑔
 5  Resize global prediction 𝐻𝑟 × 𝑊𝑟
 6 RX-centered coarse crop 𝐻𝑙 × 𝑊𝑙
 7  Coordinate-augmented global prediction 𝐻𝑔 × 𝑊𝑔 × 3
 8 RX-centered soft crop 𝐻𝑐 × 𝑊𝑐 × 3
 9 RoI head 𝐻𝑙 × 𝑊𝑙
 10  Coarse prediction + local refinement 𝐻𝑙 × 𝑊𝑙

where S denotes the scene map and MTX, MRIS, and MRX denote the TX, RIS, and 

candidate-RX location maps, respectively.

The scene map encodes the physical layout of the environment. The location maps are binary 

indicator channels, with the corresponding TX, RIS, or candidate-RX position marked on its 

own channel. This representation preserves spatial alignment among the scene and wireless 

entities.

Given this scene layout and TX, RX, and RIS geometry, the objective is to predict the 

effective pathloss map over a local RoI centered at the candidate RX. The effective pathloss 

map captures the aggregate footprint of a RIS across its multiple responses associated with 

the local RoI. The primary prediction target is the RX-centered effective pathloss map, 

Ylocal ∈ ℝ𝐻𝑙×𝑊𝑙 , where 𝐻𝑙 × 𝑊𝑙 denotes the local output resolution. The target Ylocal

is constructed using the sparse virtual sweep described in Chapter 4. It summarizes the 

strongest RIS-assisted response obtained from a selected set of steering directions rather 

than the response associated with only one fixed steering configuration.
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3.2 Auxiliary Global Prediction Head

Let F ∈ ℝ𝐻𝑔×𝑊𝑔×𝐶𝑓 denote the full-resolution decoder feature map. The global head takes 

as input both this decoder feature map and the original four-channel input representation. 

Let Cat𝑐(⋅) denote concatenation of one or more tensors along the channel dimension. The 

global head input is

Fglobal = Cat𝑐 (F, X) , (3.2)

where Fglobal ∈ ℝ𝐻𝑔×𝑊𝑔×(𝐶𝑓+4).

The global head is implemented as a convolutional prediction head with channel progression

𝐶𝑓 + 4 → 𝐶𝑔,1 → 𝐶𝑔,2 → 1. (3.3)

It produces the auxiliary full-scene pathloss map ̂Yglobal ∈ ℝ𝐻𝑔×𝑊𝑔 .

Concatenating the original input with the decoder representation provides the global head 

with direct access to the scene geometry and entity locations. The auxiliary global loss 

encourages the shared backbone to construct a spatially coherent propagation representation 

rather than optimizing only the comparatively small local output.

3.3 RX-Centered Local Prediction Branch

The local branch is the primary output branch of RISMapNet. As shown in Fig. 3.1, it uses 

two paths from the auxiliary global prediction. The first path extracts a coarse RX-centered 

crop from a resized global map. The second path extracts a larger coordinate-augmented soft 

crop and processes it using the RoI head. The final local prediction is obtained by adding 

the RoI-head refinement to the coarse prediction.
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3.3.1 Coarse Local Prediction

The candidate-RX location is recovered from the RX input-channel mask. The auxiliary 

global prediction is resized to an intermediate resolution 𝐻𝑟 × 𝑊𝑟:

Ŷresize = ℛ𝐻𝑟,𝑊𝑟
( ̂Yglobal) , (3.4)

where ℛ𝐻𝑟,𝑊𝑟
(⋅) denotes bilinear resizing.

Let 𝒞𝐻,𝑊(Z; 𝑢, 𝑣) denote the crop of size 𝐻 × 𝑊 centered at location (𝑢, 𝑣) from tensor Z, 

applied over all channels. The coarse local prediction is then extracted as

̂Ycoarse = 𝒞𝐻𝑙,𝑊𝑙
( ̂Yresize; 𝑢(𝑟)

RX, 𝑣(𝑟)
RX) , (3.5)

where (𝑢(𝑟)
RX, 𝑣(𝑟)

RX) is the candidate RX location on ̂Yresize.

The coarse prediction ̂Ycoarse ∈ ℝ𝐻𝑙×𝑊𝑙 provides an initial local estimate derived directly 

from the full-scene prediction.

3.3.2 Coordinate-Augmented Soft Crop

The refinement path provides additional local context around the candidate RX. Following 

the CoordConv design [14], two normalized coordinate channels are concatenated with the 

auxiliary global prediction. The coordinate-augmented global representation is

A = Cat𝑐 ( ̂Yglobal, U, V) , (3.6)

where U and V are the normalized horizontal and vertical coordinate maps.
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A larger soft crop is then extracted around the candidate RX:

Asoft = 𝒞𝐻𝑐,𝑊𝑐
(A; 𝑢RX, 𝑣RX) , (3.7)

where 𝐻𝑐 × 𝑊𝑐 is the RoI refinement crop size and Asoft ∈ ℝ𝐻𝑐×𝑊𝑐×3.

The three channels correspond to the cropped global pathloss prediction and the two coor­

dinate channels. The soft crop is larger than the final local map and provides the RoI head 

with additional surrounding context.

3.3.3 RoI Head and Residual Refinement

The RoI head processes the coordinate-augmented soft crop and predicts a residual correction 

at the final local-map resolution.

Let 𝐶𝑟,1, 𝐶𝑟,2, and 𝐶𝑟,3 denote the intermediate channel dimensions of the RoI head. The 

first two convolutional layers preserve the soft-crop spatial resolution:

3 → 𝐶𝑟,1 → 𝐶𝑟,2. (3.8)

A stride-two convolution then reduces the soft-crop resolution by a factor of two, producing

Froi ∈ ℝ𝐻𝑠×𝑊𝑠×𝐶𝑟,3 , 𝐻𝑠 = ⌈𝐻𝑐
2

⌉ , 𝑊𝑠 = ⌈𝑊𝑐
2

⌉ . (3.9)

Adaptive average pooling maps these features to the target local resolution Fpool ∈ ℝ𝐻𝑙×𝑊𝑙×𝐶𝑟,3 .

A final pointwise convolution produces the residual refinement map Δ ̂Ylocal ∈ ℝ𝐻𝑙×𝑊𝑙 .
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The final RX-centered prediction is obtained through residual addition:

̂Ylocal = ̂Ycoarse + Δ ̂Ylocal (3.10)

The coarse path supplies the local estimate implied directly by the global prediction, while 

the soft-crop path supplies the RoI head with a larger RX-centered context. The RoI head 

therefore learns only the correction required to improve the coarse estimate rather than 

reconstructing the local map independently.

During training, RISMapNet returns both ̂Ylocal and ̂Yglobal. During inference, only the 

final RX-centered local prediction is required.

3.4 Joint Global-Local Supervision Objective

RISMapNet is trained using a joint objective aligned with its dual-output architecture. The 

local loss directly supervises the RX-centered prediction, while the global loss supervises the 

full-scene intermediate map.

The total loss is

ℒ = ℒlocal + 𝜆ℒglobal, (3.11)

where the local loss is

ℒlocal = 1
𝑀

𝑀
∑
𝑚=1

| ̂𝑌local,𝑚 − 𝑌local,𝑚| , (3.12)

with

𝑀 = 𝐻𝑙𝑊𝑙. (3.13)
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The auxiliary global loss is

ℒglobal =
√√

⎷

1
𝑁

𝑁
∑
𝑛=1

( ̂𝑌global,𝑛 − 𝑌global,𝑛)
2
, (3.14)

where

𝑁 = 𝐻𝑔𝑊𝑔. (3.15)

Here, 𝜆 ∈ [0, ∞) denotes the weight between the local and global loss components. The 

numerical value used in the final experiments is reported in Chapter 5.

The global Root Mean Squared Error (RMSE) term follows the PMNet-style full-scene 

pathloss prediction objective and encourages the shared backbone to preserve large-scale 

propagation structure. The local ℓ1 term is used because the local RoI can contain sharp 

RIS-induced variations and mask-induced discontinuities. An absolute-error objective re­

duces the extent to which a small number of large errors dominate the local training signal. 
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Chapter 4

Dataset Generation

This chapter describes the Sionna-based ray-tracing pipeline used to generate the supervised 

learning samples for RISMapNet. Each sample pairs a scene-aligned four-channel input, 

consisting of the scene map and TX, RIS, and candidate-RX masks, with effective RIS-

assisted pathloss targets.

4.1 Dataset Generation Overview

Fig. 4.1 summarizes the dataset generation pipeline. Each sample contains a scene map, 

three location masks for the TX, RIS, and candidate RX, an auxiliary full-scene target, and 

an RX-centered local target.

A no-RIS local pathloss map is first generated for each feasible rooftop TX. Candidate RX 

locations are sampled from weak-coverage regions, after which geometry-aware RIS candi­

dates are generated and filtered according to their local coverage improvement. For each 

valid TX-RIS-RX tuple, a sparse virtual sweep is simulated over selected probe locations 

in the local RoI. The simulated maps are then aggregated pixel-wise to construct effective 

global and local pathloss targets.
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Figure 4.1: Illustration of the RIS-assisted pathloss target generation pipeline. 

4.2 TX, RX, and RIS Location Generation

Define 𝑁TX as the number of candidate TX locations in the scene. Following the dataset 

configuration used by PMNet [11], 𝑁TX candidate TXs are placed on building rooftops. 

Rooftop locations are obtained by first identifying building pixels from the scene map and 
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then selecting candidate horizontal coordinates that lie inside building footprints. For each 

selected coordinate, the TX height is set to the corresponding building height plus a small 

rooftop offset, so that the transmitter is positioned above the roof surface. For each TX, 

a no-RIS local pathloss map is first generated in Sionna. This map is used to identify 

candidate RX locations where RIS-assisted coverage improvement may be useful. Sionna 

reports coverage maps in terms of path gain. These values are converted to pathloss using

(2.6).

4.2.1 Candidate RX Selection

For each TX, Sionna’s coverage-map sampling procedure is used to select 𝑁 cand
RX  candidate RX 

positions. A candidate RX is retained only if its no-RIS pathloss satisfies 𝑃 𝐿noRIS(rRX) >

𝜏PL and its two-dimensional distance from the TX satisfies 𝑑TX,RX < 𝑑max.

The pathloss threshold focuses the dataset on weak-coverage locations where RIS-assisted 

reflection may provide a meaningful improvement. Candidate RX positions are discarded 

if they lie inside buildings or within 𝑑bdry of the scene boundary. The boundary exclusion 

ensures that the RX-centered local RoI remains inside the available scene extent. The RX 

height is fixed for all generated samples; the numerical value used in the experiments is 

reported with the dataset parameters in Chapter 5.

4.2.2 Geometry-Aware RIS Placement

For each retained candidate RX, a set of candidate RIS locations is generated relative to 

the corresponding TX. Each RIS consists of an 𝑁RIS × 𝑁RIS array of reflector elements 

configured as an ideal phase-gradient reflector. The RIS boresight is oriented toward the 

midpoint between the TX and candidate RX. The RIS height is set equal to the TX height, 
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reducing the placement search to the horizontal plane.

Candidate RIS locations are sampled on radial arcs around the TX. The search radii range 

from 𝑟min to 𝑑TX,RX/2 with spacing Δ𝑟, and the angular positions are sampled from ΘRIS

with spacing Δ𝜃. Candidate RIS locations outside the scene boundaries are discarded.

This placement strategy restricts the search to geometrically plausible RIS locations while 

preserving variation in TX-RIS-RX geometry. The selected parameter values are listed in 

Table 4.1.

4.3 Valid Tuple Filtering

Not every candidate RIS placement results in a meaningful contribution to the local coverage. 

Candidate TX-RIS-RX tuples are therefore filtered to remove configurations that yield weak 

or highly localized improvement.

For each candidate tuple, the RIS-assisted local pathloss map is compared with the corre­

sponding no-RIS local pathloss map. The local gain map is defined as

G = PnoRIS − PRIS, (4.1)

where PnoRIS and PRIS denote the no-RIS and RIS-assisted local pathloss maps in dB. 

Positive values of G represent a reduction in pathloss due to the RIS.

For each candidate tuple, the local gain is computed as the reduction in pathloss obtained 

by adding the RIS. A tuple is retained only if at least 𝜂min of the pixels in the local RoI 

achieve a pathloss reduction of at least 𝛾th.

This criterion removes configurations that improve only a small number of isolated pixels or 
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produce negligible local change. To maintain diversity and avoid over-representing TX or 

RX locations with many feasible RIS placements, at most 𝑁RX
valid valid tuples are retained for 

each candidate RX and at most 𝑁TX
valid valid tuples are retained for each TX.

4.4 Virtual Sweep and Effective Target Construction

For each valid TX-RIS-RX tuple, effective global and local pathloss targets are generated 

using a sparse virtual sweep. A single Sionna simulation corresponds to one RIS steering 

configuration, so multiple steering directions are simulated and aggregated to summarize the 

strongest RIS-assisted response.

The local target is defined over a square RoI centered at the candidate RX. For a local RoI 

side length 𝐿RoI and pixel size Δ𝑥pix, the local target resolution is 𝐻𝑙 = 𝑊𝑙 = 𝐿RoI/Δ𝑥pix.

To construct the virtual sweep, the RIS is steered toward selected probe points inside the 

local RoI. The probe points correspond to the diagonal and cross-diagonal pixel centers of 

the local map. The number of steering directions is therefore

𝐾 = 𝐻𝑙 + 𝑊𝑙. (4.2)

During dataset development, several sparse probing patterns were tested. The diagonal 

and cross-diagonal strategy was selected because it provided a favorable trade-off between 

computational cost and target fidelity while remaining consistent under the flip-based aug­

mentations used during post-processing.

Let P(𝑘) denote the pathloss map generated for steering direction 𝑘. The effective target 

keeps the strongest response at each pixel, which in pathloss units corresponds to the mini­



4.5. Post-Processing and Augmentation 36

mum pathloss:

Peff[𝑝] = min
𝑘∈{1,…,𝐾}

P(𝑘)[𝑝]. (4.3)

This aggregation is applied to both the full-scene maps and the local RX-centered maps, 

producing the auxiliary global target and the primary local target, respectively. The resulting 

targets should therefore be interpreted as effective coverage maps under the selected sparse 

virtual sweep, rather than as maps for a single fixed RIS steering configuration.

4.5 Post-Processing and Augmentation

The generated pathloss maps are post-processed before training. Pathloss values are clipped 

to the range 0–200 dB and encoded as 8-bit grayscale images using 𝐼 = 255−𝑃 𝐿dB, following 

the PMNet preprocessing convention [11]. Thus, lower pathloss, corresponding to stronger 

received response, is represented by brighter pixels. The resulting images are then normalized 

to the range [0, 1] before training.

Both the full-scene and local pathloss maps are masked using the building map so that build­

ing pixels are set to 0. The full-scene pathloss map is resized to the global training resolution, 

𝐻𝑔 × 𝑊𝑔, while the local map remains at the candidate-RX-centered RoI resolution.

For data augmentation, each sample is transformed using horizontal, vertical, and combined 

horizontal-vertical flips. Each transformation is applied consistently to the scene map, TX, 

RIS, and RX masks, and both the full-scene and local pathloss maps.
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4.6 Dataset Parameters

The University of Southern California (USC) scene is used as the primary dataset scene be­

cause it provides a campus-scale outdoor environment with dense building geometry, block­

age, and NLoS regions, which are relevant to RIS-assisted coverage improvement. The USC 

pathloss-map dataset was introduced in PMNet, where site-specific ray-tracing simulations 

over the University Park Campus of USC were used to generate ground-truth pathloss maps 

from geographical and morphological scene data [11]. This makes the scene a suitable bench­

mark for extending TX-conditioned pathloss-map prediction to the RIS-aware setting.

The main training and ablation experiments are performed on the USC scene to provide 

a controlled evaluation of the proposed input representation, auxiliary global supervision, 

and global-to-local refinement. Transfer beyond the training scene is evaluated separately in 

Chapter 6 through evaluation on unseen Duke University [13] and University of California, 

Los Angeles (UCLA) [11] scenes.

Table 4.1 summarizes the principal dataset generation parameters used for the USC scene. 

The location, map extent, pixel size, carrier frequency, bandwidth, number of TX locations, 

and TX/RX array configurations follow the PMNet dataset configuration [11]. The RX 

height is fixed at 1.5 m for all generated samples, consistent with UMi/UMa settings in 

3GPP TR 38.901 [1]. The RIS angular search set is selected around the dominant broadside 

sectors of the configured 4 × 4 TX planar-array response. The RIS height is set equal to 

the corresponding TX height, which keeps the RIS elevated relative to the ground-level RX 

and reduces the placement search to the horizontal plane. The remaining parameters are 

engineering choices made in this thesis to construct a computationally feasible RIS-assisted 

training dataset.
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Table 4.1: Dataset generation parameters used for RIS-assisted effective pathloss map con­
struction.

 Parameter  Value

 Location USC Campus
 Map extent 900 × 900 m
 Pixel size, Δ𝑥pix × Δ𝑥pix 5 × 5 m
 Local RoI size, 𝐿RoI × 𝐿RoI 50 × 50 m
 Carrier frequency 3.5 GHz
 Bandwidth 1 MHz
 Number of TX locations, 𝑁TX 103
TX array type  PlanarArray (4 × 4)
RX array type  PlanarArray (1 × 1)
 Antenna pattern  Isotropic, vertical polarization
RX height 1.5 m
RIS size, 𝑁RIS × 𝑁RIS 32 × 32 (1024 elements)
RIS height 𝑧RIS = 𝑧TX
 Candidate RXs per TX, 𝑁 cand

RX 30
 Boundary exclusion distance, 𝑑bdry 25 m
 Maximum TX-RX distance, 𝑑max 300 m
 Minimum RIS search radius, 𝑟min 50 m
RIS radius step, Δ𝑟 10 m
RIS angular search set, ΘRIS [−30∘, 30∘] ∪ [150∘, 210∘]
RIS angular step, Δ𝜃 10∘

 Candidate-RX pathloss threshold, 𝜏PL 100 dB
RIS-assisted gain threshold, 𝛾th 20 dB
 Minimum affected-pixel fraction, 𝜂min 15%
 Maximum valid tuples per RX, 𝑁RX

valid 3
 Maximum valid tuples per TX, 𝑁TX

valid 15



39

Chapter 5

Training Setup and Evaluation 

Methodology

This chapter describes the experimental setup used to evaluate RISMapNet. The model 

architecture and dataset generation procedure were described in Chapters 3 and 4, respec­

tively. Here, we specify the training configuration, comparison baselines, evaluation metrics, 

and cross-scene evaluation methodology.

5.1 Experimental Configuration

RISMapNet is trained using the joint global-local objective defined in Chapter 3. The local 

prediction is the primary output used for evaluation, while the global prediction provides 

auxiliary supervision during training.

Table 5.1 summarizes the spatial and training configuration used in the reported experi­

ments. The spatial parameters are chosen to match the dataset representation described 

in Chapter 4. The global map resolution defines the full-scene prediction target, while the 

local output resolution corresponds to the 50 × 50 m RoI at the dataset pixel size. The 

RoI refinement crop is larger than the final local output so that the local branch can use 

surrounding propagation context when refining the coarse prediction.
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Table 5.1: Experimental configuration used for RISMapNet.
 Hyperparameter  Value

 Global map resolution, 𝐻𝑔 × 𝑊𝑔 256 × 256
 Local map resolution, 𝐻𝑙 × 𝑊𝑙 10 × 10
 Resized global resolution, 𝐻𝑟 × 𝑊𝑟 180 × 180
RoI refinement crop size, 𝐻𝑐 × 𝑊𝑐 20 × 20
 Global head channels 132 → 64 → 64 → 1
RoI head channels 3 → 64 → 64 → 32 → 1
 Initial learning rate 10−4

 Learning-rate decay factor and interval 0.5 every 15 epochs
 Batch size 16
 Number of epochs 100
 Global-loss weight, 𝜆 2.0
 Data-split strategy  Random
 Training/test split 90%/10%

The optimization hyperparameters, including the learning rate, batch size, learning-rate 

decay schedule, and number of epochs, follow the PMNet training configuration [11]. This 

choice provides a consistent starting point for evaluating RISMapNet against PMNet-style 

baselines. The value of 𝜆 is selected based on the global-supervision ablation reported in 

Section 6.2.

The same preprocessing, data split, and training schedule are used for RISMapNet and the 

PMNet-style comparison models.

5.2 Baseline Models

RISMapNet is compared with two PMNet-style baselines to isolate the effects of RIS-aware 

input conditioning and global-to-local refinement.

1. PMNet (2-channel + RoI head): This baseline uses the PMNet encoder-decoder 

backbone with a two-channel input consisting of the scene map and TX location map. 
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It does not receive explicit RIS or candidate-RX information. An RoI head is added so 

that the model produces a local output with the same spatial dimensions as RISMap­

Net.

2. PMNet (4-channel + RoI head): This baseline uses the same PMNet-style back­

bone but extends the input to four channels by including the scene, TX, RIS, and 

candidate-RX maps. The RoI head is applied directly to the decoder feature map 

rather than to a coordinate-augmented crop derived from the auxiliary global predic­

tion.

Comparing the two-channel and four-channel baselines measures the benefit of explicit RIS 

and candidate-RX conditioning. Comparing RISMapNet with the four-channel baseline 

isolates the benefit of the proposed global-to-local coarse-plus-refinement design.

5.3 Evaluation Metrics

The models are evaluated using Normalized mean absolute error (NMAE) and Pathloss 

prediction error (PPE). NMAE measures prediction error on the normalized local-map 

representation, while PPE measures error in physical dB units over non-building pixels.

Let ̂Y and Y denote the predicted and ground-truth normalized local pathloss maps, with 

̂Y, Y ∈ [0, 1]𝐻𝑙×𝑊𝑙 . Let Ω𝑙 denote the set of pixels in the local RoI. NMAE is defined as

NMAE ( ̂Y, Y) = 1
|Ω𝑙|

∑
𝑝∈Ω𝑙

| ̂Y[𝑝] − Y[𝑝]| . (5.1)

For physical error reporting, the predicted and ground-truth local maps are converted back 

to pathloss values in dB. Let ̂P and P denote these maps, and let ℳ denote the set of 
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non-building pixels in the local RoI. PPE is defined as

PPE ( ̂P, P) = 1
|ℳ|

∑
𝑝∈ℳ

| ̂P[𝑝] − P[𝑝]| . (5.2)

NMAE evaluates the normalized local map, while PPE evaluates physical pathloss error 

only over valid non-building pixels. Therefore, directly converting NMAE to dB does not 

necessarily produce the same value as PPE.
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Chapter 6

Numerical Results

This chapter presents the numerical evaluation of RISMapNet for RIS-aware local pathloss 

map prediction. The results compare RISMapNet with the PMNet-style baselines defined 

in Chapter 5, evaluate the effect of global supervision, and examine generalization to unseen 

campus scenes.

6.1 Results on the USC Dataset

This section presents the main evaluation results on the USC dataset, which is the primary 

scene used for training and testing RISMapNet. The results are organized to assess both 

prediction accuracy and the contribution of the proposed architectural components. First, 

the training and validation curves are used to examine convergence behavior. Next, quali­

tative results compare the RISMapNet prediction with the corresponding Sionna-generated 

ground-truth effective pathloss map. Quantitative results then compare RISMapNet with 

PMNet-style baselines using NMAE and PPE. Finally, the predicted pathloss distribution 

is compared with the ground truth to evaluate whether the model captures the overall dis­

tribution of local pathloss values.
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Figure 6.1: Training and validation NMAE curves for RISMapNet on the USC dataset.

6.1.1 Training

Figure 6.1 shows the training and validation NMAE curves for RISMapNet over 100 epochs. 

In the legend, Train NMAE denotes the curve computed on the training split, while Val 

NMAE denotes the curve computed on the validation split. Both curves decrease rapidly 

during the early epochs and then stabilize, indicating that the model converges under the 

training configuration described in Chapter 5. The validation curve follows the same overall 

trend as the training curve, although it remains higher, as expected. During training, the 

model checkpoint with the lowest validation NMAE is saved and used for the final test-set 

evaluation.

6.1.2 Qualitative Results

Figure 6.2 compares representative RISMapNet predictions with the corresponding Sionna-

generated effective pathloss maps.
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Figure 6.2: Qualitative comparison between Sionna-generated ground-truth effective 
pathloss maps and RISMapNet predictions.

The examples show that RISMapNet reproduces the main spatial structure of the Sionna-

generated effective pathloss maps. In particular, the predicted maps preserve the broad low- 

and high-pathloss regions and correctly maintain the masked building areas. This suggests 

that the model is able to use the scene geometry and the TX-RIS-RX configuration to infer 

the dominant local propagation pattern around the candidate RX.

The remaining errors are most visible near sharp spatial transitions. For example, bound­

aries between building and non-building regions, diagonal shadowing patterns, and localized 

high- or low-pathloss patches are sometimes smoothed in the RISMapNet predictions. This 
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Table 6.1: Normalized prediction error on the USC dataset.
 Model NMAE

 Baseline 1: PMNet (2-channel + RoI head) 0.06714
 Baseline 2: PMNet (4-channel + RoI head) 0.04575
 Proposed: RISMapNet 0.0406

behavior is expected because the model predicts the local map using convolutional features 

and pixelwise regression losses, which tend to favor spatially smooth estimates when the ray-

tracing target contains abrupt changes over only a few pixels. Thus, the model captures the 

dominant coverage structure needed for local coverage screening, but it may not reproduce 

every fine-scale ray-tracing artifact, localized null, or sharp boundary exactly.

6.1.3 Quantitative Accuracy

Table 6.1 reports the normalized prediction error on the USC test set. RISMapNet achieves 

the lowest NMAE among the evaluated models.

The two-channel baseline produces the highest error because it does not receive explicit 

RIS or candidate-RX information. Adding these channels reduces NMAE from 0.06714 to 

0.04575, confirming that the joint TX-RIS-RX geometry is important for RIS-assisted local 

pathloss prediction.

RISMapNet further reduces NMAE to 0.0406, corresponding to a reduction of approximately 

39.5% relative to the two-channel baseline and 11.3% relative to the four-channel baseline. 

Since RISMapNet and the four-channel baseline use the same input channels, this improve­

ment reflects the effect of the proposed global-to-local coarse-plus-refinement design.

Figure 6.3 reports the corresponding physical pathloss prediction error. RISMapNet reduces 

PPE from 18.46 dB for Baseline 1 and 12.51 dB for Baseline 2 to 10.80 dB. This corresponds 
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Figure 6.3: Pathloss prediction error comparison for the PMNet-style baselines and RISMap­
Net on the USC dataset.

to reductions of approximately 41.5% and 13.7%, respectively.

The PPE value of 10.80 dB is below the 20 dB gain threshold used during tuple filtering, 

indicating that RISMapNet captures a meaningful portion of the spatial variation associated 

with the informative RIS configurations in the dataset. However, this error is still non-

negligible, so RISMapNet is best interpreted as a fast surrogate for identifying broad coverage 

patterns and screening candidate RIS placements rather than as a replacement for detailed 

ray tracing when comparing configurations that differ by only a few decibels.

6.1.4 Pathloss Distribution

Figure 6.4 compares the empirical cumulative distribution functions of the ground-truth and 

predicted local pathloss values.

RISMapNet produces a distribution that more closely follows the ground truth than either 
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Figure 6.4: Empirical distributions of predicted and ground-truth pathloss values over the 
receiver-centered local map.

PMNet-style baseline. This indicates that the proposed model improves not only the average 

pixel-level error but also the overall fidelity of the predicted local pathloss values.

The two-channel baseline shows the largest deviation from the ground-truth distribution, 

which is consistent with its lack of explicit RIS and candidate-RX conditioning. The four-

channel baseline improves the distributional match, while RISMapNet provides the closest 

agreement.

6.2 Effect of Global Supervision

This section examines how the loss-balancing parameter 𝜆 in (3.11) affects local prediction 

accuracy.

As shown in Fig. 6.5, adding global supervision improves local prediction accuracy compared 
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Figure 6.5: Sensitivity of effective pathloss map prediction to the global-loss weight 𝜆.

with using local supervision alone. The PPE decreases from 17.89 dB at 𝜆 = 0 to its lowest 

value of 10.80 dB at 𝜆 = 2, after which further increasing 𝜆 leads to a slight degradation.

The main insight from this ablation is that the global branch is not merely an auxiliary 

regularizer. It directly supports the local prediction task because the RoI branch refines a 

candidate-RX-centered crop extracted from the global prediction. The best performance at 

𝜆 = 2 indicates that local accuracy benefits from giving sufficient weight to global structural 

supervision while still preserving the influence of the local RoI objective.

6.3 Cross-Scene Generalization

To assess cross-scene generalization, RISMapNet is evaluated on unseen campus scenes to 

assess cross-scene generalization. The model trained on the USC scene is tested on the Duke 

University [13] and UCLA [11] scenes without retraining or fine-tuning. These scenes also 
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Table 6.2: Prediction performance on unseen campus scenes.
 Scene  Model NMAE PPE

 Duke  Baseline 1: PMNet (2-channel + RoI head) 0.0984 24.30 dB
 Duke  Baseline 2: PMNet (4-channel + RoI head) 0.104 26.74 dB
 Duke  Proposed: RISMapNet 0.0833 21.92 dB

 UCLA  Baseline 1: PMNet (2-channel + RoI head) 0.1238 32.37 dB
 UCLA  Baseline 2: PMNet (4-channel + RoI head) 0.100 26.60 dB
 UCLA  Proposed: RISMapNet 0.0899 24.55 dB

represent outdoor campus-like environments with building-induced blockage and non-line-of-

sight regions, but differ in building layout, map geometry, and propagation characteristics. 

Thus, they provide an evaluation under a moderate cross-scene domain shift.

Table 6.2 reports the cross-scene results.

RISMapNet experiences higher error on Duke and UCLA than on the USC test set, reflect­

ing the effect of cross-scene domain shift. Nevertheless, it outperforms both baselines on 

both unseen scenes, indicating that the proposed RIS-aware conditioning and global-to-local 

refinement learn propagation and geometry features that transfer beyond the training scene.

At the same time, the cross-scene PPE values of 21.92 dB and 24.55 dB are comparable 

to the 20 dB gain threshold used during tuple filtering, showing that cross-scene prediction 

remains challenging. Overall, these results show that RISMapNet improves relative cover­

age estimation under domain shift and can support first-order screening of candidate RIS 

deployments in related environments. 
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Chapter 7

Conclusions and Future Work

7.1 Conclusions

This thesis studied deep learning-based coverage map generation for RIS-assisted wireless 

networks. The central problem was RIS-aware local pathloss map prediction: given a scene 

layout and the locations of a TX, RIS, and candidate RX, the objective was to predict an 

effective RIS-assisted pathloss map over an RX-centered RoI. This problem is motivated by 

the computational cost of repeated ray-tracing simulations over many candidate TX-RIS-RX 

configurations and steering choices.

To address this problem, this thesis proposed RISMapNet, a deep learning framework that 

extends PMNet-style pathloss map prediction to the RIS-assisted setting. RISMapNet 

uses a four-channel input representation consisting of the scene map and TX, RIS, and 

candidate-RX location masks. The model combines a PMNet-based encoder-decoder back­

bone with auxiliary global supervision and RX-centered local refinement. A Sionna-based 

dataset generation pipeline was also developed to generate valid TX-RIS-RX tuples and ef­

fective pathloss targets using weak coverage-based RX selection, geometry-aware RIS place­

ment, tuple filtering, and sparse virtual steering.

The numerical results show that both RIS-aware input conditioning and global-to-local re­

finement improve local pathloss prediction. On the USC test set, RISMapNet achieved an 
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NMAE of 0.0406 and a PPE of 10.80 dB, outperforming both PMNet-style baselines. The 

loss-weight ablation showed that auxiliary global supervision improves the local prediction 

task, with the best performance obtained at 𝜆 = 2. Cross-scene evaluation on Duke Univer­

sity and UCLA showed that RISMapNet also outperforms the baselines on related unseen 

campus scenes, although the higher errors confirm that performance on unseen scenes re­

mains challenging.

Overall, the results support the main premise of this thesis: effective RIS-assisted local 

coverage can be predicted from scene and TX-RIS-RX geometry using a learned surrogate 

model. RISMapNet is therefore best viewed as a fast screening tool for identifying broad 

coverage patterns and promising candidate RIS placements, rather than as a replacement 

for high-fidelity ray tracing when small differences in pathloss must be resolved.

7.2 Future Work

Future work should first improve the robustness of RISMapNet beyond the specific environ­

ments considered in this thesis. The cross-scene results show that RISMapNet transfers to 

related campus scenes, but prediction error increases under scene shift. A natural extension 

is to study transfer learning or domain adaptation using a limited amount of target-scene 

ray-tracing data. This would preserve the computational benefit of a learned surrogate while 

improving accuracy in new deployment environments.

A second direction is to broaden the range of RIS configurations and target-construction 

procedures considered during training. The current dataset uses a fixed RIS size, height, 

orientation rule, and sparse virtual sweep. Future work could study different RIS sizes, orien­

tations, heights, and steering strategies or phase profiles, and incorporate these parameters 

as additional conditioning inputs. This would move the framework from predicting coverage 
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for one fixed RIS setup toward a more general model for RIS-assisted deployment analysis. 
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