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ABSTRACT

In machine learning, hyperparameter optimization (HPO) is essen-
tial for effective model training and significantly impacts model per-
formance. Hyperparameters are predefined model settings which
fine-tune the model’s behavior and are critical to modeling complex
data patterns. Traditional HPO approaches such as Grid Search,
Random Search, and Bayesian Optimization have been widely used
in this field. However, as datasets grow and models increase in
complexity, these approaches often require a significant amount
of time and resources for HPO. This research introduces a novel
approach using t-way testing—a combinatorial approach to soft-
ware testing used for identifying faults with a test set that covers all
t-way interactions—for HPO. T-way testing substantially narrows
the search space and effectively covers parameter interactions. Our
experimental results show that our approach reduces the number of
necessary model evaluations and significantly cuts computational
expenses while still outperforming traditional HPO approaches for
the models studied in our experiments.
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1 INTRODUCTION

Machine learning (ML) has rapidly evolved, producing increasingly
complex models [17] [7] [25] [13]. To achieve optimal performance,
these models require tuning of hyperparameters [32]. Hyperpa-
rameters are model configurations pre-set prior to training [4].
Hyperparameters are different from model parameters, which the
algorithm learns during the training process. HPO is essential in
every model training as it directly influences the model’s ability
to learn and generalize from data effectively. HPO process varies
across different ML algorithms due to the nature of their hyperpa-
rameters, which can be categorical, discrete, or continuous [18].

Traditional approaches to HPO, such as manual tuning, require
an extensive understanding of the ML algorithms and their hyper-
parameter settings. In addition, manual tuning is often impractical
for addressing challenges associated with a large number of hy-
perparameters, complex model structures, time-intensive model
evaluations, and complex interactions among hyperparameters [20].
These challenges have raised interest in developing more automated
optimization techniques.

HPO methods like Grid Search provide exhaustive exploration
but are computationally expensive, making them less suitable for
large datasets [4]. Random Search, offering less computational de-
mand, lacks the reliability of finding the most effective solution [5].
Bayesian Optimization emerged as a more promising technique,
targeting hyperparameter areas likely to boost performance [39].
However, it faces limitations in scalability with growing dataset
sizes and model complexities [18][44]. The approach may also con-
verge on local optima and heavily relies on the accuracy of prior
assumptions and surrogate model choices [18].

We address the challenges in HPO by introducing an innovative
approach that applies t-way testing, a combinatorial software test-
ing method [23][26]. T-way testing is known for its effectiveness
in detecting software system faults due to parameter interactions
which systematically covers all combinations of ‘¢” selected param-
eters from a total of ‘n’ [22]. Many studies show that ¢-way testing
can significantly reduce the number of test cases required while
preserving fault detection effectiveness [26]. Our aim is to leverage
t-way testing to generate a small yet effective set of hyperparame-
ter configurations, thereby reducing the amount of computational
resources needed for fine-tuning while preserving its effectiveness.
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Our approach starts with identifying relevant hyperparameters
and their important values for a given model, forming the Input
Parameter Model (IPM) for t-way test generation. We then use
a combinatorial testing tool [43] to generate a set of t-way tests
from the IPM, with each test representing a hyperparameter con-
figuration. The final step involves evaluating these configurations
based on commonly used performance metrics such as accuracy, F1
score, and Mean Square Error (MSE) to select an optimal hyperpa-
rameter configuration. By focusing on ‘¢’ feature interactions, our
approach addresses a key challenge in traditional HPO methods: the
‘curse of dimensionality’, characterized by an exponential increase
in complexity with the addition of each hyperparameter [42].

We evaluated the effectiveness of our approach using t-way test-
ing, comparing it against traditional methods such as Grid Search
[4], Random Search [5], and Bayesian Optimization [39]. We con-
ducted experiments across both classification and regression tasks,
utilizing datasets like Breast Cancer [41] and Adult Income [2]
for classification, and California Housing [30] and Diabetes [6] for
regression. Assessing model performance using metrics such as
accuracy, F1 Score, Mean Square Error (MSE), and R2 Score, our
approach demonstrated comparable or superior performance to
traditional methods. This was consistent across various models,
including the Random Forest Classifier [37], XGBoost Classifier [8],
and a single-layer Neural Network [38] for classification, and their
counterparts for regression tasks.

The rest of the paper is organized as follows. Section 2 covers
the necessary background. Section 3 presents our approach to hy-
perparameter optimization. Section 4 discusses the design of our
experiments and the results. Section 5 reviews the related work.
Section 6 provides concluding remarks and suggests future research
directions.

2 BACKGROUND

2.1 Hyperparameter Tuning/Optimization in
Machine Learning

Hyperparameter tuning is an important phase of ML model de-
velopment. Hyperparameter tuning involves the selection of key
algorithm settings or configurations, referred to as hyperparam-
eters [42]. These hyperparameters are set prior to the learning
process and significantly impact the performance of ML models.
For instance, in a neural network model, fine-tuning the learning
rate hyperparameter can significantly enhance the model’s ability
to converge quickly to an optimal solution, thereby improving its
predictive accuracy [32]. Tuning hyperparameters is critical for
improving model performance, which is evaluated using various
metrics. For classification tasks, performance metrics include accu-
racy and F1 score, while for regression tasks, metrics such as Mean
Squared Error (MSE) and R2 Scored Error are used [42].

The tuning process starts with a systematic exploration of the
hyperparameter space to find the most effective configuration for a
given model. This process involves a model with its objective func-
tion, a defined search space for hyperparameters, an approach for
exploring various hyperparameter combinations, and an evaluation
function to assess the performance of different hyperparameter
configurations [42].
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Given a model, the first step is to define a search space for hyper-
parameters and their values. Hyperparameters vary in type, such
as categorical, discrete, and continuous [18]. Categorical hyperpa-
rameters include choices like activation functions, where options
might be ReLU, sigmoid, or SoftMax. Discrete hyperparameters
are numerical but with specific set choices, such as the number of
neurons in each layer, where typical values might be 64, 128, or
256. Lastly, continuous hyperparameters are numerical values that
can vary within a range. An example of this is the learning rate
in a DNN, which is normally set anywhere from a lower bound of
0.0001 to an upper limit of 0.1. Furthermore, the hyperparameter
space can show conditional relationships. For example, in Support
Vector Machine, the degree of polynomial kernel function is only
relevant if the kernel type is set to polynomial [28].

The next step is to identify a configuration that minimizes the
loss function of the model with the help of hyperparameter tuning
approaches such as Grid Search, Random Search, and Bayesian
Optimization. This process requires optimization algorithms to nav-
igate the hyperparameter space to identify the best configuration
of hyperparameters. This best configuration can then be used for
model training.

HPO presents considerable challenges, including the handling of
complex search spaces and the resource-intensive nature of model
evaluations. The complexity of HPO is increased by the higher
dimensionality of the search space, a direct consequence of the
growing number of hyperparameters and their possible configu-
rations. This increase imposes a significant computational burden,
necessitating advanced optimization strategies [18]. In addition,
the task of evaluating different hyperparameter configurations, par-
ticularly in the context of complex models or extensive datasets,
demands substantial computational resources, often translating to
prolonged execution times and increased resource consumption [9].
These challenges call for scalable approaches in HPO.

2.2 Grid Search

Grid Search (GS) is an exhaustive approach to hyperparameter
tuning [4]. It sets specific ranges for each hyperparameter and
systematically explores all combinations within these ranges. In
this approach, a grid of all possible hyperparameter values is formed.
GS evaluates the model’s performance for each combination using
cross-validation [19]. This evaluation aims to find the most effective
hyperparameter settings for optimal model performance.

However, the computational demand of GS is a significant limita-
tion. As the number of hyperparameters and their potential values
increase, so does the number of combinations. This leads to an
exponential growth in required evaluations, known as the 'curse
of dimensionality’ [10]. Therefore, GS may become impractical or
inefficient for models with many hyperparameters, particularly
when computational resources or time are constrained.

2.3 Random Search

Random Search (RS) has emerged as a viable solution to address the
computational burdens often associated with GS [5]. While GS eval-
uates every possible combination of hyperparameters, RS adopts
a more stochastic approach. It selects a subset of hyperparameter
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combinations at random, adhering to a predefined probability dis-
tribution [5]. This strategy can be particularly effective in scenarios
where only a few hyperparameters substantially impact the model’s
performance. Unlike the exhaustive nature of GS, RS is designed
to navigate through the hyperparameter space more efficiently,
making it a suitable choice when dealing with a vast search space
or when operating under constrained computational resources.

However, the random nature of RS brings certain drawbacks.
A notable challenge is the potential oversight of some hyperpa-
rameter combinations [23]. Unlike GS, which methodically covers
the entire hyperparameter space (with sufficient resources), RS’s
random selection might bypass combinations that could lead to
optimal or near-optimal model performance. RS, lacks incremental
learning from previously evaluated and successful hyperparameter
regions, may sometimes result in less-than-optimal optimization
results [4].

2.4 Bayesian Optimization

In Bayesian Optimization (BO), a surrogate model, typically a Gauss-
ian process, serves as a proxy for the actual objective function in
hyperparameter tuning [11]. This approach is particularly advanta-
geous in scenarios where model evaluations are resource intensive.
By using the surrogate model, BO aims to reduce the number of
necessary trials, as it allows for a more efficient and focused ex-
ploration of the hyperparameter space [11]. The surrogate model’s
role is to predict the performance of different hyperparameter sets
without requiring the computationally expensive task of actual
model evaluations. This prediction is based on data from previ-
ous evaluations and is continually updated as new data becomes
available. As a result, the optimization process can concentrate on
exploring hyperparameter combinations that the surrogate model
identifies as most promising, thereby reducing the overall number
of trials needed to find the optimal combination.

However, BO involves challenges, primarily in its setup and com-
putational intensity. Selecting appropriate priors is necessary for
the initial model, influencing the optimization process significantly
[18]. The computational demand also increases, especially in sce-
narios with many hyperparameters. Additionally, BO is limited to
optimizing continuous hyperparameters [39].

2.5 T-way Testing

T-way testing is a combinatorial approach in software testing to
identify potential faults caused by interactions among a small num-
ber of ‘t’ parameters [22]. It is rooted in the understanding that not
all combinations of input parameters need to be tested to identify
potential faults. T-way testing can significantly reduce the number
of tests required while preserving effectiveness of fault detection
[26]. This approach is particularly effective in dealing with complex
systems where exhaustive testing is impractical due to the vast
number of possible combinations.

T-way testing involves creating test cases that cover all possible
combinations of any ‘¢’ parameters within a system of ‘n’ parame-
ters [26]. This system is also known as Input Parameter Model (IPM).
The value ‘¢’ represents the strength of interaction between param-
eters considered for testing. For example, in 2-way testing (also
known as pairwise testing), every pair of input parameters is tested
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together in at least one test case. This ensures that interactions
between pairs of parameters are thoroughly examined. However,
t-way testing can involve interactions among more than two param-
eters (3-way, 4-way, etc.), depending on the testing requirements
and complexity of the system. The growth in the number of tests
generated as the number of parameters increases is logarithmic
[22].

Table 1 presents a 2-way test set generated given an IPM that
consists of three parameters: A, B, and C, each with two values, 0
and 1. This test set covers all the 2-way interactions in the following
sense: Given any two parameters, i.e., AB, AC, or BC, every possible
combination between the two parameters, i.e., 00, 01, 10, 11, is
covered by at least one of the tests in the test set. An exhaustive
set would contain 8 tests.

Table 1: An Example of t-way test set where t = 2
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3 APPROACH

Our approach introduces t-way testing for hyperparameter tuning
in machine learning models, aiming to navigate the hyperparam-
eter space systematically and efficiently to reduce computational
costs. Given a model M, defined by function f(X; ®), where X rep-
resenting an input dataset and © denoting a set of hyperparameters,
we find an optimal hyperparameter configuration that maximizes
the performance of M on the given dataset X. Figure 1 presents an
overview of our approach. Our approach consists of the following
steps:

3.1 Step 1: IPM Construction

First, we systematically identify the relevant hyperparameters of
the target model, and their important values. For instance, consid-
ering a Deep Neural Network (DNN) as our model M, we identify
hyperparameters like the number of layers, neurons per layer, layer
types, learning rate, batch size, dropout rate, and optimizer selec-
tion. We then identify the possible values for these hyperparameters
based on their type which can be categorical, continuous, or discrete.
Among the possible values of each hyperparameter, we identify a
set of important values that are considered important in terms of
its impact on the model performance. The identification of hyper-
parameters and values is guided by domain expertise and from the
libraries used to build these models such as pyTorch [31], sci-kit
learn [12], and others.

Next, we identify possible constraints that may exist between
hyperparameters. These constraints are conditions that must be
satisfied for a hyperparameter configuration to be valid and thus
considered in the tuning process. For example, within the neural
network configuration, we enforce a constraint where the ‘adam’
optimizer is associated with higher learning rates (0.01, 0.05, 0.1),
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Figure 1: Overview of t-way Hyperparameter Tuning

Table 2: Overview of Datasets

Dataset Total Instances  Training Instances Test Instances Features Task Type
Breast Cancer 569 455 114 30 Classification
Adult Income 48,842 39,074 9,768 14 Classification
California Housing 20,640 16,512 4,128 8 Regression
Diabetes 442 354 88 10 Regression

and the ‘sgd’ optimizer with lower rates (0.001, 0.005, 0.01). Con-
straints are used to exclude invalid hyperparameter configurations
and thus can help speed up the tuning process.

These parameters, their associated values, and constraints col-
lectively form the IPM, which is used to generate t-way test config-
urations.

3.2 Step 2: T-Way Hyperparameter Generation

In this step, t-way testing generates a set of hyperparameter con-
figurations. The value of ‘t’ determines the degree of interactions
between hyperparameters in our tests. For example, setting ¢ to 3,
we focus on how any set of three hyperparameters interact with
each other. The IPM, consisting of the hyperparameters and their
potential values, is passed to a combinatorial testing tool. The IPM
may also contain any constraints relevant to the hyperparame-
ter combinations. These constraints might include dependencies
between hyperparameters, ensuring the validity of the generated
combinations within the specified conditions.

The tool then generates a set of hyperparameter combinations,
systematically ensuring that each possible interaction among ‘¢’
hyperparameters is represented at least once, in compliance with
the specified constraints. This t-way testing approach addresses
two primary challenges in hyperparameter tuning: managing the
exponential increase in the number of combinations as the quantity
of hyperparameters grows and adhering to the intrinsic constraints
within the hyperparameters. By focusing on the interactions among
‘t’ hyperparameters and incorporating constraints, the process ef-
fectively narrows down the search space.

3.3 Step 3: Optimal Hyperparameter Selection

The final step selects a best hyperparameter configuration from
the set of t-way combinations. This selection is based on a pre-
determined performance metric, such as accuracy, F1 score for
classification task, or mean squared error for regression task. The
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model is trained and evaluated with each hyperparameter configu-
ration, and the configuration resulting the best performance metric
is chosen as the optimal set.

4 EXPERIMENTAL EVALUATION

We aim to answer the following research questions:

e RQ1: How effective is t-way testing for hyperparameter opti-
mization in comparison with existing approaches including
Grid Search, Random Search, and Bayesian Optimization?

e RQ2: How does varying the value of ‘t’ in t-way testing
influences the outcome of hyperparameter optimization, par-
ticularly in terms of efficiency and model accuracy?

4.1 Datasets

Our study used four datasets, two for classification tasks and two
for regression tasks. For the classification tasks, we applied the
Breast Cancer dataset [41] and the Adult Income dataset [2]. The
Breast Cancer dataset has been used in HPO studies, as in [35].
On the other hand, the regression tasks were conducted using the
California Housing dataset [30] and the Diabetes dataset [6], with
the latter being utilized for HPO in a study by Gupta et al. [14].
Table 2 provides a summary of these datasets, including details such
as the total number of instances, training instances, test instances,
number of features, and the type of task. Breast Cancer and Diabetes
datasets are comparatively small in size, while Adult Income and
California Housing datasets are relatively large in terms of number
of instances.

4.2 Models

The classification tasks were performed using the Random Forest
Classifier [37], XGBoost Classifier [8], and a single-layer Neural
Network [38] trained for 5 epochs each. The regression tasks used
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the Random Forest Regressor [37], XGBoost Regressor [34], and a
single-layer Neural Network [38].

The Random Forest and XGBoost were implemented using scikiz-
learn [12] for both classification and regression tasks and PyTorch
for developing and training the Neural Network [31].

Our model choices are supported by existing research in HPO.
Probst et al. [33] and Lakra et al. [24] show how to tune Random
Forest models. Studies by Bartz et al. [1] and Kapoor et al. [21] report
on improving XGBoost models using HPO. Single-layer Neural
Networks have been studied for HPO, with important findings from
Roy et al. [36] and Vincent et al. [40].

For all the models, we performed a consistent data split approach,
dividing the datasets into an 80:20 split for training and testing.
This standardized split ensures uniformity in model training and
evaluation across all the experiments.

4.3 Hyperparameter Optimizers

We compared our approach against three hyperparameter optimiza-
tion approaches: Grid Search [4], Random Search [5], and Bayesian
Optimization [39].

4.4 Hyperparameters

Here, we present the hyperparameter selection for the models dis-
cussed in the previous section. For all the models, it is important
to conduct a hyperparameter tuning process to achieve optimal
model performance. The hyperparameters under consideration,
along with their respective types, ranges for exploration, and the
specific values selected for examination, are summarized in Table
3.

Grid Search and our approach require a predefined set of im-
portant values for each hyperparameter, whereas Random Search
and Bayesian Optimization only require a range of values for each
hyperparameter. Furthermore, our approach considers constraints
while generating hyperparameter combinations.

4.5 T-way Test Generation

A combinatorial testing tool, namely ACTS 3.2, is used to generate
t-way tests, [43]. This tool supports constraint handling and thus
allows generation of constrained test scenarios. It’s important to
note that our approach is independent of any specific tool and thus
can be used with other combinatorial testing tools.

4.6 Evaluation Metrics

To evaluate the performance of our approach in comparison with
the baseline hyperparameter optimizer, we utilize a set of evaluation
metrics tailored to the type of prediction task. These metrics are
computed using the scikit-learn library [12].

4.6.1 Classification Task.

Accuracy: Accuracy is the proportion of correctly predicted
instances to the total number of instances, providing a straightfor-
ward measure of the model’s overall correctness.

Number of Correct Predictions

1

F1 Score: F1 score is a harmonic mean of precision and recall,
accounting for both false positives and false negatives.

A =
ccuracy Total Number of Predictions
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True Positive

Precision = — — (2
True Positive + False Positive
True Positive
Recall = — - (3)
True Positive + False Negative
Precision x Recall
F1 Score =2 % (4)

Precision + Recall

4.6.2 Regression Task.

Mean Squared Error (MSE):. MSE represents the average of
the squares of the errors between the model predictions Y; and the
ground truth Y; for a test instance i. Lower MSE values indicate a
model with more accurate predictions. Note that n is the number
of test instances.

1INy o2
MSE—H;(Yl 1) (5)

R2 Score: This score explains the proportion of the variance
for the dependent variable that’s predicted from the independent
variables, with a higher R2 indicating a better fit to the observed
data. The formula for the R2 Score is:

RP=1- L, (i 1) %)2 (6)
Z;l:l(Yi - Y)Z

Time Efficiency: For both classification and regression tasks, we
measure the computational time taken to perform hyperparameter
optimization in seconds.

Number of Runs: For both classification and regression tasks, we
ensure that the number of runs for the baseline approaches matches
that of our approach. This sets up fair basis for comparison.

Results: Averaging and Computational Environment. The pre-
sented results are the average across five iterations.

These experiments were conducted on a MacBookPro equipped
with an M1 chip and 8GB of RAM.

4.7 Experimental Procedure

For RQ1, we set the number of runs for Grid Search, Random
Search, and Bayesian Optimization to match with the number of
configurations generated by t-way testing when the ‘¢’ value is
set to 2. For both our t-way approach and Grid Search, we gener-
ate hyperparameter configurations from the predetermined values
listed in Table 3. For Random Search and Bayesian Optimization,
we utilize the designated search ranges from Table 3 to identify
hyperparameter configurations.

The choice of setting the ¢+’ value to 2 is to achieve a balance
between model performance and computation time. This specific
‘t” value choice is based on empirical evaluations from RQ2, demon-
strating that even minimal ‘t” hyperparameter interactions can lead
to robust model performance with a limited number of hyperpa-
rameter tuning iterations.



CAIN 2024, April 14-15, 2024, Lisbon, Portugal

Krishna Khadka, Jaganmohan Chandrasekaran, Yu Lei, Raghu N. Kacker, and D. Richard Kuhn

Table 3: Hyperparameter Specification

ML Model Hyper-parameter  Type Search Space Identified Values

Random Forest Classifier &

Regressor
n_estimators Discrete [200, 2000] [200, 400, 600, 800, 1000, 1200,

1400, 1600, 1800, 2000]
max_features Categorical [‘sqrt’, ‘log2’] [‘sqrt’, log2’]
max_depth Discrete [10, 100] [10, 20, 30, 40, 50, 60, 70, 80, 90,
100]

min_samples_split Discrete [2, 10] [2,5,10]
min_samples_leaf  Discrete [1,4] [1,2,4]
bootstrap Categorical [True, False] [True, False]

XGBoost Classifier & Regres-

sor
learning_rate Continuous  [0.01, 0.2] [0.01, 0.05, 0.1, 0.15, 0.2]
gamma Continuous [0.0, 0.5] [0.0,0.1,0.2, 0.3, 0.4, 0.5]
max_depth Discrete [3, 10] [3,4,5,6,7,8,9,10]
min_child_weight Discrete [1,5] [1,2,3,4,5]
subsample Continuous [0.5, 1.0] [0.5,0.6,0.7, 0.8, 0.9, 1.0]
reg_Alpha Continuous [0, 1] [0,0.1,0.5, 1]
reg_lambda Continuous [1, 4.5] [1,1.5,2,3,4.5]
n_estimators Discrete [50, 250] [50, 100, 150, 200, 250]

Neural Network Classifier &

Regressor
neurons Discrete [4, 128] [4, 8, 16, 32, 64, 128]]
activation Categorical [‘relu’, ‘tanh’, ‘elu’, ‘LeakyRelu’] [‘relu’, ‘tanh’, ‘elu’, ‘LeakyRelu’]
dropout_rate Continuous  [0.0, 0.5] [0.0,0.2, 0.4, 0.5]
optimizer Categorical [‘adam’, ‘sgd’] [‘adam’, ‘sgd’]
learning_rate Continuous  [0.001, 0.1] [0.001, 0.005, 0.01, 0.05, 0.1]
batch_size Discrete [16, 256] [16, 32, 64, 128, 256]

For RQ2, we investigate how different ‘¢’ values in t-way testing
affect hyperparameter optimization. We select the Adult Income
and Breast Cancer datasets for this analysis, chosen specifically
because one is large and the other small in terms of dataset size. Our
experiments use Random Forest, XGBoost, and Neural Network
classifiers, with ‘t’ values set to 2, 3, and 4. This variation allows
us to examine the impact of different levels of hyperparameter
interactions on the optimization process.

The number of experimental runs corresponds to the number of
t-way tests generated for each ‘¢’ value. By analyzing the outcomes
of these tests, we can evaluate the impact of each ‘t’ value on
the model’s performance. Performance metrics such as accuracy,
F1 score, and computation time are utilized. The aim here is to
identify which ‘¢’ value or range of values offers a balance between
thorough hyperparameter exploration and practical computational
demands. The insights from these experiments are important in
understanding the efficiency and applicability of t-way testing in
hyperparameter optimization, addressing the central question of
RQ2.
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4.8 Results and Discussion

RQ1: Our approach has demonstrated effectiveness in hyper-
parameter optimization, as presented by our experiments across
various datasets and models in Table 4 and 5. When compared
to baseline approaches such as Grid Search, Random Search, and
Bayesian Optimization, t-way testing shows competitive or supe-
rior performance in both classification and regression tasks.

In the classification context, particularly with the Adult Income
and Breast Cancer datasets, our approach outperformed others in 5
out of 6 experiments in terms of accuracy, and in all 6 experiments
in F1 scores. This result suggests that t-way testing can cover the
more important hyperparameter interactions. For the Breast Cancer
dataset, t-way testing not only improved the F1 Score but also
reduced the optimization time compared to both Grid and Random
Searches for the Neural Network model.

In regression tasks using the California Housing and Diabetes
datasets, our approach consistently achieved the lowest Mean Squared
Error (MSE) and the highest R2 Scores in all five experiments. In the
California Housing dataset, our approach yielded the highest R2
Scores for all models. In the Neural Network model, our approach
performed better than other approaches in both MSE and R2 Score.
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Table 4: Comparison of Hyperparameter Optimization Approaches for Classification Task t = 2

Task Dataset Model Number of Runs HPO Approach Time Accuracy F1 Score
52 Grid 780 0.875 0.818
52 Random 444 0.874 0.817
XGBoost .
008 52 Bayesian 120 0874 0.817
52 t_way 771 0.875 0.819
112 Grid 2680 0.869 0.800
Classification Adult Income Random Forest 112 Random 2304 0.866 0.799
112 Bayesian 1807 0.857 0.778
112 t_way 2570 0.867 0.801
32 Grid 1450 0.839 0.758
NN 32 Random 1401 0.840 0.758
32 Bayesian 453 0.843 0.759
32 t_way 1360 0.845 0.760
52 Grid 53 0.965 0.962
52 Random 48 0.974 0.972
XGBoost .
008 52 Bayesian 19 0.965 0.962
52 t_way 46 0.983 0.981
112 Grid 141 0.965 0.962
Classification Breast Cancer Random Forest 112 Random 132 0.962 0.961
112 Bayesian 112 0.956 0.953
112 t_way 130 0.965 0.962
32 Grid 270 0.972 0.970
NN 32 Random 249 0.971 0.970
32 Bayesian 198 0.963 0.964
32 t_way 238 0.991 0.990

While Bayesian Optimization was the quickest in 11 out of 12
experiments due to its use of surrogate models for approximating
optimal hyperparameters, it did not always converge to the best
accuracy, F1 score, MSE, or R2 score. This observation opens areas
for future exploration, possibly combining Bayesian optimization
with t-way testing for potentially better results in shorter time.
Our approach performed faster than Grid Search in all instances
and was quicker than Random Search in 6 out of 12 cases. This is
due to the variation in hyperparameter values selected for different
approaches.

The results indicates that t-way testing is effective in achieving
better performance. The efficiency of t-way testing in hyperparam-
eter optimization, as evidenced in our experiments, is rooted in the
hypothesis that not every hyperparameter needs to interact with
others to achieve optimal configuration. By setting the ‘¢’ value
to 2, t-way testing focuses on the all essential binary interactions
between hyperparameters, covering the essential interactions while
avoiding the computational complexity of covering higher-order
combinations. This approach results in a more efficient optimization
process, as seen in our experiments with various datasets and mod-
els, where it achieved better performance results. This approach
is beneficial in high dimensional hyperparameter space, where
balancing computational efficiency with thorough exploration is
crucial.
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RQ2: In our study on how different ‘¢’ values in t-way testing
affect hyperparameter optimization, we focused on efficiency and
model accuracy. Our findings in Table 6 show that smaller ‘¢’ val-
ues speed up optimization, especially in complex hyperparameter
spaces. However, larger ‘t’ values explore more thoroughly but use
more computational resources. Interestingly, models with lower
‘t’ values were as accurate as those with higher values, suggesting
that fewer hyperparameter interactions might be enough for good
accuracy. This might happen because the search space has many
optimal solutions that are easier to find with fewer interactions.

Models with lower ‘t’ values being accurate indicates that only a
few hyperparameter interactions are often important. This means
simpler combinations can work well, mainly in less complex spaces.
But, in more complex spaces, a larger ‘t’ value might be better for
deeper exploration.

5 RELATED WORK

Grid search [4] is a widely used hyperparameter optimization (HPO)
method due to its systematic scanning of hyperparameter values.
Random search [5] tries to reduce the computational demand by
randomly sampling the possible configurations. The computational
efficiency of these two approaches decreases significantly with
an increase in dimensionality of the hyperparameter space. Ad-
vanced HPO techniques have been developed to address this prob-
lem. Bayesian optimization [11][15] uses probabilistic models to
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Table 5: Comparison of Hyperparameter Optimization Approaches for Regression Tasks (¢ = 2)

Task Dataset Model Number of Runs Approach Time MSE R2 Score
52 Grid 507 2972 0.845
52 Random 331 2931 0.845
XGBoost .
008 52 Bayesian 65 3005 0.840
52 t_way 479 2905 0.851
112 Grid 1107 3097 0.825
Regression ~ California Housing  p. 4 o 112 Random 1003 3099 0.825
112 Bayesian 780 3100 0.802
112 t_way 910 2970 0.830
32 Grid 1090 2907 0.848
NN 32 Random 904 2935 0.842
32 Bayesian 790 3027 0.820
32 t_way 1011 2901 0.849
52 Grid 45 3209 0.428
52 Random 35 2767 0.491
XGBoost 52 Bayesian 43 2843 0.463
52 t_way 45 2459 0.509
112 Grid 99 2822 0.467
Regression Diabetes Random Forest 112 Random 93 2762 0.479
112 Bayesian 110 2791 0.473
112 t_way 95 2766 0.477
32 Grid 351 2337 0.484
NN 32 Random 320 2326 0.482
32 Bayesian 139 2514 0.402
32 t_way 311 2330 0.483

Table 6: Effect of ‘t* On Hyperparameter Optimization

Task Dataset Model t Number of Runs Accuracy F1 Time
2 112 0.965 0.962 140

Random Forest 3 352 0.965 0.962 336

4 1201 0.965 0.962 1186

Classificati C 2 52 0.982 0.981 46
assification  Breast Cancer v g 3 368 0982 0981 350
4 2294 0.982 0.981 2287

2 32 0.991 0.99 238

NN 3 150 0.991 0.99 1115

4 602 0.991 0.99 4563

2 112 0.867 0.801 2570

Random Forest 3 352 0.867 0.802 8383

4 1201 0.868 0.803 27776

lassificati dul 2 52 0.875 0.817 808
Classification  Adult Income v gt 3 368 0.876  0.818 6006
4 2294 0.877 0.82 38176

2 32 0.845 0.76 360

NN 3 150 0.846 0.776 1636

4 602 0.847 0.777 6314
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guide the search within the hyperparameter space, and adaptive
strategies such as gradient-based optimization [29][3] and Hyper-
band [27] adjust the search process based on performance feedback.
Recently, gradient-based approaches [3] and spectral methods [16]
have been reported that reduce the search space using a gradient-
based search strategy and eigenvalues, respectively.

Our t-way testing approach distinguishes itself from existing
work by a targeted exploration of the search space. Our approach
prioritizes the examination of ¢-way interactions with support for
constraints to maintain the validity of hyperparameter configura-
tions. Focusing on important hyperparameter interactions, t-way
testing can efficiently explore large and complex hyperparameter
spaces where existing methods may be computationally expen-
sive. In summary, our ¢t-way testing approach provides a structured
method to explore hyperparameter interactions without the com-
putational overhead typically associated with exhaustive search
methods or the complexity of probabilistic modeling.

6 CONCLUSION AND FUTURE WORK

In this study, we addressed the challenge of hyperparameter opti-
mization by introducing an innovative approach that applies t-way
testing to efficiently tune hyperparameters. Our approach explores
hyperparameter configurations by selecting ‘¢’ (out of ‘n’) hyper-
parameters, significantly reducing the computational resources
needed for fine-tuning. The results of our experiments across mul-
tiple datasets and machine learning models demonstrate the ef-
fectiveness of t-way testing in HPO. In many cases, t-way testing
outperforms or matches traditional methods in terms of model
performance with the same number of runs. This efficiency in nav-
igating the hyperparameter space is particularly advantageous for
complex models and large datasets, where computational resources
are critical constraints.

Our research opens up several possibilities for future exploration.
Firstly, further investigation into the scalability of t-way testing
for extremely high-dimensional hyperparameter spaces and larger
datasets would be valuable. Additionally, the impact of ‘t’ on hyper-
parameter interactions and model performance could be studied in
more depth, potentially leading to the development of adaptive ‘¢’
selection strategies. Exploring the application of t-way testing in
combination with other HPO approaches, such as Bayesian Opti-
mization, could also provide insights into hybrid approaches that
harness the strengths of different approaches.
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