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TimeLink: Visualizing Diachronic Word Embeddings and Topics

Lemara F. Williams

(ABSTRACT)

The task of analyzing a collection of documents generated over time is daunting. A natural
way to ease the task is by summarizing documents into the topics that exist within these
documents. The temporal aspect of topics can frame relevance based on when topics are
introduced and when topics stop being mentioned. It creates trends and patterns that can
be traced by individual key terms taken from the corpus. If trends are being established,
there must be a way to visualize them through the key terms. Creating a visual system
to support this analysis can help users quickly gain insights from the data, significantly
easing the burden from the original analysis technique. However, creating a visual system
for terms is not easy. Work has been done to develop word embeddings, allowing researchers
to treat words like any number. This makes it possible to create simple charts based on
word embeddings like scatter plots. However, these methods are inefficient due to loss
of effectiveness with multiple time slices and point overlap. A visualization method that
addresses these problems while also visualizing diachronic word embeddings in an interesting
way with added semantic meaning is hard to find. These problems are managed through
TimeLink. TimeLink is proposed as a dashboard system to help users gain insights from
the movement of diachronic word embeddings. It comprises a Sankey diagram showing the
path of a selected key term to a cluster in a time period. This local cluster is also mapped
to a global topic based on an original corpus of documents from which the key terms are
drawn. On the dashboard, different tools are given to users to aid in a focused analysis,

such as filtering key terms and emphasizing specific clusters. TimeLink provides insightful



visualizations focused on temporal word embeddings while maintaining the insights provided

by global topic evolution, advancing our understanding of how topics evolve over time.



TimeLink: Visualizing Diachronic Word Embeddings and Topics

Lemara F. Williams

(GENERAL AUDIENCE ABSTRACT)

The task of analyzing documents collected over time is daunting. Grouping documents
into topics can help frame relevancy based on when topics are introduced and hampered.
The creation of topics also enables the ability to visualize trends and patterns. Creating a
visual system to support this analysis can help users quickly gain insights from the data,
significantly easing the burden from the original analysis technique of browsing individual
documents. A visualization system for this analysis typically focuses on the terms that affect
established topics. Some visualization methods, like scatter plots, implement this but can
be inefficient due to loss of effectiveness as more data is introduced. TimeLink is proposed
as a dashboard system to aid users in drawing insights from the development of terms over
time. In addition to addressing problems in other visualizations, it visualizes the movement
of terms intuitively and adds semantic meaning. TimeLink provides insightful visualizations
focused on the movement of terms while maintaining the insights provided by global topic

evolution, advancing our understanding of how topics evolve over time.
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1.1 Example scatter plots. 1) Taken from Hamilton et al., a two-dimensional
scatter plot (without glyphs) visualization of semantic change in English, 2)
Taken from Ali et al., the bottom graphs show a connected scatter plot of
the data, 3) Taken from Liu et al., a PCA plot that shows the variance in
the data that is segmented by the difference in the meaning of the nouns, 4)
Taken from Bandyopadhyay et al., a 3D scatter plot showing words plotted

in their 3D semantic space. . . . . . .. ... Lo

2.1 Similar visualization on topic spaces. 1) Taken from Mei and Zhai, a theme
evolution graph for Asia Tsunami. 2) Taken from Havre et al., ThemeRiver
uses a river metaphor to represent theme changes over time. 3) Taken from
Gad et al., a ThemeDelta visualization for Barack Obama’s campaign speeches

during the U.S. 2012 presidential election . . . . . . . .. ... ... .. ...



3.1

3.2

3.3

TimeLink Pipeline: 1) Text documents are inputted into the topic modeling
algorithm of choice, 2) In the “Creating Global Topics” box, the results of
running the topic modeling model will provide global topics for the documents
which may need to be refined. Then, the global topics will be mapped to each
cluster based on key terms in the Sankey. 3) In the “Data Preprocessing”
box, the text documents are transformed to get their document and word
embeddings, and then for each time slice, the word embeddings are filtered
based on a pre-determined list of key terms. With the list of the filtered key
term word embeddings, run AlignedUMAP or another global dimensionality
reduction algorithm for a common embedding space in a lower dimension
among the key terms, and then run HDBSCAN for clustering. Then, the
clusters are matched along the time slice by finding the closest centroid. 4)
The “Visualization” box intakes the results from “Data Preprocessing” and
“Creating Global Topics” to create the Sankey diagram that is then used for
the TimeLink Dashboard. . . . . .. .. .. .. ... ... ... ...,

UMAP transformation over six time slices without global alignment. Using
the terms with a yellow point as a signal, the points flip between Model 3
and Model 4, so all the points at the top move to the bottom and vice versa.
Then, between Model 4 and Model 5, the points flip again, this time from
left to right, so all the points on the left move to the right and vice versa.
Without global alignment, the points rapidly move in a flipping or rotating

manner, increasing the instability of the plots. . . . . . . . ... .. ... ..

2 AlignedUMAP plots from consecutive time slices. Compared to consecutive
UMAP plots, based on a local approach, terms stay in the same relative area

from the previous time slice, there are no rotations, and the axes are stable.

x1
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3.4 HDBSCAN Clustering of AlignedUMAP Plot . . . ... ... ... .....

3.5 HDBSCAN Clustering of AlignedUMAP Plot in the next time slice . . . . .

3.6 Overview of TimeLink dashboard: The main visualization on the dashboard
is a Sankey diagram. Above the Sankey is a legend that corresponds with the
global topics clusters assigned to each time slice. Above the legend are two
dropdown boxes: “Link color” and “Node alignment.” “Link color” changes
the colors of the links; in the figure, it is selected so that the links are colored
based on the transition between the source node and the target node. “Node
alignment” determines the alignment of the nodes in the diagram; in the
figure, it is selected so that the nodes are equidistant across the space assigned
to the Sankey. To the right of the Sankey are 3 menus and a table. “Key
Terms” selects the words. “Cluster and cluster term paths” selects clusters.
“Path of a single term” highlights terms. The table shows the terms in a

selected cluster. . . . . . . . L

3.7 TimeLink with cluster JIO0O00O0 selected . . . . . . . . . . . . . . .. . ..

4.1 Use Case 1: Pathing of terms in cluster UIUJOOOOO . . . . .. .. oo ..

4.2  Use case 2: Cluster JIO0O00ODOIOO is selected. . . . . o o o o o o 0 . . . ..

4.3 Use Case 2: Clusters OIO0O000O0000 and OIO0DOO0O0O are selected, and re-

peated terms are highlighted in a table . . . . . .. ... ... ... .....

4.4  Use Case 2: 000000OIO0IDIDOO0ODD and 0O0O0 are emphasized in the Sankey

diagram. . . . . ...

xii



5.1

5.2

A Sankey diagram with 50 time slices with a window zooming in on what a

user would typically see in the TimeLink viewer. . . . . . . . . . . ... ...

As seen in (a) with multiple terms selected, when “atomenergoprom” leaves
the corpus, there is no disruption to the diagram. However, when examining
“atomenergoprom” alone in (b), splits occur from when the term leaves and

reenters the corpus. . . . . . . . .

xiil



Looooot O

NN NN

When analyzing a collection of documents over time, it is important to pick up similarities
and differences between the documents and the overarching story relating to a time slice. The
traditional way of reading each document and keeping track of its importance is an inefficient
and overwhelming task. Shrinking that task to focusing on key terms and summaries of each
document still creates an impractical task focused on reading through many documents. It
is difficult to analyze hundreds of documents in this way by reading text. The intuitive next
step would be to visualize the key terms corresponding to a document in a way that helps
users quickly gain insights. Researchers can take different approaches for this task, but they

would typically start with getting the word embeddings of each key term.

A word embedding is, typically, a vectorized representation of a word. These vectors are
computed so that words more semantically similar to each other are closer in distance, and
words that are semantically different are further apart. The advent of word embeddings
and popularization through Word2Vec [34] has enabled researchers to measure syntactic and
semantic word similarities with the vectors that make up word embeddings. The numerical
representation allows us to compare similarity based on standard distance operations like

cosine similarity and Fuclidean distance.

Word embeddings through [34] are trained through the Continuous Bag of Words (CBOW)
model or the Continuous Skip-gram (skip-gram) model. If N is the number of words, CBOW

predicts the middle word based on the past N/2 words and the following N/2 words. On



2 +NZy 1 SYBé 2

the other hand, skip-gram predicts the context of words in the near past and future based
on the current word. Both models are significantly less complex than previous approaches
for vector representation of words; this makes it easy to train on large corpora with higher

dimensions.

The resulting vector representation of words achieved through Word2Vec allows researchers
to visualize words based on their vectors and treat their vectors as features. Diachronic word
embeddings refer to the temporality of word embeddings; they are computed separately in
each time slice and then have to be aligned over time [20]. Once aligned, we can use them to
measure semantic change based on the measurement of how an individual word’s embedding
shifts over time [20]. Through dimension reduction, “the transformation of high-dimensional
data into a meaningful representation of reduced dimensionality” [41], we can plot what was

originally a 100-dimensional word embedding to a 2-dimensional plot.

The standard visualization based on the ease of dimensionality transformation of word em-
beddings tends to be scatter plots as seen in many works [2, 3, 20, 28, 48], some shown in
1.1. Scatter plots are intuitive and easy to read and draw insights from. Outliers are easy
to identify due to the ease of comparing regions with a higher density of points [29]. They
also provide a unified embedding space for visualizing the data, showing their similarities,
and displaying their semantic content [48]. They effectively display the semantic relation-
ship between words, or more accurately, their vector representation, in a single time slice.
Scatter plots are still effective when comparing the position of terms across two time slices.

However, scatter plots have some significant pitfalls.

The pitfalls of scatter plots are seen across time, variance, and spatial quality. When com-
paring the movement of terms over time, scatter plots lose their effectiveness over more than
two time slices. Visualizations are limited to a 2D or 3D representation of the data, which

may not effectively display the variance in the data. Also, when dealing with a high magni-
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Figure 1.1: Example scatter plots. 1) Taken from Hamilton et al., a two-dimensional scatter
plot (without glyphs) visualization of semantic change in English, 2) Taken from Ali et al.,
the bottom graphs show a connected scatter plot of the data, 3) Taken from Liu et al., a PCA
plot that shows the variance in the data that is segmented by the difference in the meaning
of the nouns, 4) Taken from Bandyopadhyay et al., a 3D scatter plot showing words plotted

in their 3D semantic space.
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tude of data points, the points can overlap and become hard to differentiate, making scatter
plots less effective [29]. Therefore, this research aimed to find a better way to visualize
the movement of diachronic word embeddings across time. The questions being addressed

through this research are:

o How can we visualize interesting movement of diachronic word embeddings?

o How can we add semantic meaning to such visualizations?

These questions are addressed through TimeLink. TimeLink is proposed as a dashboard
system to aid users in drawing insights from the movement of diachronic word embeddings.
It uses a Sankey diagram to show the path of a selected key term to a cluster in a time slice,
a local cluster that is also mapped to a global topic based on an original corpus of documents
from which the key terms are drawn. The word embeddings are transformed and clustered
in a higher-dimensional space (5D and 10D) to be closer aligned with the original data so
that the variance and the relationships in the data are captured better. On the dashboard,
different tools are given to users to aid in a focused analysis, such as filtering key terms and

emphasizing specific clusters.

Based on the work of TimeLink, the following contributions of this work are:

o The development of a method to create a Sankey diagram based on time, local and

global clusters, and global topic evolution
o The creation of the TimeLink dashboard alongside its features and interactions

e Two case studies with domain experts demonstrating the proposed method’s ability
to capture and illustrate the evolution of topics driven by underlying events as well as

qualitative feedback from domain experts



In this work, after a review of previous work that has come before or contributed to the
proposed method, there is an overview. Since the method was developed through two medi-
ums, the start of the method overview will go over the development of the Sankey diagram,
and the next part will go over the development of the TimeLink dashboard. Afterward, this
work will present the two use cases and provide qualitative feedback from domain experts.

Then, we will discuss limitations and future work before wrapping up with a conclusion.
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Many methods exist for visualizing the global topic space of a document corpus [26, 38§]
Some works aim at visualizing topics across multiple corpora (akin to time slices) [45, 46].
However, the most relevant works to the methods proposed here are those that visualize

topics in dynamic spaces to illustrate patterns in and evolutions of topics.

Several methods exist to visualize topic spaces over time; some are displayed in fig. 2.1. Mei
et al. create a theme graph to illustrate similar themes (nodes) across time (via edges) [33].
Many works take a stacked area graph approach to show how topics evolve over time [18, 21,
27, 39, 49]. ThemeRiver introduces streams to illustrate themes (key terms) and show how
they change in strength over time. Subsequent methods build on this metaphor in various
ways, such as creating streams of topics built from multiple key terms [18, 27|, using topic
trees to identify topics [13] and illustrating the competition and cooperation of topics in

social media [39, 49].

Where previous stacked area approaches show the trends of fixed global topics, several other
methods visualize the dynamics of splitting and merging topics over time. TextFlow creates
streams for topics that split and merge as topics evolve [11]. Cui et al. expand TextFlow

to visualize evolving hierarchical topic trees [12]. Jiang and Zhang employ Sankey diagrams

6
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Figure 2.1: Similar visualization on topic spaces. 1) Taken from Mei and Zhai, a theme
evolution graph for Asia Tsunami. 2) Taken from Havre et al., ThemeRiver uses a river
metaphor to represent theme changes over time. 3) Taken from Gad et al., a ThemeDelta
visualization for Barack Obama’s campaign speeches during the U.S. 2012 presidential elec-
tion
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to illustrate the topic evolution and correlation across three research domains [22]. Gad
et al. introduce ThemeDelta, which segments ThemeRivers to identify key breakpoints in
theme evolution and groups theme streams by similarity to illustrate the evolution of global
topics [16]. ThemeDelta presents the method most similar to the visualization proposed
here. However, ThemeDelta visualizes each individual theme as a stream and creates topics

ad-hoc based on the similarity of themes at each time point.

In contrast, our approach identifies global topics and illustrates how clusters of terms merge
and split over time to define them over time. Our approach presents topics based on the en-
tirety of the document and /or term corpus. Unlike the other past work above, the topics are
global and not computed based on the visualization. So, there is more focus on the relations
between key terms within a topic and how that influences what these topics mean across
time. Our topics and terms are two separate entities that exist separately but are brought
together through the methodology presented and subsequently give each other additional
meaning. This structure ensures that the terms exist in a consistent context and provides a

hierarchical perspective for analyzing the data.

00 bidouidiotd Oiboooboon

There are multiple reasons why researchers turn to clustering their data. Some are that it
aids in pattern recognition, adds semantic user interaction, and helps with data analysis.
According to Keogh et al. [24], there are two main categories in time-series clustering: whole
and subsequence clustering. “Whole clustering” is performed on many time series to group
into clusters. “Subsequence clustering” is performed on extracting sliding windows of an
individual time series. Alongside those two categories are two levels of similarity in clustering:

shape level and structure level [44]. “Shape level” concerns short-length clustering, while
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“structure level” concerns the high-level structure in a prolonged time series, like over a

year.

One of the most widely used clustering approaches is hierarchical clustering. Hierarchical
clustering produces a nested hierarchy of similar groups of objects, according to a pairwise
distance matrix of the objects [24]. An advantage of using this approach is its generality; the
user does not typically need to provide any input for parameters, like the number of desired
clusters [24]. K-means is also a commonly used clustering technique, often used because of
its faster computational time [5]. Both methods have drawbacks. Hierarchical clustering has
a limited application to small datasets due to its quadratic computational complexity [24].
This is not an obstacle to using k-means, but the technique requires a pre-assigned number

of clusters, obstructing natural clustering results.

Another clustering method that has grown in usage is density-based clustering. In density-
based clustering, a cluster is established based on the density of a set of points closely packed
together with its neighbors [1]. Subspaces of low density separate the cluster. Advantages to
using a density-based clustering are its algorithmic speed, non-essential parameter setting of
the number of clusters, ability to detect arbitrarily shaped clusters and outliers, and easily

comprehensible parameters [43].

This category’s most commonly used method is DBSCAN (Density-Based Spatial Clustering
of Applications with Noise) [15]. For each point of a cluster, the eps, the radius of the
neighborhood of a point, must have a minimum number (minPts) of points. Therefore, the
two parameters, eps and minPts, must be known for each cluster or, at the very least, for one
point from the particular cluster [1, 19]. DBSCAN, while having the advantages of a density-
based clustering algorithm, works well with large datasets; however, it does not work well
with clusters of various densities [1]. A later iteration of DBSCAN, known as HDBSCAN

(Hierarchical Density-Based Spatial Clustering of Applications with Noise), addresses this
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limitation while improving upon other aspects of the algorithm.

Initially introduced by Campello et al. [8, 9] and improved upon by McInnes and Healy [31],
HDBSCAN cuts out the need of the eps parameter and supports variable density clusters.
It can be thought of as searching over all of the eps values for DBSCAN to find clusters
that exist for many results of different eps values. Since the selection of clusters is constant
over many distance scales, there is no need for a parameter that deals with distance. This
process simultaneously addresses the problem of variable density clustering, which DBSCAN

struggled with.

Other clustering techniques that are less popular, like self-organizing maps (SOMs) [25] and
grid-based methods [10], are noted but not examined in the context of this work. This is due
to limitations of the techniques that either entail inaccurate computation with time series of

unequal length [47] or lack of applicability.

Qoo Dibodooood ditd ubt goubiiodg

Not many works detail the usage of clustering methods with word embeddings. Boltuzi¢
and Snajder use a hierarchical agglomerative clustering (HAC) algorithm to cluster word
embeddings to aid in analyzing semantic textual similarity. A HAC algorithm uses a bottom-
up approach; each data point starts as its own cluster, and similar clusters are continuously
merged until all the data points belong to one cluster, identical to a dendrogram. Although
they build their semantic space in a similar fashion to this work through Word2Vec, they

employ supervision in their training.

Reimers et al., on the other hand, uses large-language models to obtain their word embed-
dings, their semantic space, and create their cluster. It is not as applicable to this work

because of its non-traditional use of clustering, but it could signal the future of clustering
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algorithms.

N Y

Several techniques exist for high-dimensional data visualization; dimensionality reduction
(DR) methods are only one. However, DR serves a particular purpose: compared to other
techniques, they scale better based on the number of samples and dimensions shown in a
given space on a screen [14]. The primary purpose of DR is to represent data points in a
high-dimensional data manifold to a lower-dimensional counterpart while preserving as much

information as possible [7].

A few algorithms are consistently used in prior literature on dimension reduction for time
series and word embeddings. The most consistent is Principle Component Analysis (PCA)
[23]. Vernier et al. [42] did a study assessing projection techniques for dynamic data and
understanding the relationship between visual quality and stability. As described by Vernier
et al., PCA performs a linear mapping of the data to a lower dimensionality, typically 2D,

by maximizing the data variance in the lower dimensional representation.

PCA is often used for dimension reduction as it has a comparable faster computation time,
and the only parameter one has to adjust is the desired resulting dimensionality, which is
the number of principal components. However, since the algorithm is based on eigenvectors
of each timestep, if the rank of the top n eigenvalues changes from one timestep to another,
the projection includes artifacts similar to a reflection of the actual projection. The ranking
can change due to the addition/removal of a few instances, but even small perturbations
in the data can significantly impact the mapping of the data [35]. Also, if there is enough
change in the data for the eigenvectors to change considerably, the projection will have a

“rotation-like artifact” [42]. The prior phenomenon is one we saw in our early work, which
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led us to explore other alternatives.

t-SNE (t-distributed Stochastic Neighbor Embedding) [40] and Uniform Manifold Approxi-
mation and Projection (UMAP) are two popular alternatives for PCA and have been shown
to outperform PCA. They are both, like PCA, an unsupervised dimensional reduction tech-
nique, but unlike PCA, they perform a non-linear mapping. t-SNE tries to maximize the
variance in the data by keeping similar data points together and dissimilar ones apart in
higher and lower dimensions [40]. However, since t-SNE relies on minimizing an objec-
tive function, multiple iterations of t-SNE using the same data and parameters will create
slightly different results each time. This randomness can be partially controlled by working
within the same random state, but the stochastic nature of the algorithm still contributes

to instability.

UMAP [32] is a non-linear dimension reduction technique that finds a low dimensional pro-
jection of the data that is the closest model to the fuzzy topological structure based on the
data being uniformly distributed on the Riemannian manifold. Compared to t-SNE, UMAP
has produced high-quality projections with a lower computational cost and a better global
structure [42]. UMAP has a similar disadvantage to t-SNE;; it is a stochastic method, which
means that different runs with the same parameters produce slightly different results. When
this is done on dynamic data, it introduces much instability where, in consecutive time-
frames, the same data points are in drastically different positions, and the clusters change

dramatically.

Based on the prior work discussed, a foundation was built describing the best approach
to our research and user questions. All approaches have drawbacks and strengths when
performing DR on the dataset, but UMAP is a better fit within the overall methodology
for this work. Clustering is not a foreign idea concerning word embeddings; however, few

works describe it. So, approaching unsupervised clustering from a visualization perspective,
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there are many classical clustering algorithms to employ. However, when considering each
algorithm’s drawbacks, HDBSCAN gives better results in a faster time while having little
user input. To create a visualization based on global and local topic spaces and how they
develop across time, prior work involving Sankey diagrams builds on top of each other but
tends only to visualize topics and how they evolve rather than how key term relations affect

global topics, like in the approach presented.
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This chapter will discuss the methodology used to transform the data for interactive vi-
sualization and the approach taken to craft the visualization. The primary data is high-
dimensional, time-series data concerning t temporal terms and n temporal documents where
0 <t<n A time slice refers to a period of time in which a subset of t terms and n
documents appear. The data is segmented according to the number of time slices; this could
be every year, month, etc. Each time slice can also be referred to as a time slice. Key terms
are gathered as a subset of the temporal terms; a temporal term, t, is determined to be a

key term by domain experts or consistency throughout the time slices.

The temporality of the data would evoke some of the following questions users would want

to address using a visualization:

o What are certain key terms’ relations to other terms?
» Which periods in the data are more stable/unstable and why?

o What interesting groupings emerge from the data?

Users would primarily explore the data through key terms and global topics. For an effective
exploration of the data, users would need to be able to see a wider portion of the data at an
overview, filter for specific terms and topics, and have the visualization easily map back to

the original document corpus.

14
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TimeLink aims to address these user needs by illustrating interesting movement in temporal

word embeddings. The following design goals drive its design:

1. 0000000 OiCoibuibh DODOODO: Users should, at an overview, be able to point out

significant changes between multiple time slices quickly.

2. 000 O OO00O00 DO00000O 00 00000 ODO000: As the primary data for the visualization
is word embeddings, users should be able to compare multiple key terms easily, e.g., if
two key terms tend to stay close to each other in the embedding space across time or

move in opposite directions during consecutive time slices.

3. 0000000 DO0 Oiboboooo 00 fooioooo 0oboodo 0o booiodoood Dooood: How word
embeddings develop over time is based on events and discourse in the corpus. The
visualization should help users find interesting movements of key terms related to the

document corpus and linked to a real-world event.

Qo0 ooboiod

In TimeLink, the document corpus and selected key terms are used to construct a Sankey
diagram. This process, seen in fig. 3.1, starts by asynchronously building the Sankey and

creating the global topics to encode it.

To build the Sankey, first, from the document corpus, documents and terms are transformed
into word embeddings to use their vectors for visualization purposes. Then, working with
the word embeddings of the terms, key terms’ word embeddings are filtered out in each time
slice so that only terms relevant to users would be displayed in the visualization. A DR is
performed on the key terms’ word embeddings so that they can displayed in dimensional

space that corresponds with most visualizations. DR also serves as a way to connect the
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same term across different time slices and prepares the data for clustering. The clusters
are matched across time slices after clustering the data in each time slice. This matching
process helps users track the development of a cluster over time. It must be done separately
because clusters appear and disappear over time. These steps build towards creating a

Sankey diagram that tracks word movement and cluster development.

To create the global topics, the documents or terms are input into a topic modeling method
of choice to obtain the global topics. This is done to obtain a flat representation of the
document corpus. With the global topics and the clusters, each cluster in each time slice is
assigned a global topic to represent the cluster as a local topic within a global topic space.
Once encoded in the Sankey diagram, TimeLink, the whole dashboard, is built around the

Sankey:.

Oi0  DOo00boooooooo

00000 Ofioboitd dooobonod

Word embeddings calculated through Word2Vec are typically 100-dimensional vectors. t
terms of 100 dimensions can give downstream operations high storage and time complexity.
This can lead to operations timing out and an overall computational strain when working
with 100s of terms. Also, most visualizations are not equipped to visualize datasets in 100
dimensions. Performing a dimensionality reduction on the data makes it much easier to work

with while keeping as much information as possible.

The choice of a specific DR method to be used in the pipeline centered around the stability
of the data points across time slices and the use of space within a DR projection. The DR

should help reveal trends; not much information can be gained if all the terms are layered
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TimelLink
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period’s embeddings ——> (AlignedUMAP +
by key terms HDBSCAN)

Figure 3.1: TimeLink Pipeline: 1) Text documents are inputted into the topic modeling
algorithm of choice, 2) In the “Creating Global Topics” box, the results of running the
topic modeling model will provide global topics for the documents which may need to be
refined. Then, the global topics will be mapped to each cluster based on key terms in the
Sankey. 3) In the “Data Preprocessing” box, the text documents are transformed to get
their document and word embeddings, and then for each time slice, the word embeddings
are filtered based on a pre-determined list of key terms. With the list of the filtered key term
word embeddings, run AlignedUMAP or another global dimensionality reduction algorithm
for a common embedding space in a lower dimension among the key terms, and then run
HDBSCAN for clustering. Then, the clusters are matched along the time slice by finding
the closest centroid. 4) The “Visualization” box intakes the results from “Data Preprocess-
ing” and “Creating Global Topics” to create the Sankey diagram that is then used for the
TimeLink Dashboard.
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on top of each other and drastically change positions in consecutive time slices.

As the basis of the DR, high-dimensional temporal documents are better focused on a subset
of key terms. Key terms are extracted from each Word2Vec model for an individual time
slice and left in a data frame for each time slice. An issue with these key terms is that not
every key term exists in every time slice. The embedding space transformed from the DR
would not consider terms not in that time slice. So, the embedding spaces of two consecutive
time slices are fundamentally different because the terms used to create those embedding
spaces are different. Therefore, with no connection between embedding spaces from different
time slices, we cannot assume that “Russia”; in a 2-D transformation at (-1, 3) in Model 2,

is equal to “Russia” at (0, 5) in Model 3.

Considering the embedding space equality issue and prior work, we focused our approach on
commonly used methods, such as PCA, t-SNE, and UMAP. We evaluated their effectiveness
in transforming the data. PCA, although very fast to compute and easier to understand due
to a straightforward complexity, was not very stable with the graphs and would sometimes
have a rotation-like artifact or reflection-like artifact in the sequences of graphs. In consecu-
tive time slices, the points on a plot would collectively rotate or mirror each other within the
plot. This behavior is designated as an artifact because it is unexpected and, since points
move in a specific manner, appear based on how the PCA is calculated across time slices.
These rotations are also seen with consecutive UMAP plots based on the data (see fig. 3.2.)
t-SNE is a powerful DR method; however, it is very computationally expensive and still
displays some of the same problems we see in UMAP and PCA. Therefore, in comparison to

UMAP and PCA, there was not much value in exploring it further.

Although UMAP and PCA displayed the same challenges, UMAP was a better fit because
the algorithms’ strengths are more aligned with addressing user questions/tasks. Unlike

PCA, it is not as impacted by adding and deleting data across time. So, local stability is
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Figure 3.2: UMAP transformation over six time slices without global alignment. Using the
terms with a yellow point as a signal, the points flip between Model 3 and Model 4, so all
the points at the top move to the bottom and vice versa. Then, between Model 4 and Model
5, the points flip again, this time from left to right, so all the points on the left move to
the right and vice versa. Without global alignment, the points rapidly move in a flipping or
rotating manner, increasing the instability of the plots.

not as affected by changes in the data. Also, UMAP encourages clustering within each time
slice of the data, which can help reveal trends. Also, there were established ways to address

the problems of rotations in the UMAP plots and create stability within the graph.

Based on these discoveries and these different algorithms, a global approach was needed
rather than a local, timeframe-to-timeframe approach. We needed a single global projection
of the entire dataset, increasing stability since all the data relations would be connected,
and the projections would be produced with knowledge of each other. One version of this is
a global UMAP found in Aligned-UMAP [30]. Aligned-UMAP optimizes the embeddings of

two datasets at the same time with a constraint on how far shared points can take different
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locations in different embeddings during the optimization. The difference can be seen in
fig. 3.3. The terms stay in the same relative area from the previous time slice, there are no

rotations, and the axes are stable.

When using a global approach, there is a tradeoff between spatial quality and stability;
stability is prioritized, while spatial quality is sacrificed. However, previous work frequently
used UMAP for dimension reduction for similar tasks, so we decided to move forward with

a global UMAP approach.

Ooooio  iogdtd oobding

To track how the clusters change over time, we must establish how two clusters remain the
same. We are using HDBSCAN to determine our clusters for each time slice. Since we are
using HDBSCAN with specified parameters independently for each time slice, this can lead to
varying clusters and elements in each cluster across time. This can be seen when comparing
fig. 3.4 and fig. 3.5. The clusters look relatively stable, but the number of clusters decreased
between the two time slices, from nine to seven. Therefore, there is a lack of continuity in

examining how a target cluster develops.

The similarity between clusters must be examined, treating each cluster in each time slice as
an independent entity to address the lack of continuity. Using common metrics to evaluate
the similarity, like pairwise cosine similarity, yielded poor results and could not assess the
entirety of the data. In each time slice, the number of key terms differs; in conjunction with
the lack of continuity from the HDBSCAN clusters, the shape of each cluster varies, making
pairwise cosine similarity challenging to compute as it is a method that depends on the data

being compared having the same shape.

It was needed to evaluate the clusters based on something unaffected by the change in their
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Figure 3.3: 2 AlignedUMAP plots from consecutive time slices. Compared to consecutive
UMAP plots, based on a local approach, terms stay in the same relative area from the
previous time slice, there are no rotations, and the axes are stable.
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shape. Therefore, two approaches were examined: connecting two clusters based on their

vocabulary and connecting two clusters based on the embedding space.

Connecting two clusters based on their vocabulary is based on comparing one cluster in our
current time slice to all the clusters in the next time slice. With the list of vocabulary in each
cluster, the connection between two clusters is determined by the percentage of shared terms
between the two clusters. The cluster in the next time slice with the highest percentage of
similar words would be classified as the following time slice representation of the current
cluster we are evaluating in our current time slice. This method does work well as it only
considers the exact word, inherently connecting clusters based on semantic meaning. The
cluster with the most similarity typically has above 80% similarity to the cluster it is being

compared to and is a distinct classification.

This method does lose a bit of validity when the similarity of two or more clusters is close.
Going from 80% similarity of one cluster to two clusters having 40%-60% similarity introduces
other factors to consider. This pattern indicates that rather than the cluster losing and
gaining a few terms over time, the cluster is splitting into two smaller clusters. By connecting
a cluster to a cluster that is splitting, we need to connect it to the two new smaller clusters.
If this can happen, then the opposite is also true. Two clusters in the same time slice can
have the most similarity with one cluster in the next time slice. These relationships with the
clusters need to be considered in the visualization. However, this is not the most trustworthy

method since the only basis of the relationship between clusters is the terms in the clusters.

The other approach is connecting two clusters based on the embedding space. The word em-
beddings are all trained in a global compass, creating a global embedding space. Therefore,
the embedding space for each time slice is stable and differs slightly, if at all, for consecutive
time slices. Alongside that, the same clusters should be in the same embedding space across

time slices. The stability introduced by the global compass allows us to use distance to
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connect two clusters across consecutive time slices. When reducing the dimensionality of
the data, we use “cosine distance” as the UMAP distance metric and use Euclidean distance
as the distance metric for HDBSCAN clustering. With that in mind, we can use Euclidean

distance as a distance metric to connect two clusters.

To do this uniformly, we find the centroid of the current cluster and the centroids of all
the clusters in the next time slice. We then compute the minimum FEuclidean distance
between the current cluster and a cluster in the next time slice. So, the closest cluster in
the embedding space is the most similar. This method introduces a bit more variance in the
makeup of subsequent clusters. This method is also more trustworthy as the basis of the
relationship between clusters is encoded within the embedding space. This method also has
its downsides. Since it relies on distance, if a new cluster emerges in a relatively unexplored
area of the embedding space, influenced by new terms appearing in the time slice, it would

go unacknowledged as it is not the closest to any of the clusters in past time slices.

We decided to proceed with the second approach in creating the visualization because rela-

tionships are encoded in the global embedding space.

Ooooio  Oo0ot 4dooombg

Our methodology gains clusters whose global structure is relatively stable, while the local
structure can provide meaningful insights into shifts in the global structure. To make the
global structures more meaningful, we looked into topic modeling to add explainability to the
clusters. With the topic modeling, we decided to model the topics after the global structure
to retain flexibility in interpreting how clusters change over consecutive time frames and
more extended periods. This methodology is generally adaptable to various topic modeling

techniques. What is imperative for this methodology is that the model is run from a global
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perspective. That means the topics are created from all the documents or key terms being
sent into the model to create the global topics simultaneously. Creating topics based on the
global perspective does not discount that topics change over time. However, when looking at
all the documents and terms as a whole, topics changing or topics moving do not need to be
accounted for from the topics derived from that flattened global landscape. This can seem

counterintuitive because the specific time the information is being mapped to is discarded.

However, that information will not be needed as the global topics will be mapped to local
clusters in each time slice. The mapping from the global to local will account for the
change that occurs over time within the topics, although the global topics themselves are
not changing. So, the global topics will add semantic meaning to the local clusters. Some

examples of this process are outlined below.

One approach could be to use BERTopic [17] based on its utilization of large language models
and its ability to customize the parameters and prompts to produce a better batch of topics
for the global topics. With a combination of a high maximal margin relevance (MMR) and
LangChain with a prompt using GPT 3.5 [6], for the resulting topics. To match each cluster
to the corresponding global topic, we match a cluster based on its vocabulary and a global
topic’s vocabulary. Each resulting topic returns the terms in the global corpus assigned to
it and the probability of fitting in that global topic. The global topic with the most terms

in common was assigned to that cluster.

Another approach is to utilize TTEC (Temporal Topic Embeddings with a Compass) [36].
TTEC provides local word and document embeddings for DR and plotting and global topics
for encoding. The embeddings are based on a trained compass that keeps the embedding
space of the words and documents stable. The compass allows for a global context to form
in the data, which gives way to global topics. The difference with TTEC is that to match

the clusters, the cluster would have to exist within the global embedding, and the cluster
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would be mapped based on which global topic’s centroid was the closest.

Oi0  OiOpbditt bobbooood

Using the matched clusters from the previous step, we visualize the evolution of topics and
terms with TimeLink. TimeLink uses a Sankey diagram to demonstrate the flow of key

terms across local topics and the evolution of global topics.

While Sankey diagrams typically illustrate energy flow between states, we employ them
to visualize the flow of terms in clusters across time slices. In past applications to topic
modeling, the data items in each state continually change. In contrast, TimeLink uses the
same set of key terms in each state (time slice), creating links to connect clusters with shared
key terms. Thus, the flow of the Sankey diagram emphasizes the movement of terms rather
than separation. This approach allows TimeLink to display movement using 5D or 10D
vectors instead of 2D or 3D vectors (typically used for scatter plot visualizations). The use
of vectors in a higher dimension allows increased variance and more accurate relationships
between terms in accordance to the original data. This benefit comes with the limitation of
finding an effective way to display the progression of time while preserving continuity and
mapping to actual dates. However, TimeLink overcomes this limitation by placing more

importance on word relations and movement.

TimeLink’s use of the Sankey diagram effectively shows the relevant global topics across all
the time slices and their corresponding local cluster. The global topics are based on the
placement of key terms and where they lie in the global topic embedding space alongside
documents. The most significant challenge was showing how word embeddings statically
move across time, and TimeLink overcomes this by providing a dynamic and interactive

representation of movement across time.
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Figure 3.6: Overview of TimeLink dashboard: The main visualization on the dashboard is
a Sankey diagram. Above the Sankey is a legend that corresponds with the global topics
clusters assigned to each time slice. Above the legend are two dropdown boxes: “Link color”
and “Node alignment.” “Link color” changes the colors of the links; in the figure, it is selected
so that the links are colored based on the transition between the source node and the target
node. “Node alignment” determines the alignment of the nodes in the diagram; in the figure,
it is selected so that the nodes are equidistant across the space assigned to the Sankey. To
the right of the Sankey are 3 menus and a table. “Key Terms” selects the words. “Cluster
and cluster term paths” selects clusters. “Path of a single term” highlights terms. The table
shows the terms in a selected cluster.
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The dashboard layout, shown in fig. 3.6, is designed for domain experts and layman users
unfamiliar with the data. The center of the dashboard is the Sankey diagram itself. By
default, TimeLink displays all key terms in the corpus. TimeLink encodes each key term as
a link. The rectangular nodes represent the local clusters in each time slice, and each node’s
color is based on the global topic to which it is assigned. TimeLink aligns nodes of the same
time slice vertically such that all nodes in the same time slice are stacked in a column, thus
creating an “axis” that represents time. The links are displayed and colored based on the

global topic of the node the link travels towards and travels from.

Within the display window, by default, a user only sees 7-8 time slices at a time to aid with
visual overload. Still, a user can scroll horizontally to display additional time slices. A user
can zoom out to see the full Sankey diagram with some precision. This design supports the
first design goal of highlighting time-based changes. Users can easily spot significant changes,
such as when a larger cluster splits in the following time slice into smaller clusters with
different global topic assignments (like OIO00O0000 in fig. 3.6). This design also supports
the second design goal, as users can see the word relations through a cluster context over a

long period of time.

Qoo OboOooh thoothooobod

The menus on the right include, from top to bottom, “Key Terms”, a text box where users
select the words displayed on TimeLink, “Cluster and cluster term paths”, a text box where
users can choose specific local clusters to highlight in the diagram, and “Path of a single

term”, a text box to select particular terms to highlight throughout the diagram.

“Key Terms” allows users to adjust visualization size as needed. This is where users select
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