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(ABSTRACT)

The representation of information in modern database systems is complicated by the
need to represent relationships among pieces of information. A natural representation for
such databases is the information graph that associates the pieces of information with ver-
tices in the graph and the relationships with edges. Five characteristics of this representation
are noteworthy. First, each vertex has a size (in bytes) sufficient to store its corresponding
piece of information. Second, retrieval in an information graph may follow a number of
patterns; in particular, retrieval of adjacent vertices via edge traversals must be efficient.
Third, in many applications such as a dictionary or bibliographic archive, the information
graph may be considered static. Fourth, the ultimate home for an information graph is
likely to be a roughly linear medium such as a magnetic disk or CD-ROM. Finally, infor-
mation graphs are quite large—hundreds of thousands of vertices and tens of megabytes in
size.

These characteristics suggest the reirieval layout problem for information graphs: find
a linear layout of the vertices of an information graph that achieves time-efficient retrieval
and space-efficient vertex packing in fixed-size pages. Vertex packing is fundamentally the
classic bin packing problem. The added requirement of efficient retrieval makes this a sig-
nificant new problem. The approach taken in this thesis is to investigate fast heuristics for
producing good layouts. The heuristics investigated include a greedy heuristic, breadth-first
and depth-first traversal, simulated annealing, tabu search, genetic algorithms, recursive de-
composition, and a hierarchical hybrid approach combining recursive decomposition with
simulated annealing and tabu search. We also introduce the connectivity traversal heuristic,
which is tailored to the retrieval layout problem. As direct measurement of the retrieval
efficiency of a layout is expensive on graphs of even moderate size, a number of easily eval-
uated objective functions are investigated as approximations of retrieval efficiency. These
objective functions include total edge length, bandwidth, cutwidth, and two objective func-
tions devised specifically for the retrieval layout problem: number of interpage edges and
number of long edges. The heuristics are ranked according to their efficiency in optimizing
the objective functions by testing them with a variety of input graphs, including actual
databases, random graphs, geometric graphs, and two graph models specifically designed
for the retrieval layout problem: gravitational graphs and quaesitum graphs. Further, the
objective functions are ranked according to their accuracy as approximations of retrieval



efficiency, by using a retrieval simulation to correlate the objective functions with actual
retrieval cost for various patterns of retrieval.

The results of ranking the objective functions indicate that number of interpage edges
and total edge length are the most relevant objective functions and are of equal importance
with respect to estimating retrieval cost. Tests of the heuristics indicates that connec-
tivity traversal consistently and quickly produces good layouts. Hierarchical hybrid with
simulated annealing sometimes produces better layouts than connectivity traversal, but its
performance is erratic across different graphs, and it occasionally produces layouts far worse
than those produced by connectivity traversal. In addition, hierarchical hybrid requires far
more computing time than connectivity traversal. All the other heuristics either produce
consistently poorer layouts than these two or require an impractical amount of running
time.
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Chapter 1

INTRODUCTION

Good order is the foundation of all good things.
—Edmund Burke

A significant topic of recent study in the field of information retrieval is object-oriented
databases. A common application of such databases is the storage of large numbers of small
pieces of information (objects) over which there exist well-defined relationships. Examples
include a dictionary of the English language or a bibliographic archive. A natural represen-
tation for such databases is the information graph [Par91] in which the objects correspond
to vertices in the graph and the relationships correspond to edges. In an information graph,
each vertex has a size (in bytes) sufficient to hold its associated object. Since the secondary
storage media that store information graphs cannot efficiently handle retrieval of individual
small objects, the objects are stored in pages, each of a fixed size sufficient to hold several
objects.

An important optimization issue for information graphs is the manner in which vertices
are assigned to pages. This assignment must allow space-efficient storage of the informa-
tion graph and time-efficient retrieval of its contents. Retrieval in an information graph
may follow a number of patterns; in particular, retrieval of small neighborhoods within

the graph must be efficient. These criteria suggest the retrieval layout problem for infor-
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mation graphs: find a linear layout of the vertices in the information graph that achieves
time-efficient retrieval and space-efficient assignment of vertices to pages. Space efficiency,
achieved through vertex packing, is fundamentally the classic bin packing problem [Joh74].
The added requirement of efficient retrieval makes retrieval layout a significant new prob-
lem. As direct measurement of the retrieval efficiency of a layout is expensive on graphs
of even moderate size, a number of easily evaluated objective functions are investigated
as approximations of retrieval efficiency. Among these objective functions are total edge
length, bandwidth, and cutwidth. We introduce two new objective functions, number of
interpage edges and number of long edges, and prove that optimizing them is NP-complete.
Optimizing any of these objective functions is NP-complete. Thus, in this thesis we in-
vestigate fast heuristics for optimizing these objective functions. The heuristics are ranked
according to their efficiency in optimizing the objective functions by testing them with var-
ious input graphs, including actual databases, random graphs, geometric graphs, and two
graph models designed specifically for the retrieval layout problem: gravitational graphs
and quaesitum graphs. The actual databases tested are a medical thesaurus called MeSH
and a bibliographic archive about Communications of the ACM. Among the heuristics we
consider are a greedy heuristic, breadth-first and depth-first traversal, simulated annealing,
tabu search, genetic algorithms, and recursive decomposition. In addition, we test a hierar-
chical hybrid approach consisting of recursive decomposition combined with more expensive
heuristics such as simulated annealing and tabu search. We introduce the connectivity
traversal heuristic, which is tailored to the retrieval layout problem.

Further, each objective function is ranked according to its value as an approximation of
retrieval efficiency. This ranking is achieved by means of a simulation of various retrieval pat-
terns in the information graph, resulting in an approximation of the cost of retrieval in the
graph. These retrieval patterns model actual retrieval operations that might be performed
by a user or a database application. The patterns studied are random browse, breadth-first

retrieval, and depth-first retrieval. By comparing the retrieval cost of layouts produced by



CHAPTER 1. INTRODUCTION

optimizing different objective functions, we rank the objective functions according to their
value as approximations of retrieval cost.

An object-oriented database system of particular interest is the Large External ob ject-
oriented Network Database (LEND) [Che92]. LEND supports the storage and retrieval of
information graphs. To enhance LEND performance, Chen informally examines the retrieval
layout problem. However, Chen only tests one layout heuristic (recursive decomposition)
and only examines that heuristic with respect to one objective function (number of inter-
page edges) and one type of retrieval pattern (random browse). Nonetheless, the LEND
system is of particular interest locally, as it forms the foundation for the ongoing ENVISION
project [FHHO1], which is developing a large database of computer science literature. We
are primarily motivated by the application of this work to LEND, though it clearly applies
to other object-oriented database systems as well.

The graphs of interest are quite large—hundreds of thousands of vertices and tens of
megabytes in size—so heuristics of low time complexity (nearly linear) are essential. This
is, to our knowledge, the first time that a graph layout problem such as this has been
tested on inputs as large as those we consider [CHMR91, CP87, JAMS89, SM90, TN91].
We assume that the graphs are fairly sparse, i.e., have low average degree, as this appears
to be typical of actual information graphs. In the case of moderately dense random graphs,
we show that such a graph cannot be laid out well (Theorem 4.2.1). We also assume that
an information graph is static; since its ultimate home is probably a high-capacity medium
such as CD-ROM, layout is performed infrequently, and the database remains unchanged
for long periods of time. Thus, it is cost-effective to spend a great deal of computing
time—hours or even days—in order to achieve a high-quality layout.

The results of ranking the objective functions indicate that only number of interpage
edges and total edge length are significantly correlated with retrieval cost. The results of
testing the heuristics indicate that connectivity traversal produces good layouts efficiently
and consistently. Hierarchical hybrid with simulated annealing often produces better layouts

than connectivity traversal, but its performance is erratic and it occasionally produces
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layouts far worse than connectivity traversal. In addition, its running time is significantly
higher than that of connectivity traversal. Another promising approach is to apply tabu
search to a good layout produced by another heuristic such as connectivity traversal. All
the other heuristics either produced consistently poorer results than these or required an
impractical amount of computing time.

The remainder of this thesis consists of 6 chapters and 4 appendices. In Chapter 2,
we discuss the retrieval layout problem in more detail, introduce notation for the problem,
and elaborate on the objective functions. Chapter 3 describes the layout heuristics that we
implement. In Chapter 4, the graph models used for testing these heuristics are described.
Chapter 5 describes the experiments we perform, ranking the objective functions according
to their value as approximations of retrieval efficiency and ranking the heuristics according
to their efficiency in optimizing these objective functions. Finally, Chapter 6 summarizes
our results and describes interesting facets of the problem that remain open. Appendix A
is a glossary of the notation used in this thesis. Appendices B and C describe implemen-
tation details common to all heuristics and justify the linear model of disk media. Finally,

Appendix D reports the raw data collected during the experiments.



Chapter 2

BASICS

We will occasionally use this arrow notation unless there is danger of no

confusion.
—Ronald Graham

Rudiments of Ramsey Theory [Gra79]

In this chapter we introduce notation and discuss the objective functions used for

optimization and evaluation purposes.

2.1 Notation

We define notation that is used consistently throughout this thesis.

The domain of the retrieval layout problem is an undirected graph G = (V, p, E) where
e V is the set of vertices,
e The function p : V — Z gives the size of a vertex in bytes, and

e F is the set of edges.
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Elements of V are denoted by the lowercase letters u, v, and w. As usual, the elements

of E are unordered pairs of vertices (u,v). The set of neighbors I'(v) of a vertex v is
I'(v)={u : (u,v) € E}.
The degree §(v) of a vertex v is

é(v) = |T(v)l-

The mazimum degree D(G) of G is

D(G) = max 6(v).

The average degree §(G) of G is

Y E'u 6(”) —_ 2|E|
M) == =

Each edge is stored in the adjacency list of both of its endpoints. That is, for each
edge (u,v) vertex u contains a pointer to vertex v and vertex v contains a pointer to
vertex u. Chen [Che92] assumes that the pointers are accompanied by some information,
such that each vertex v has size p(v) + 18 - 6(v). The value 18 is based on edge types
in the MeSH database (see Section 4.1). We assume that edges contain no information
and have size 4 to accommodate a 32-bit pointer. Thus, the actual size of each vertex v
is p(v)+4-6(v). A constant P defines the page size in bytes. A layout A is a function that
maps vertices to pages:

AV = {1,2,..,|V]}.

A layout function is effectively a partition of V into pages. A partial layout Ay is a layout
function whose domain is restricted to a set of vertices U C V. Since most layout functions
are many-to-one (more than one vertex may map onto a page), a layout function rarely
maps to the full range 1 to |V|. For a layout A, it is assumed that the layout begins on

page 1, and the page utilization R()) is the highest page index used by A:
R(A\) = max A(v).

6
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The nominal page utilization Rn(G) of a graph G is a trivial lower bound on R(A):

RN(G) - Zve;p(v).

For 1 < i < R(A), let ¥; be the set of all vertices mapped to page ¢; that is, ¥; = A71(3).
A valid layout function must meet the following page packing constraint:

Z p(v) X P forall 5,1 < ¢ < R()A).

vey,
Thus, PR(]) is the space, in bytes, required to hold the entire database.

In a layout A, the length of an edge (u,v) is the linear distance in pages from u to v:
Ax(u,v) = [Mv) = AMu)l;

an edge between vertices in the same page has length 0.

2.2 Objective Functions

An objective function for the retrieval layout problem associates an objective value with
each layout. An objective function (generically denoted ®) must be easy to evaluate, and
it must be possible to compute good lower bounds on the objective function for partial
layouts created during computation of a complete layout. Obviously, an objective function
must also be related to the quality of a layout produced by optimizing it. For the objective
functions defined here, a lower objective value indicates a higher quality layout, so the aim
of an optimization heuristic is to produce a layout with low objective value. In Chapter 5,
the relation between each objective function and the retrieval efficiency of a layout produced
by optimizing it is determined empirically. The value of () is the objective function for
the layout A, while ®(G) is the minimum value of ® over all possible layouts of G.

The decision problem for an objective function ® asks whether there is a layout A of
a graph G such that ®(A) < K, where K is a constant supplied as part of the problem

instance. The optimization problem for an objective function ®, given a graph G, is to find
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a layout A of G for which ®(A) = &(G). The decision problem associated with each of the
objective functions is NP-complete; in each case, we give either a proof of NP-completeness
or a reference to a proof. It is easily seen that the optimization problem for a particular
objective function is at least as hard as the corresponding decision problem: the answer
to the decision problem is ‘yes’ if and only if ®(A) < K for the layout A returned by the

optimization algorithm.

2.2.1 Total edge length

A popular objective function for linear layout problems is total edge length, i.e., the sum of
the lengths of all edges in a layout A.
TL) = D Ax(u,v).
(u,v)EE

One reason for its popularity is VLSI layout applications; in such applications, minimizing
total wire length minimizes the cost of fabricating the circuit. Total edge length is a good
objective function for the retrieval layout problem, since edge length is correlated with the
time required for the storage hardware to seek from one page to the next.

Garey, Johnson, and Stockmeyer [GJS76] show that the associated decision problem,
OPTIMAL LINEAR ARRANGEMENT, is NP-complete. Adolphson and Hu [AH73]
present an O(|V|log|V|) algorithm that finds a layout that minimizes 7L if the input

is a tree.

2.2.2 Number of interpage edges

Another objective function, number of interpage edges, is particular to the retrieval lay-
out problem, where the vertex set is partitioned into pages. The number of interpage
edges NZ(]) in a layout A is the number of edges in A whose endpoints reside in different
pages.

NI(N) = [{(v,0) € E: Au) # A@)}
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G
. ) { . \
Al A2

Figure 2.1: An example graph and two of its possible layouts.

While 7L provides a good measure of seek distance, NZ provides a measure of page
faults. For example, Figure 2.1 shows a graph G and two of its possible layouts, A;
and A; (each vertex has size P/2, and the dashed boxes indicate page boundaries). Note
that T7L(A;1) = TL(A2) = 4, but NI(A) = 3 while NZ(A;) = 4. Thus, if an application
were to start at some vertex v in G and traverse the cycle back to v, it would incur 4 page
faults in Ay but only 3 in A;. In both layouts, the total seek distance is 4. The relative
costs of seeking versus the other overhead of reading a page from disk determine the relative
importance of N7 and TL.

The decision problem associated with A'Z is as follows.

NUMBER OF INTERPAGE EDGES
INSTANCE: A graph G = (V, p, E) and a nonnegative integer K such that K < |E|.
QUESTION: Is there a layout A of G for which NZ(X) < K7

NUMBER OF INTERPAGE EDGES is a subproblem of the following NP-complete problem
from Garey and Johnson [GJ79].

GRAPH PARTITIONING
INSTANCE: A graph G = (V, E), weights p(v) € Z for each v € V and w(e) € Z for
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each e € FE, and positive integers P and K.
QUESTION: Is there a partition of V into disjoint sets ¥,,¥y,---,¥gp such
that }° oy, p(v) < P for 1 < i < R and such that if E' C E is the set of edges that have

their two endpoints in two different sets ¥;, then ) cp w(e) < K?

GRAPH PARTITIONING remains NP-complete when w(e) =1 for all e € E [GJ79]. As
this restricted version of GRAPH PARTITIONING is exactly NUMBER OF INTERPAGE
EDGES, the latter is also NP-complete.

2.2.3 Bandwidth
The bandwidth BW(A) of a layout X is the length of the longest edge in A:
BW()f) = (ﬂ?‘é{E Ay(u,v).

Bandwidth is less useful than other ob jective functions, since a single long edge may cause
the bandwidth of a layout to be high, even if it is the only such edge in the layout (as in
layout A; in Figure 2.1).

Papadimitriou [Pap76] shows that the associated decision problem, BANDWIDTH, is
NP-complete. Garey, Graham, Johnson, and Knuth [GGJK78] show that the problem
remains NP-complete even if the input is restricted to trees in which no vertex has degree

greater than 3.

2.2.4 Number of long edges

A generalization of the bandwidth function is the number of long edges, i.e., the number of

edges in a layout A whose length exceeds a parameter L.
NLO L) = |{(u,0) € E: Ax(w,0) > L}

This objective function is more informative than bandwidth, and does not suffer as badly
from the drawback mentioned above. However, N'L is still a fairly low-resolution measure,

and thus is not especially useful.

10
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The decision problem associated with N'L is as follows.

NUMBER OF LONG EDGES

INSTANCE: A graph G = (V,p, E), a nonnegative integer L such that L < |V|, and a
nonnegative integer K such that K < |E|.

QUESTION: Is there a layout A of G such that NL(A, L) < K?

Note that NZ()X) = NL(A,0); that is, NUMBER OF INTERPAGE EDGES is the sub-
problem of NUMBER OF LONG EDGES corresponding to L = 0. Since NUMBER OF
LONG EDGES has an NP-complete subproblem, it is NP-complete as well.

2.2.5 Cutwidth

The cutwidth of a layout A is the maximum number of edges whose endpoints lie on opposite
sides of any single point along A.
CW(A) = ie?zl,?i(R} |{(u,v) €EE:Mu)<i< /\(v)}‘

Gavril [Gav77] shows that the corresponding decision problem, MINIMUM CUT LINEAR
ARRANGEMENT, is NP-complete. The relation between cutwidth and layout quality is
subtle. If cutwidth is low, then it is likely that other objective values are low as well. A
recursive decomposition heuristic effectively minimizes cutwidth by minimizing the number
of edges that cross over the center of the layout, and recursively doing the same with the

subgraphs on either side of the center.

2.2.6 Page packing

The objective function page packing is quite different from the previous ob jective functions
in that it completely ignores the edges. The aim of optimizing with respect to page packing
is to fit as many vertices as possible into each page, minimizing the amount of space wasted
due to fragmentation. Thus, the page packing objective function is the number of pages R())

occupied by the layout A.

11
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Note that page packing is identical to the problem of one-dimensional bin pack-
ing [Joh74]. Practical approximation heuristics exist for bin packing that give results that
are only slightly worse than optimal [JDU+74]. However, optimizing page packing alone is
almost certainly undesirable, as it ignores edges, and thus is likely to produce a compact
but otherwise poor layout. It is, of course, an important measure nonetheless, as it provides

a measure of the space efficiency of a layout.

2.2.7 Weighted composite

A useful approach is to minimize a weighted composite objective function, which is a

weighted sum of all the objective functions mentioned above.
WC(A) = exTL(A) + c2BW(A) + easNL(A, L) + s NI(A) + esCW(A) + cg R(A).

The values of the constants ¢; to cg are chosen to reflect the relative importance of each
objective function. Determining the relative importance of each objective function is a
nontrivial problem, which is addressed in Chapter 5. Note also that the weights must
be normalized according to the variation in magnitudes of the various objective functions.
Thus, we normalize the values of the objective functions in the following way (where wg is

the chosen weight for the objective function ®).

o = _WTL
Rn(G)|E|/2
¢ = wpw
RNn(G)
o = LNE
|E|
o = UNI
|E|
_ wew
“ = g
o Um
T v

12



Chapter 3

HEURISTICS

It is common sense to take a method and try it. If it fails, admit it frankly and

try another. But above all, try something.
—Franklin D. Roosevelt

There are many possible heuristic approaches to the retrieval layout problem. In this
chapter, we discuss four categories of approaches: naive heuristics, traversal heuristics,
recursive decomposition, and iterative improvement. Within each category, we discuss
specific heuristics. Note that not all heuristics discussed are implemented in this research;
in such cases, the reasons for not implementing them are discussed.

First, a description of the metastructure of the retrieval layout problem is in order.
An optimization heuristic may be considered to search a solution space consisting of all
possible layouts and partial layouts of a given graph. The solution space may be thought
of as a graph in which each vertex corresponds to a solution, i.e., a distinct layout or
partial layout. Each vertex A has associated with it an objective value ®()). Each heuristic
imposes a particular neighborhood structure on the solution space and searches the resulting

metagraph according to its own particular strategy.

13
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3.1 Naive Approaches

There are several naive approaches that are too inefficient or produce results too poor to be
considered seriously. We nonetheless examine and implement several of these, in order to
empirically demonstrate their shortcomings, and also to serve as strawmen for comparison

with more practical heuristics.

3.1.1 Exhaustive search

One approach that springs to mind immediately is an ezhaustive search of the solution
space. An exhaustive search examines every complete layout in the solution space, and
selects the exact solution, i.e., the layout A that minimizes (). An exhaustive search is
feasible only for small graphs, since it has exponential time complexity and combinatorial
explosion makes it useless for graphs of even modest size. Optimizing each of the objective
functions described in Section 2.2 is NP-complete, guaranteeing that if P # NP, then every
optimization algorithm that guarantees an exact solution for all possible inputs requires
exponential time in the worst case. This property is the motivation for the invention of the
heuristics discussed in subsequent sections.

Because of the severe impracticality of this approach, it is not implemented here.

3.1.2 Random search

A random search heuristic selects a small number of layouts uniformly at random, and picks
as its answer the layout A that minimizes ®(\). For most graphs, a random search heuristic
suffers from the other end of the combinatorial explosion of possibilities—for most large,
sparse graphs, the probability of randomly selecting a good layout is asymptotically zero.
It should be noted, however, that for dense graphs (those with high §), it is likely that a
random choice is near optimal [BCLS84], largely because dense graphs simply cannot be

laid out well (see Section 4.2).

14
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Since a random search heuristic has linear time complexity and is also quite fast in
a practical sense, it can serve as a starting point for the iterative improvement heuristics
described in Section 3.4. The implementation of random search is straightforward. Moving
from left to right in the layout, the heuristic selects a random vertex from those that have

not already been placed and inserts it in the first page that can accommodate it.

3.1.3 Greedy heuristics

A greedy heuristic [CLR90] iteratively builds a layout by choosing the cheapest possible
change at each step. It imposes a tree structure on the solution space, in which the root is
the empty layout, the leaves are complete layouts, and the internal nodes are partial layouts
constructed by adding one vertex for each level in the tree. The heuristic studied here
chooses the initial vertex uniformly at random, and for each successive partial layout Ay,
selects the vertex u that minimizes @(Ayu{u})-

The problem with the greedy approach is that it often makes decisions early in the
layout that force later choices to be bad ones. Similarly, inserting successive vertices into
the same page often does not affect the objective value (for instance, when none of the
vertices adjacent to the current vertex have been inserted yet), so such decisions are often
made arbitrarily.

The implementation of the greedy heuristic is straightforward. Moving from left to
right in the partial layout, the heuristic selects as the next vertex to be inserted the one for
which the resulting increase in objective value is minimum. Page boundaries are formed
as necessary, i.e., each vertex begins a new page if it does not fit into the current page.
Figure 3.1 outlines this procedure. The average case time complexity of the greedy heuristic
is O(8|V[*). For each position in the layout, the heuristic must examine all remaining
vertices to determine which to insert, where examining a vertex v involves computing the

objective value of ®(Ay(U U {v})), which requires O(6(v)) time for all & we examine.
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1 Initialize the set of unvisited vertices Vs to V.
2 Initialize the current page ¢ to 1.

3 Select a vertex v € Vs uniformly at random and set Ay(v) = 1 and Viy =
Vum - {v}.

4 While Vys # 0:
4.1 Choose a vertex v € Vjy that minimizes ®(Ay(Vas U v)).
4.2 Set Viyy = Vpy — {v}.
4.3 If p(v)+ X ,cy, p(u) > P, increment 1.
4.4 Set Ay(v) =1.

Figure 3.1: A greedy heuristic.

3.1.4 Page packing

A page packing heuristic ignores the edges in the graph and attempts to lay out the graph
such that each page is maximally filled (equivalently, such that the layout occupies a mini-
mum number of pages). As discussed in Section 2.2.6, the results of applying a page packing
heuristic are almost certain to be poor, as its ignorance of the edges in the graph results
in what is effectively a random layout with respect to those edges. Nonetheless, a page
packing heuristic can serve as a baseline for comparing the sizes of the layouts produced by
other heuristics.

The problem of page packing is equivalent to the one-dimensional bin packing prob-
lem [Joh74], and as such, is NP-complete. However, good approximation heuristics exist
for this problem, such as the one used here, First Fit Decreasing (FFD) [JDU+474). FFD
first sorts the vertices in order of descending size; then FFD inserts each vertex into the
leftmost page that can accommodate it. The time complexity of FFD is O(|V|?), because
the placement of each vertex requires examining O(|V]) bins in the worst case. The average

case time complexity can be no better than the average case complexity of the sorting algo-
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rithm used (in this case, O(|V|log|V|) for quicksort). The number of bins (pages) required
by FFD is no worse than 11/9 times the number required in an optimal solution [Bak85].

3.1.5 Branch and bound

The branch and bound approach may be described as a smart exhaustive search. A branch
and bound heuristic searches the solution space using heuristics to eliminate from consider-
ation (prune) large numbers of edges in the solution space (branches) [LW66]. For example,
a branch and bound heuristic might view the solution space as a tree, with the root corre-
sponding to an empty layout, the leaves corresponding to complete layouts, and the internal
nodes corresponding to partial layouts, where one vertex is added to a layout for each level
of depth in the tree. The heuristic might then traverse this tree, pruning entire subtrees
when it is apparent that proceeding further down those subtrees will not result in a quality
layout. The success of a branch and bound heuristic is dependent on whether it can reliably
choose which branches to prune, and on whether it prunes enough branches to make the
heuristic efficient without sacrificing the quality of its results.

The greedy heuristic described in Section 3.1.3 may be thought of as a branch and bound
heuristic in which all but one candidate is pruned at each iteration, i.e., a greedy heuristic
follows a single path from the root of the solution tree to a complete layout.

A typical branch and bound heuristic, however, still has exponential time complexity
and requires an impractical amount of time to produce quality results. In addition, branch

and bound has large space requirements. Thus, this approach is not implemented here.

3.2 Traversal Heuristics

A traversal heuristic lays out the graph by traversing it according to some strategy and
inserting vertices in the order they are visited. Like a greedy or branch and bound heuristic,

a traversal heuristic imposes a tree structure on the solution space that corresponds to this
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1 Initialize the set of unvisited vertices Vs to V.
Initialize the current page ¢ to 1.
Choose a vertex v € Vs, and set = = {v}.

While Vs # 0:

W N

4.1 Choose a vertex v € Z, and set = = Z — {v}.
4.2 Ifv eV
4.2.1 Set Vs = Vpr — {v}.
4.2.2 If p(v) + ey, p(u) > P, increment i.
4.2.3 Set Ay(v) = i.
4.3 IT(v)NVpy #0,set Z=ZU(T(v)N V).
4.4 IfT(v)NVp =0, go to 3.

Figure 3.2: A framework for traversal heuristics.

construction. A traversal heuristic chooses a path down this solution tree by inserting
vertices in the order specified by its particular traversal strategy.

Specifically, the traversal paradigm consists of removing a vertex from some data struc-
ture Z, inserting it in the current partial layout, and adding its unvisited neighbors to =.
Figure 3.2 outlines a general framework for a traversal heuristic. The only steps in this
procedure that change between different heuristics are step 3, in which an initial vertex is
chosen, and step 4.1, in which the next vertex is chosen (which depends heavily upon E).

Note that a traversal heuristic does not evaluate any objective function; it merely lays
out the graph according to its particular traversal strategy, which hopefully results in a

high-quality layout.

3.2.1 Breadth-first and depth-first traversal

Two simple and well-known traversal heuristics are breadth-first traversal (BFT) and depth-

first traversal (DFT). In BFT, = is a queue; the next vertex is taken from the front of the
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queue, and its unvisited children are added onto the back of the queue. In DFT, = is
a stack; the next vertex is taken from the top of the stack, and its unvisited children are
pushed onto the top of the stack. In both cases, the heuristic we implement selects the initial
vertex uniformly at random. As with all randomization, this has the combined advantage
and disadvantage that multiple runs usually return results of differing quality.

The implementation of these heuristics is trivial. In both cases, the data structure is
represented as an array. The time complexity of BFT and DFT for a connected graph

is O([V] + | E).

3.2.2 Connectivity traversal

Connectivity traversal is a traversal heuristic devised by the author specifically for the
retrieval layout problem. Connectivity traversal attempts to place a tightly connected set
of vertices in each page. The initial vertex is chosen arbitrarily, and each subsequent vertex
is the vertex in = that fits in the current page and is most heavily connected to the vertices
already in that page. Ties are broken uniformly at random. If no vertex in Z fits in the
current page, the heuristic begins a new page with the vertex most heavily connected to
the previous page.

The major flaw of connectivity traversal is its lack of foresight with respect to page
boundaries. A page break may occur in such a way that vertices still in =, which must be
inserted into subsequent pages, are heavily connected to the current page. For instance,
Figure 3.3(a) shows a graph type for which connectivity traversal often performs poorly
with respect to NZ. The solid vertex (o) has size P, and the vertices containing a dot (®)
have size 1. If the initial vertex is v, Figure 3.3(b) shows the page boundaries formed by
connectivity traversal, and Figure 3.3(c) shows a layout with minimum NZ. A large number
of these trees may be assembled into a single graph by fully connecting the vertices labeled v
in each, forming a star-like configuration with a complete graph as its hub. In the resulting
graph, regardless of the choice of initial vertex, all but one of the subtrees are laid out as

shown in Figure 3.3(b). If there are an asymptotically large number of subtrees radiating
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from the complete graph that forms the hub of the star, then for the layout A produced by

connectivity traversal,
NI(N)
NI(G)

However, this example is quite contrived and is unlikely to occur in practice. In those cases

where a bad page break does occur, and the input is not so carefully contrived to defeat
the heuristic, the randomized nature of connectivity traversal makes it unlikely to happen
repeatedly.

The implementation of connectivity traversal is more complex than BFT or DFT. The
data structure Z is similar to the data structure in the Fiduccia-Mattheyses [FM82] graph
partitioning heuristic. It is an array conn of doubly linked lists, one list for each possible
connectivity value (which fall in the range 0 through D(G)). The i*? list conn[i] contains
those vertices adjacent to ¢ of the vertices already inserted in the current page. In addition,
another array cell is maintained that maps vertex numbers onto the list nodes in conn, to
allow constant-time access into conn during connectivity updating. Figure 3.4 illustrates

this data structure [FM82].

Theorem 3.2.1 The worst case time complerity of connectivity traversal is
O(|V]- X(G)- D(G) + R()) - D(G)),

where X (G) is the mazimum number of vertices that can fit in a page:

X(G) < m
Proof: The maximum possible length of any list in conn is X(G) - D(G) for the case
where every vertex in the current page has degree D(G). Since the heuristic searches
such a list for every vertex in the worst case, the time complexity of this portion of the
heuristic is O(|V| - X(G) - D(G)). The O(R(X) - D(G)) term is caused by page breaks:
each time a new page is begun, the heuristic appends all the lists in conn (of which there

are at most D(G)) onto conn[0]. For any instance of the retrieval layout problem, X(G)
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P vertices
A

/
—o0—0o— . o} \J;J P — 1 branches

(b)

(c)

Figure 3.3: (a) A graph type for which connectivity traversal performs poorly with
respect to N'Z, (b) The layout produced by connectivity traversal with
starting vertex v (MVZ = P), and (c) An optimal layout with NT = 2.
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Figure 3.4: The data structure used in connectivity traversal.

and D(G) are effectively constants, and R(]) is a linear function of |V|. Thus, the heuristic

has worst case time complexity linear in |V]. o

Corollary 3.2.1 If P, and thus X(G), is constant, the worst case time complerity of
connectivity traversal is O(|V| - D(G)).

In practice, no list is likely to have length X(G) - D(G), so the heuristic is typically more
efficient than Theorem 3.2.1 indicates.

In addition, we conjecture that the algorithm might be improved in both time complexity
and solution quality. After the first vertex in each page is chosen, all the connectivity
information in Z is effectively destroyed. This information might be used to reduce some
of the objective values, eliminating the O(R(A) - D) term in time complexity as a result.
Another potential improvement is to use a less simplistic rule for breaking pages. A good

page breaking heuristic might avoid the type of pitfall shown in Figure 3.3(b).

22



CHAPTER 3. HEURISTICS

P/2 vertices

Figure 3.5: A graph for which the clustering heuristic performs poorly. Kp is a
complete graph with P vertices.

3.2.3 Clustering

The general idea behind the clustering approach is to assemble subgraphs whose vertices
are heavily connected to one another, in a bottom-up fashion. Clustering has been heavily
studied in the field of information retrieval, in the context of relevance of terms [Sal71,
Van79]. Such an approach, however, is not easily applied to the retrieval layout problem,
as it is based upon the information content itself, not on the structure of the information
graph.

However, clustering has also been studied in a graph-theoretical setting, in terms of
graph connectivity, and this type of study is more useful. The basic idea is to form subgraphs
of the original graph, whose vertices are strongly connected, such that the subgraphs are
weakly connected to one another with respect to the edges in the original graph.

We implement the clustering traversal heuristic devised by Sangiovanni-Vincentelli,
Chen, and Chua [SCC77]. In this heuristic, the initial vertex and the next vertex (steps 3
and 4.1 in Figure 3.2) are both chosen to be an arbitrary vertex of minimum degree. This
strategy works surprisingly well, but it is too simplistic to work well for many types of input.
For example, Figure 3.5 shows a graph for which the clustering heuristic presented here al-
ways performs poorly. The heuristic chooses the vertex labeled v as its starting point, and
runs out of space in the current page halfway through laying out Kp. An optimal layout,
of course, stores Kp in its own page, resulting in one interpage edge. Note that unlike the
example shown for connectivity traversal, information graphs with small, tightly connected

subgraphs resembling this one are likely to occur in practice.

23



CHAPTER 3. HEURISTICS

N, L
/\

Gikr- - -Gk

/

Gu -

N

Gy

Figure 3.6: An example decomposition tree

Similar to connectivity traversal, clustering traversal stores the vertices in = in an array
of double linked lists, indexed by vertex degree. To increase randomization, each vertex is
inserted into the appropriate list randomly at the head or tail. Vertices are always removed

from the head of the list. This results in a time complexity of O(|V]).

3.3 Recursive Decomposition

Recursive decomposition involves partitioning V into a small number of subsets, and then
recursively partitioning the subgraphs induced by these subsets in the same manner, until
some threshold is reached. Conceptually, a recursive decomposition heuristic forms a de-
composition tree [BL84] in which the root is G and the children of each node are subgraphs
whose union is equal to the parent. Figure 3.6 illustrates a decomposition tree. The decom-
position stops when the leaves can be easily laid out, and the resulting partial layouts are
appended to form a complete layout of G. A simple approach is to stop the decomposition
when the subgraph in each leaf fits in a single page. A drawback of this approach is that it
is difficult to control page packing if the decomposition is allowed to proceed so deeply, and
thus the complete layout may be quite space inefficient. This problem can be alleviated by
applying a bin packing heuristic to the pages (a procedure we call layout packing). Layout

packing has two major drawbacks. First, if many of the pages are just over half full, then
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layout packing has little effect, since few pairs of pages can be coalesced. Second, while
layout packing often decreases the number of interpage edges, it typically increases total
edge length since pages that were near one another in the original layout are moved to
distant parts of the packed layout. An alternative choice is to stop the decomposition when
the leaves contain subgraphs that are small enough to be laid out by a more expensive
heuristic, such as the iterative improvement heuristics described in Section 3.4. We call this
approach hierarchical hybrid.

Recursive decomposition approaches differ primarily in the manner in which the graph is
partitioned at each step in the recursion. The method studied here involves partitioning the
set of vertices V into two subsets W and W such that there are few edges whose endpoints
lie in different partitions, and such that the total vertex size in W equals the total vertex

size in W. That is, V is partitioned to minimize the size of the set of edges
k(W,W) = {(u,v) | w e W,ve W}

and the balance factor

W, W) =| ¥ p(w)- 3 o).

ueWw ‘UEW

By partitioning in this manner, the vertices within each node in the decomposition tree are
tightly connected to one another, and there are few edges between nodes in the tree.
Garey, Johnson, and Stockmeyer [GJS76] show that the problem of finding a partition
that minimizes || is NP-complete, but there are many approximation heuristics for this
problem. The one implemented here is the Fiduccia-Mattheyses [FM82] heuristic used by
Chen [Che92] in the implementation of LEND. The Fiduccia-Mattheyses (henceforth, ‘FM’)
heuristic is an improvement upon the well-known Kernighan-Lin [KL70] heuristic. The FM
heuristic, given an initial partition (W, W), performs a series of vertex moves in order to
decrease |k(W,W)|. The FM heuristic maintains a gain value for each vertex v, which is
the change in |«| that would result from moving v from its current partition into the other
one (positive gain corresponds to a decrease in |k|). At each iteration, the FM heuristic

chooses the vertex with maximum gain (in the case of a tie, the vertex whose movement
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minimizes (W, W)), and moves it from its current partition into the other one. That vertex
is then locked, i.e., for the duration of the current iteration, it is not moved again. This
process is repeated until all vertices are locked, at which point the heuristic returns the
best partition encountered. The entire iteration is repeated until it produces no further
improvement.

The implementation of the FM heuristic is similar to that of connectivity traversal.
As in connectivity traversal, the vertices are stored in an array of double linked lists (see
Figure 3.4). In the FM heuristic, the indices of this gain array are gain values. Another
array cell is maintained that maps vertices onto their list nodes in gain, to allow constant-
time access for gain updates. Throughout execution, the heuristic maintains the value
maxgain of the highest index into gain that contains a nonempty list. Thus, the heuristic
selects the vertex v with maximum gain in time proportional to the length of the list
gain[maxgain], and updates the gains of its neighbors in O(T'(v)) time. Since a vertex is
locked after it is moved, its gain need never be updated again, and so the time complexity of
the FM heuristic is O(| E|). Recursive decomposition follows a standard divide-and-conquer
recurrence, resulting in a worst case time complexity of O(|E|log|V]).

We also test a faster, greedy partitioning heuristic. This heuristic, similar to connectivity
traversal, begins by placing a different randomly selected vertex in each of the two partitions,
then inserts subsequent vertices into the partition to which they are most heavily connected,

subject to a balance requirement (an upper bound on b(W,W)).

3.4 Iterative Improvement

Iterative improvement heuristics [JAMS89], rather than constructing a layout directly from
the graph, are designed to improve a layout A with respect to an objective function by
making small incremental changes to A.

An iterative improvement heuristic searches the solution space of complete layouts,

imposing edges between those layouts that are neighbors, i.e., that can be transformed
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into one other by a small incremental change or move. Each move is assigned a weight w
corresponding to the difference in the objective values of the endpoints of its corresponding

edge. If A is a neighbor of A;, then the weight of the move from A; to Az is
w(Al, /\2) = @(/\1) - Q(Ag).

An edge with positive weight corresponds to a downhill move (one that improves the value
of the objective function), while an edge with negative weight corresponds to an uphill move
(one that worsens the objective value).

There are many possible ways to define the neighborhood of A; the following definition
is used here. The neighbors of A are those layouts A’ that result from moving a single vertex
from its current position in A to a different page. There is a neighbor A, , of A for each

pair (ve V,p€ {1,...,R} — A(v)) defined as follows:

ANpv) = p

Mp(w) = Aw) forallweV - {v}.

For clarity, A{,,p is abbreviated A’ when the move is clear from context. The inverse of a
move (v, p) is (v, A(v)), i.e., the move that puts v back in the page from whence it came. A
move (v, p) is possible only if there is room for v in page p; that is, if
p(v)+ Y p(u) < P.
ueVy

Note that if a layout is tightly packed, most moves may be prohibited by this condition.
This can be avoided by the use of a penalty function that allows moves to violate the page
size condition but penalizes the objective value of the resulting layout in direct proportion
to the magnitude of the violation. However, such an approach is not feasible for the retrieval
layout problem—if the penalty function is too small, the heuristics produce layouts with
many overfilled pages; if the penalty function is too large, then the size constraint is never
violated and the penalty function is useless. The simpler approach taken here is to ensure

that the initial layout is not tightly packed.
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1 Given: an initial layout .
2 While there is an untested neighbor of A, do the following.

2.1 Let X’ be an untested neighbor of A.
2.2 If $(N) < &(A), set A= N,

3 Return A.

Figure 3.7: A local optimization heuristic.

In implementing iterative improvement heuristics, a factor essential to efficiency is the
computation of objective values. The cost of computing ® from scratch is O(|E|) for the
objective functions defined in Section 2.2. Fortunately, since an iterative improvement
heuristic makes only small, incremental changes in A, it may quickly compute the value
of w for each neighbor if ® is some combination of A'Z, 7L, or NL. For these objective
functions, computing ®(X;, ;) given ®()) requires O((v)) time. BW and CW, however, are
maxima, so if the vertex in question contributed to the maximum, the objective value must

be recomputed from scratch.

3.4.1 Local optimization

Local optimization is a simple heuristic that, given an initial layout, searches the solution
space by making only downhill moves. Figure 3.7 shows a local optimization heuristic that
optimizes an objective function ® [JAMSS89].

The problem with local optimization is that, depending on the initial layout chosen, a
local optimization heuristic may return a local minimum that is globally poor. Performance
can be improved by running the heuristic several times with different starting layouts and
returning the layout A for which ®() is minimum, but such an approach has unpredictable
results, and for some graphs an unreasonably large number of runs is required to achieve

satisfactory results [JAMS89).
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In implementing local optimization, it is desirable to guarantee local optimality of the
resulting layout, but also to perform the optimization in a randomized fashion. If the moves
are examined in the same order each time the heuristic is run (for instance, in a pair of nested
loops), the sequence of moves made for a given input is always the same, and may result in
a poor local optimum. However, if moves are chosen at random, there are situations where
very few of the N neighbors of the current solution are downhill, and the heuristic may
examine far more than N moves before finding them. The design goal is that the heuristic
try all possible moves exactly once, if necessary (in order to guarantee local optimality), but
in random order. Thus, the heuristic maintains a pair of arrays, one of which is a random
permutation of the vertex numbers 1 to |V|, and the other a random permutation of the
page numbers 1 to R()). At each iteration, the heuristic chooses a random starting index
into each array, and examines the moves indicated by successive elements of the permutation
arrays. If a downhill move is found, it is accepted and the process repeats; otherwise, if the
loops return to the starting point in each of the permutation arrays, no improving move is

possible and the current layout is returned as the local optimum.

3.4.2 Simulated annealing

Simulated annealing [AK89, vLA87] is an iterative improvement heuristic designed to avoid
entrapment in globally poor local optima. A simulated annealing heuristic searches the same
solution space as in local optimization. However, a simulated annealing heuristic searches
the solution space in a more complex way than does local optimization and in such a way
that a simulated annealing heuristic is less likely to become trapped in a globally poor local
optimum. Simulated annealing gets its name, and to some extent its design, from its analogy
with physical annealing processes such as crystallization. A simulated annealing heuristic
consists of two nested loops: the outer loop lowers the temperature, and the inner loop allows
annealing for a period of time sufficient for the system to reach equilibrium at the current
temperature. Within the inner loop, the heuristic proceeds identically to local optimization,

with the following exception: if an uphill move is chosen (one with negative w), it is taken
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1 Given: an initial layout A.
2 Set the temperature ¢ to its initial value, g > 0.
3 While the system is not yet frozen, do the following.

3.1 Perform the following loop ¢ times.

3.1.1 Let X be a randomly chosen, untested neighbor of A.

3.1.2 Kw(A,A)<0,set A=)\,

3.1.3 Ifw()N,A)>0,set A = X with probability e~«(\N/t,
3.2 Sett=r-t.

4 Return the best layout encountered.

Figure 3.8: A simulated annealing heuristic.

with probability directly proportional to the temperature and inversely proportional to |w|.
That is, the probability of an uphill move decreases with temperature, and the probability
of a small uphill move (one with low |w|) is always higher than the probability of a more
drastic uphill move. Note this important distinction from local optimization, which never
makes an uphill move. It is this feature that facilitates the avoidance of globally poor local
minima.

A simulated annealing heuristic is controlled by the following parameters: the initial
value ¢y of the temperature ¢, the cooling rate r < 1, and the temperature length c. The
cooling rate controls the speed with which the outer loop decreases the temperature, and
the temperature length defines the number of times the inner loop is iterated. The system
becomes frozen and the heuristic halts when the current layout is no longer changed by
the actions within the inner loop. This frozen state must occur when the temperature falls
sufficiently close to 0. Figure 3.8 shows a simulated annealing heuristic [JAMS89].

This technique works well for many applications, but it has a few drawbacks. Espe-
cially, it resists theoretical analysis, and thus its running time is unpredictable. However,

the iterative improvement nature of this heuristic allows comparison to other heuristics in
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the following manner: allow the simulated annealing heuristic to run until the competing
heuristic terminates, at which point the annealing is stopped, and its results compared
against those of the competitor. Alternatively, it is easy to vary the parameters g, r, and ¢
to achieve a desired tradeoff between solution quality and running time.

McErlean, Bell, and McClean [MBM90] discuss the use of simulated annealing for clus-
tering in databases similar to ours. Their studies involve only a single type of test graph (a
tree), with fixed vertex size, and optimize only two objective functions (V'Z and 7L). Their
results for this limited domain are good, however, especially for graphs with low average
degree.

Simulated annealing is more complex than local optimization, and its implementation is
less straightforward. As mentioned earlier, an outer loop (the cooling loop) slowly decreases
the temperature ¢ from some initial value #9, multiplying the temperature by r at each
iteration. The inner loop (the annealing loop) checks a large number of moves at each value
of t, such that the system reaches equilibrium at that temperature before moving on. The
annealing loop actually consists of two nested loops. The innermost examines a random
permutation of all N possible moves, accepting downhill moves with probability 1 and uphill
moves with probability e=“/t. The motivation for this method, rather than choosing moves
purely at random, is described in Section 3.4.1. The outer portion of the annealing loop
repeats this process ¢ times, each with a new random permutation of moves. Throughout
execution, the heuristic retains a copy of the best layout seen so far. After each iteration
of the annealing loop, the heuristic computes the proportion of downhill moves accepted to
total moves examined. If this ratio is less than a fixed value m, a counter is incremented. If
this counter reaches a preset value f, the system is frozen and the heuristic halts, returning
the best layout encountered.

Good values of the initial temperature ¢, cooling rate r, annealing count ¢, acceptance
percentage m, and freeze count f are nearly impossible to determine analytically, and thus

must be chosen by experiment.
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1 Given: an initial layout .

N

Initialize the set of tabu moves T to empty.

If S(A) — T is empty, or if the number of iterationss exceeds m, go to 8.
Otherwise, apply the move s € S(A) for which ®(}’) is minimum.

Add move s~! to T, and delete the oldest move in 7.

Set A= \.

Go to 3.

0 = & ot b W

Return the best layout encountered.

Figure 3.9: A tabu search heuristic.

3.4.3 Tabu search

Tabu search [Glo89], like simulated annealing, is designed to avoid globally poor local
optima. The features that avoid entrapment in local optima are aggressiveness and the
maintenance of a set of tabu moves. The tabu moves are eliminated from consideration
when choosing the next move (hence the name). Often, the tabu set consists of the last ¢
moves that were made, where t is some constant. This reduces the probability that the
heuristic revisits layouts it has already examined, or that it becomes trapped in a repeating
cycle of moves. Aggressiveness means that at each step, rather than selecting a random
move (as do local optimization and simulated annealing), tabu search selects the best pos-
sible move that is not tabu. Note that this does not imply an improvement in the value of
the objective function—if no move is possible that decreases the objective value, the move
that results in the smallest increase in the objective value is chosen. Figure 3.9 shows a
tabu search heuristic that optimizes an objective function ® [Glo89] (the neighbors A’ of A
are defined as in Section 3.4, and S(A) is the set of all possible moves that transform A into

one of its neighbors). In addition, a tabu move is allowed to override its tabu status if it
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meets certain aspiration criteria. We use a very simple aspiration criterion: a tabu move is
accepted if it results in a better layout than any seen so far.

Hertz and de Werra [HdW87] apply the tabu search approach to the problem of graph
coloring, and Skorin-Kapov [SK90] applies it to the quadratic assignment problem; both
claim higher-quality results than simulated annealing in less computational time.

The implementation of tabu search is fairly simple. At each iteration, the heuristic
searches all possible moves in sequential order (unlike in local optimization and simulated
annealing, the order in which moves are examined is unimportant, since the heuristic always
chooses the best possible move). In addition, examining moves in sequential order provides
an opportunity for optimization: the tabu list is maintained as a linked list sorted primarily
by vertex number and secondarily by page number. In this manner, the heuristic traverses
the list as it loops through the possible moves, and checking the tabu status of each move
requires constant time. Thus, each iteration involves checking all possible moves (which
requires O(R()) - |E|) time), and inserting and deleting one element from the tabu list
(which requires O(|T|) time).

The above process is repeated until a preset number ¢ of moves has been made without
finding a new best layout, or until the total number of moves exceeds a preset value m.
As with the other iterative improvement heuristics, it is nearly impossible to analytically
determine the number of iterations required before one of these criteria is met, though it
is clearly bounded from above by m. Thus, the worst case time complexity of tabu search

is O(m(R()) - |E| + |TI).

3.4.4 Genetic algorithms

Genetic algorithms [Gol89] are modeled after heredity in living things, and this resemblance
is reflected in the definition of the technique and in much of its terminology. A typical genetic
algorithm starts with a modest set, or population, containing of a fixed number of random
layouts. It then evaluates the objective function ®(A) for each layout A, determining its

fitness. Since a genetic algorithm maximizes fitness, objective value and fitness are inversely
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related; thus, the fitness of a layout ) is defined to be —®(). Pairs of layouts (called parents)
are then chosen from the population, such that those with higher fitness are more likely to
be selected. A crossover operator is applied to pairs of parents to produce offspring with
characteristics from both parents. A more spontaneous operator called mutation is also
applied occasionally, causing random changes in the population to avoid bad local minima.
Probabilities for each of these operators are chosen to determine how great an effect each
operator has on the population. The selection of these probabilities is very important, as
they control the amount of the solution space that is examined. If their values are chosen
poorly, the algorithm may examine poor areas of the solution space unnecessarily, or miss
areas that contain good solutions.

We implement simple genetic algorithms for the retrieval layout problem, using two
different crossover operators. The first algorithm uses the partially mapped crossover (PMX)
operator described by Denning [Den92]. In PMX, two indices in the range 1 to |V| are chosen
at random and the elements of the layout corresponding to the pairs of integers between
these two indices are swapped. An example helps to illustrate this procedure [Den92]. Given
the parents

1532749638
749651328’
the algorithm chooses the two random crossover indices 4 and 7:

1563
749

274
651

968
328°

Then, the algorithm swaps the positions of the vertices specified by the pairs of correspond-
ing values between the two crossover indices, i.e., it swaps vertices in positions 2:6, 7:5,
and 4:1. This operation is performed on both parents, resulting in two offspring:

243195768
619734528°

The second algorithm uses a crossover operator called order crossover (OX) [SM90]. In
order crossover, an offspring is created by choosing a single random crossover index in the

range 1 to |V|, copying the portion of the first parent left of the index directly into the
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offspring, and filling out the remaining portion of the offspring by copying those vertices
from the second parent that were not copied from the first, in left to right order. A second
offspring is created by performing the same operation in reverse: copy the left portion of
the second parent, and fill out the missing vertices from the first parent. For example, given

the following parents:

634189257

317852694’
a crossover index is chosen at random (here, 5):

6341(89257

3178|52694°
forming the following offspring:

6341786529

317864925

Applying genetic algorithms to a new problem is far less straightforward than the other
iterative improvement heuristics. It is especially difficult to apply genetic algorithms to
permutation problems such as the retrieval layout problem, because it is difficult to devise
crossover operators that preserve the permutation character of a layout while still creating
offspring that may improve the fitness of the population. In addition, genetic algorithms
have large space requirements (a population of many layouts must be maintained), and are
very computationally intensive (each iteration involves copying complete layouts). Genetic
algorithms have been shown to work well for VLSI layout problems [CHMR91, CP87, SM90],

but these studies involve very small problem instances (all fewer than 1000 vertices).
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GRAPHS

O what a tangled web we weave. ..

—Sir Walter Scott

This section describes the types of graphs used for testing the heuristics presented in
Chapter 3. These include actual databases and four classes of randomly generated graphs:
traditional random graphs, geometric graphs, and two more complex graph models designed
specifically for the retrieval layout problem: gravitational graphs and quaesitum graphs.
For all randomly generated graphs, vertex size is either constant or drawn from a normal
distribution. The normal distribution appears to be a reasonable approximation of vertex

sizes in actual databases.

4.1 Actual Databases

The first, and perhaps most important, type of input is actual databases. Two databases are
available: MeSH and CACM. The MeSH (for Medical Subject Headings) database [HM86]
is a medical thesaurus. The vertices in the MeSH graph contain vocabulary terms, and
the edges are cross-references indicating relations between those terms. The MeSH graph

contains 287,724 vertices and 339,489 edges. CACM is a bibliographic database extracted
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Database F; o6y | D p o?(p) | maxp | minp
CACM | 21.480 | 31.199 | 592 | 63.362 | 50.836 | 270 5
MeSH 2.360 | 9.407 | 1800 | 58.491 | 93.391 | 1510 0

Table 4.1: Vertex degree and vertex size statistics.

from Communications of the ACM from December 1957 to December 1979 [Fox83]. Each
vertex in CACM is an author or an article title. There are edges between articles and their
authors, between articles that cite one another, and between articles that cocite the same
sources. The CACM graph contains 6,093 vertices and 65,438 edges. Vertex degree and
vertex size statistics for MeSH and CACM are shown in Table 4.1. For a parameter z(v) =
8(v) or p(v), o%(z) is the variance of z:

oi(a) = Zeer(@() = T(V))*
vi-1

However, we cannot easily obtain enough actual databases to test comprehensively, so
we use other types of input to cover as many different classes of graphs as might arise in

the real world.

4.2 Random Graphs

Layouts are also tested using random graphs [Bol85] as input. In the simplest model, R, ,
denotes the class of n-vertex random graphs in which each edge is present with probability ¢.

We conjecture that random graphs are not an accurate model of the real problem do-
main. Moreover, they cannot be laid out well. Turner [Tur86] shows that the bandwidth of
a random graph with n vertices converges toward n as n approaches infinity. That is, the
bandwidth of an optimal layout of a large random graph G is not likely to be lower than the

bandwidth of a random layout of G. A similar phenomenon occurs in the retrieval layout
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problem: a random graph cannot be laid out well with respect to A'Z, in the sense that a
random layout of a random graph is as good as an optimal layout but is still expensive.

The remainder of this section is devoted to making this statement precise. To simplify
the presentation, we consider only information graphs with unit-size vertices, and we assume
the number of vertices in the graph is an integer multiple of the page size P. Select a random
instance G = (V, E)from R, 4,andlet A: V — {1,2,...,n/p} be a random layout of G that
perfectly packs the pages. The number of intrapage edges in A falls between 0 and 7’%(’;)
The number of interpage edges falls between 0 and

n n (P
v = (3)-50)
= ln(n - P)
= 5 .
The expected number of interpage edges in A is
E[NZI(X)] = ¢N.

We proceed to derive the circumstances under which the random layout A is essentially as

good as the optimal layout of G (Corollary 4.2.1).

Lemma 4.2.1 Let G be a random information graph from R, , with unit-size vertices.
Constrain layouts of G to n/P pages. Let { = ((n) be a real-valued function of n. Then

(%¢N  lnn (nlnP)

InPrNI(G) < (1—<)qN15nlnn—n1nP-4(1_q) ) P

Proof: Let X be a random layout of G in n/ P pages. NZ()) follows a binomial distribution

with parameters N and g; that is,

PrNI()\) = k] = ("Z ) (1 - )Nk

The probability of interest is a tail of this distribution, to wit,

(1—QaN /A )
PrNI(A) < (1-()gN]= (i)q’(l—q)N"-

=0
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An upper bound on this tail can be obtained from Hoeffding’s inequality (see [CLR90],
page 126), which asserts

Pr[EINT(A)] = NI()) > 1] < e~ /4Na(1-9),
for arbitrary r. Recognizing E[N'Z())] = ¢N and selecting r = (¢N, we have
Pr[NI()) < (1 = ¢)gN] < e~¢"aN/4(1~9),

There are n!/P!"™/P possible layouts A, each of which is subject to the above inequality.
For the optimal layout of G to have at most (1 — {)¢N interpage edges, at least one of

these n!/P"/F layouts must have (1 — ¢ )gN or fewer interpage edges. Hence,
n!e_(2 qN/4(1_Q)
Pin/P

PrNI(G) < (1-()gN] <

Taking natural logarithms, we have

n (*qN
<(1- < P — - .
InPrINZ(G) < (1 -¢)gN]<Ilnn PlnP (-9
Applying Stirling’s approximation for the factorial function (see [GKP89], page 467), we
have
Inn =n InP
InPrNI(G) < (1-¢)gN] < nlnn-n+ - " P (PlnP—- P+ > +0(1)
(*gN
-——— 4+ 0(1).
4(1-q) @)
3 (3¢N Inn (nln P)
= nlnn—nlnP-—4(1_q) 2 + 0 L
as required. o

We now identify circumstances under which Pr[NZ(G) < (1 — {)¢N] goes to 0 asymptoti-
cally.

Theorem 4.2.1 Let G be a random information graph from R, , with unit-size vertices.
Constrain layouts of G to n/P pages. Let ( = ((n) be a real-valued function of n. Sup-

pose P = o(n), and

Tlnn
1>y2¢2 )
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where 4 and T are constants such that

¢r

8(1—7) > 1.

Then
PrNI(G) < (1-()gN] -0

asn — o0.

Proof: By Lemma 4.2.1,

(3%¢N  Inn +0 (nlnP)

+ P

InPrNI(G) < (1 - ()¢gN] < nlnn—nln P — -9t 2

Substituting for ¢ and N and simplifying,

(*in(n— P)rnlnn/n  Inn

InPrNZ(G) £ (1-()¢N] < nlnn-nlaP- a1-7) 2

nln P
+0 ( - )

= nlnn—nlnP -

¢?r(n—P)lnn Inn nln P
8(1—7) 2 O( P )

¢?r ¢r lnn

- ———Plan—-nln P+ —

(1 80-7) nlnn+8(1_7) nn—nlnP+ 2
nln P
+o( s )

¢
(1 - 8(1——7)_) nlnn+ o(nlnn) — —oo

as n — oo. Hence

PHNZ(G) < (1 - ()gN] — 0

as n — 00, as desired. O

As an immediate corollary of the theorem, we obtain this special case.

Corollary 4.2.1 Let G be a random information graph from R, ,. Constrain layouts of G
to n/P pages, where P = o(n). If the ezpected degree of G is w(logn/n), then

ENZ(G)] — ¢N
asn — oo.
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In other words, if the degree of a random graph is slightly greater than logarithmic,
then the number of interpage edges in an optimal layout is asymptotically the same as
the number of interpage edges in a random layout. If we want the degree to be ezactly

logarithmic, we obtain a slightly weaker corollary.

Corollary 4.2.2 Let G be a random information graph from R,, where ¢ = tlnn/n.
Constrain layouts of G to n/P pages, where P = o(n). If T > 8/(?, then

PrNI(G) < (1-()gN] = 0

In particular, if 7 > 32, then the probability that an optimal layout of G has fewer than

half the expected number of interpage edges in a random layout is asymptotically 0.

4.3 Geometric Graphs

Johnson, Aragon, McGeoch, and Schevon [JAMSS89] discuss a class of randomly generated
graphs called geometric graphs. An element of the class U, 4 of n-vertex, distance-d geomet-
ric graphs is generated as follows. Each vertex v of G are assigned coordinates v.z and v.y
in the unit square chosen uniformly at random. The Euclidean distance Lz(u,v) between

two vertices 4 and v is

L2 (u,v) = \/(u.:c - v.z)? + (u.y — v.y)2

An edge exists between two vertices v and v if Ly(u,v) < d. Figure 4.1 shows an example
geometric graph from Usgg,0.0s-

Geometric graphs are too simple to accurately mirror the complex structure of an actual
information graph. For example, the distribution of vertex degrees in a geometric graph
is fairly uniform. However, a simple modification to the basic geometric graph model

makes the distribution of vertex degrees less uniform. Each vertex v is assigned a random
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Figure 4.1: An example geometric graph from Usgp0.08-
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1 For i = 0 to (n — 1) make the following assignments:

1.1 z; — U(0,1)
1.2y — U(0,1)
1.3 m; <—y(0,1)

2 For every pair (u,v):u,v€ V:
2.1 If La(u,v)/ max{m,,m,} < d, set E = EU {(u,v)}.

3 Assign vertex sizes.

Figure 4.2: Generating gravitational graphs.

mass m(v). In generating an element of the class My, 4 of gravitational graphs, an edge

exists between two vertices w and v if
La(u,v)/ max{m(u), m(v)} < d.

Thus, vertices with high mass are adjacent to more distant vertices than those with lower
mass. If the mass values are drawn from a lognormal distribution Y [CCC85] (if a is
drawn from a normal distribution, then e~* forms a lognormal distribution), then the
degree distribution of the resulting graph resembles that of the databases described in
Section 4.1. The procedure for generating a gravitational graph from the class M, 4 is
outlined in Figure 4.2. Figure 4.3 shows an example gravitational graph from Ms00,0.02-
The expected average degree of a geometric graph is nrd?. The lognormal distribution
used in the generation of gravitational graphs has mean g = 0 and variance 62 = 1. The
mean of a lognormal distribution is e#+°°, where p and o2 are the mean and variance,
respectively, of the underlying normal distribution. Thus, the mean of the lognormal dis-
tribution built upon N(0,1) is e. On average, two vertices u and v in a gravitational graph

have an edge between them if

Lo(u,v)/ max{m(u),m(v)} < d,
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so the expected average degree of a gravitational graph is approximately nwed?. This is
actually a lower bound on the expected average degree, since the distance between two
vertices is divided by the higher of their masses.

We also might extend the definition of geometric graphs to more than two dimensions,
or using other distance measures such as the L; (Manhattan) metric. However, the graphs
lose their characteristic clustering structure as the dimensionality grows, and the choice
of distance metrics does not matter significantly. Thus, only the two-dimensional version

using the Ly (Euclidean) distance metric is used.

4.4 Quaesitum Graphs

The final type of input is a quaesitum graph, which is a graph generated in such a way that a
good upper bound on its optimum ob jective value is known. A quaesitum graph from @, 4
is generated as follows. Assign vertices to pages as in a random layout. Then, add an edge
between each pair of vertices (u,v) with probability p for intrapage edges and gq/Ajx(u,v)
for interpage edges, where p > ¢. The resulting graph is heavily connected within pages
and loosely connected between pages, and the probability of the existence of an edge is
inversely correlated with its length. Thus, the layout from which the graph is generated is
likely to be nearly optimal with respect to A'Z, TL, and N'L and good with respect to BW
and CW, so the results of applying the heuristics to the graph can be compared against the
objective values of this original layout.

The pathological quaesitum graph @, 1 o consists of R random subgraphs of the complete
graph Kp that are completely unconnected to one another. This test case is a good one,
since simple heuristics such as those based on traversal handle it perfectly, while it provides

quite a challenge to more complex heuristics such as iterative improvement.
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EXPERIMENTS

“We create a general theory of the slaying of electrodragons, of which the lunar
dragon will be a special case, its solution trivial.”
“Well, create such a theory!” said the King.
“To do this I must first create various ezperimental dragons.”
— Stanislaw Lem

Tale of the Computer that Fought a Dragon

Since many of the heuristics discussed in Chapter 3 have unpredictable running times,
we use empirical testing to determine their time efficiencies. It is also difficult to predict
the effectiveness of these heuristics at optimizing the objective functions in which we are
interested. Lastly, it is difficult to predict the correlation between the objective functions
described in Chapter 2 and actual retrieval cost, so such correlations must be tested in
practice. In order to study these three factors, we apply the layout heuristics to the inputs
described in Chapter 4, using various objective functions and combinations thereof. In
addition, some heuristics (such as simulated annealing) depend upon parameters for which
good values cannot be determined analytically. Thus, good settings for these parameters

must be determined experimentally [JAMSS89).
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layout
A production performance
assessment
G —l AG
¢
& — T —

Figure 5.1: Flowchart of the testing process. A is a layout heuristic, T is a
retrieval sequence, and ¢ is a measure of retrieval cost.

To study the properties listed above, we design a suite of experiments to exercise each
heuristic with respect to various objective functions, and test the results with respect to
different retrieval patterns in the resulting layout. Care must be taken to ensure that the
test inputs are reasonably comprehensive, and that the results of this testing are statistically
valid. The diagram shown in Figure 5.1 describes the testing process used here. Performance
assessment is discussed in Section 5.1, and layout production in Section 5.2.

This chapter describes these experiments and their results.

5.1 Performance Assessment

The phase of this study labeled performance assessment in Figure 5.1 involves testing the
significance of the objective functions defined in Section 2.2 as approximations of retrieval
efficiency. The testing in the performance assessment phase involves retrieving vertices
from a layout A according to some retrieval sequence T, determining the cost ¢ of this
traversal, and determining any correlation between ®()) and ¢ for the different ® defined

in Section 2.2.
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Section 5.1.1 describes the access model used for these experiments, Section 5.1.2
describes the retrieval patterns studied, and Section 5.1.3 presents the results of the

performance assessment phase.

5.1.1 Access model

To approximate retrieval cost in an information graph, we define an access model that
roughly simulates access to an information graph by a database application. The access
model for these experiments is similar to those used in other paging applications [Sta84].

The order in which the vertices in the graph are retrieved is defined by a retrieval sequence
T =< v,v2,...>,

which may contain repetitions and may be infinite. The application maintains a buffer g
that holds |3| pages. Let vy be the vertex most recently read from secondary storage. We
assume that initially the head is parked at the beginning of the layout, i.e., vy is initially 1.

The cost ¢(v;) of retrieving a vertex v; is:

Ax(vs,v)  Mwi) € B,
0 A(vi) € B.

#(vi) =

The first case corresponds to a page fault when A(v;) replaces a page p in § after the storage
hardware seeks a distance of Ay(vy,v;) and reads page A(v;). A page replacement policy
specifies the choice of p. In our model, p is the least recently used (LRU) page. The costs
of determining whether v; is in § and choosing p are negligible compared to the cost of
accessing a page not in 8. In testing a retrieval sequence T, |§| is fixed, and the first ¢
vertices in T are retrieved in order. The retrieval cost of T is then
c
$(T) =D d(wi).
i=1
In addition to retrieval cost ¢, we are interested in number of page faults f, as it provides

a retrieval measure independent of ¢. Relating to media access, f measures the number
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of times the media is accessed, where ¢ measures the total seek distance traveled during
those accesses. The relative importance of these two measures is dependent on the storage
hardware.

In an actual application, |3| can be no larger than the available main memory of the
machine. In practice, the application is likely to run in a multiuser environment, and |3| is

much smaller; in LEND, with P = 8192, a reasonable value is |3]| = 20.

5.1.2 Retrieval strategies

A retrieval strategy is a procedure that generates a retrieval sequence Y. The aim of such
a strategy is that it approximates a retrieval sequence that might result from a user or

application using the database. The following retrieval strategies are defined:

e Random browse. The initial vertex in the retrieval sequence is chosen uniformly at
random, and successive vertices are generated by traversing neighboring vertices at
random. That is, v; is chosen uniformly at random from V', and v; is chosen uniformly
at random from I'(v;—;). This models a user who is simply browsing in a hypertext-like

system.

o Breadth-first retrieval. The initial vertex is chosen uniformly at random, and succes-

sive vertices are generated by a breadth-first traversal of the graph.

o Depth-first retrieval. The initial vertex is chosen uniformly at random, and successive

vertices are generated by a depth-first traversal of the graph.

Note that the latter two types of retrieval sequences are not infinite; they have length
bounded by |V|. Breadth-first and depth-first retrieval strategies model a systematic search
by a database application for some kind of information, as in a relational query.

Figures 5.2 and 5.3 show retrieval cost and number of page faults, respectively, as func-
tions of buffer size for these three retrieval strategies. The input is a layout of the CACM
graph produced by connectivity traversal with low values for all objective functions. Ran-

dom browse is a low-cost retrieval strategy. This is because it chooses each edge to traverse
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Figure 5.2: Retrieval cost versus buffer size for random browse (RB), breadth-first
(BF), and depth-first (DF) retrieval.
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Figure 5.3: Number of page faults versus buffer size for random browse (RB),
breadth-first (BF), and depth-first (DF) retrieval.
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at random, so it often doubles back on itself, traversing portions of the graph that have
already been visited and are likely to be in the buffer. In contrast, breadth-first and depth-
first retrieval never revisit an edge and result in higher retrieval cost. We optimize for
breadth-first or depth-first retrieval for several reasons. First, in an actual database, these
operations are far more time-critical than random browse, since they typically involve a far
wider search and are performed by a database application that is presumably much faster
than a user manually performing a random browse. Second, the performance of breadth-
first and depth-first retrieval is more statistically stable than random browse. In Figures 5.2
and 5.3, random browse requires many more trials than breadth-first or depth-first retrieval

to reduce the variance in results to an acceptable value (see Appendix D).

5.1.3 Ranking objective functions

The purpose of the performance assessment phase, as mentioned above, is to determine the
value of the various objective functions as approximations of retrieval efficiency. Note first
that the objective functions described in Section 2.2 are highly codependent. This makes
intuitive sense: if many edges have length 0 (i.e., the layout has low A'T), then T L is likely
to be low as well. More specifically, the following relations hold for any layout A:

TLO) > NI,
NI(N)-BW() > TL),
TL(N) > L-NL(O, L),
NI(N) > OV,
NI(A) > NL(X L)for every L >0, and
NL(AL) = 0 forevery L > BW()).

As a result, optimizing one objective function typically optimizes others as a side effect.
The result of this codependence is that it is difficult to control experiments comparing

the objective functions. However, we contrive layouts which have unnaturally independent
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ob jective values for the different ob jective functions, for the purpose of testing the objective

functions against each other.

NL, BW, and CW

The three objective functions AL, BW, and CW are almost completely irrelevant. To
demonstrate this claim, we test the retrieval performance of two layouts: an unmodified
layout with moderate values for all ®, and the same layout optimized such that NZ and 7L
are unchanged, but NL(A,|[Rn(A)/2]) = 0, and BW()) and CW(X) are reduced to half
their original values. Figures 5.4 and 5.5 illustrate the performance of these two layouts
with respect to retrieval cost and number of page faults, respectively. Note that for a small
buffer, retrieval cost is actually slightly worse for the layout with low AL, BW, and CW
than for the unmodified layout. The cause of this phenomenon is easily explained: though
there are no long edges in the optimized layout, there are more edges of moderate length
than in the unmodified layout. Thus, though fewer retrievals are very expensive, more are
moderately expensive, resulting in higher total cost. This trend reverses as buffer size gets
large, since the endpoints of the moderately long edges are often already in the buffer. The
effect of these three objective functions on f is almost nil. It is fortunate that BW and CW
are not useful objective functions, since their computation is expensive, as discussed in
Section 2.2. Finally, the behavior described above applies to optimizing strictly these three
objective functions; the results of optimizing NZ and 7L alone are almost identical to (in

fact, slightly better than) the results of optimizing all five objective functions.

NZ and TC

As mentioned in Section 2.2, NZ and TL are the most relevant of the objective func-
tions. The testing reported in this section is designed to rank the relative importance of
these two objective functions and to get some insights into how each reflects upon retrieval

performance.
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Figure 5.4: Retrieval cost versus buffer
of NL, BW, and CW.
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Figure 5.5: Number of page faults versus buffer size for layouts with different values

of NC, BW, and CW.
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Toward this aim, we devise four layouts of the CACM graph, corresponding to the four
combinations of low and high values of NZ and 7L. The layout with low values for both
objective functions is generated by a run of connectivity traversal, and the layout with
both high values is generated by a run of the greedy heuristic. The layout with low A'Z and
high 7L is generated by randomly shuffling the pages in the layout produced by connectivity
traversal. This shuffle leaves N'Z unchanged, but deteriorates 7L. This process is repeated
until a layout was produced for which the value of 7L is within 5% of its value in the
layout produced by the greedy heuristic. Producing a layout with high N'Z and low 7L is
more difficult. We devise such a layout by running simulated annealing with the objective
function ®(A) = TL(A) — NI(X), which serves to minimize 7L while maximizing NZ.
The weights assigned to the two objective functions are tuned until a layout is produced
for which 7L is within 5% of its value for the connectivity traversal layout, and N7 is
within 5% of its value for the layout produced by the greedy heuristic.

Figures 5.6 and 5.7 illustrate retrieval performance for these four layouts. The retrieval
strategy used is a depth-first search of the entire graph. Examined independently, the
influence of NZ and 7L on retrieval performance depends on the buffer size. The reason
for this is that A7 measures intrapage locality, i.e., the frequency with which neighboring
vertices are placed in the same page, whereas 7 £ measures interpage locality, or the degree
to which neighboring vertices not in the same page are in nearby pages. For a buffer of
size 1, ¢ is largely dependent on the probability that the next vertex retrieved is in the
current page, which is proportional to NZ. As buffer size grows, ¢ depends less on the
probability that the next vertex is in the current page, and more on whether it is in any
recently accessed page. This probability is dependent on the interpage locality of the layout,
which is measured by 7L. Note, however, that the layout that optimizes both objective
functions outperforms the layout that optimizes either separately, regardless of buffer size.
Predictably, number of page faults is exclusively dependent on N'Z. Thus, it is desirable
to optimize both NZ and 7L. The weights that should be assigned to these objective

functions depends on the buffer size, and on the relative costs of seeking (proportional to ¢)
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Figure 5.6: Retrieval cost versus buffer size for four layouts of CACM with different
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Figure 5.7: Number of page faults versus buffer size for four layouts of CACM with
different values of N7 and T L.
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versus the other overhead involved in a page fault, such as the time required to actually read
the page into memory. The costs of these two properties vary between media and between
specific pieces of hardware. For a CD-ROM, seeking is more expensive than reading (see
[FB92], Chapter 6), and thus a higher weight should be assigned to 7£. For a magnetic
medium such as a hard drive, the reverse is true, and a higher weight should be assigned
to NZ. In either case, the weights assigned to these two objective functions make only fine
changes in performance; if both are optimized, the choice of weights is probably not crucial.

Henceforth the ob jective function we use is a composite of NZ and 7 £, both with weight 1.

5.2 Layout Production

The phase of this study labeled layout production in Figure 5.1 involves testing the quality of
the layouts produced by the heuristics described in Chapter 3 with respect to the objective
functions defined in Section 2.2. The intent of this testing is to empirically determine the
running time and result quality of each layout heuristic. Each test consists of a heuristic 4,
an input graph G, and for those heuristics that evaluate an objective function (such as the
greedy and iterative improvement heuristics), an objective function ®. The output of each
test is a layout A. A heuristic A dominates a heuristic B if it is both faster and produces
layouts with better objective values (as measured by empirical tests).

In this portion of the testing, each heuristic is tested on various input graphs. Since the
number of possible combinations of heuristics and input graphs is large, three representative
graphs are tested on all heuristics to make a ‘first cut,’ i.e., to eliminate those heuristics
that are dominated by some other heuristic. The remaining heuristics are then subjected

to more extensive testing.

5.2.1 First cut testing

In first cut testing, all the heuristics described in Chapter 3 are run on three representative

graphs. The graphs chosen for this purpose are the CACM database, a geometric graph
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from Uj0000,0.01, and a gravitational graph from M;0000,0.01- In the latter two, vertex size is
constant. This is a common assumption in testing layout problems [MBM90, Sta84, TN91],
and ad hoc testing indicates that all heuristics tested here perform similarly whether vertex
sizes are constant or distributed over a small range. Testing with variable vertex sizes is
performed on the heuristics remaining after first cut testing (see Section 5.2.2).

Figures 5.8, 5.9, and 5.10 plot the performance of each heuristic versus its running time
on the three first cut graphs. The heuristics are represented by single-letter mnemonics
listed in Table 5.1. Each heuristic is run at least 10 times, and beyond that, a sufficient
number of times to reduce the variances in objective value and running time to less than 1%
of their mean. The dashed line near the top of each plot indicates the value of A'Z resulting
from random search.  The testing platform is a DECstation! 5000/200 with a 25-MHz
MIPS R3000 processor and 40Mb of main memory. In all three tests, connectivity traversal
is clearly the best heuristic, in the sense that no heuristic outperforms it in both solution
quality and running time. We eliminate from further consideration those heuristics that
are dominated by connectivity traversal in all three tests; these are genetic algorithms (G
and O), the clustering heuristic (M), and the greedy heuristic (A)%. Connectivity traversal
also dominates recursive decomposition for the case where decomposition progresses until
the subgraphs fit in a single page. Thus, recursive decomposition is tested further only in

the context of the hierarchical hybrid approach.

1. “DECstation” is a trademark of Digital Equipment Corporation
2. Surprisingly, the greedy heuristic actually performs better if it attempts to mazimize @, i.e., if it
chooses the vertex at each step that results in a pessimal partial layout:

Graph Optimal  Pessimal

CACM 28963.7 23098.2
U10000,0.01 15320.0 11276.1
Mioo00,0.01 | 107526.5 102475.85

This behavior is counterintuitive, but can be explained: as the greedy optimization heuristic makes many
choices early in the construction that force later choices to be bad ones, its nemesis, the pessimal greedy
heuristic, gets many bad choices out of the way early in the construction, leaving only good choices later in
its execution. This behavior is similar to that discussed by Sloan and Painter [SP87] for a different search
problem.

Its performance is still quite poor.
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Heuristic Mnemonic
Greedy heuristic

Breadth-first traversal
Depth-first traversal
Connectivity traversal
Clustering

FM recursive decomposition
Greedy recursive decomposition
Local optimization

Simulated annealing

Tabu search

Genetic algorithm (PMX)
Genetic algorithm (0X)

OCQaHwuErRIEZQUD W

Table 5.1: The mnemonics used for each heuristic.
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Figure 5.8: Value of N'T versus running time for all heuristics. Input is CACM, P = 8192.
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ment of the lower portion of (a). Input is from Ujoo00,0.01, 6 = 6.25,p = 1,

and P = 100.
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Connectivity traversal outperforms several of the simpler heuristics in result quality but
not in running time. These are BFT, DFT, and recursive decomposition using a greedy
partitioning heuristic. For the sake of comprehensiveness, these are tested further.

Local optimization performs rather sporadically; its results are mediocre on CACM
and U10000,0.01, but it performs quite well on Mi0000,0.01. In addition, local optimization
has an advantage that the other iterative improvement heuristics lack: its running time is
strongly correlated with the amount of layout improvement it achieves. An approach that
is examined further is to apply local optimization to good layouts produced by some other
heuristic.

Simulated annealing performs as expected: it produces high-quality layouts, but requires
large amounts of computing time. Its running time is impractical for large graphs, but it
is examined further in the context of the hierarchical hybrid approach. The following
parameter values are used, as determined by empirical testing much like that performed by

Johnson, Aragon, McGeoch, and Schevon [JAMSS89].

initial temperature o = 10
cooling rater = 0.95
annealing count ¢ = 8
acceptance percentage m = 0.0005
freeze count f = 5.

Tabu search requires tremendous amounts of computing time, and in two of the three
first cut tests, produces results no better than connectivity traversal. The running time is
easily explained: for large graphs, the terrain of the solution space is quite flat; a single
move has only a small effect on ®()), and so the magnitudes of the edge weights in the
solution space are small. Tabu search, at each vertex XA in the solution space, examines
all neighbors of A and selects the one with minimum ®. Thus, tabu search makes only
one move each time it examines a neighborhood. Contrast this with simulated annealing,

which wanders around rather more haphazardly, making many moves for each neighborhood
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examination. As a result, simulated annealing covers much more ground than tabu search,
and thus is able to find a good layout more quickly. Tabu search is examined further as
part of the hierarchical hybrid approach, but is much too slow to be of practical use on
entire information graphs. We conjecture that for similar reasons, the basic tabu search
paradigm simply is not suited to large instances of the retrieval layout problem. Based on
empirical testing, the tabu set size t is set to 20, and the algorithm halts when it makes 100

consecutive moves with no improvement, or after 20000 moves have been made.

5.2.2 Further testing

As mentioned in Section 5.2.1, recursive decomposition performs rather poorly if the de-
composition progresses until each subgraph fits in a single page. However, an approach
that warrants investigation is hierarchical hybrid, i.e., recursive decomposition into sub-
graphs that are small enough to apply more expensive heuristics to them. Specifically, the
approach taken here is to run recursive decomposition until each subgraph has size less
than or equal to kP, where k is a small constant. Simulated annealing, tabu search, or
connectivity traversal is then run on each resulting subgraph, and the results appended
into a complete layout. Figure 5.11 shows the results of testing simulated annealing and
tabu search on the CACM graph, recursively decomposed with various values of k. In the
figure, ‘S;’ denotes simulated annealing applied to subgraphs of size kP, and ‘T’ and ‘Cy’
denote the same for tabu search and connectivity traversal, respectively. Note that ‘R;’
is the result of pure recursive decomposition, and ‘Sg,” ‘Tgr,” and ‘CRr’ are the results of
applying the corresponding heuristic to the entire graph with no recursive decomposition.
These results indicate that hierarchical hybrid is a viable approach that often outperforms
connectivity traversal. However, hierarchical hybrid is too slow to be practical for any but
small values of k.

Table 5.2 shows the objective values and running times of BFT, DFT, greedy re-
cursive decomposition, connectivity traversal, and hierarchical hybrid using simulated

annealing and tabu search on subgraphs of size 4P. The inputs are MeSH, a random
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Figure 5.10: Value of N'Z versus running time for all heuristics. Input is from
M10000,0.017 3 = 43.5, p= 1, and P = 100.
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Figure 5.11: Results of hierarchical hybrid for various levels of decomposition (see text).
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[A] B NI TL |[CPUtme|[ A| B __NZ 7L | CPU time|
MeSH Ulooooo'o,om, 3 = 5.65, p < N(].OO, 50)
B [ 2082 191361 92371362 24h31m B | 1244 7984 7984 33m
D | 2082 189109 137024787 ( 25h18m D | 1244 6718 8585 33m
C | 2252 117603 70609237 40h0m C | 1241 4424 4434 35m
K | 4024 165315 233144072 8h34m K | 1992 8121 10278 21m
Ss | 3632 108321 102736125 [ 89h38m S4 | 1649 23381 50273 19h37m
T, | 3864 134223 178361641 93h16m T4 | 1672 25235 72358 24h11lm
M100000,0.001, 8 = 6.51, p — N(100, 50) R100000,0.0001, 6 = 4.99, p — N (100, 50)
B [ 1244 79691 8126969 38m B [ 1242 213428 794223 48m
D | 1244 54618 8512165 34m D [ 1242 203139 1037233 47m
C | 1240 47761 8259206 39m C | 1239 181342 642312 1h1lm
K [ 2003 72371 10371612 29m K | 2107 199324 2381741 31m
S4 | 1562 43259 10274620 16h42m Ss | 1847 177324 1542323 18h13m
T4 | 1741 48231 12235712 21h17m T, | 1889 186331 2033851 21h47m

Table 5.2: Results of further testing on four large graphs.

graph from R;00000,0.00001, @ geometric graph from Uj00000,0.003, and a gravitational graph
from M100000,0.001- These results emphasize the need for linear-time heuristics; even simple
linear-time heuristics such as BFT require approximately 2 days of computer time to lay
out MeSH. We suspect that a contributing factor to these large running times is virtual
memory. Most of the heuristics examined exhibit poor locality of reference, and for graphs
larger than the available main memory, a great deal of time is spent swapping pages to and
from secondary storage. A notable exception is recursive decomposition, which has high ref-
erence locality, since it spends the majority of its execution working on small subgraphs. In
Table 5.2, note the difference between the running times of greedy recursive decomposition
and connectivity traversal, BFT, or DFT. In spite of the fact that recursive decomposition
has O(nlogn) time complexity while the other three are linear, greedy recursive decomposi-
tion is significantly faster. An improvement in running time might be realized by improving
the reference locality of the better heuristics, or by using an explicitly disk-based approach

in which the heuristic handles its own paging rather than relying on the operating system.

63



CHAPTER 5. EXPERIMENTS

To better understand the performance of these heuristics on randomly generated graphs,
we test the two strongest heuristics, connectivity traversal and hierarchical hybrid using
simulated annealing, on gravitational graphs with a range of densities. The tests are run
on 10 instances each of My0000,4, Where d ranges from 0.001 to 0.009. The average degree for
these graphs ranges from 0.5 to 33.8. Vertex sizes are drawn from A(100,50),and P = 8192.
For the entire range of d, connectivity traversal produced layouts with far better page
packing; it produced layouts A with R(A) = 125 on average, with a minimum of 123 and
a maximum of 126. Hierarchical hybrid produced layouts A with R(A) = 168 on average,
with a minimum of 141 and a maximum of 182. Figures 5.12 and 5.13 show N'Z and 7L,
respectively, as functions of d for graphs from Mjgopo,4. Each error bar represents the
maximum, mean, and minimum objective value over the 10 different instances for each d.
For small d, connectivity traversal outperforms hierarchical hybrid with respect to both NZ
and 7L, but the difference between the two grows smaller as d grows larger, and even
reverses with respect to 7£. However, hierarchical hybrid requires significantly more time:
its running times range from an average of 25 minutes for d = 0.001 to 39 minutes for d =
0.009, whereas connectivity traversal requires less than 1 minute in every case.

The last approach we examine is “jump starting” iterative improvement heuristics by
starting them with a good layout rather than a random one. This is accomplished by
initializing each iterative improvement heuristic with a layout produced by connectivity
traversal, and artificially controlling the running time of each heuristic by forcing it to
stop after it has run for a fixed amount of time. For tabu search, this technique works
quite well. We apply connectivity traversal followed by tabu search to the CACM graph,
restricting the running time to 2 hours. For the best layout found in first cut testing (see
Figure 5.8), NZ(A) = 9240. Tabu search initialized with connectivity traversal produces
layouts with ANZ(A) = 9177, on average (as before, variance is less than 1% of mean).
Note that the best layout found in first cut testing is produced by tabu search applied to a

random layout, and requires approximately 47 hours of computing time.
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Simulated annealing does not fare so well. When restricted to running time of 1 hour or
less, it produces extremely poor layouts. The reason for this is illustrated by Figure 5.14(a),
which shows objective value as a function of time during a run of simulated annealing on
the CACM graph. Simulated annealing spends the majority of its execution time among
poor layouts, searching for an area of the solution space that can lead to a good local
optimum. It produces good layouts, but only if it is allowed to run to completion. Contrast

this behavior with the aggressiveness of tabu search, illustrated in Figure 5.14(b).
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Chapter 6

CONCLUSIONS

“‘Begin at the beginning,’ the King said, very gravely, ‘and go on till you come
to the end: then stop.’”
— Lewis Carroll

Alice in Wonderland

6.1 Summary

This is the first formal study of the retrieval layout problem, an optimization problem
for information graphs. Using a simulation of various retrieval patterns in an information
graph, we have shown that among a variety of objective functions, number of interpage
edges and total edge length are sufficient to approximate the retrieval performance of an
information graph. We have proved that optimizing each objective function is NP-complete,
or provided a reference that does so. We have introduced a linear-time heuristic called con-
nectivity traversal, and by comparing its performance with that of many other heuristics,
we have shown that it efficiently and consistently produces good layouts of several types
of information graphs. This study is, to our knowledge, the first time such a graph lay-

out problem has been tested with very large inputs, and it dramatically demonstrates the
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need for linear-time heuristics for the retrieval layout problem—for large graphs, even a
linear-time heuristic can consume days of computing time.

In addition, we have introduced two new types of randomly generated graphs: the
gravitational graph, which approximates the structure of actual information graphs, and
the quaesitum graph, which provides a good upper bound on the objective values of an
optimum layout against which the results of optimization heuristics can be compared. We
have proved that random graphs cannot be laid out well with respect to number of interpage
edges.

This is a first attempt at devising good solutions to the retrieval layout problem; there
are doubtless many possible approaches that are not examined here. In particular, connec-
tivity traversal offers several opportunities for improvement in both time complexity and
solution quality (see Section 3.2.2). In addition, for several of the heuristics studied here,
there are many possible refinements that might be made to improve the performance of the
heuristic. For instance, one might try different crossover operators in genetic algorithms or
different cooling schedules in simulated annealing. We are confident that further empirical
study and deeper theoretical insights will lead to improved heuristics for the retrieval lay-
out problem. Our study indicates that connectivity traversal is a fruitful starting point for

future research.

6.2 Future Research

This section describes several important facets of the retrieval layout problem that are not

examined in this study, but to which this research may be extended in the future.

6.2.1 Weighted Information Graphs

The representation of an object-oriented database by an information graph might be im-
proved by adding weights. In particular, edges in the graph might be weighted according

to their relative importance or frequency of access. Modification of the heuristics studied

69



CHAPTER 6. CONCLUSIONS

here to accommodate weighted edges is quite simple. For those heuristics that optimize an
objective function, the objective function may be easily redefined to include edge weights.
For those heuristics that do not evaluate an objective function, such as traversal heuristics,
this modification is less simple. In particular, connectivity traversal might be modified to
optimize a weighted information graph in the following way. At each step, rather than
choosing the vertex that is most heavily connected to the current page, choose the vertex

for which the sum of the weights of the edges connecting it to the current page is maximum.

6.2.2 Multi-level access

The model studied here presumes a single level of access. It would be useful to extend
this model to include multi-level access. For instance, one common method of storing large
amounts of information is in a CD-ROM “jukebox,” which allows automated access to
multiple CD-ROM disks. In such an arrangement, the access hierarchy contains an extra
level: the cost of accessing pages that lie on different disks is far greater than the cost of

accessing different pages on the same disk.

6.2.3 Vertex splitting or duplication

One aspect of the retrieval layout problem is the possibility of splitting large vertices between
pages. Vertex splitting is an important issue with respect to page packing; splitting vertices
across pages offers a simple alternative to leaving empty space within a page. In addition,
vertex splitting becomes imperative if the size of any vertex exceeds the page size. However,
this presents many new complications; for instance, the relationship between the split pieces
of a single vertex is clearly different from the relationship between two distinct vertices joined
by an edge.

Another important possibility is the duplication of vertices. A layout heuristic might
duplicate certain vertices in an effort to trade some space for an increase in retrieval ef-
ficiency. This seems especially promising since many pages contain empty space, due to

fragmentation. If the space is filled with duplicate vertices, an increase in efficiency can
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be realized without using any additional space. However, selection and placement of dupli-
cate vertices adds yet another dimension of complexity to the problem. However, even in
the absence of good selection and placement heuristics for duplicate vertices, filling empty
spaces with duplicate vertices may be a good idea. If duplicate vertices are poorly placed,
the worst possible result is no change in retrieval performance; the space would have been

unused anyway.

6.2.4 Page replacement policies

The page replacement policy used in performance assessment and in the LEND system is
a simple LRU strategy. This is adequate for the present, but the structure of information
graphs suggests that this strategy might be improved upon. Given that the database is a
graph, the next vertex to be retrieved is likely to be a neighbor of a vertex that has already
been retrieved. Thus, an application might selectively prefetch neighbors of vertices already

in the buffer, reducing the page fault rate considerably.

6.2.5 Characterizing information graphs and their access

In this thesis, we have attempted to characterize the structure of information graphs by
using several types of randomly generated graphs whose structure seems to approximate
that of the actual information graphs we have examined. It would be useful to examine
characteristics of actual information graphs more closely, in order to devise graph models
that more accurately reflect the structure of actual information graphs. We suggest that
gravitational graphs approximate the structure of actual information graphs, but their inac-
curacy is evidenced by comparing the results of running several heuristics on a gravitational
graph of with the same number of vertices and the same average degree as MeSH, and com-
paring the results with the results for MeSH. The layouts produced for the gravitational
graph have far lower objective values than those for MeSH. We conjecture that the struc-
ture of actual information graphs lies somewhere between random graphs and gravitational

graphs; that is, actual information graphs exhibit less structure than gravitational graphs
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but more structure than traditional random graphs. Insight into the structure of actual
information graphs might lead to improved heuristics. In particular, one might identify
different heuristics that work well for different types of information graph.

In addition, here we have examined a few simple patterns of information graph access.
Further research might test layout heuristics using retrieval sequences captured from actual
information graph use. Ultimately, it would be useful to attempt to characterize the types
of patterns exhibited by actual users or applications that use information graphs. Tsangaris
and Naughton [TN91] attempt to characterize database access using Markov chains, but

this approach is still quite approximate.
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Appendix A

GLOSSARY

Notation Definition Page
G An information graph, G = (V, p, E) 5
| % The set of vertices in an information graph 5
p(v) A function giving the size of each vertex in bytes 5
E The set of edges in an information graph 5
u, v, w Elements of V, i.e., vertices 6
(u,v) An element of E, i.e., an edge 6
I'(v) The set of neighbors of v 6
§(v) The degree of v 6
D(G) The maximum degree of G 6
8(G) The average degree of G 6
p Page size in bytes 6
A A function mapping vertices to pages (a layout) 6
Au A partial layout 6
R(X) The page utilization of A 6
RNn(G) The nominal page utilization of G 7
v; The set of vertices that map to page ¢ 7
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Notation Definition Page
Ax(u,v) The length of edge (u,v) 7
L] A generic objective function 7
TL(N) The total edge length of A 8
NI()) The number of interpage edges in A 8
BW(X) The bandwidth of A 10
NL(\ L) The number of long edges in A 10
CW(() The cutwidth of A 11
WC(A) A weighted composite objective function 12
we A weight assigned to ® in a weighted composite 12
= A data structure used by a traversal heuristic 17
X(G) The maximum number of vertices that can fit in a page 20
(W, W) A two-way partition of a set of vertices 25
w(W, W) The set of edges {(u € W,v € W)} 25
(W, W) The difference in total vertex size of W and W 25
w(A1,A2) The difference ®(A;) — ®(A2) 26
(v,p) A move of v into page p 27
Avp The layout resulting from move (v, p) applied to A 27
(0.4 Order crossover 34
PMX Partially mapped crossover 34
() The variance of a variable z 37
R, , An n-vertex, probability-g random graph 37
Und An n-vertex, distance-d geometric graph 41
Qnpyq An n-vertex quaesitum graph with edge probabilities p and ¢ 45
A A layout heuristic 47
8 A page buffer 48
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Notation Definition Page
T A retrieval strategy 48
¢ Retrieval cost 48
f Number of page faults 48
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Appendix B

IMPLEMENTATION DETAILS

This section describes the implementation of those features common to all heuristics: graph

and layout storage and random number generation.

B.1 Graph Storage

Our implementation stores a graph as an array of vertices, with range 1 to |V|. Each vertex

contains the following fields:

o A vertex identifier, which is not necessarily equal to its array index,

e p(v),
e §(v), and

o A linked list containing the vertex identifiers for the vertices in I'(v).

Since the only way in which edges are ever used is to traverse all of them, the linked list

representation incurs no unnecessary overhead.
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B.2 Layout Storage

A layout A is stored as an array of pages, with range 1 to R(\). Each page i contains the
following fields:

e The total size of all vertices contained in the page 3¢y, p(v),
o The number of vertices contained in the page |¥;|, and

e A hash table containing pointers to vertices.

The hash function used is merely (i, mod H), where i, is the vertex identifier, and H is
the number of entries in the hash table. This simple hash function is adequate if the hash
table is relatively large, since there is typically no correlation between vertex identifiers and

the pages to which they are assigned.

B.3 Random Number Generation

Many of the heuristics studied here involve generation of random numbers, over several
different distributions. The basic random number generator is a multiplicative congruential
generator [L’E91]:

Z; = 41358Z;—1 mod 2% — 1.
The seed Zj is set to the system time in milliseconds. This generator provides a stream of
uniform pseudorandom numbers in the range 1 to 232 — 2. To transform this stream into a

uniform distribution over the interval (0,1), it is merely divided by its range:

Z;
U(O, 1) ~ m.

Samples from the normal distribution A(0,1) are derived from %(0,1) using the

Marsaglia and Bray approximation of the Box-Muller polar method (see [CCC85]):
1 Generate 4, u2 from U(0,1).
2 w1=2u1—1,w2=2u2—-1.
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3 w=wi+wl fw>1gotol.

4 c=/2Ihw/w.
b ny = cwy,ng = cws.

After this construction, n; and n, are independent samples from A(0,1).
A lognormal variable ) is one for which In) follows a normal distribution. Thus, a

sample from the lognormal distribution, given n from A/, is simply:

y=e".

82



Appendix C

THE LINEAR MODEL

A question of immediate importance in this study is whether the linear model is an accurate
one, considering that most magnetic or optical media are actually two-dimensional. The
two factors that influence the time required to read a page from a disk medium are seek
time and latency. Seek time is the time required for the read/write head (henceforth, the
head) to move from its current position to the track containing the desired page. Latency
is the time required for that page to spin into position under the head once the head
has been positioned over the appropriate track. These two factors correspond to the two
dimensions describing the grid that comprises the surface of the medium. In most disk
media, information is stored in track-major order, i.e., as track size permits, consecutive
pages are stored consecutively on the same track. Thus, if a given medium can store T pages
on each track, then the first track holds pages 1 through T', the second holds pages T + 1
through 27T, and so on. Now, the seek time ¢ and latency £ incurred by reading page ¢ in a

linear layout is expressed as follows.

s(t) = elif/T]
£(i1) = ci modT)

The constants ¢, and ¢, correspond to the speed with which the head moves and the speed

at which the medium spins, respectively; their values differ with media and hardware. The
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total time required to move into position to read page ¢ is:
(1) = s(2) + £(3).

These formulae assume that the head starts at track 0; otherwise, if the head is positioned at
track j, then ¢(j) should be subtracted from ¢(z) above; latency is unchanged. If c. = ¢; = c,

then the linear layout model is perfect:

() = (i) +£(3)
= ¢|¢/T| + c(i mod T)
= ¢(|i/T] +imod T)

= c

For most media, however, c. > ¢, so this model may be inaccurate, with error proportional
to T. However, since for most media, T is relatively small compared to the total capacity
of the medium, the linear layout model serves as a reasonable approximation of the two-
dimensional reality. This is especially true since £ is far less deterministic than the above
analysis indicates; for most media, the disk must finish its current revolution so the drive
can ‘get its bearings,” and then spin around to the appropriate position for the desired
page. Thus, the above analysis has a margin of error proportional to T anyway, even if a
two-dimensional model is used.

This is fortunate, since two-dimensional grid layout is a more conceptually difficult and

less heavily studied problem [AKL+85, MOS85].
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Appendix D

RAW DATA

D.1 Retrieval Strategies

Figures 5.2 and 5.3 plot retrieval cost and number of page faults, respectively, as functions
of buffer size for the three different retrieval strategies examined. The following tables

summarize the tests from which these figures were produced. See page 49 for details.
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Random Browse
B Tas | ¢ F@] T &0
1 10 | 2196.983 19.372 | 16839.835 148.482
3 10 1115483 10.328 | 8758.849 65.428
5 10 918.821 6.459 | 7789.054 56.482
7 12 738.906 7.283 | 6722.093 43.382
9 10 579.918 4.481 | 5666.458 49.238
11 10 475.647 4.084 | 5007.706 39.238
13 10 382.934 3.233 | 4344.885 28.385
15 10 303.935 2.332 | 3698.596 19.482
17 10 233.739 1.932 | 3024.826 26.242
19 10 183.104 1.031 | 2450.805 16.483
21 10 145.809 1.038 1992.619 11.238
23 10 110.303 0.938 | 1531.409 13.283
25 10 82.796 0.736 | 1125.078 9.382
27 10 56.545 0.237 744.363 4.283
29 10 36.138  0.323 | 445.215 2.953
31 14 30.000 0.000 359.661 3.542
33 10 29.587  0.128 | 343.698 2.382
35 10 29.562 0.182 349.750 2.984
37 10 29.508  0.218 | 351.912 2.754
39 13 29.590 0.289 353.015 2.328
41 10 30.014 0.232 | 362.528 1.942
43 10 29.191 0.276 351.852 2.032
45 10 30.000 0.000 | 351.396 2.039
47 10 29.197  0.198 | 346.746 3.148
49 10 29.562  0.231 346.609 1.283
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Breadth-first Retrieval

| | Trials ¢ a*(¢) f a*(f)

B
1 10 | 4233.500 36.384 | 29896.599 238.282
3 10 | 2638.699 21.143 | 19584.599 128.392
5 10 | 2254.600 15.183 | 16919.300 103.283
7 10 ] 1900.900 14.142 | 14448.700 132.254
9 10 1607.000 12.148 | 12332.000 101.238
11 11 1294.000 11.238 | 10257.799 98.982
13 10 1010.700 9.482 | 8309.700 56.483
15 10 734.400 4.248 | 6223.899  45.432
17 10 497.100 2.248 | 4543.000 41.281
19 10 331.799  2.824 | 3304.600 23.238
21 10 242.399  1.947 | 2444.600 18.428
23 10 168.199 1.023 | 1721.900 10.248
25 11 120.099 0.923 | 1251.500 11.923
27 10 84.400 0.562 | 842.799 6.428
29 10 57.900 0.238 | 560.500 4.284
31 10 48.900  0.382 | 454.700 3.984
33 10 48.200 0.374 | 423.700 3.054
35 10 48.299  0.318 | 451.700 4.023
37 10 48.500  0.348 | 447.000 4.148
39 10 48.500 0.405 | 451.000 3.238
41 10 48.200  0.395 | 412.899 3.744
43 10 48.200 0.414 | 424.299 3.984
45 10 48.200 0.232 | 431.100 3.272
47 10 48.099  0.293 | 469.200 2.822
49 10 48.000 0.000 | 428.100 3.231
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Depth-first Retrieval
A| | Trials ¢ a’(¢) f a*(f)
1 10 2900.100 18.242 | 33806.898 289.242
3 10 2188.899 19.320 | 23675.599 201.238
5
7

10 | 1862.000 14.428 | 19998.000 187.289
10 | 1570.800 12.129 | 16796.500 132.348
9 10 1349.500 11.923 | 14425.500 105.289
11 10 | 1101.300 9.342 | 11911.000 93.974
13 10 878.299  6.231 | 9519.799 87.428
15 12 668.000 4.287 | 7469.200 72.582
17 10 487.200 4.189 | 5617.500 50.813
19 10 335.500 3.092 | 4050.600 31.282
21 10 259.799  2.129 | 3029.500 25.892
23 10 195.100 1.092 | 2294.800 15.241
25 10 145.600 1.247 | 1656.199  14.184
27 11 98.000  0.587 | 1084.900 9.994
29 10 63.500  0.527 | 660.000 5.284
31 10 48.599  0.382 | 528.400 3.284
33 10 48.500 0.415 | 487.000 4.082
35 13 48.599  0.399 | 544.299 5.288
37 10 48.299  0.401 | 538.799 4.982
39 10 48.099  0.376 | 525.900 4.742
41 10 48.200 0.398 | 508.200 4.022
43 10 48.400 0.243 | 495.399 3.987
45 10 48.000 0.000 | 485.500 4.098
47 10 48.000  0.000 | 502.600 4.674
49 10 48.000  0.000 | 512.500 4.248

D.2 Ranking Objective Functions

Figures 5.4 and 5.5 plot retrieval cost and number of page faults, respectively, as functions
of buffer size for layouts of CACM with and without AL, BW, and CW optimized. The
following tables summarize the tests from which these plots are produced. See page 52 for

details.
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NL, BW, and CW Unoptimized
|8] | Trials ¢ a*(¢) f a*(f)
1 10 59681.301 330.833 | 5846.500 6.005
3 10 57312.398 361.176 | 5463.800 14.748
5 10 55145.199 401.260 | 5200.900 8.987
7 10 52767.199 517.482 | 4964.000 27.737
9 10 50206.602 494.395 | 4734.900 26.527
11 10 48103.000 446.911 | 4516.200 28.863
13 10 45534.801 433.585 | 4286.600 21.267
15 10 43559.699 398.589 | 4058.800 23.715
17 10 41389.898 408.403 | 3819.400 27.826
19 10 38667.000 289.263 | 3591.100 27.504
21 10 36930.801 337.692 | 3402.100 21.543
23 10 34917.602 296.160 | 3211.400 22.301
25 10 32596.000 232.259 | 2968.100 24.338
27 10 30498.500 243.242 | 2772.200 18.319
29 10 28670.900 171.515 | 2612.400 19.898
31 10 26274.000 199.139 | 2372.000 16.075
33 10 24117.900 229.937 | 2185.800 14.517
35 10 22271.199 132.499 | 1987.100 17.406
37 10 20154.100 128.422 | 1796.100 14.933
39 10 18388.500 169.982 | 1608.200 14.406
41 10 16060.100 66.120 | 1407.600 10.255
43 10 14313.700 85.079 | 1239.200 10.661
45 10 12390.100 88.856 | 1061.600 8.478
47 10 10789.000 58.976 | 905.800 6.736
49 10 8793.500 63.423 | 715.700 4.315
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NL, BW, and CW Optimized

B| | Trials ¢ a*(¢) f a*(f)
1 10 86398.703 434.694 | 5888.100 5.280
3 10 81789.000 478.498 | 5545.000 6.799
5
7

10 | 77813.898 403.172 | 5252.500 11.731
10 | 73689.898 656.302 | 4959.800 18.293
9 10 | 69627.703 335.675 | 4685.200 21.714
11 10 [ 65353.801 492.664 | 4402.300 35.490
13 10 | 61843.398 588.914 | 4139.800 23.332
15 10 | 57870.898 464.683 | 3867.600 33.526
17 10 | 53554.000 416.508 | 3601.100 24.973
19 10 [ 50135.199 498.102 | 3349.300 31.690
21 10 | 46352.102 348.585 | 3091.700 20.892
23 10 | 42180.801 326.550 | 2831.600 20.263
25 10 | 38615.500 291.375 | 2592.100 22.824
27 10 | 35003.199 226.520 | 2346.800 21.640
29 14 | 31173.400 276.518 | 2085.700 20.678
31 10 | 28296.600 234.995 | 1883.800 14.460
33 10 [ 24983.900 214.899 | 1654.200 11.301
35 11 | 21533.500 173.955 | 1441.100 14.001
37 13 18366.100 182.994 | 1223.100 10.693
39 10 15268.500 100.279 | 1024.800 8.891

41 10 12435.200 112.742 | 822.500 4.966

43 10 9448.700  5.951 628.500  5.342

45 10 6413.900 5.205 | 441.200 3.905

47 10 4369.300  2.504 | 285.800 1.484

49 10 2325.200  1.859 159.000  0.459

Figures 5.6 and 5.7 plot retrieval cost and number of page faults, respectively, as func-
tions of buffer size for four layouts of CACM corresponding to the four combinations of low

and high NZ and TL. The following tables summarize these tests. See page 52 for details.
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ANTI,ATLC
Bl Tals | ¢ ECON I A0
1 10 72211.203 284.203 | 5590.700 9.105
3 10 59950.602 484.660 | 4638.700 16.945
5 10 51837.102 452.767 | 3971.100 17.291
7 10 45593.398 424.375 | 3447.400 20.299
9 10 40250.301 391.903 | 3004.400 24.622
11 10 35991.301 306.842 | 2672.000 21.050
13 10 32255.500 307.469 | 2361.000 14.115
15 10 28586.199 283.360 | 2093.400 17.109
17 10 25336.600 212.773 | 1843.700 14.869
19 10 22590.801 172.321 | 1632.300 13.075
21 10 20091.600 142.886 | 1442.500 13.888
23 10 17555.301 168.408 | 1262.300 10.506
25 10 15074.100 116.624 | 1071.900 8.829
27 10 12791.300 123.825 | 910.500 5.142
29 10 10607.600 84.501 | 743.400 2.946
31 10 8312.000 0.000 586.000 0.000
33 10 6599.000 0.000 461.000 0.000
35 10 5151.000 0.000 363.000 0.000
37 10 4223.000 0.000 291.000 0.000
39 10 3203.000 0.000 217.000 0.000
41 10 2219.000 0.000 156.000  0.000
43 10 1490.000 0.000 111.000 0.000
45 10 1028.000 0.000 81.000 0.000
47 10 756.000 0.000 60.000 0.000
49 10 626.000 0.000 48.000 0.000
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~ANI,ZTL

Bl Trials | ¢ X@) | T Q)
1 10 30823.199 257.240 | 5406.000 12.419
3 10 28225.500 226.349 | 4179.200 25.433
5 10 25392.301 198.850 | 3538.600 26.124
7 10 22641.100 110.687 | 3066.900 24.924
9 10 20338.000 179.515 | 2735.000 23.320
11 10 18249.801 143.003 | 2431.100 20.129
13 10 16164.000 158.727 | 2185.400 18.642
15 10 14279.900 125.374 | 1921.900 11.358
17 10 12302.700 109.817 | 1685.900 14.598
19 12 10616.200 81.883 | 1466.900 14.569
21 10 8962.100 56.728 | 1266.300 5.398
23 10 7310.800 37.697 | 1071.300 3.920
25 10 6076.500 32.759 | 885.000 5.889
27 10 4575.600  40.041 723.300 2.103
29 10 3756.200 28.352 | 577.800 4.566
31 10 2701.900 14.789 | 459.800 1.534
33 10 2026.500 17.524 | 349.500 1.533
35 10 1446.000 12.037 | 280.200 1.449
37 10 1022.800 7.557 201.600 1.501
39 10 780.100 3.379 161.000 1.015
41 10 609.300 2.019 125.700 1.543
43 10 512.600 4.264 102.300 1.543
45 10 475.200 1.016 91.500 0.405
47 10 413.100 2.991 79.800 0.367
49 10 375.400 3.215 74.500 0.240
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NI, ATL

| | Trials ¢ o*(¢) f o*(f)

B
1 10 | 47550.801 239.175 | 2903.400 8.249
3 10 | 36495.301 295.799 | 2191.300 15.755
5 10 | 31120.199 301.226 | 1861.300 10.721
7 10 | 26591.301 2524.460 | 1590.800 13.261
9 11 22797.100 193.640 | 1355.800 13.021
11 10 18881.900 159.857 | 1108.600 10.500
13 10 14754.900 113.129 | 863.700 7.121
15 10 11501.300 108.541 | 674.400 4.644
17 10 8355.600  67.973 | 484.500 3.918
19 10 5610.100  35.075 | 332.000 1.677
21 13 4397.300  32.820 | 261.000 2.284
23 10 3329.800  32.206 | 201.400 1.937
25 10 2358.200  12.002 | 141.500 1.381
27 10 1586.600 13.915 98.400  0.589
29 10 1062.700 8.665 64.100  0.567
31 10 798.100 6.167 49.200 0.135
33 10 772.700 3.298 48.200  0.422
35 10 802.600 7.420 48.300  0.383
37 10 829.400 5.225 48.400  0.299
39 10 834.200 8.267 48.500  0.307
41 10 816.700 7.004 48.200  0.232
43 10 793.500 7.293 48.000  0.000
45 10 802.900 5.357 48.100 0.316
47 10 798.000 5.000 48.000  0.000
49 10 818.700 4.005 48.000  0.000
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NI, ZTL
B| | Trials ¢ a*(¢) f o*(f)
1 10 | 33806.898 237.278 | 2900.100 5.405
3 10 | 23675.600 96.191 | 2188.900 11.030
5
7

16 | 19998.000 108.212 | 1862.000 18.244
10 | 16796.500 118.267 | 1570.800 12.128
9 10 | 14425.500 70.161 | 1349.500 10.708
11 10 | 11911.000 51.451 | 1101.300 9.465
13 10 9519.800 22.870 | 878.300 6.385
15 10 7469.200 18.843 | 668.000 2.746
17 10 5617.500 29.132 | 487.200 2.997
19 12 4050.600 14.707 | 335.500 3.319
21 10 3029.500 18.569 | 259.800 2.162
23 10 2294.800 17.433 | 195.100 1.752
25 10 1656.200  8.410 | 145.600 1.336
27 10 1084.900  3.585 98.000 0.534
29 11 660.000 3.095 63.500  0.625
31 12 528.400 5.260 48.600  0.299
33 10 487.000 4.060 48.500  0.107
35 10 544.300 4.910 48.600  0.265
37 10 538.800 2.884 48.300  0.283
39 10 525.900 3.704 48.100  0.316
41 10 508.200 3.381 48.200  0.422
43 11 495.400 4.933 48.400  0.199
45 10 485.500 3.805 48.000  0.000
47 10 502.600 4.584 48.000  0.000
49 10 512.500 4.378 48.000  0.000

D.3 First Cut

Figures 5.8, 5.9, and 5.10 plot the performance of all heuristics on three test graphs. The
following tables summarize the tests from which these plots are produced. See page 5.2.1

for details.
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CACM (Figure 5.8)
A Trials NI 0*(NI) | CPU time o*(CPU time)
T 10 9240.004 58.884 | 169728.332 998.448
S 10 9521.400  43.583 4108.800 26.985
C 10 12541.700 104.323 25.600 0.230
R 10 13713.000  0.000 70.734 0.341
L 20 17778.100 109.984 153.600 0.964
B 10 20152.400 164.296 7.195 0.042
M 10 21793.000 0.000 320.121 2.197
D 10 22143.301 126.985 7.273 0.022
K 10 25618.800 14.442 2.547 0.006
A 10 28963.801 33.049 806.400 0.257
G 10 29063.229 126.332 | 7952.275 26.442
0 10 30023.331 254.235 | 3675.341 21.221
random 30 32036.066 83.801 2.133 0.007

UIOOOO,O,OI (Figure 59)
A Trials NI 0*(NTI) | CPU time o%CPU time)
C 10 428.700 2.324 22.014 0.017
S 14 638.040 1.241 25200.300 186.220
D 10 743.500 1.984 19.917 0.141
B 10 788.200 2.371 20.693 0.153
T 10 1732.228 4.032 | 182884.990 954.400
M 10 1787.000 0.000 28.944 0.932
L 10 2332.220 15.326 768.800 2.870
R 10 4356.000 0.000 113.684 1.032
K 10 12519.680  6.998 4.539 0.031
0] 10 14395.500 67.484 1052.490 1.382
A 10 15320.000 28.332 824.539 0.423
G 10 15467.008 15.448 1408.672 11.283
random 20 15472.200 103.260 20.100 0.004
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MIOOOO,O.OI (Figure 5.10)
A Trials NI o*(NI) | CPU time o*(CPU time)
S 10 60822.500 458.400 | 93632.000 465.440
T 10 65538.040 234.298 | 416820.000 2354.200
L 10 68197.250 619.930 1196.8 14.784
C 10 72602.500 454.980 32.400 0.105
R 10 83586.000 0.000 151.490 0.527
D 10 90142.750  542.342 19.000 0.087
B 11 92813.820 764.552 21.000 0.134
M 10 101296.000 0.000 44.000 0.032
o) 10 101562.500 1009.494 | 7761.820 15.523
K 12 103559.796 235.560 10.455 0.032
G 10 104616.120 896.490 | 9382.100 45.440
A 10 107526.437 376.304 4576.000 31.332
random 10 107616.400 874.482 111.306 0.875

D.4 Hierarchical Hybrid

Figure 5.11 shows the performance of hierarchical hybrid with connectivity traversal, simu-
lated annealing, and tabu search for various levels of decomposition. The input is the CACM
graph, with P = 8192. The following table summarizes the data plotted in this figure. See
page 61 for details.

A | Trials NI 0*(NT) | CPU time o°(CPU time)
Tr 10 9240.004 58.884 | 169728.332 998.448
Sr 10 9521.400  43.583 4108.800 26.985
516 13 10249.930 101.382 | 2940.996 19.348
Sg 10 10950.090 76.440 1299.040 9.300
T16 10 11435.500 98.400 4997.292 32.300
S4 10 11559.320 92.200 842.688 5.220
Tg 12 11834.020 102.320 1453.87 8.900
Ty 10 12222.320 56.440 497.484 2.842
Sa 10 12228.500 59.940 461.618 3.200
Cr 10 12541.700 104.323 25.600 0.230
To 10 13556.428 97.482 245.174 1.002
R, 10 13713.000  0.000 70.734 0.498
Cq 10 13987.300 58.549 5.616 0.042
C, 10 14577.720 102.340 3.944 0.012
Cs 10 16056.560 121.280 6.630 0.032
C16 11 16983.230 158.220 25.600 0.131
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