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Todayôs Topics

ÅIntroduction

ÅGenerative AI

ÅLarge Language Models (LLMs)

ÅApplications

ÅDemonstration

ÅHands-On Exercise

ÅDiscussion

ÅQ & A



Welcome & Introduction

ÅIntroduce yourselves

ïName, role and institution

ÅExperience with LAMs 

ÅExperience with AI and machine learning

ÅExperience with language models

ÅWhat outcomes are you hoping for from this 

workshop?



Generative Adversarial Network

ÅGANs are powerful machine learning 
models capable of generating realistic 
image, video, and voice outputs

ÅApplications: 

ïTransform photo editing

ïGenerate special effects for media and 
entertainment

ïContribute to creative products from 
industrial design to fine art

ïAugment datasets in small data 
problems in fields from autonomous 
driving to manufacturing

Image source: (up) https://richzhang.github.io/colorization/ (down) DeepLearning.AI

https://richzhang.github.io/colorization/






Masked Autoencoders (MAE)
Paper: Masked Autoencoders Are Scalable Vision Learners

https://arxiv.org/pdf/2111.06377.pdf


Generative Video / Audio models

Image source: The Book of Boba Fett | Chapter 6 



Language Model

ÅA machine agent that understands and generates 
human language

ÅA subset of Nature Language Processing (NLP) 
focused on text generation and comprehension

ÅUses statistical and machine learning techniques to 
predict and produce language sequences

ÅActs as a tool within NLP for various applications 
like chatbots, translation services, and virtual 
assistants



Nature Language Processing (NLP)

ÅEnables machines to understand, interpret, and 

generate human language

ÅFacilitate human-computer interaction: E.g. Alexa, Siri, 

Google Home, ChatGPT

ÅEmpowers language tools: Assists in language 

acquisition and translations

ÅDrives linguistic research: Analyzes datasets to uncover 

linguistic patterns and trends



NLP Tasks

ÅMachine translation

ÅQuestion Answering

ÅSentiment Analysis

ÅNamed Entity Recognition (NER)

ÅText Summarization

ÅText Generation

Åé



Word Embedding

ÅUse an efficient, dense representation in which similar 
words have a similar encoding

https://projector.tensorflow.org/


* https://www.theguardian.com/technology/ng-

interactive/2023/nov/01/how-ai-chatbots-like-chatgpt-or-bard-

work-visual-explainer



Large Language Models (LLMs) 

ÅPredicts the probability of word sequences to generate 
text that mimics human speech and writing

ÅTrained on extensive textual data, these models excel in 
predicting the next word in a sentence based on the 
preceding words

ÅIntegrated to enhancing the functionality of applications 
like chatbots, creative writing tools, translation software, 
and platforms that analyze customer sentiment

ÅExamples of such models include OpenAI's GPT-3 and 
GPT-4, as well as Google's BERT, among others



Transformer:Attention Is All You Need*

* https://dl.acm.org/doi/10.5555/3295222.3295349 

Image from: BertViz: https://github.com/jessevig/bertviz 

https://dl.acm.org/doi/10.5555/3295222.3295349
https://github.com/jessevig/bertviz


https://www.science.org/doi/10.1126/science.abq1158 

https://www.science.org/doi/10.1126/science.abq1158


LLMs for Human-Computer Interaction

ÅInterpret and respond to natural language input.

ÅEngage in dynamic dialogues with users.

ÅMaintain context over multi-turn conversations.

ÅProvide personalized responses based on user 
preferences.

ÅOffer real-time language translation and multilingual 
support.

ÅIntegrate with external systems for enhanced interactivity.

ÅLearn and adapt from user interactions to improve over 
time.





GPT-3.5 / GPT-4 Models

Source: https://openai.com/pricing#language-models



Model Benchmark

Source: https://x.ai/



Source: https://huggingface.co/spaces/HuggingFaceH4/open_llm_leaderboard 

https://huggingface.co/spaces/HuggingFaceH4/open_llm_leaderboard


Input-Output Workflow in LLMs

LLMsInput (Prompt) Output (Response)



Prompt (Input)

ÅServes as the input method for Language Models

ÅDescribes the task to be performed by the model

ÅSupplies necessary context for generating relevant 

responses

ÅMay include formatting instructions for the output

ÅSpecifies a role to instruct LLMs on behavior or 

perspective

ÅMay contain examples to guide response generation



Prompt Techniques

ÅPrompt-Based: User provides a "prompt" or initial input, and 

the model generates a continuation.

ÅZero-Shot: Model makes predictions about a task without 

seeing examples of the task during training.

ÅFew-Shot: User provides a few examples of the desired task 

within the prompt, and the model generalizes from these 

examples to complete the task.

ÅChain-of-Thought (CoT): Enables reasoning via 

intermediate steps. When combined with few-shot prompting, 

it improves results on tasks needing complex reasoning.



LLMs Limitations

ÅDo not have information on events or developments 
that occurred after their most recent training data 
cut-off

ÅOutput quality is highly dependent on the phrasing 
and specificity of the input prompt

ÅProduce confident but inaccurate response, a 
phenomenon sometimes called 'hallucinationô

ÅOperates purely on prediction, there is no guarantee 
that its responses will always be accurate



Applications



https://chat.openai.com/g/g-CJc2r87Mp-csai-study-buddy














LLMs for Semantic Web Interactions

ÅIntegrate with SPARQL endpoints to access the 
latest linked data

ÅApply constraints from SPARQL queries to anchor 
responses in factual context

ÅInclude mechanisms to accurately cite the sources 
of their provided information

ÅTailored to interpret natural language input and 
produce natural language output, enhancing user 
interaction



Semantic Web

Å Aims for seamless data sharing and reuse across various 

applications, facilitating a more intelligent and responsive web 

experience.

Å Establishes a "web of data" with well-defined meaning, enabling 

machines to interpret web content beyond mere keyword matching.

Å Driven by W3C standards, the initiative fosters advanced data 

integration and interoperability, connecting data across domains and 

communities.

Å Utilizes frameworks like RDF, OWL, and SPARQL, which provide a 

structured way to describe relationships between things and to 

query that data.



Linked Data

ÅMethod for publishing and interlinking Resource 

Description Framework (RDF) data on the web.

ÅCan be accessed using URIs, HTTP(S) and RESTful 

APIs, SPARQL, and Semantic Web standards.

ÅEnables navigation between data sources using self-

described RDF links.

ÅFacilitates crawling of the Semantic Web by search 

engine robots.



Accessing Linked Data

ÅSPARQL Endpoint: A service conformant with the 

SPARQL protocol for processing SPARQL queries. 

ÅLinked Data APIs: Web services facilitating access to 

linked data. E.g., DBpedia Lookup API.

ÅLinked Data Libraries and Frameworks: Software 

tools aiding in parsing, querying, and manipulating linked 

data, facilitating its use.



DBpedia

ÅImplements Linked Data, enhancing dataset accessibility.

ÅExtracts data from Wikipedia and transforms it into 

accessible URIs.

ÅURIs mirror Wikipedia's structure, maintaining consistency.

ÅHosts multilingual labels and abstracts, broadening global 

reach.

ÅAccess via SPARQL queries, allowing for sophisticated 

data retrieval.



SPARQL Endpoint



DBpedia Lookup API



Where was Albert Einstein born?





Demonstration



Example Questions

мΦ²Ƙŀǘ ƛǎ ǘƘŜ ǇƻǇǳƭŀǘƛƻƴ ƻŦ bŜǿ ¸ƻǊƪ /ƛǘȅΚ 

нΦ²Ƙŀǘ ƛǎ ǘƘŜ ŎŀǇƛǘŀƭ Ŏƛǘȅ ƻŦ /ŀƴŀŘŀΚ

оΦ²Ƙƻ ƛǎ ǘƘŜ ŀǳǘƘƻǊ ƻŦ ¢ƘŜ [ƻǊŘ ƻŦ ǘƘŜ wƛƴƎǎΚ

пΦ²ƘŜƴ ǿŀǎ .ŀǊŀŎƪ hōŀƳŀ ōƻǊƴΚ

рΦ²ƘƛŎƘ ǊƛǾŜǊ ƛǎ ǘƘŜ ƭƻƴƎŜǎǘ ƛƴ ǘƘŜ ǿƻǊƭŘΚ

сΦ²Ƙƻ ŎǊŜŀǘŜŘ 5.ǇŜŘƛŀΚ



LLMs for Semantic Web Query

ÅUnderstand user intent and formulate semantic 

web queries

ÅEnhanced query interpretation and generation

ÅGenerate structured queries (e.g., SPARQL) for 

precise information searching

ÅImprove query accuracy and relevance through 

semantic understanding



User Query to Chatbot Response

Albert Einstein was born 

in Ulm, in the Kingdom of 

W¿rttemberg in the 

German Empire.

Where was Albert 

Einstein born?

DBpediaChatbot

Agent



Delegate Complexity to LLMs



Crafting Prompt 



Considerations & Limitations 

ÅHallucinations: LLMs may produce incorrect or 
syntactically wrong SPARQL queries.

ÅExplanation: Outputs may contain explanations that 
break the SPARQL query structure or syntax.

ÅTemperature Parameter: The 'temperature' parameter 
influences the randomness of predictions, affecting the 
diversity of generated responses.

ÅScale and Cost: LLMs such as GPT-3 and GPT-4 API 
involve costs and rate limits. Consider cost implications 
for scalability with high traffic or extensive usage.



Model Selection: GPT-3  vs. GPT-4

Source: https://openai.com/pricing#language-models

/ƻǎǘΥ нл ǘƛƳŜǎ ƘƛƎƘŜǊΦ

/ƻǎǘΥ ол ǘƛƳŜǎ ƘƛƎƘŜǊΦ



Hands-On Exercise



Overview

ÅOpenAI API: https://openai.com/blog/openai-api 

ÅLangChain: https://www.langchain.com/ 

ÅHugging face: https://huggingface.co/ 

ÅGradio: https://www.gradio.app/  

ÅDBpedia Chatbot 

https://openai.com/blog/openai-api
https://www.langchain.com/
https://huggingface.co/
https://www.gradio.app/


OpenAI API

Å A cloud-based service for accessing OpenAI's GPT 
(Generative Pre-trained Transformer) models
ïGPT-4 and GPT-3.5: Models can understand as well as 
generate natural language or code

ïDALLĿE: A model that can generate and edit images given 
a natural language prompt

ïWhisper: A model that can convert audio into text

ïEmbeddings: A set of models that can convert text into a 
numerical form

ïModeration: A fine-tuned model that can detect whether 
text may be sensitive or unsafe





⁴  LangChain

ÅFramework for developing language model-powered 
applications 

ÅEnables context-aware and reasoning applications.

ÅModular components and off-the-shelf chains for 
ease of use and customization.

ÅStandard, extendable modules: Model I/O, 
Retrieval, Chains, Agents, Memory, Callbacks.

ÅBuilding applications with LLMs through 
composability .



Hugging Face



DBpedia Chatbot



DBpedia Chatbot Features

ÅAnswer Ontology-based queries: Retrieve precise information 
based on DBpedia's structured data about a wide range of 
topics.

ÅEngage in Intelligent Dialogue: Interact using natural 
language processing to maintain context and store 
conversations for future reference.

ÅProvide sources and justifications: Offer detailed explanations 
and citations from DBpedia for comprehensive understanding.

Å Customize knowledge graphs: Develop personalized 
databases with the integration of proprietary data alongside 
DBpedia's datasets.



Program Workflow



Program Internal Workflow

ÅCollect the userôs question

ÅSelect a model

ÅSetup a prompt

ÅRetrieve the SPARQL query from LLMs

ÅExecute the SPARQL query at the DBpedia 

endpoint

ÅResponse in plain language



ChatBot Backend


