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Explainable Neural Claim Verification Using Rationalization

Sai Charan Gurrapu

(ABSTRACT)

The dependence on Natural Language Processing (NLP) systems has grown significantly in

the last decade. Recent advances in deep learning have enabled language models to gener-

ate high-quality text at the same level as human-written text. If this growth continues, it

can potentially lead to increased misinformation, which is a significant challenge. Although

claim verification techniques exist, they lack proper explainability. Numerical scores such

as Attention and Lime and visualization techniques such as saliency heat maps are insuffi-

cient because they require specialized knowledge. It is inaccessible and challenging for the

nonexpert to understand black-box NLP systems. We propose a novel approach called, Ex-

Claim for explainable claim verification using NLP rationalization. We demonstrate that

our approach can predict a verdict for the claim but also justify and rationalize its output

as a natural language explanation (NLE). We extensively evaluate the system using sta-

tistical and Explainable AI (XAI) metrics to ensure the outcomes are valid, verified, and

trustworthy to help reinforce the human-AI trust. We propose a new subfield in XAI called

Rational AI (RAI) to improve research progress on rationalization and NLE-based explain-

ability techniques. Ensuring that claim verification systems are assured and explainable is

a step towards trustworthy AI systems and ultimately helps mitigate misinformation.
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Sai Charan Gurrapu

(GENERAL AUDIENCE ABSTRACT)

The dependence on Natural Language Processing (NLP) systems has grown significantly in

the last decade. Recent advances in deep learning have enabled text generation models to

generate high-quality text that is at the same level as human-written text. If this growth

continues, it can potentially lead to increased misinformation, which is a major societal

challenge. Although claim verification techniques exist, they lack proper explainability. It is

difficult for the average user to understand the model’s decision-making process. Numerical

scores and visualization techniques exist to provide explainability, but they are insufficient

because they require specialized domain knowledge. This makes it inaccessible and challeng-

ing for the nonexpert to understand black-box NLP systems. We propose a novel approach

called, ExClaim for explainable claim verification using NLP rationalization. We demon-

strate that our approach can predict a verdict for the claim but also justify and rationalize

its output as a natural language explanation (NLE). We extensively evaluate the system us-

ing statistical and Explainable AI (XAI) metrics to ensure the outcomes are valid, verified,

and trustworthy to help reinforce the human-AI trust. We propose a new subfield in XAI

called Rational AI (RAI) to improve research progress on rationalization and NLE-based ex-

plainability techniques. Ensuring that claim verification systems are assured and explainable

is a step towards trustworthy AI systems and ultimately helps mitigate misinformation.
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Chapter 1

Introduction

1.1 Problem

Information on the web has grown remarkably in the recent few decades, and misinformation

has become a significant challenge. Misinformation can weaken public trust in individuals,

institutions, and economies without truth in society. For instance, in 2013 Associated Press

published a false tweet claiming that President Barack Obama suffered injuries from an

explosion in the White House and within seconds S&P 500 lost $130 billion in stock value

[88]. The impact of such information is not only on global economies but also on all aspects

of our lives since it has become commonplace to consume news digitally. A leading cause for

the rise of misinformation is that it can now be created cheaper and distributed faster with

the internet when compared to traditional platforms such as newspapers and television [86].

The growth of social media usage has also allowed effortless mass sharing of information.

The recent progress with Language Models (LM) in Natural Language Processing (NLP) has

made it easier, cheaper, and faster for a machine to generate artificial text [48]. Generative

LMs have become sophisticated such as GPT-3 at text generation, and their results are

almost on par with human-written text in terms of readability, coherence, and grammatical

accuracy [18]. Smith et al. [89] demonstrate that LMs are improving 10x every year in terms

of parameters and model size and that there is an incredible amount of progress with natural

language text generation that is bound to happen. There is a possibility that these models

1
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will reach human performance shortly and even surpass us.

Such advances can likely lead to more rampant misinformation than what we have today.

There has been a growing interest in identifying the authenticity and truthfulness of online

content. Professional fact-checkers and independent fact-checking organizations exist, but

their work cannot be scaled linearly with the amount of digital content growth. This notion

led to an increase in interest in automated fact-checking, also known as claim verification [40].

By fusing deep learning techniques with complex networks and algorithms, claim verification

systems have achieved respectable performance but have become black-boxes. Optimizing

for the task performance comes at the expense of model explainability. The developers of the

model and the end-users which we refer to as the nonexpert do not fully know the internals

or understand its decision-making processes. Furthermore, Kotonya and Toni [40] argue

that there exists no system that offers explanations for sub-tasks in the claim verification

pipeline.

Currently, a claim is fed into the system, the model checks against an evidence dataset, and

it returns a binary verdict as the output; true if the evidence supports the claim otherwise

false. This approach has become common place [52], however, many questions still remain

unanswered. What evidence influenced the prediction? Is the evidence trustworthy? How

can the nonexperts understand the model internals? These are all missing components of the

process and there are no wide standards to assure the outcomes of these black-box systems

[106].

1.2 Current State

Taking a broader look, the commercialization of Natural Language Processing (NLP) has

grown significantly in the past decade. Text has a ubiquitous nature which enables many
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practical NLP use cases and applications. These NLP applications, including but not lim-

ited to text classification, fact-checking, machine translation, text2speech and others, signif-

icantly impact our society. Despite its diverse and practical applications, NLP faces many

challenges; an important one is explainability [62].

In the past, NLP systems have traditionally relied on white-box techniques. These techniques

- rules, decision trees, hidden Markov models, and logistic regression - are inherently explain-

able [19]. The recent developments in deep learning have contributed to the emergence of

black-box architectures that improve task performance at the expense of model explainabil-

ity. Such black-box predictions make it difficult to understand how a model arrives at a

decision. This lack of explainability is a major cause of concern for critical applications. For

example, directly applying natural language generation methods to automatically generate

radiology reports from chest X-ray images only guarantees that the produced reports will

look real rather than they will contain correct anatomically-aware information [50]. Simi-

larly, Visual Question Answering (VQA) systems are known to learn heavy language priors

[1]. Thus, a lack of transparency can affect the decision-making process and may lead to

the erosion of trust between humans and Artificial Intelligence (AI) systems. This can also

further jeopardize users’ safety, ethics, and accountability if such kind of system is deployed

publicly [62].

Considering the utilization of NLP in healthcare, finance, and law domains, all of which can

directly affect human lives, it can be dangerous to blindly follow machine predictions without

fully understanding them. For instance, a physician following a medical recommendation or

an operation procedure for a patient without full knowledge of the system can do more

harm than good. In addition, systems employing Machine Learning (ML), such as most

current NLP methods, are prone to adversarial attacks where small carefully crafted local

perturbations can maximally alter model predictions, essentially misguiding the model to
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predict incorrectly but with high confidence. [28]. The bar for the ethical standards and

the accountability required to maintain NLP systems continue to increase as these systems

become more opaque with increasingly complex networks and algorithms.

There has been significant research focus to make models more interpretable, i.e., allowing

humans to understand the internals of a model [32]. However, due to the lack of completeness,

interpretability alone is not enough for humans to trust black box models. Completeness is

the ability to accurately describe the operations of a system that allows humans to better

anticipate its behavior. Gilpin et al. [32] argue that explainability improves on interpretability

as a technique to describe the model’s decision-making process of arriving at a prediction

as well as the ability to be verified and audited. Therefore, models with explainability are

interpretable and complete. In this work, the focus is on the explainability and mainly on the

outcome explanation problem. Guidotti et al. [33] describe a perception of explainability

as “the perspective of an end-user whose goal is to understand how a model arrives at its

result”.

In NLP, there exist various explainable techniques such as LIME (Local Interpretable Model-

Agnostic Explanations) [82], Integrated Gradients [91], SHAP (SHapley Additive exPlana-

tions) [58], etc. Despite the availability of these methods, many require specialized knowledge

to understand their underlying processes, which makes them indecipherable and inaccessible

for the general users or audience which we refer to as the nonexperts, hence limiting usabil-

ity. In the following sections, we share how rationalization addresses these problems and

helps improve explainability for the nonexpert users.
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1.3 Motivation

We have seen that explainability techniques are available but they are insufficient because

many require specialized domain knowledge. Claim verification systems are tools which

would generally be used by a wide public audience. They need to be explainable in the

sense that they appropriately justify their outcomes and it is equally comprehensible to the

nontechnical users. LIME, Attention scores and saliency heatmaps are generally helpful to

the model developer, but not the end-user.

An emerging NLP explainable technique is called Rationalization. It provides a rationale

also known as a natural language explanation (NLE) to justify a model’s prediction. The

reasoning behind a model’s prediction can be understood simply by reading the rationale,

thereby revealing the model’s decision-making process. Rationalization can be an attractive

explainable technique because it is intuitive and human-comprehensible, and does not require

domain knowledge [19]. Luo et al. [59] notes it is a type of local explanation because there

is a unique explanation for each prediction. Rationalization frames explainability as an

outcome-explanation problem. It looks at explainability from the perspective of an end-user

whose aim is to understand how the model arrives at its final outcome [33]. This process is

encapsulated in the rationales statement.

Rationales are also widely used in the legal system. A judge rules a verdict and it cannot

be upheld without a legal opinion which is a written explanation laying out the rationale

for a ruling. Inspired by this, we propose a novel approach, namely, ExClaim which lever-

ages rationalization for an explainable neural claim verification system that is accessible and

trustworthy to the nonexperts. It can not only predict a verdict but also justify and ra-

tionalize its output as a NLE. We also introduce NLP Assurance and incorporate extensive

explainable evaluations to assure the verdict and NLE outcomes are valid to help reinforce
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Human-AI trust. The following are the contributions of our work:

1. Introduces a new benchmark claim verification dataset with credible foundational in-

formation and a novel explainable claim verification approach called ExClaim.

2. Uses transfer learning and presents an effective method to generate abstractive ratio-

nales in an unsupervised manner without any ground truth.

3. Treats the verdict classification task as a question-answer problem and demonstrates

that it can significantly help improve the classification performance.

4. Presents the problem of claim verification through the lens of explainability and is the

first to introduce sub-task explanations in the claim verification space.

1.4 Definitions

In order to provide clarity and to distinguish terms that are typically used interchangeably

in published literature, the following definitions are provided which are used throughout the

paper.

Black-box Model: A “machine-learning obscure model, whose [architecture] internals are

either unknown to the observer or they are known but uninterpretable by humans” [33].

Interpretability: Interepretability “aims at developing tools to understand and investigate

the behavior of an AI system” [94]. Doshi-Velez and Kim [24] augments this definition by

adding that interpretability tools allow us to “explain or to present in understandable terms

to a human” what the AI system is performing.
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Explainability: There is no general consensus on the nature of explanations since they are

entirely task-dependent and AI embraces a wide variety of tasks [66]. We treat explainability

as a specialization of interpretability where the aim of explainability is to design inherently

interpretable models, capable of performing transparent inference through the generation of

an explanation for the final prediction [94]. In this survey, we focus on black-box explain-

ability, specifically, as the outcome explanation problem.

Rationalization: The term rationalization is interchangeable with explanation or justifica-

tion. Rationalization has rarely been formally defined in the context of NLP, therefore, we

propose the following definition.

Rationalization justifies a model’s output by providing a natural language explanation. This

is accomplished by either extracting text fragments from the input (extractive rationalization)

or by generating a novel explanation (abstractive rationalization).



Chapter 2

Rationalization

2.1 Background

An emerging explainable technique for NLP applications is rationalization. Rationaliza-

tion provides explanations in natural language to justify a model’s prediction. These ex-

planations can also be called rationales, presenting the input features that influenced the

model’s prediction. The reasoning behind the prediction could be understood simply by

reading the explanation/rationale, thereby revealing the model’s decision-making process.

Rationalization can be an attractive technique because it is human-comprehensible, and it

allows individuals without any domain knowledge to understand how a model arrived at a

prediction. Luo et al. [59] claims it essentially allows the model to ”talk for themselves”.

This technique is a part of a subset of explainability because it enables models to be inter-

pretable and complete as shown in Figure 2.1. Specifically, rationalization provides a local

explanation since there is a unique explanation for each prediction rather than one for the

entire model. Local explanations can be categorized into two groups: local post-hoc and

local self-explaining. Danilevsky et al. [19] present local post-hoc methods as explaining a

single prediction after the model predicts and local self-explaining methods as simultaneously

explaining and predicting.

8
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Figure 2.1: The Rationalization Field

Rationalization in NLP was introduced in 2007 [104]. As described in Section 4.7, the ob-

jective was to use annotator rationales as a method to improve task performance for text

categorization. Interestingly, explainability was not the core objective. However, explain-

ability is an advantage of rationalization because it makes the model inherently explainable

even if used in the context of task improvement.

2.2 Rationalization Types

Rationalization can be further divided into two separate groups - abstractive and extrac-

tive. In extractive rationalization, important sentences from the input data are extracted as

rationales to support the prediction. In contrast, abstractive rationalization is a generative

task in which novel sentences are generated either by using new words or by paraphrasing

existing sentences. This is typically accomplished through the use of a language model such

as BERT (Bidirectional Encoder Representations from Transformers) [23], T5 [79], GPT

(Generative Pre-trained Transformer) [75]. Figure 2.2 demonstrates the usage of the two

explanation types with examples.
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(a) Extractive Rationalization from [44] (b) Abstractive Rationalization from [80]

Figure 2.2: Two Types of Rationalization

Figure 2.2 demonstrates the usage of the two explanation types with examples. In extractive

rationalization, the red text is the extracted rationale to support the numerical rating for the

Look label. In abstractive rationalization, given a question and a correct answer prediction,

a novel sentence is generated as the rationale.



Chapter 3

Literature Review

3.1 Claim Verification

Several studies have been conducted on FEVER, LIAR, and MultiFC datasets, the most ex-

tensive datasets available for claim verification. FEVER does not contain real-world claims;

instead, they are generated from Wikipedia. MultiFC uses the top k search results from

Google as its evidence for claims which is not reliable, and quality could vary drastically.

Hence, we disregarded them in the study and focused on Politifact-based data. The LIAR

dataset by Wang [97] which was the first large-scale claim verification Politifact dataset,

which led to an increase in research in this field. It is a six-way classification dataset, and

LIAR’s presents a CNN model that uses the claim and metadata such as speaker, party,

and state, amongst others, to achieve a 0.277 accuracy. Using metadata could potentially

introduce unwanted biases towards certain parties and groups. Long [53] uses an attention

mechanism on the speaker and topic and achieves a 0.41 accuracy.

Alhindi et al. [4] published their LIAR-PLUS dataset with human-written justifications

from each Politifact article. They use Feature-based Machine Learning models (Logistic

Regression and Support Vector Machine) and deep learning models (Bi-Directional Long

Short-term Memory (BiLSTM) and Parallel-BiLSTM) for binary classification tasks to test

the data. The results demonstrated a significant performance improvement in using the

justification in conjunction with the claims and metadata and they achieve a 0.70 F1 score

11
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on binary classification. The current SOTA performance on binary verdict classification

on LIAR-PLUS is by Bhatt et al. [9], and their siamese network achieves a 0.82 accuracy.

Although these datasets are different from the ExClaim dataset, they shed light on the

progress of verdict classification using Politifact claims. ExClaim serves as a new benchmark

dataset with more credible information, and our results from Section 5 serve as the new

baselines.

In the previously discussed Politifact work, the role of explainability and methods to assure

the black-box predictions are untouched. A majority of explanation methods in the broader

claim verification space are quantitative. Lu and Li [55], Popat et al. [73], Shu et al. [87],

Wu et al. [101], Yang et al. [102] all propose attention-based explanations using BiLSTMs,

LSTMs, CNNs, co-attention networks, and decision trees, respectively. Gad-Elrab et al.

[29] and Ahmadi et al. [2] use rule discovery to derive knowledge graphs and Horn rules

explanations. Given the low accessibility of these explanation methods, Atanasova et al. [6]

in 2020 presents the first study that jointly explains and predicts a verdict using a rationale.

They use a supervised technique using DistilBERT for rationale extraction and perform an

annotation task to evaluate rationale quality and interpretability. Kotonya and Toni [39]

demonstrates this technique on a public health claims dataset. The progress of natural

language explanations as an explainability technique has been minimal and constrained to

supervised methods.

Further, Hanselowski et al. [36] introduced a new corpus for training machine learning mod-

els for automated fact-checking. This new corpus is based on different sources (blogs, social

media, news, etc.) and includes two granularity levels - the sources of the evidence and the

stance of the evidence towards the claim - for claim identification. Authors then used this

corpus to perform stance detection, evidence extraction and claim validation experiments.

In these experiments, a combination of LSTMs, baseline NN, pre-trained models have been
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used, and their results are compared based on precision, recall, and F1 macro. The results

indicated that fact-checking using heterogeneous data is challenging to classify claims cor-

rectly. Further, the author claims that the fact-checking problem defined by this new corpus

is more difficult compared to other datasets and needs more elaborate approaches to achieve

higher performance.

It has been noted that the fact-checking systems need appropriate explainability for the

verdicts they predict. The justifications that are human-written can help to support and

provide context for the verdicts, but they are tedious, unscalable, and expensive to pro-

duce [5]. Another important domain in which fact-checking has been used is the Sciences.

Researching and providing substantial evidence to support or refute a scientific claim is

not a straightforward task. It has been shown that scientific claim verification requires

in-depth domain expertise along with tedious manual labor from experts to evaluate the

credibility of a scientific claim. Considering this problem, Rana et al. [81] proposed a new

framework called RERRFACT (Reduced Evidence Retrieval Stage Representation) for clas-

sifying scientific claims by retrieving relevant abstracts and training a rationale-selection

model. RERRFACT includes a two-step stance prediction that differentiates non-relevant

rationales then identifies a claim’s supporting and refuting rationales. This framework was

tested on the SCI-FACT dataset [96] and performed competitively against other language

model benchmarks on the dataset leaderboard.

3.2 Natural Language Inference

Natural Language Inference (NLI) helps identify a natural language hypothesis from a nat-

ural language premise [61]. We leverage NLI as an evaluation methodology in Section 6.

Therefore, we conducted a literature review of NLI and its work with the rationalization
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space.

Camburu et al. [15] extended the Stanford NLI (SNLI) [12] dataset by providing human-

annotated explanations for the entailment relations. This new dataset – e-SNLI - is used

in a series of classification experiments involving LSTM-based networks for understanding

its usefulness for providing human-interpretable full-sentence explanations. The authors

also evaluated these explanations as an additional training signal for improving sentence

representation and transfer capabilities of out-of-domain NLI datasets. Thus, from these

experiments, the authors conclude that e-SNLI can be used for various goals mentioned

above and also be utilized for improving models as well as asserting their trust.

Another issue with NLI is the faithfulness of the generated explanations, tackled by Kumar

and Talukdar [41] and Wiegreffe et al. [98]. Kumar and Talukdar [41] mentioned that ex-

isting methods do not provide a solution for understanding correlations of the explanations

with the model’s decision-making and this can affect the faithfulness of the generated expla-

nations. Considering this problem, the authors proposed and presented a new framework –

NILE (Natural language Inference over Label-specific Explanations). The NILE framework

can generate natural language explanations for each possible decision and process these ex-

planations to produce a final decision for the classification problems. To test this approach,

the authors used two datasets - SNLI and e-SNLI – and compared NILE with baseline and

other existing approaches based on explanation accuracy, in-domain evolution sets (SNLI),

and on out-of-domain examples (train on SNLI and test on MNLI [99]). Based on the first

100 SNLI test samples, the results indicated that NILE variants are comparable with the

ETPA (Explain Then Predict Attention) baseline, and NILE explanations generalize sig-

nificantly better on out-of-domain examples. For out-of-domain examples (MNLI), results

showed that the percentage of correct explanations in the subset of correct label predictions

was significantly better for all the NILE variants. Thus, the authors concluded that NILE
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is an effective approach for accurately providing both labels and explanations.

Furthermore, Kumar and Talukdar [41] also focused on the need for faithfulness for denoting

the model’s decision-making process by investigating abstractive rationales. The authors

proposed two measurements - robustness equivalence and feature importance agreement –

to investigate the association of the labels and predicted rationales, which are required for a

faithful explanation. This investigation was performed on CommonsenseQA [92] and SNLI

dataset using T5-based models [69]. The results indicated that state-of-the-art T5-based

join models demonstrate desirable properties and potential for producing faithful abstractive

rationales.
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ExClaim Foundational Dataset

Kotonya and Toni [40] note that the availability of datasets for experimentation is the current

bottleneck with automatic claim verification. Two datasets we first considered were LIAR

[97] and LIAR-PLUS [4]. The datasets were developed by scraping Politifact, an independent

fact-checking platform. However, they were not sufficient for our task, and we found problems

with the content with a few features missing that we required. Every Politifact article

includes a claim, a six-class verdict, ruling comments written by a human fact-checker,

a short justification summary at the end of the article, and metadata such as speaker,

subject, and other components. In the LIAR and LIAR-PLUS datasets, they exclude the

ruling comments, and previous work relies primarily on using the justification for claim

verification. Frequently, this justification summary misses essential information from the

verdict comments and serves as more of a closure to the article. Therefore, the datasets were

not a reliable structure for our task.

We developed a new claim verification dataset using Politifact for our experiment that in-

cludes information on 4000+ articles as shown in Table 4.1. Our dataset consists of the

following features: Claim, Date, Source, Verdict, and the ruling comments we refer to as

the Evidence and the URL. Determining the authenticity and ensuring that the evidence is

neutral is crucial for claim verification. Suppose the evidence includes polarizing language

and has a strong True or False sentiment. In that case, the model uses those features to

predict a verdict instead of truly learning the evidence content. Additionally, Politifact of-

16
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ten cites mainstream news mediums as sources. Most of the time, these sources are heavily

biased and skew to the left or right with their content production. Due to these factors, data

cleaning is performed based on the following criteria.

Dataset Statistics
Total Articles Size 4006
Training Set Articles Size 2804
Validation Set Articles Size 601
Test Set Articles Size 601
Total Support Labels 2013
Total Refute Labels 1993
Average Token Length of Claim 17
Average Token Length of Evidence 449

Table 4.1: ExClaim Foundational Dataset Statistics

When verifying claims, credible and trustworthy evidence is essential. Zhou and Zafarani

[106] point that such evidence is primarily available from reputable institutions such as

world governments and international organizations, but also other evidence that represents a

primary source of information is valid. News sources are mostly avenues of secondary sources.

We identified the top 30 most popular news platforms and removed evidence paragraphs

citing them. Politifact includes six classes for the verdict (True, Mostly True, Half True,

Mostly False, False, Pants on Fire). We only scraped articles with True or False labels since

the accuracy for the other classes was not clear. Claim verification systems that output True

or False as the verdict can be misleading because there is always a possibility for error. We

preprocess the verdict labels in our dataset and convert True and False into Supports and

Refutes, respectively. From the end user’s perspective, this approach makes it intentional

that the evidence at hand either supports or refutes the claim. The end user has the option

to conclude if the claim is true or false from the given outputs. The average lengths of the

claim and evidence after the preprocessing are presented in Figure 4.1. We release this as

the ExClaim Foundational dataset, a new benchmark claim verification dataset with
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foundational sources. The dataset is available on our GitHub page1.

Figure 4.1: Distributions of Claim and Evidence Lengths

1https://github.com/SaiG18/ExClaim
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Experiment

The Principle of Factor Sparsity also known as the Pareto principle states that for many

outcomes in a system, 80% of the effects come from 20% of the causes [38]. This principle

generally holds true in many situations and has been successfully applied in various disciplines

such as medicine, engineering, and economics [22, 93]. In computer science, it was shown

useful for the optimization of genetic algorithms [31]. [74] applied the principle in software

testing and demonstrated that on average ”20% of the code has 80% of the errors”.

Inspired by the Pareto principle, we hypothesize that on average only 20% of the information

in the evidence is important to verify a claim and the remainder 80% is nonessential. This

is similar to how humans approach manual claim verification. There are a few key pieces

of information in the evidence that most influence our decision and compel us to rule that

a claim is either true or false. In machine learning, Zhang et al. [105] categorizes this as

an explain-then-predict model and Bastings et al. [7], Lehman et al. [42], Lei et al. [43] cite

improvements in task performance optimization after using similar techniques. This lays the

foundation for our ExClaim approach as illustrated in Figure 5.1. The beige cells indicate

the inputs, blue cells are the intermediate steps, purple cells are the outputs, and the green

cells are the evaluations.

19
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Figure 5.1: ExClaim Approach

5.1 Rationale Generation

Figure 5.2: Transfer Learning Approach

To determine the salient information in the evidence, we use transfer learning and treat it

as an unsupervised summarization task. Figure 5.2 presents a high-level overview of the

transfer learning approach. Summarization techniques have been shown to distill the most

important information from a given source with high accuracy [27]. We specifically use

abstractive summarization because extractive techniques lack coherence, readability, and

overall quality that does not reflect human-written summaries [35, 103]. We refer to the

generated summary as rationales which later become part of the NLE to justify the verdict
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prediction.

Language models perform well at summarization as first demonstrated by Liu and Lapata [51]

where a BERT-based abstractive summarization model outperforms most non-Transformer-

based models. However, a majority of the current language models have a maximum sequence

length of 512 tokens. As Table 4.1 shows, the average sequence length of the evidence is

449 tokens with some articles over the 512 token limit. To minimize truncation, we leverage

the BART language model which has a maximum sequence length of 1024 tokens and it

outperformed previous work on summarization at its publication [45]. BART is pre-trained

on the English language and we specifically use the bart-large-cnn checkpoint from Hugging

Face that has been fine-tuned on a large corpus of text-summary pairs [46]. We learn the

function

f(E) = PR

where, given the evidence E = {E0, E1,…, En}, it predicts the paragraph of rationales where

PR = {PR
0 , PR

1 ,…, PR
n }. The terms Ei and PR

i are the i-th words of the evidence and the

rationales paragraph, respectively.

The function f(E) tokenizes the input E and passes it to a bidirectional encoder and PR is

generated through an autoregressive decoder on the final hidden layer. We use this model to

perform inference on each evidence sample in the train, validation, and test sets to generate

their respective rationales. The output PR is set to a maximum sequence length of 120

tokens and a minimum of 75 tokens which we found to be optimal after experimentation.

The claim was not an input in this process and it is to ensure that the rationales are balanced

and are not heavily biased towards any one side of the verdict.
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5.2 Verdict Classification

McCann et al. [64] demonstrates the benefits of multitask learning where downstream tasks

are viewed as a question and answer problem using pre-trained language model. Based on

our findings, this method has not been explored in the claim verification domain. Given its

promising results in other domain, we frame the ExClaim classification task as a question

and answer problem.

Figure 5.3: Verdict Classification Task

We leverage a pre-trained T5 model, a text-to-text generation model [78] with SOTA results

on many NLP tasks including question-answering. We specifically use T5’s capability with

the Choice of Plausible Alternatives (COPA) task. COPA was introduced by [83] and it is a

type of question-answering problem that examines automated commonsense causal reason-

ing. The objective is given a question, a premise as context, and two answer choices perform

binary classification to determine the correct answer choice. For this task, we conceive a

function

g(S) = P V

where S is the input prompt sequence and P V ∈ {V S, V R} is the binary verdict prediction

where V S = {Supports} and V R = {Refutes}. We formulate S as the following where the

claim as the question C = {C0, C1,…, Cn} with Ci indicating the i-th word in the claim,

the generated paragraph of rationales as the premise PR, and the possible verdicts as V S

and V R. The sequence S is fed in as “copa choice1: V S choice2: V R premise: PR question:
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C” as shown in Figure 5.3.

We fine-tune the T5 model on our train dataset with the sequence S for each sample. We

set the batch size to 8, cross-entropy as the loss function and AdamW as the optimizer with

a 2e-5 learning rate and we train our model for 20 epochs [54]. We evaluate the model’s

performance on the validation set at every 350 steps. A majority of the input sequences

were below T5’s maximum sequence length of 512 tokens and if the length of S went over

the limit T5 does not truncate automatically since T5 uses relative positional bucketing or

relative attention [100]. It continues to work until it is exhausted of memory which never

occurred during our experimentation.

5.2.1 Baselines

We also utilize other architectures as baselines and they are as follows.

LSTM

Previous work such as [4, 97] have relied heavily on LSTM networks for the verdict clas-

sification. We designed a multi-input LSTM classification model. It takes the claim and

evidence as two inputs which are converted into GloVe embeddings and are individually

passed through an embedding layer and an LSTM layer with 128 features and the outputs

of these are concatenated and passed through a dense layer with ReLu activation and a

final dense layer with two neurons and softmax activation for the binary verdict prediction

output.
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Figure 5.4: LSTM Model Architecture

DistilBERT

Atanasova et al. [5] presents a DistilBERT model in their work with promising results. We

fine-tune a pre-trained DistilBERTmodel. We set the batch size to 8, use binary-crossentropy

for the loss, enable a sliding window to prevent truncation, perform optimization using

AdamW, and train for 2 epochs with a 1e-6 learning rate.

BART

We use a BART Zero-Shot classification model, specifically, the fine-tuned bart-large-mnli

model checkpoint from Hugging Face and we directly perform inference with a zero-shot

problem setup.
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5.3 Natural Language Explanation

Initially, developing the NLE was a generative task using a language model. However,

during experimentation with SOTA natural language generation models such as GPT-2

[77] and GPT-3 [14], there were challenges with respect to language model hallucination.

The model hallucinates by introducing unintended and irrelevant text in the generation

process. Ji et al. [37] suggests that such problems diminish user trust and fail to meet their

expectations. Especially for a claim verification system, introducing unintended text makes

the entire system worthless and can lead to dangerous consequences. Instead, we used

abstractive summarization to generate the rationales, originally it was extractive. With

abstractive, the rationales reflect the natural style of a human-written text. We formulate

the NLE by concatenating the claim C, the rationales PR, and the verdict P V . The resulting

template-based approach for the NLE generation, PN , is as follows “The evidence P V the

claim because PR”.
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Results

Figure 6.1: ExClaim Example

Figure 6.1 presents the overall inputs and outputs for our ExClaim architecture. Given

an input claim and and related evidence, ExClaim determines the most accurate rationales

(shown as yellow highlights) and outputs the verdict and a NLE.

26
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6.1 SHAP Explanation

The process of extracting the rationales is an intermediate step in the ExClaim approach.

There is also no available ground truth data to assess its accuracy. We used an explainable

technique called SHAP, which leverages game theory to explain the output of any ML model

Lundberg and Lee [57]. SHAP is based on Shapley values in economics which measure the

marginal contribution of a feature towards the final outcome of a system. These values are

computed by meticulously perturbing the input features and observing how those changes

affect the final prediction of the model. While performing inference to generate the rationales,

we also pass our model to a SHAP explainer. Figure ?? shows the output explanation where

the explainer provides Shapley values for input features in the text that influenced the

generation of PR
i in PR. The red highlights indicate features with negative Shapley values,

which are negative contributions, and similarly, blue represents positive contributions and

values. SHAP is an accessible explanation method for the nonexperts because the explainer

illustrates the marginal influence of each component by visualizing the Shapley values with

colored highlights.

6.2 Verdict Classification

Model Valid Test
BART Zero-Shot - 0.58
LSTM 0.55 0.47
DistilBERT 0.82 0.81
ExClaim T5 0.92 0.93

Table 6.1: Macro F1 Scores for Verdict Classification Models

We measure the accuracy for our verdict classification models using the macro F1 score.

The models we have experimented with and their results for validation and test datasets are
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Figure 6.2: SHAP Explanation Visualization

shown in Table 6.1. Since the BART Zero-Shot was not finetuned on this dataset, we only

include the F1 score from the test set inference. Our approach using ExClaim T5 COPA

outperforms the baselines, specifically, the DistilBERT model, by 10 points on the validation

and 12 points on the test set. An advantage of language models is that they are pre-trained

on existing knowledge. When fine-tuned on downstream tasks, they can use transfer learning

and leverage the pre-existing data to improve task performance. Language models such as

BART, DistilBERT, and T5 were pre-trained on vast amounts of internet data, and it hints

at why the pre-trained language models performed better than the LSTM model. Amongst

the language models, zero-shot classification performed poorly, and a potential reason for

this is that fine-tuning generally helps improve task performance and accuracy.
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6.3 Natural Language Inference

The NLE is an open-ended text without ground truth data. This eliminated any possibility

of using the ROUGE-N or BLEU score for evaluation. Bora-Kathariya and Haribhakta [10]

demonstrates that Natural Language Inference (NLI) can be confidently used to evaluate

the correctness of abstractive summarization results without any human-written references.

Poliak [72] claims that assessing the accuracy of the textual entailment can be a reasonable

evaluation method. NLI attempts to determine given a premise if the hypothesis is true

(entailment), false (not entitlement/contradiction), or undetermined (neutral) [11].

NLI Result Count Percentage
Entailment 168 27.9%
Neutral 253 42.0%
Contradiction 180 29.9%

Table 6.2: NLI Evaluation Results

We use the NLI textual entailment technique to automatically evaluate our NLE. We used a

pre-trained T5-large model, specifically, the CB task, which was fine-tuned on De Marneffe

et al. [21]’s NLI dataset. We experimented with other T5 NLI tasks such as QNLI, MNLI,

and RTE, and we found that CB had the best performance. For each generated NLE, PN ,

for the test set, we formulate the NLI input for our model as “cb hypothesis: C premise:

PN” as shown in Figure 6.3. Essentially, we test if we can logically deduce the claim from

the NLE. The results are shown in Table 6.2. Neutral NLEs is the majority with 42% and

contradiction and entailment as the following. A potential reason for this is we are currently

relying on transfer learning for the NLI evaluation, and it has not been fine-tuned on our

dataset. Identifying and establishing a logical connection between the NLE and the claim

can be challenging. An alternate reason is that the quality of the rationales may be sufficient

enough to not be a contradiction the majority of the time but also not be sufficient enough
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for the premise to entail the hypothesis, which may be why neutral is the majority.

Figure 6.3: NLI Evaluation Approach

6.4 Human Evaluation

In addition to the automatic evaluation with NLI, we also conduct a manual evaluation of

the generated NLEs to assess its quality. For the evaluation setup, we randomly select 100

claims and its respective NLE instances from our test set. We had three annotators who

were shown the claim and its NLE and their task was to judge for the following criteria:

Plausibility, Fluency, and Correctness. The annotators were required to rely only on the

information provided with each working individually. Since non-expert annotators might

find it difficult to give thoughtful judgment, we adopt a rating scale from 1 to 5 for each

criterion as presented in 6.3.

We define plausibility as how convincingly can the NLE explain the verdict prediction [17]

and its rating scale is adopted from [30]. Fluency is defined by [68] as having correct spelling,

good grammar, flow, and tone and its rating scale is adopted from [68]. Correctness is defined

as the likelihood of the NLE and the verdict being true and its scale is from [30].

Figure 6.4 shows the results for the manual evaluation. On average, fluency scored the

highest. This was expected since the BART language model used for rationale generation

has a strongly capability of generating coherent and fluent text. Plausibility was the lowest

on average and it indicates that the rationales chosen could be more persuasive. Correctness
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Table 6.3: Manual Evaluation Criteria and Rating Scale

Plausibility Rating
Very Convincing 5
Slightly Convincing 4
Slightly Not Convincing 3
Not Convincing 2
Can Not Judge 1
Fluency Rating
Flawless English 5
Good English 4
Non-native English 3
Disfluent English 2
Incomprehensible 1
Correctness Rating
Absolutely True 5
Probably True 4
Probably Not True 3
Absolutely Not True 2
Can Not Judge 1

Figure 6.4: Manual Evaluation Results

on the average demonstrates that there is a decent likelihood that the rationales presented

with the verdict are accurate for the claim.



Chapter 7

Discussion

7.1 Extractive and Abstractive Rationalization

Figure 7.1: Papers Count by Type

This section compares extractive and abstractive rationalization techniques. It can be ob-

served from the Figure 7.1 that there is more interest and focus on extractive rationalization

techniques compared to abstractive. There are multiple reasons for this and the progress in

the Automatic Text Summarization (ATS) domain can help explain it.

32
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7.1.1 Extractive

In a majority of the extractive rationalization approaches, generating a rationale is similar

to text summarization. These rationales contain the salient features of the input text, which

users need to understand as the most influenced features of the model’s prediction.

Next, two steps are implemented while performing the task - i) irrelevant information is

ignored, and ii) most important information is selected based on a scoring algorithm. This

approach is a common foundation of summarization techniques. In extractive summariza-

tion, meaningful sentences are extracted to form a summary of the original text while still

retaining the overall subject matter [26]. The critical difference with rationalization is that

- it is a summary and serves as a rationale that justifies the prediction. In a way, extractive

rationalization uses extractive summarization’s fundamentals and takes it further. It frames

the task as can we rationalize the output prediction where rationalize means to understand

the prediction process and reason with supporting evidence. This introduces an interde-

pendent relationship between the rationale and the prediction. In this way, this process is

close to how humans rationalize, and they get a sequence of reasons to justify a decision for

every decision made. This can be implemented in the NLP process to make models more

explainable.

As interest in ATS systems grew in the past few decades, researchers have mainly focused

on extractive summarization due to its simplicity and reliability [26]. The abstractive sum-

marization needed reliable natural language generation, and thus, it was in its infancy from

the 2000s to the early 2010s. Thus, there is an increasing body of knowledge on extrac-

tive techniques available, which researchers interested in rationalization could leverage and

build on. This is the intuition behind extractive summarization, paving the way for extrac-

tive rationalization. The stark difference between extractive and abstractive in Figure ??
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is expected and reasonable. The fields of summarization and rationalization follow similar

paths. However, summarization approaches should purely be used for inspiration - following

the identical methods for rationalization would be insufficient, and it does not provide reli-

able model explainability. [16] notes that for appropriate explainability, the desiderata for

the rationale is that - i) it must reflect the model’s reasoning process (faithfulness), ii) be

convincing to the nonexpert (plausibility), and iii) the rationale extraction should not hurt

task performance. Thus, there is more work than simply extracting sentences as rationales.

Moreover, extractive rationalization is not enough because extracted sentences themselves

are not sufficient to provide full explainability. Humans do not fully understand without

context and a coherent and logical explanation.

7.1.2 Abstractive

The extensive research in extractive summarization reached its maturity, has peaked in terms

of performance, and now the progress is stagnated [34]. Recent advances in deep learning and

the advent of the Transformer architecture in 2017 have led to more reliable and influential

language models [95], [23]. In 2019, Liu and Lapata [51] demonstrated a BERT-based ab-

stractive summarization model that outperforms most non-Transformer-based models. Their

model achieved state-of-the-art (SOTA) in automatic and human-based evaluations for sum-

marization. Abstractive techniques allowed novel words and phrases to be generated instead

of extracting spans from the input. Gradually, the research focus has shifted from extractive

to abstractive summarization due these advances. It can be expected that rationalization

will follow a similar trend.

Abstractive rationalization is still relatively new with limited research available. However,

there have been promising and pioneering approaches such as [80] and [41]. Almost every
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paper discussed with an abstractive rationalization technique in Section 4 leveraged some

implementation of the Transformer architecture such as BERT, GPT-2 [76], and T5 amongst

others. BERT was the most frequently used language model. When BERT was released in

2018, it not only achieved SOTA results on many NLP tasks but also surpassed human

performance on tasks such as question answering and commonsense reasoning [23]. It made

a giant leap in terms of performance when compared to other language models of its time.

This led to wide adoption and variations of BERT for the tasks where the Transformer-based

model was required. Recent models that were introduced such as BART [47], GPT-3 [14], and

T5 demonstrate promising results and surpass BERT in some tasks. This is due to language

models growing exponentially [85] and they continue to improve and perform incredibly

well at natural language generation. For example, in some cases, text produced by GPT-3

is almost on par if not better than human-written text. This enables more opportunities

for research in abstractive rationalization, which is needed. By leveraging SOTA language

models, explanations can become more comprehensive and convincing when illustrating a

model’s decision-making process. As mentioned earlier in Section 2, it is almost as if the

models are “talking for themselves”. We believe that significant progress can be made in

rationalization by providing more focus on improving abstractive techniques.

7.2 Challenges

We have seen that rationalization is a relatively new technique and with it various challenges

exist. In this section, we share challenges and potential solutions to improve the current state.
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7.2.1 Statistical Evaluations

No standard statistical evaluations exist currently for rationalization. There is a wide variety

of metrics that are in use such as Mean Squared Error [44], Accuracy [25, 80, 104], F1 Score

[3, 81], ANOVA (Analysis of variance) [20], and Precision [71]. We have observed that the

most preferred statistical metric is Accuracy. It is reasonable for evaluation metrics to be

task dependent and focused on the prediction. However, those alone are insufficient because

the accuracy of the NLE also needs to be considered. For example, if the task prediction had

a high accuracy but the NLE was unclear and incomprehensible then it’s not useful. Metrics

such as the BLEU (BiLingual Evaluation Understudy) score by Papineni et al. [70] and the

ROUGE-N (Recall-Oriented Understudy for Gisting Evaluation) score by Lin [49] exist for

evaluating open-ended machine generated texts but we have seen limited use of these in the

literature review such as [15]. The scores work by comparing the generated text with a set of

ground-truth reference texts, often times these are human-written references. These scores

are useful especially for abstractive rationalization where explanations can be open-ended

however, they come with limitations since the evaluation is essentially token-level matching.

Since a NLE is the common outcome of systems with rationalization, adopting a standard

evaluation metric can help improve research progress. Consistent evaluations also make it

easier to compare different experiments and approaches.

7.2.2 Data

The availability and the lack of diversity of proper datasets is also a crucial problem hindering

progress.
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Data Availability

Data collection is an expensive and time-consuming task. It is possible to repurpose the

existing datasets, but it requires manual human labor to modify them. Thus, researchers

often build their datasets for a specific task they are working on. Camburu et al. [15]

developed the e-SNLI dataset by modifying the SNLI dataset from Bowman et al. [13].

Camburu et al. [15] achieved promising results on their task and they demonstrate how

their dataset can enable a wide range of new research directions by altering and repurposing

existing datasets.

Data Diversity

Without enough datasets, new research in rationalization will be limited. Researchers will

be constrained to the existing datasets to make new progress. This trend is evident with

the literature reviewed in MRC and Sentiment Analysis compared to NMT. In MRC, the

datasets are very diverse and in sentiment analysis a majority of the papers all rely on either

the BeerAdvocate [63] or MovieReviews [60] datasets to perform their experiments. In both

domains, we discovered five publications each. Whereas, for a domain such as NMT progress

seems limited and we found only two publications. The lack of appropriate rationalization

datasets for NMT tasks is a possible reason for this.

There is a direct relationship between dataset availability and the progress made as we ob-

served in our literature review. More work in the creation of new datasets for rationalization

can help improve diversity and the progress of some domains that are lagging behind such

as NMT. New datasets across all domains in general will increase the interest and work in

rationalization because researchers will have more flexibility with designing new techniques

and experimenting with a wide variety of data. Stamper et al. [90] have organized the largest
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repository of learning science datasets called DataShop and it led to improvements in re-

search progress. Similarly, an organized central repository for rationalization supporting

datasets can be beneficial. Without a centralized system for both model evaluation and

model development, reproducibility and accessibility will remain low.

7.3 NLP Assurance

Progress in the discussed areas are required to enable trustworthy and transparent NLP

systems which is the aim of NLP Assurance. Batarseh et al. [8] provided a definition for AI

Assurance that can be extended to the NLP domain. We introduce NLP Assurance and we

define it as follows.

NLP Assurance: A process applied at all stages of the NLP development lifecycle to ensure

that all outcomes are valid, verified, trustworthy, explainable to a nonexpert, ethical in the

context of its deployment, and fair to its users.

To achieve NLP assurance, it is critical to perform rigorous testing and validation of NLP

systems on all stages before their deployment. For example, it should be ensured that the

data is unbiased, models are interpretable, and the process of arriving at the outcome is

explainable to a nonexpert. We believe that integrating rationalization with elements of

NLP Assurance can invoke trust and safety with claim verification systems. This process

may also lead to transforming black-box systems into white-box systems and making NLP

models in general more comprehensible and accessible to the nonexpert.
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7.4 Future Directions

With the advent of deep learning and powerful language models, claim verification has

made big leaps in terms of progress in a short span. There are many interesting research

opportunities available and a few potential directions for future can include the following:

1. Better open-ended text generation methods that avoid LM hallucination.

2. Obtaining the evidence directly from the sources listed on Politifact might yield more

promising rationales than relying on the ruling comments.

3. Rationale generation techniques without summarization has been explored very little.

4. Jointly predicting the verdict and generating the explanation in an unsupervised man-

ner can help make these systems more scalable.
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Introducing Rational AI

Figure 8.1: Rational AI (RAI)

Motivation

In Section 1, we have seen the need for explainability and the available methods in NLP.

The numerical methods such as SHAP values [56] or Attention scores, and visualization

methods such as LIME [82], and saliency heatmaps all require specialized domain knowledge

to understand. At the same time with increasing interactions with NLP-based systems, the

nonexpert also deserve to know and understand how these black-box systems work because it

40
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has some degree of influence on their lives. This is formally called the right to an explanation,

a right to receive an explanation for an algorithm’s output [65]. A classic example is a bank

system with an NLP model that automatically denies a loan application. In this situation,

it is meaningless to provide the loan applicant with SHAP values or saliency heat maps

to explain the reasons by the bank’s algorithms. Thus, explainability methods are truly

explainable and useful if the nonexpert can understand them [67]. We introduce Rational

AI (RAI) as a potential solution.

Rational AI

Rationalization techniques come the closest to this goal because they are built on natural

language explanations (NLEs). NLEs are intuitive and human comprehensible because they

are simply descriptive text. The textual information can be easily understood and translated

to other languages if needed. Across all of the NLP tasks discussed in Section ??, we have

seen the benefits of NLEs and the accessibility it provides to the nonexpert. We believe

there is a critical need to focus on explainability techniques with NLEs. Considering these

factors, we propose a new subfield in Explainable AI called Rational AI as shown in Figure

8.1. We define Rational AI as follows.

Rational AI: A field of methods that enable a black-box system to rationalize and produce

a natural language explanation (rationale) to justify its output.

Rationality is the process of applying RAI to make models more explainable through an

NLE. This is similar to the relationship between explainability and XAI. Further, rationality

should not be confused or used interchangeably with the general AI term of a rational agent

[84]. These are distinct topics with similar names. In this survey, RAI and rationality are
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purely considered in the context of model explainability. We also have not seen any usage

or previous definitions of RAI within this context.

We compare rationality to the other fields shown in Figure 8.1. Models with interpretability

are interpretable, while those with explainability are interpretable and complete, as described

in Section 2. Models with rationality are interpretable, complete, and can rationalize their

behavior through a NLE.

The explainability methods described earlier in the this subsection explain but they do not

justify in a way that is accessible and comprehensible to the nonexpert. In recent years,

language models have become powerful and incredibly good at language generation tasks,

but we haven’t seen their full potential yet. As they continue to grow exponentially, we

predict this is the beginning of explainability techniques using NLEs. The intuition behind

RAI is that rationalization is one such technique, and we believe that many are yet to be

developed. This calls for a more organized field to improve research focus and the need for

RAI to exist.

Generalizing RAI

Although, RAI arises from the needs of better explainability for NLP tasks, it is potentially

applicable in general AI and other fields in AI. Other fields such as Computer Vision (CV),

Speech, and Robotics could leverage rationalization methods to improve their model explain-

ability. For example, in CV rationalization can help explain through a NLE which visual

features contributed the most to an image classifier prediction. Many promising opportuni-

ties exist for researchers to apply rationalization in other fields.
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Conclusion

In this work, we introduced a new benchmark dataset with foundational information, and we

present promising baseline results on the verdict classification task using ExClaim’s question

and answer approach. We also demonstrate an unsupervised method of using transfer learn-

ing and abstractive summarization to generate rationales which are used to determine the

verdict and generate an NLE. We present multiple explainability methods to assure the final

outcomes and also on the intermediate sub-tasks which has not been done before in a claim

verification system. We demonstrated a novel claim verification approach and researched the

problem with rigorous explainability to ensure that such systems are accessible, transparent,

and trustworthy to the nonexperts. It is crucial to develop systems with explainability meth-

ods that are not only helpful to the model developer but also the end user as well. We also

introduced Rational AI and strongly believe that there are many NLE-based explainability

research opportunities available as language generation models become more sophisticated

and fluent.
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