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Ian Edward Bell

ABSTRACT

Advances in artificial intelligence (AI) have brought Al systems new salience in our
epistemic lives: in many situations, Al systems can act much like human experts,
advisors, and epistemic peers. Because Als function like human beings in some
epistemic contexts, there are Al analogs to traditional social epistemological
questions in many domains. For instance, just as we face the problem of deciding
which human experts to trust among many contenders, we must decide which Al
pseudoexperts to rely on.

This situation poses a conundrum for social epistemology because most of the socio-
epistemological concepts and vocabulary we would use to articulate these questions
are anthropocentric. But Al systems do not necessarily fit anthropocentric
definitions. Testimony, for example, is usually defined as requiring communicative
intentions on the part of the testifier, but present-day Als probably lack such
mental states. How, then, should we proceed with the social epistemology of Al
when it implicates anthropocentric concepts?

In this thesis, I examine two possible stances on this question and their
consequences for social epistemology. I first examine what I call the Revisionary
Stance, the latent stance on this question in existing socio-epistemological work
(Freiman 2024; Hauswald 2025b; Shin 2026) that revises existing concepts to suit
Al or invents new, Al-specific ones. I argue that the Revisionary Stance does not do
much to help us solve important questions in Al social epistemology, and propose
the Modeling as a Testifier (MAT) stance as a superior alternative. MAT involves
modeling, or treating Als as if they were human testifiers, to answer important
socio-epistemological questions. This solves the problem of anthropocentrism by
confining anthropocentric terminology, which is inapplicable to Al, to model-talk.
After providing an account of the epistemology of MAT via Mary Hesse’s account of
analogies and analogical modeling in science (1966), I demonstrate MAT’s
practicality by showing how we can understand some recent work by Amber Ross on
appropriate deference to opaque Al systems as an instance of employing MAT to
reason about Al (2024). Finally, I respond to some objections and provide
suggestions for the further development of MAT.
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GENERAL AUDIENCE ABSTRACT

Social epistemology is the study of knowledge and related phenomena in social
contexts, with important areas of inquiry including the study of knowledge in
networks (network epistemology), testimony, and expertise and epistemic authority.
Advances in artificial intelligence (AI) mean that Al systems now play important
roles in these three areas of our epistemic lives, as well as many others.
Consequently, Al has become an important topic of investigation for social
epistemologists.

This thesis deals with a particular methodological problem for investigating Al in
social epistemology. Traditionally, key concepts in social epistemology are framed in
anthropocentric terms. Most accounts of the concept of testimony, for instance, hold
that testimony requires the testifier to intend that their utterances are received as
testimony. An intention, however, is a mental state, and Als (at least, on most
accounts) do not have any genuine mental states. We thus face the problem of how
to talk about Al in social epistemology if traditional categories fail to apply.

This thesis investigates two attempts to solve this problem, which I refer to as the
Revisionary Stance and the Modeling as a Testifier (MAT) stance. The Revisionary
Stance, which is latent in existing work (Freiman 2024; Hauswald 2025b; Shin
2026), proposes that we should alter our concepts in social epistemology to
accommodate Al. I argue, however, that this stance is not a productive approach to
the problem. Instead, we should, when appropriate, handle AI within social
epistemology by treating it as if it were a human testifier—hence, “modeling as a
testifier”—for the purpose of answering questions about its place in social
epistemology.
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1. Introduction

Buoyed by advances in architecture and computational power, artificial
intelligence (Al) systems have increasingly assumed roles in our lives that were
once exclusive to humans. These include what we might call epistemic roles, like
that of expert, advisor, peer and teacher (Létourneau et al. 2025; Henderson et al.
2025; Kleinberg et al. 2018). A scientist preparing a paper, for instance, might
provide a draft to a large language model (LLM) like Google Gemini. He can then
prompt it to summarize literature about a topic he is unfamiliar with (expert),
provide suggestions about how to improve the paper (advisor), and chat back and
forth with it about what he is working on, as he would with a lab mate (peer).! More
generally, LLMs’ ability to generate human-like text outputs means they are,
phenomenologically speaking, quite like human testifiers that provide an audience
with knowledge through spoken or written speech—i.e. testimony. Given this
phenomenological similarity, if other properties obtain, like sufficient reliability or
the ability to provide tailored responses to queries, AI might simulate any other

epistemic role that involves testimony and so, once, seemed distinctively human.

As Als function in similar epistemic roles as humans, however, it 1s unclear

how to assimilate them into our existing epistemology. Since Als are performing

!'I should note that LLMs are not the only kinds of AI systems that are playing human-like epistemic roles in our
lives. A medical Al system like Qure.Al is not an LLM but a different kind of deep-learning system, trained on chest
radiographs, that assists physicians in managing lung nodules (Robert et al. 2025). This kind of system is clearly
capable of functioning as an expert for its audience in some respects. LLMs are, however, of particular importance
because they are especially capable of imitating testifiers. This gives them a special closeness to many kinds of
human epistemic agents.



similar epistemic roles as humans—I shall refer to this phenomenon going forward
as functional-role similarity—many key epistemological questions about them
resemble those in our ordinary, anthropocentric social epistemology. Just as with
human testimony, we face questions about justification and appropriate reliance for
testimony-like, or pseudotestimonial, Al outputs. Al “experts” raise questions about
Al deference and authority, and the penetration of Al systems into our epistemic
networks means we face new versions of old problems related to propaganda, echo

chambers, and misinformation.

Addressing these questions within ordinary social epistemology, however,
raises a problem. Many key epistemic roles are conceptualized in a way that rules
out Als’ genuinely playing these roles. The most fundamental stricture relates to
testimony. Most views of testimony hold that a necessary condition for testifying
involves a communicative intention, a kind of mental state (Coady 1994; Lackey
2006, 176; Graham 1997; but see Lackey 2008, 30—32). But we cannot conclude that
current Als possess genuine mental states, and it seems like we should in fact
presume the opposite, at least for now (a presumption I will retain throughout this
paper).” Hence, it appears that Al cannot be testifiers-as-such. A fortiori they

cannot fulfill other, more specific testifier-roles, like that of an epistemic authority

2 We cannot be absolutely certain that Als which resemble human epistemic actors, particularly recently developed
Als like large language models (LLMs), lack consciousness (Chalmers 2024; Butlin et al. 2023) or intentional
mental states (Hernandez Flowerman 2026; Grindrod 2024; Browning forthcoming). There are, of course,
functionalist views that seem to open the door to granting Als mental states now or in the future (Putnam [1967]
2002; Fodor 1975), and some philosophers are optimistic about even present-day Als (Cappelen and Dever 2025).
Given the state of the evidence, however, this is a reasonable assumption to make with respect to current Als. If we
ultimately conclude that some Als that play human-like epistemic roles do, in fact, have mental states, we could
transition to an account where these Als are viewed straightforwardly as being part of what were once human-
exclusive epistemic kinds.



(which, as I shall discuss further in Section II, is a testifier that is epistemically
superior to us in virtue of her knowledge or abilities). We thus face a methodological
question: Given (a) the incompatibility of Als with our existing, anthropocentric
conception of social epistemology and (b) abundant and epistemically important

functional-role resemblances, how should we proceed with Al social epistemology?

In this paper, I will canvass two possible methodological answers—the
Revisionary Stance and the Modeling as a Testifier (MAT) Stance—and argue in
favor of the latter over the former. The Revisionary Stance is the view that we
should, in some way, revise or alter our concepts in social epistemology to
accommodate Als that function like humans. While the Revisionary Stance has not
been explicitly articulated, it is exemplified by projects of conceptual analysis and
engineering in Al social epistemology like Rico Hauswald’s revision of epistemic
authority to accommodate Als (Hauswald 2025b) and Ori Freiman’s coinage of Al-
testimony (Freiman 2024) for testimony-like Al outputs. I shall argue, however,
that there 1s reason to doubt that it is generally a productive response to AI-human
epistemic similarities. Rather than altering our concepts, MAT suggests that we
proceed in Al social epistemology by modeling Als as testifiers. MAT—which is also
already implicit in some work in social epistemology—is superior to the Revisionary
Stance because it provides direct and substantial assistance in answering important

questions in Al social epistemology.

The discussion proceeds as follows. In Section 2, I discuss how human-Al

functional role similarities generate important questions in Al social epistemology.



In Section 3, I then present the Revisionary Stance with examples from Al
epistemology (3.1) and critique it (3.2). In Section 4, I turn to the Modeling as a
Testifier Stance as an alternative. After explaining how models can be used to make
successful inferences in MAT—the heart of the model-based approach (4.1)—I use a
practical example drawn from existing social epistemology to demonstrate MAT’s
effectiveness (4.2), and offer some reasons to think that MAT is methodologically
superior (4.3). I then respond to two potential objections to MAT in Section 5.
Finally, in Section 6, I review my main arguments against the Revisionary Stance

and in favor of MAT and suggest some future areas of work in developing MAT.

2. From Resemblances to Epistemological Questions

To motivate my opening question—essentially, how to proceed in social
epistemology in view of human-Al functional-role similarities—I will review some
important social epistemological questions that arise from these functional-role
similarities. If Als can serve in the same general epistemic roles as human agents,
any questions that apply to human epistemic agents might have an analog in Al
social epistemology. I would, however, like to distinguish four potentially
interesting groups of questions. While these groupings are not exhaustive or

exclusive, they give a sense of the concerns arising from functional-role similarities.

The first concerns epistemic authority (EA) and expertise. The most basic
question here is whether reliance on Als that act like experts is justified, and under
what conditions (Hauswald 2025a, 2025b, 3—-5; Lange 2024; Hirmiz 2024). This is

almost identical to the question of when reliance on human experts is justified
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(Hardwig 1985; Goldman 2001). Likewise, we have the question of how laypeople
ought to decide among competing Al pseudoexperts in a domain we are unfamiliar
with—what Rico Hauswald calls the “subject/2-Al” problem (2025b, 4). This is again
a near-identical counterpart to the “subject/2-EA” problem of deciding among
competing human epistemic authorities (Hauswald 2025b, 4; Goldman 2001). We
also face the question of whether learning an Al pseudoexpert’s judgement about p
should be one among many of our considerations regarding p (the Total Evidence
View) (Bokros 2021, 12042) or, instead, we should simply replace our own
considerations with the Al pseudoexpert’s judgment about p, that is pre-empt them
(Hauswald 2025a, 61-62). This is an Al-inflected version of the existing Problem of

Pre-Emption (Zagzebski 2012).

A second group relates to broader questions about Al and testimony. Part of
what explains Als’ ability to serve in various functional roles, as I already noted, is
that they can ape the look and feel of human testimony. Consequently, we seem to
face Al-centric versions of classic testimonial questions. For instance, we might ask
whether Al pseudotestimony can generate new knowledge and/or justification or
only transmit these (Freiman 2024, 485), a spin on the classic
transmission/generation debate (Audi 1997; Lackey 2008, 37—71). Do dissimilarities
between Al and human testifiers mean that we should give different answers to this
question? Some characteristics of Al pseudotestimony, such as the sycophancy of
LLMs (Malmqvist 2024; Turner and Eisikovits 2026), also implicate our

justification for relying on Al pseudotestimonial outputs. Under what conditions is



1t acceptable to rely on these outputs? This question is also connected to the debate
over reductionism—that is, whether testimony can serve as a basic source of
justification, or whether it should be reduced to other, more basic sources (Lackey
2008, 141-75; Coady 1994; E. Fricker and Cooper 1987). Does a similar problem

arise for Al pseudotestimony? If so, what is its resolution?

The third group looks beyond individual Al/human interactions and considers
epistemic networks. Given that some Als (particularly LLMs) imitate a wide range
of human epistemic agents, increasing Al use raises the prospect of altering our
existing epistemic networks, just as if we saw changes in the composition of human
participants in them. Philosophers and those in cognate disciplines have already
cataloged several more specific topics of interest under this rubric like Al-generated
propaganda (Simon et al. 2023; Chomanski and Lauwaert 2025; Goldstein et al.
2023), Al recommender systems like social media algorithms (Lazar et al. 2025),
and Al-based epistemic injustice (M. Fricker 2007; Proost and Pozzi 2023; Symons

and Alvarado 2022).

Finally, there are questions about appropriate attitudes towards Als that
parallel questions about our attitudes like trust, mistrust, and deference with
respect to human epistemic agents. Because Als can function like testifiers, we can
presumably adopt similar attitudes towards them, at least when they seem
reasonably human to us. Is it then appropriate to adopt attitudes like trust,
mistrust, and deference towards Als (Hauswald 2025a; Koskinen 2024; Kerasidou

et al. 2021)? If we should not adopt such attitudes, what kinds of attitude should we



adopt towards them? Other than which attitudes we may adopt, there is also the
question of under what circumstances to adopt such attitudes—Ilike the question I

already raised in the first group about appropriate deference to Al.

This is not an exhaustive list, and I will now step back from specific questions
in favor of focusing on methodology. I presented them to show that the functional-
role similarities between human epistemic agents and Als, which will probably only
increase in number, raise important questions in Al social epistemology, and that
these questions are very similar to questions in existing social epistemology focused

on humans.

If AT social epistemology has an aim, it is to answer these questions, or at
least to provide candidate answers. But our existing social epistemology tends to be
highly anthropocentric. It takes humans to be the epistemic agents of interest, and
concepts in epistemology reflect that focus. Most important for our purposes is
testimony, which usually is thought to require communicative intentions, as noted
earlier. This anthropocentric conception ramifies throughout our social
epistemology because testimony is central to many other concepts within social
epistemology. For instance, an epistemic authority is conventionally defined as
someone who can (a) provide us with information via testimony (b) because of their
superior knowledge or ability within some domain (Hauswald 2025a). But it is not
just testimony that is anthropocentric. The notion of deference in most discussions
of epistemic authority involves yielding to an expert belief or opinion, an intentional

state. Another non-testimonial example (but closely related to testimony) is



attitudes of trust towards a testifier. Although the nature of trust is hotly debated,
trust is often thought to be distinctively interpersonal in a way that distinguishes it

from mere reliance (Hauswald 2025a, 62; McLeod 2023).

Hence, we arrive at the question I posed at the outset: how do we proceed
with the social epistemology of Al when our social-epistemological concepts are
anthropocentric in character? However similar Als are to human epistemic actors, it
seems that we cannot, given current concepts, say that they literally are testifiers,
epistemic authorities, or deserving (potentially) of attitudes of trust, since they are
lacking the necessary intentional states and personhood. How, then, should we
approach questions about the social epistemology of AI? How should we even

articulate the questions?

3. The Revisionary Stance and its Limitations

The Revisionary Stance provides one answer: we should revise
anthropocentric epistemological concepts, or develop new ones, to support
epistemological investigation of Al. In this section, I first present the Revisionary

Stance (Section 3.1) and then offer a critique (Section 3.2).

3.1 The Revisionary Stance

Here is a brief statement of the Revisionary Stance:

The Revisionary Stance: In light of abundant and epistemically important
human-AI functional-role similarities, social epistemology should revise
many anthropocentric epistemological concepts, or produce more precise
analyses of them, to accommodate Als.



Before I proceed, I should note that “revisionary,” while catchy, risks suggesting
that a Revisionary Stance always involves engineering novel concepts. I have a
more ecumenical conception in mind: we have an instance of the Revisionary Stance
when someone takes a broadly conceptual-analytic or engineering approach to
remedy a deficiency in anthropocentric terminology. While many such examples can
be found within the literature,’ I shall provide just two to illustrate distinct types of

revision.

In his investigation of Als as epistemic authorities, Rico Hauswald (2025b)
proposes that we should analyze epistemic authority so that Als can count
straightforwardly as epistemic authorities alongside human epistemic authorities.
Hauswald’s analysis proceeds from his examination of epistemic deference, as the
usual targets of deference are epistemic authorities. He finds, however, instances of
deference to non-Al entities that are not human epistemic authorities, whether
because they do not transmit information through testimony, or because they lack

beliefs (and so cannot be epistemically superior to their audiences in the

3 In presenting the Revisionary Stance, my aim is mostly to note one possible approach to Al-human similarities,
pursued by at least some authors in Al social epistemology, and use it to motivate a better approach: the Modelling
as a Testifier (MAT) view. Because this is my purpose—rather than a full-blown critique of all instances of the
Revisionary Stance—I will not provide a complete overview of the appearance of the Revisionary Stance in the
contemporary literature. In addition to my main examples from Hauswald (2025b) and Freiman (Freiman 2024),
however, some other examples include Freiman and Boaz Miller’s concept of quasi-testimony, presented in relation
to assertion (Freiman and Miller 2020); Donghee Shin’s development of “algorithmic truth” to explain how
computational structures shape epistemic conditions (Shin 2026); Walter Quattrociocchi ef al.’s Epistemia,
designating “a regime in which systems produce answers that are syntactically well-formed, semantically fluent, and
rhetorically convincing, without instantiating the processes by which beliefs are normally formed, tested, and
revised” (2025, 8); and Samuel Director’s development of a novel kind of higher-order informed consent to explain
how opaque Al can acceptably be used in medical settings (2025). All these revisionary proposals fall somewhere
between or on the two poles of revision that Hauswald and Freiman represent—revising an old concept in the former
case, and creating a new one in the latter.



conventional sense) (Hauswald 2025b, 5-6). On this basis, Hauswald proposes a
new definition of epistemic authority: an EA is something that provides “truth
indicators” about a proposition p that are sufficiently strong that an agent should
“adopt the doxastic attitude the indicator suggests” (Hauswald 2025b, 6).* This
analysis is revisionary in the sense that it proposes that our customary analysis is

mistaken and offers an alternative.

A different revisionary move is made by Ori Freiman in an article where he
coins the term “Al-testimony” (Freiman 2024). Freiman observes that our existing
theories of testimony are anthropocentric, and so not well-suited to accommodating
the intentionless outputs of conversational Als that resemble testimony (Freiman
2024, 479-81). To fill the gap, Freiman defines an instance of Al-testimony as an Al
output that (a) states a proposition, or that a proposition can be inferred from, (b)
has had no human directly involved in its production, and (c) is perceived in a
phenomenologically similar way to human testimony (Freiman 2024, 485). Unlike
in Hauswald’s analysis, this is not an attempt to redefine what testimony is, for
Freiman never claims that Al-testimony is genuinely a form of testimony-as-such,
but rather an effort to engineer a novel concept that fills a lacuna in our existing

conceptual scheme.

41 should note that Hauswald never uses the term “truth indicators” in his text. He invokes “suitable facts about [an]
EA as indicators for the truth of propositions” (Hauswald 2025b, 6). I introduce “truth indicators” as a simpler gloss.

10



3.2 Against the Revisionary Stance
My chief objection to the Revisionary Stance is that revisionary moves like
those just illustrated do not do much to help us answer the questions I canvassed in

Section 2.

Take the aforementioned “subject/2-Al” problem—how can we identify the
more trustworthy of two Al systems when we are unfamiliar with their epistemic
domain? This “subject/2-Al” problem is clearly analogous to the “subject/2-EA”
problem that we face for human epistemic authorities (Goldman 2001). Will revising
our concept of an epistemic authority help us make progress on it? It does not seem
so. Hauswald’s revised conception of epistemic authority (Hauswald 2025b, 6)
leaves room for both Al and humans. But it does not follow that we can therefore
transfer what we know or believe about the “subject/2-EA” problem to the
“subject/2-Al” problem. Human EAs and Als might not be similar enough types of
epistemic authorities for what we know, or justifiably believe, about the one

problem to transfer to the other.

Perhaps this critique misunderstands conceptual revision. Rather than trying
to answer important questions in Al epistemology directly, conceptual revision just
develops more precise concepts for answering the questions. Freiman’s concept of
Al-testimony might improve how we talk about some Al outputs. Similarly,
Hauswald’s alternative analysis might reveal that epistemic authority is more
capacious than thought—it applies not only to human testifiers, but to Als and

other epistemic kinds.

11



Nevertheless, it remains to be seen whether more precise concepts really
help. Assume for the moment that Freiman’s more precise analysis is a good one
(something I will cast doubt on below). How does it help us to answer important
questions about the epistemology of Al pseudo-testimony? To answer such
questions, we need more than an account of what the features of Al pseudo-
testimony are; we need to know how these features bear on its epistemology. I
suspect that Freiman might argue that our “anthropocentric” view of testimony
causes us to neglect Al pseudotestimony, and delineating Al-testimony gives us a
discrete object to focus our studies on (Freiman 2024, 478). Fair enough. But the

hard work of those studies still awaits.

I have argued thus far that conceptual revision does not seem to do much to
help us address key questions in Al social epistemology. I now want to note a final
risk connected to revising for the sake of precision: “more precise” analyses can
make it harder to answer epistemological questions if the analyses don’t

successfully capture the phenomenon of interest.

Freiman’s analysis of Al-testimony, for instance, says that Al-testimony must
be “delivered in an algorithmic process in which no other human is directly
involved” (Freiman 2024, 485). Now, consider a college student who places an essay
prompt on the causes of the Soviet Union’s collapse into several LLMs and
generates responses. She selects one and submits it as her own work. Her professor
reads it and, while recognizing that the essay is fraudulent and attributing it to

some LLM, not the student, learns something about Soviet media. This seems to be

12



an interesting instance of Al-testimony and mirrors unattributed Al outputs in fora
like journalism and politics. But, because the output was human-selected, it might
not meet Freiman’s definition and would be formally excluded from an investigation
of Al-testimony. A similar worry applies to Hauswald’s redefinition of epistemic
authority, although here too much is ruled in, not ruled out.’> Given that Al social
epistemology is still so new, such over- and under-inclusion may well be ubiquitous.

Conceptual revision is thus not only otiose, but can misdirect inquiry.

One might object to the preceding on the grounds that conceptual revision
does not aim to make Al social epistemology more productive either directly or
indirectly, but purely to understand what various categories are.® If this is correct,
my criticisms so far are inapplicable. But this should not be comforting, because
analysis of these Al-related concepts for its own sake is not well-justified either.
Concepts like knowledge and justification are central to our epistemology, so the
accounts we give of them ramify throughout the practice of epistemology. These
considerations do not apply to concepts like Al pseudotestimony or epistemic
authority, which are much more marginal. More importantly, knowledge and
justification are pre-theoretic categories, so questions about the analysis of these

concepts are meaningful, insofar as there might be better or worse answers (even if

3 An EA, per Hauswald, is something that provides “truth indicators” about a proposition p that are sufficiently
strong that an agent should “adopt the doxastic attitude the indicator suggests” (Hauswald 2025b, 6). But this
position entails that any reliable source of information is an EA. For example, a tree’s rings would be epistemic
authorities on Hauswald’s view, because their physical appearance is (pending any defeaters) an indicator that is
sufficiently strong for adopting the view that the tree is as old as its number of rings. This is clearly unacceptable,
for it reduces epistemic authority to mere reliability.

¢ Hauswald seems to have something like this in mind in his attempt to redefine epistemic authority, where he cites a
“dilemma” between the conventional definition of an EA, their lack of intentional mental states, and the many
“structural parallels” he catalogs (Hauswald 2025b, 5).

13



we cannot decide what they are). The concepts of epistemic authority and
pseudotestimony, on the other hand, while categorizing real phenomena, seem like
categories generated by the epistemologist for theoretical purposes. Consequently,
there may be no fact of the matter about what an epistemic authority is, only

various possible definitions.

My arguments should not be taken to support an extreme position that
conceptual revision will never be necessary in Al social epistemology. In recent
philosophical history, the development (or recognition, if you prefer) of epistemic
injustice (M. Fricker 2007) has enabled the growth of a large and productive
research program. Something similar could happen one day in Al social
epistemology. At present, however, we are still in the early days, and the arguments
above suggest that conceptual revision will do relatively little to resolve live
questions. At best, it appears poised to draw our attention to neglected problems—
but this could be achieved by focusing on the problems themselves. I will now turn
to an alternative response to Al-human epistemic similarities: the Modeling as a

Testifier Stance, or MAT.

4. An Alternative Stance: Modeling as a Testifier (MAT)

The Modeling as a Testifier, or MAT, Stance may be summarized as follows:

Modeling as a Testifier (MAT): When addressing questions in Al social
epistemology, our default approach should be to proceed as if the Al is a
testifier, unless it 1s obvious at the outset that Als differ from testifiers in
ways that are relevant to the question. We model Al as a testifier for the
purpose of addressing these epistemological questions.

14



MAT is a genuine alternative to the Revisionary Stance, because it recommends
that when we are confronted by significant functional-role similarities between Als
and testifiers, we engage in modeling rather than conceptual revision. We should
favor MAT over the Revisionary Stance, I argue, because we can expect it to be
productive for important questions in Al social epistemology. I make the case for
this in three steps. In Section 4.1, I argue that epistemically relevant similarities
between Als and human testifiers are substantial enough that we can expect
modeling Al as a human testifier to be a fruitful strategy for questions related to
the functional-role similarities I discussed in Sections 1 and 2. In Section 4.2, I turn
to a recent contribution to the literature on the ethics of Al opacity (Ross 2024) that
1llustrates MAT and how it can be fruitful. Since this is just one example, in Section

4.3, I point to several features of MAT that suggest that it is broadly advantageous.

4.1 Modeling Als as Testifiers

Modeling in MAT should be understood very broadly, as an activity in which
we examine a model system (here, a human testifier or testifiers) that stands in for,
or represents, our target system (an Al), with the goal of learning something about
the target. Contemporary philosophers of science have developed numerous
accounts of how and when such representation is fruitful (Knuuttila et al. 2024), but
we do not need to adjudicate the differences among these accounts when
articulating MAT; we simply need to show how some such account can illuminate
the use of testifier-models for purposes of learning about the epistemology of target

Al systems. I will present MAT using Mary Hesse’s material analogies view of the

15



model-target relationship, because it is an apposite and simple way to understand
the epistemic import of testifier-models. Ultimately, however, what is important in
MAT is that there is some sort of modeling relationship, and various non-analogical

accounts might cash it out acceptably too.’

At their most basic, analogical arguments are inductive arguments with two
premises. The first premise is that an entity has properties P ... @ that resemble
the properties P* ... @* of another entity; the second premise is that the first entity
has some property of interest R. We then infer from the known similarities that the
second entity has the same or similar property R*, or at least that this is more
likely. Since everything resembles everything else in some respects, not all
similarities ground good analogical arguments, and so we need a criterion to find

good analogical arguments (and so, analogical models).

Mary Hesse (Hesse 1966) has provided a plausible material theory of
successful analogies in the sciences. I will show that testifiers are good analogical
models for Als on Hesse’s criteria, at least for many of the functional-role questions
I raised in Section 2. Hesse’s material theory involves three criteria (Bartha 2024;

Hesse 1966, 57-100):

7 A particular issue that deserves further consideration in MAT is that testifier-models are not usually existing
testifiers in the world, so MAT is not exactly like the modelling that happens when, say, wooden balls and sticks are
used as physical analogs for atoms and chemical bonds. The testifier-models of MAT seem closer to abstract objects
(Giere 1999) or fictions in the mind of the epistemologist (Frigg 2010; Frigg and Nguyen 2016). Those interested in
explicating MAT further should thus consider whether there is a better account of the representational vehicle in
MAT available.
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1. Material Analogy: The model has observable, “pre-theoretic” (Hesse
1966, 68) properties P ... @ that resemble (or, in the limiting case, are the
same as) the target’s observable properties P* ... @*.8

2. Causal Condition: P ... @ are causally related to the property of interest
R in the model.

3. No-essential-difference condition: The “essential properties and
causal relations” of the model are not known to be dissimilar from those of
the target (Hesse 1966, 91).

It should be obvious how (1)—(3) support an inference that the target system has R¥,
a property like R. By (1) and (2), the model and target are similar with respect to
properties that give rise to R in the model system, and there are no essential
dissimilarities (what Hesse calls “negative analogies”) that obstruct R* from arising
from P* ... @*. So, it is reasonable to think that the target has R*. While this view
does not capture all good analogies in the sciences, fulfilling (1)—(3) is at least a

sufficient condition for a good analogy.

We do need to make two small changes to Hesse’s conditions to articulate
MAT. First, we should broaden (2) so that P ... @ can also ground R. Many
interesting epistemic properties—most prominently, the normative properties (such
as the property of being a suitable object of deference)—are not causal relata but
involve a different kind of determination. Second, we should narrow (3)’s scope. Say
that a putative “essential property” E differs between the model and the target. If E
does not affect the relation between P ... @ and R in the model, and there is no
reason to think that it would affect R* in the target, it should not count against an

argument for R*. We should change (3) to say that there are no known differing

8 Hesse’s original theory is not specifically articulated as a theory about analogical models, but rather arguments.
Given my purposes, | have chosen to summarize it in these model-based terms.
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properties or relata D in the target that would undermine the manifestation of the

relationship between P* ... @* and R* in the target.

Do analogies between testifier-models and Als meet these conditions? That is,
do testifier-models allow us to make good analogical inferences and thereby expect
to learn about Al epistemology? In Table 1 below, I provide a list, by no means
exhaustive, of abundant pre-theoretic, observable similarities that indicate that (1)
1s met. Whether (2) and (3) (in their modified forms) are met is more complicated
because they depend upon (a) the property of interest R and (b) any dissimilarities
that affect the P ... @-to-R relationship. Thus, there cannot be a universal argument
that human testifiers are good models for every epistemological investigation. But
that is not what I am proposing. The aim of MAT is to handle the existence of
extensive functional-role similarities between humans and Al. If we restrict our
attention to properties that are closely tied to those roles, there is good reason to

think that (2) and (3) will often be satisfied.

While we have good reason to expect that modeling Als as testifiers will often
be fruitful, whether it will be so in any given case depends on the details of that
case. Whether a particular group of properties R/R* depends on some P ... Q in the
model that resemble P* ... @* in the target, and there are no obstructing
dissimilarities D, is a matter of those properties R/R*. Looking at the questions I
raised in Section 2, however, the properties R/R* that matter in these questions are
often normative properties, such as the property of deference-being-required. These

properties appear to depend on P...Q in testifier-models that are like P* ... @* in
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the target, as seen in Table 1. And, the dissimilarities D in Table 2 are not

obstructive dissimilarities for P ... @-to-R.

Table 1. Significant similarities (analogies) between human epistemic agents and
Als grouped by their rough epistemic category for easier consideration. Note that
some similarities, such as track record, are in fact identities, and that some
properties are properties of an extended epistemic system, such as the expert-

layperson relationship.

Epistemic Category | Human Epistemic Resemble | AI System
Agent Properties/Features
Properties/Features
Testimonial Asserting Al creating an output
Similarities
Testimony Al output that takes a
convincingly discursive,
human-like form
Tailoring to an Sensitivity to
audience Inputs/prompts/context
Epistemic Bias/Influencing Inappropriate
Authority and Interests exclusions from
Expertise training data

Competence within an
epistemic domain

Reliability of Al
outputs for that domain

Expert assertion

Outputs marked high
confidence

Deference to experts

Relying on reliable Al
system outputs

Track record/accuracy

Track record/accuracy

Opacity of expert
reasoning
(Justificatory opacity)

Opaque/Non-Tractable
Al algorithm
(explanatory opacity)

Socially situated
knowledge/knowers

Testimonial injustice
due to hearer
prejudice

Failure of Al to take
Inputs expressed in
marginalized idioms
seriously, or inadequate
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incorporation of
marginalized
views/perspectives

Credibility
excesses/deficits to

particular agents or

Excessive or
insufficient reliance on
artificially intelligent

groups systems

Spreading Al systems generating
misinformation or transmitting

within an epistemic misinformation
community

Highly influential Widely used Al systems
authorities/experts

General epistemic | Ignorance
qualities

Gaps in training
data/failure to train to
achieve conclusions

Reasoning AT’s algorithm for
producing outputs

Credibility Reliability of outputs

Possession of evidence Accessibility of relevant

information to an Al's
algorithm

Table 2. Some example dissimilarities between Als and human testifiers. Note that
the dissimilarities are not paired left-to-right, each list is conceptually separate from

the other.

Significant Human Properties without
Al Analogs

Significant AI Properties without
Human Analogs

Intentional states (particularly, believing
true)

Practical vulnerability to consequences of
epistemic decisions

Interpersonal relationships among
testifiers/knowers

Possibility of hacking/infiltration

Reinforcement learning from human
feedback and other kinds of post-training
activity in machine learning

Training data set (if machine learning
system)
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Sincerity in assertion Epistemic lapses or biases of constructors

T3 y . f the Al syst
Ability to be the recipient of genuine of the Al system

reactive attitudes like disappointment or
resentment

For example, consider the question of how to decide among competing Al
systems (the “subject/2-Al” problem mentioned in Section 2). In the human case (the
analogous “subject/2-epistemic authorities” problem), the answer to this question
depends on properties like whether there is a consensus among the authorities, the
past track record of the experts, and any evidence of their interests and biases
(Goldman 2001). These properties matter because they bear on the expert’s
epistemic function of providing knowledge that would otherwise be hard for the
subject to achieve; consensus, track record, and bias are features that bear on
whether a source is likely to be correct. At the same time, the expert’s epistemic
function seems unaffected by any of the significant AI-human dissimilarities in
Table 2. (2) and (3) are thus met for the properties R/R*—here, the normative
property of being the better source to rely on—implicated in the “subject/2-Al”

problem.

From here, we can generalize. The functional-role similarities, and related
questions I discussed in Section 2, are by their very nature about epistemic
functions—that 1s, what Al and humans do in our epistemic lives. While sometimes
humans and Als perform these functions differently in virtue of the differences in

Table 2, it does not seem that most of our questions about these functional roles
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turn on those differences. Rather, they turn on the kind of properties listed in Table
1 (even if not every such property is listed there). So, it seems that MAT is usually
poised to provide good models, and good analogical arguments, when we ask
questions that implicate functional-role similarities of the kind I have been
discussing. Correspondingly, it appears that testifiers are not necessarily poised to
be good models when questions implicate disanalogies like those listed in Table 2.
In particular, this means that MAT is likely not the right philosophical method
when internal constitutional properties are important for an epistemological
question because of the significant dissimilarities between Als and human testifiers

in these respects (a point I return to in Section 5).°

4.2 An Illustration of MAT

To strengthen the case for MAT, I will now look at a concrete example about
Al opacity from the existing Al social epistemology literature (Ross 2024). This
example will show why the modeling part of MAT—and not just its analogical part,

which I focused on previously—matters, and it will also clarify how MAT works.

Al systems have increasingly entered “morally sensitive” decision—making

contexts like medical diagnosis, recidivism assessment, and autonomous guidance

9 I should note, however, that this might be a conservative presentation of MAT. While the similarities between the
internal constitutions of Als and human testifiers (such as their possession of mental states) are not as strong as their
functional-role similarities, they could nonetheless be strong enough for good analogies. For instance, some
philosophers have argued that even if Als do not have full-blown intentional states, there are Als—LLMs have been
the locus of the discussion—that might have quasi-intentional states, and so, internal states that are similar in certain
respects to those that humans possess (Hernandez Flowerman 2026, 132; Herrmann and Levinstein 2024, 5). If this
is plausible, MAT may turn out to be helpful for questions that implicate constitutional properties after all. Further
consideration of candidate disanalogies like those provided in Table 2 is required to understand the classes of
problems MAT applies to more fully.
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systems for weapons. Many commentators have raised concerns that if these
decision—making systems are opaque insofar as we are unable to understand or
explain how they arrive at their decisions, ' they are ethically problematic; they
suggest that Als must be transparent in a way similar to human decisionmakers for
deference to be acceptable in ethically sensitive contexts (Floridi et al. 2018;
Giinther and Kasirzadeh 2022; Wachter et al. 2017).'! Amber Ross (2024), however,
observes that expert reasoning is often opaque to laypersons, and yet deference is
justified, even, or perhaps especially, in morally sensitive contexts. Perhaps, then,

experts are the relevant comparison class, rather than ordinary reasoners.

Elaborating her view, Ross, following John Hardwig (Hardwig 1985), accepts
that there are three minimal (i.e. necessary, but not necessarily sufficient)
conditions for laypeople to be epistemically justified in deferring to an opaque

expert:

1. The laypeople have not, themselves, performed the reasoning that is being
left to the expert.

2. The laypeople are not capable of performing the reasoning that is being
left to the expert (for any of several possible reasons, to be discussed
below).

3. The laypeople cannot themselves ‘assess the merits of the evidence’ nor
understand how the evidence supports the expert’s decision. (Ross 2024,
931).

10 For any Al, of course, we can provide an explanation at some level of description for how Als arrive at their
outputs. For instance, we can explain how deep learning systems arrive at their outputs by noting that they (i)
minimize an objective function during their training and (ii) use the neural network produced to process inputs
(LeCun et al. 2015, 436). This explanation, however, does not mean that we understand the actual rules that are
latent in the network for making individual decisions, and in practice it is rarely possible to obtain such an
understanding, even for relatively simple systems (Zerilli et al. 2019). Hence, these systems are opaque because we
do not have, for instance, tractable explanations of why certain features of the input led the system to make the
decisions it did, or the relative importance of different features within the system to its decisionmaking.

11 Zerilli et al., while critiquing the demand that Al systems be transparent to operate in ethically sensitive contexts,
provide an excellent summary of various proposals that argue that transparency is required (2019, 663—68).
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Ross adapts these conditions to provide minimal conditions for laypeople to defer to

AT:

1’. Neither transparent models nor humans have performed the task in
question on the scale at which the opaque AI model will be performing that
task,

2’. Transparent models are not practically capable of performing the task that
the opaque Al model is intended to perform, [and]

3’. We are unable to satisfactorily explain the Al model within a reasonable
amount of time given the urgency of the task in question (Ross 2024, 931-32,
some formatting changed).

I am not interested in whether this is the correct translation of Hardwig’s expert
conditions to Al, but rather in what justifies moving from (1)—(3) to (1’)—(3’). The

answer, I suggest, is a strategy like MAT.

Ross effectively says as much when, prior to introducing Hardwig’s
conditions, she says the following about the relationship between Al and the expert

in her argument:

In what follows I will make a preliminary case for the claim that the essential
features of experts—the features that make expert opinion trustworthy, and
our trust in those individuals’ decisions both epistemically and ethically
responsible—can be realized in Al as well. For this to be the case, the
relevant features of human experts must not be essentially human features.
... If such [essentially human] traits play an indispensable role in generating
the trust and trustworthiness, this relation will not be a viable model for the
ethical use of opaque Al (Ross 2024, 930-31, emphasis mine).

Invoking “relevant features” here, Ross reflects the core commitments of the MAT
view as I presented it, which supports making analogical arguments between model

and target when (a) the model and target have observable similar properties P ... @
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and P* ... @* to one another, and, (b) in the model, those properties are known to be

appropriately related to a property or properties of interest R/R*.

Ross does not enumerate all the similarities supporting her argument, and I
will not try to do so in this reconstruction. Below, however, is a brief initial list of
similarities P ... @ and P* ... @* that one might provide upon considering Hardwig’s
conditions (Table 3). Some match the similarities I already identified (see Table 1 in
Section 4.1). The testifier-model here is that of a human expert in a social context
(because features of the expert-layperson relationship are crucial to justifying

instances of deference):

Table 3. Properties that are similar between the testifier-model (an expert in a social
context) and the target (an Al in a social context) and relevant to Ross’s argument
(2024). Note that not all the properties described here are necessarily properties of the
testifier alone, but also include properties of the social context, because these
properties are relevant to our phenomenon of interest (deference), as can be clearly
seen in Hardwig’s conditions.

Expert in a Social Al in a Social
Context (Model) resembles | Context (Target)
A Expert’s reasoning AT’s process of arriving

at an output

B Laypeople/Non-experts People in general
(with respect to

understanding the
expert’s reasoning)

C Laypeople/Non-experts A non-opaque entity
(with respect to performing the same
reproducing/performing task as the Al

the expert’s reasoning)

D A layperson’s inability Layperson’s inability to
to assess the merits of assess the relevant
the evidence inputs the opaque Al
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uses to generate its
output
E Layperson’s incapacity Layperson’s inability to
to perform the expert’s perform the task
reasoning assigned to the opaque
Al

Our properties of interest R in this case are the normative properties about when
one should defer. Since Ross, by accepting Hardwig’s conditions, accepts that these
properties are determined by the properties in the left column of Table 3, we have
met our modified version of Hesse’s (2). Moreover, it does not seem that there are
any difference-making or obstructing dissimilarities that would lead to a violation of
(3). The correctness of expert deference does not seem to depend on features like the
expert’s possession of intentions, or ability to participate in trust relations, that lack

Al analogs.

We can now use the testifier model to investigate when R/R*—the normative
property of being an appropriate object of deference—appears in the target.'?
Consider (1). Noticing similarity (C) in Table 3, we might infer that the following is
an appropriate translation of (1), and so will provide part of the conditions for the

appearance of R* in our target:

17. Persons or transparent Als must not have performed the task performed
by the opaque Al model.

12 In this case, R and R* are identical because we are interested in the question of when it is normatively appropriate
to defer to an opaque Al, and so the property of interest is the same in both cases.
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(17) 1s not quite Ross’s (1°), and it does not look wholly adequate. We can imagine a
scenario where persons or transparent Als have not performed the task in question,
but performing a task might require only a trivial amount of effort. (1”) would
permit shirking our epistemic responsibilities in this scenario because we could

easily check the reasoning for ourselves.

The inadequacy of (1”) demonstrates an important reason to frame MAT as a
view about models, not just analogies. Seeing that our analogy is deficient in some
way, we can return to our model system and see what other properties P ... @ might
be relevant to R and so R*, and add them—a process of model building. Eventually,
the outcome of this process will be arriving at a satisfactory inference like (1’) from
(1), and similar remarks apply for (2) and (3’). MAT thus does not just allow us to
draw conclusions when we establish some model-target similarities at the outset,
but is helpful in a real-world setting where we must begin with some similarities

and iteratively consider whether others need to be in place.

A related point is that we can adjust our testifier-models so that they are
more like our Al targets, and so more suitable for inference. This point is not so
obvious in Ross’s model, so let us consider another scenario: we want to investigate
the epistemology of a novel Al system that would communicate with patients. A
natural testifier-model is a physician or nurse. But it might be the case that the Al
has a flat affect that we suspect is epistemically relevant, and so an ordinary nurse
or physician won’t do. In that case, we can make the model more realistic by

1magining that we are dealing with a physician or nurse lacking typical emotional

27



responsiveness. We can use testifier-models, then, even where initial dissimilarities
exist between testifier and Al. This should assuage some concerns that MAT is too

narrow for real Al systems, which are rarely wholly analogous to human testifiers.

Finally, note that MAT, at least in an analogical version, does not involve
misrepresenting the Al as having qualities it lacks, like intentionality. It is true
that in Ross’s example, the human expert has qualities the Al does not (as will be
true in all MAT examples). But, as noted in the previous section, Hesse’s material
analogy view of models only licenses the export of conclusions about a property of
interest R when conditions (1)—(3) are met. There should thus be no concern that
MAT will license known-to-be-misleading inferences about target systems, because
we know that we should not use it when we know that R has no counterpart R* in
the target system (because, for instance, there are some difference makers D that
prevent the manifestation of an R*, despite properties P*...Q* similar to P... @ in

the model).

Let us stop and take stock for a moment. So far, I have articulated and
defended MAT in general terms, illustrated how it works in practice, and showed
that it 1s sufficiently flexible to be useful even when the analogies are not wholly
clear at the outset. Together, this suggests that MAT is one viable approach to the
social epistemology of Al. In the remainder of this section, I make the case that

MAT is not just viable but possesses many distinctive advantages.
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4.3 The Advantages of MAT

The first attractive feature of MAT I wish to consider is that it helps us
systematize existing practices. The most obvious cases are analogical and modeling
practices like Ross’s, but MAT is also poised to help us understand and justify an
even more common practice when thinking and writing about Als: loose talk. I have
in mind the use of anthropocentric social epistemological conceptual categories, like
testimony, to make statements about Als that are not literally true, such as when
we say that an Al system “let down our trust.” Such loose talk might seem like a
motivation for the Revisionary View on the grounds that we need to reconstrue the
talk so that it turns out true. If we accept MAT, however, we can explain loose talk
as a kind of proto-analogical-modeling talk and thus give an alternative, non-
revisionary defense. Talking about “Al testimony” in relation to Al outputs, for
instance, can be understood as implying a claim that the Al is similar enough in
some properties P* ... @* to the properties P ... @ of a testifier for some range of
modeling purposes. While not all “loose talk” can be understood along these lines, in

many cases, this reading is reasonable and explains its theoretical usefulness.

Preserving “loose talk” is also beneficial because it avoids adding to our
cognitive load with novel concepts and vocabularies. Arguing against the
Revisionary Approach, I mostly focused on its inability to help us make progress on
interesting philosophical questions about Al. But another problem with conceptual
and terminological revision is that even if it leads to increased precision, that

precision is costly because we force ourselves to use a new, parallel vocabulary. The
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MAT interpretation of loose talk lets us retain our ordinary vocabulary, avoiding
additional cognitive load, while making clear that such talk is not literal but talk

about a model.

Likewise, our relative familiarity with testifier models (at least, compared to
novel Al systems) means that testifier models can be easier to reason about than
the target system. In the AI medical communication case I mentioned in 4.2, for
example, our empirical knowledge of Al-human relationships is still relatively
limited, especially vis-a-vis LLMs. By contrast, our theoretical resources for
analyzing human testifiers and testimony are well-developed and, by dint of our

daily lives, we are more prepared to think about conventional human testifiers.

This point about theoretical development sets the stage for the final, and
perhaps most important, advantage of MAT: the use of a testifier-model allows us to
leverage existing knowledge (or, at least, justified beliefs!®) from ordinary social
epistemology to make progress in Al social epistemology. In the best-case scenario,
like Ross’s, we will be able to transfer what we are already justified in believing
from the testifier-model to our target and obtain easy justification. Things might
not always turn out that way and in less analogous cases, we will not be able to
make such direct inferences. Still, even if MAT fails to be the appropriate

methodology for a particular question, using MAT is a low-investment way to start

13 Unlike within a scientific research program, there are few matters within social epistemology that are
uncontroversial enough among epistemologists to qualify as knowledge. However, even if we cannot say something
like Hardwig’s expert-deference conditions are knowledge, a researcher can still be justified in holding or
entertaining such beliefs, and exporting the beliefs from model to target should proceed similarly in both cases.
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reasoning about important epistemological questions, and the process of performing
MAT can provide insights into important dissimilarities between Als and human

testifiers.

5. Two Objections to MAT

It was noted earlier that MAT is not, per se, a novel view, because
philosophers already engage in modeling-type practices within Al social
epistemology. The hope, however, is that MAT will find wider and more explicit use
within Al social epistemology, including in contexts where it has not been used
previously. Should this happen, MAT is bound to raise challenges and questions
that are difficult to anticipate from our current position. For now, I want to address
what I currently anticipate as the two most common objections that will be leveled
against MAT: the objection that MAT is of limited utility, and that it involves an

undue degree of anthropomorphism.

One way to put the first objection is in terms of the questions raised in
Section 2. One might worry that, while MAT is productive for many of these
questions about expertise, testimony, broader socio-epistemic phenomena and so on,
the questions it is most helpful with are the relatively “easy” questions in these
categories. Even if it can help with these questions, its inability to help with “hard”
questions means the view is of limited utility. The claims made in the previous

section about broad advantage are thus suspect.
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What I have in mind by “easy” questions are those that implicate functional-
role similarities most strongly, like Ross’s (2024) question (“In a morally sensitive
context, when is deference to an opaque Al acceptable?”). Questions that mostly
1implicate functional-role similarities are “easy” because if all that is relevant are
functional-role similarities, we can expect that these questions will have similar
answers to those in anthropocentric social epistemology (as discussed in 4.1). This
does not mean that answering such questions in and of themselves is an easy task.
When to defer to any opaque entity is contested. However, asking this question
specifically about an Al, rather than a human, does not introduce many additional

problems or considerations.

A “hard” question, on the other hand, is one like, “What characteristics qua
model must a large-language model (LLM) possess for its outputs to provide us with
justification?” This implicates Al-specific properties like whether reinforcement
learning through human feedback has been performed on the model, and whether a
technique like retrieval-augmented generation (RAG) is in use (Farquhar et al.
2024). Consequently, MAT does not seem prepared to help us answer such “hard”
questions about Als, because the human testifier model is not similar enough with
respect to the relevant properties implicated by the “hard” questions. Usually, these
properties seem to be properties of internal constitution that are plausibly quite

different in Als than humans.

MAT, however, is not necessarily designed to handle the “hard” questions,

and this is not a failure of ambition. It is a truth universally acknowledged that a
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good model must be in want of a domain of applicability. MAT’s primary domain of
applicability is questions that concern functional-role similarities, which motivated
our discussion in the first place. Even if this means that MAT applies first and
foremost to “easy” questions within Al epistemology, these are still important
questions. Moreover, as we saw in Ross’s case, for “easy” questions, we still must
decide what 1s analogous to what in cases where Al and human systems are
relatively similar, and this is non-trivial. MAT gives us a principled way to think
about what we are doing when we make claims of analogical similarity and why

they are effective.

Additionally, the suggestion that MAT cannot help with “hard” questions is
too pessimistic if we consider how MAT can indirectly support answering them. The
“hard” question just presented above does not have a single answer but many,
which depend on factors like how we employ the LLM in a particular domain. MAT
can help us think about what sort of role the LLM is playing in a given domain.
From there, we can then think about what constitutional properties are required for

it to play that role appropriately.

The second major objection is concerned with anthropomorphism—that is,
the attribution of human qualities and characteristics (particularly, mental ones) to
non-human entities like Als. Anthropomorphism is a perennial source of ethical and
epistemological concern within the philosophical literature on Al. Broadly speaking,
this is because of concerns that anthropomorphism will lead us to misjudge Als,

especially by attributing them too much credibility or ceding them too much
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authority (Placani 2024, 696-97). While this concern is usually articulated as a
concern about how users will engage with Als, the same concern can exist for
theorizing about Als if, in our theorizing, we inappropriately vest them with human

qualities.

I should note, however, that properly practicing MAT, contra appearances,
does not involve any substantive anthropomorphism, because substantive
anthropomorphism involves the literal attribution of human qualities to non-human
entities. While MAT involves analogizing an Al to/modeling an Al as a testifier,
analogical modeling also requires attending to where the target and model are
disanalogous and not inappropriately using the model to make inferences with
respect to disanalogous properties. When we perform MAT, we should not be
exporting distinctively human qualities to an Al (like attributing to it mental states,

volition, and so on).

One might be worried about a subtler form of anthropomorphism that does
not involve directly attributing human qualities to Al but instead distorting
problems in Al epistemology to fit into human models. I agree that this is an
unavoidable risk, but one worth bearing. There are numerous epistemic advantages
to employing MAT (as explained in Section 4.3), so managing anthropomorphism
seems like a small price to pay. Because of the humanlikeness of these systems,
some degree of anthropomorphism seems inevitable for both users and theorists. By

focusing our attention on materially important similarities and whether there are
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any difference-making properties D with respect to a property of interest R*, MAT

helps us manage anthropomorphism responsibly.

6. Conclusion

Al systems, especially with the advent of LLMs, can now function strikingly
like human epistemic agents in many contexts. Consequently, within social
epistemology, we face questions about Als that are very similar to those that
concern human epistemic agents. Our existing social epistemology, however,
operates with an anthropocentric set of concepts—testimony, most notably, but also
epistemic authority, deference, and trust—that require the possession of intentional
mental states, which present-day Als cannot be presumed to have. Hence, this
paper’s guiding question was: Given (a) the incompatibility of Als with our existing,
anthropocentric conception of social epistemology and (b) abundant and
epistemically important human-Al resemblances, how should we proceed with Al

social epistemology?

I considered two methodological responses to this situation, both of which are

already latent in Al social epistemology:

The Revisionary Stance: In light of abundant and epistemically important
human-AI functional-role similarities, social epistemology should revise
many anthropocentric epistemological concepts, or produce more precise
analyses of them, to accommodate Als.

The Modeling as a Testifier (MAT) Stance: When addressing questions in
Al social epistemology, our default approach should be to proceed as if the Al
1s a testifier, unless it is obvious at the outset that Als differ from testifiers in
ways that are relevant to the question. We model Al as a testifier for the
purpose of addressing these epistemological questions.
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I then argued that the Revisionary Stance is not generally a productive way to
proceed because conceptual revision is not poised to help us resolve these questions
directly or indirectly. At best, it seems that conceptual revision can help us to draw
attention to certain problems within Al social epistemology by labelling them, but
this can be done without actually adopting a revised analysis or novel concept. I
argued that the Revisionary Stance is also risky because it may lead us to adopt

concepts that could bias our approach to novel epistemic phenomena.

As an alternative to the Revisionary Stance, I introduced MAT (Section 4)
and provided an analogical account, based on Mary Hesse’s work on models and
analogies, of how MAT can allow us to learn about the social epistemology of Al via
the existence of shared (or analogous) features between Al systems and human-
testifier models. I argued that because these shared features ground many of the
properties of interest at stake in key epistemological questions, we should expect
that MAT often will allow us to draw correct (or informative) conclusions about Al
systems through testifier models. I illustrated how this can work with an example
drawn from Amber Ross’s (2024) work on epistemic deference to opaque AI(2024),

showing that MAT is not only effective in expectation, but in practice.

I further argued that MAT is not only adequate for inference but can be
expected to be a highly effective methodology. Because MAT relies on similarities
between Als and testifier models, MAT can easily leverage existing theories in

anthropocentric social epistemology and help us to discover extensions of those
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theories. It also allows us to account for ubiquitous and productive “loose talk”
within Al social epistemology that appears to attribute distinctively human
characteristics to Als. Finally, I argued that MAT’s testifier models provide a
uniquely user-friendly way to study Al epistemology because of their legibility to
epistemologists. Together, these advantages should make MAT attractive for a wide

range of questions within Al social epistemology.

In closing, I want to return to the relationship between MAT and conceptual
revision. I presented the Revisionary Stance as a stance about what we should do as
part of present-day social epistemology—engage in conceptual revision—and argued
that it was not a promising path. This, however, leaves open the possibility that
conceptual revision will be better justified in future Al social epistemology. While I
cannot sketch this picture in detail, one could imagine that as we apply MAT to
some problems in Al social epistemology, we will become aware that there are

distinct Al-oriented issues that deserve their own conceptual architecture.

To give a (prospective) example, consider the emerging phenomenon of “Al
psychosis,” where users interacting with LLMs acquire delusions, or have them
reinforced, by the LLM (Morrin et al. 2025; Pierre et al. 2025). At least from an
epistemological point of view, the natural place to begin modeling this phenomenon
is viewing the Al as akin to an untrustworthy human testifier. In time, however, as
the clinical picture surrounding these sorts of delusions becomes clearer, there may
be a need for a more distinctive, Al-centric conception of the Al qua partner-in-

delusion to explain their distinctive epistemology. If this kind of need does appear,
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we can use what we have learned through applying MAT to direct conceptual

engineering or revision to form an adequate new concept.

Articulating MAT is still first and foremost an effort to direct attention away
from ineffective and premature projects of conceptual revision. This example should
suggest, however, that it has a more complex contribution to make to methodology
in Al social epistemology than simply ruling out conceptual revision and providing
effective methods for answering contemporary epistemological questions. I expect
limning this contribution will require using MAT in practice to make inferences,
seeing how it performs, and understanding how it interacts with other
methodologies within Al social epistemology. In other words, while there is still
much theory to be done to understand MAT as a philosophical tool, the next step
forward in its development is to put it into practice and use it to address the Al-
human epistemological similarities, and resultant questions, that motivated its

development in the first place.
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	2. From Resemblances to Epistemological Questions 
	2. From Resemblances to Epistemological Questions 
	To motivate my opening question—essentially, how to proceed in social epistemology in view of human-AI functional-role similarities—I will review some important social epistemological questions that arise from these functional-role similarities. If AIs can serve in the same general epistemic roles as human agents, any questions that apply to human epistemic agents might have an analog in AI social epistemology. I would, however, like to distinguish four potentially interesting groups of questions. While the
	The first concerns epistemic authority (EA) and expertise. The most basic question here is whether reliance on AIs that act like experts is justified, and under what conditions (Hauswald 2025a, 2025b, 3–5; Lange 2024; Hirmiz 2024). This is almost identical to the question of when reliance on human experts is justified 
	The first concerns epistemic authority (EA) and expertise. The most basic question here is whether reliance on AIs that act like experts is justified, and under what conditions (Hauswald 2025a, 2025b, 3–5; Lange 2024; Hirmiz 2024). This is almost identical to the question of when reliance on human experts is justified 
	(Hardwig 1985; Goldman 2001). Likewise, we have the question of how laypeople ought to decide among competing AI pseudoexperts in a domain we are unfamiliar with—what Rico Hauswald calls the “subject/2-AI” problem (2025b, 4). This is again a near-identical counterpart to the “subject/2-EA” problem of deciding among competing human epistemic authorities (Hauswald 2025b, 4; Goldman 2001). We also face the question of whether learning an AI pseudoexpert’s judgement about p should be one among many of our consi

	A second group relates to broader questions about AI and testimony. Part of what explains AIs’ ability to serve in various functional roles, as I already noted, is that they can ape the look and feel of human testimony. Consequently, we seem to face AI-centric versions of classic testimonial questions. For instance, we might ask whether AI pseudotestimony can generate new knowledge and/or justification or only transmit these (Freiman 2024, 485), a spin on the classic transmission/generation debate (Audi 199
	A second group relates to broader questions about AI and testimony. Part of what explains AIs’ ability to serve in various functional roles, as I already noted, is that they can ape the look and feel of human testimony. Consequently, we seem to face AI-centric versions of classic testimonial questions. For instance, we might ask whether AI pseudotestimony can generate new knowledge and/or justification or only transmit these (Freiman 2024, 485), a spin on the classic transmission/generation debate (Audi 199
	it acceptable to rely on these outputs? This question is also connected to the debate over reductionism—that is, whether testimony can serve as a basic source of justification, or whether it should be reduced to other, more basic sources (Lackey 2008, 141–75; Coady 1994; E. Fricker and Cooper 1987). Does a similar problem arise for AI pseudotestimony? If so, what is its resolution? 

	The third group looks beyond individual AI/human interactions and considers epistemic networks. Given that some AIs (particularly LLMs) imitate a wide range of human epistemic agents, increasing AI use raises the prospect of altering our existing epistemic networks, just as if we saw changes in the composition of human participants in them. Philosophers and those in cognate disciplines have already cataloged several more specific topics of interest under this rubric like AI-generated propaganda (Simon et al
	Finally, there are questions about appropriate attitudes towards AIs that parallel questions about our attitudes like trust, mistrust, and deference with respect to human epistemic agents. Because AIs can function like testifiers, we can presumably adopt similar attitudes towards them, at least when they seem reasonably human to us. Is it then appropriate to adopt attitudes like trust, mistrust, and deference towards AIs (Hauswald 2025a; Koskinen 2024; Kerasidou et al. 2021)? If we should not adopt such att
	Finally, there are questions about appropriate attitudes towards AIs that parallel questions about our attitudes like trust, mistrust, and deference with respect to human epistemic agents. Because AIs can function like testifiers, we can presumably adopt similar attitudes towards them, at least when they seem reasonably human to us. Is it then appropriate to adopt attitudes like trust, mistrust, and deference towards AIs (Hauswald 2025a; Koskinen 2024; Kerasidou et al. 2021)? If we should not adopt such att
	adopt towards them? Other than which attitudes we may adopt, there is also the question of under what circumstances to adopt such attitudes—like the question I already raised in the first group about appropriate deference to AI. 

	This is not an exhaustive list, and I will now step back from specific questions in favor of focusing on methodology. I presented them to show that the functional-role similarities between human epistemic agents and AIs, which will probably only increase in number, raise important questions in AI social epistemology, and that these questions are very similar to questions in existing social epistemology focused on humans. 
	If AI social epistemology has an aim, it is to answer these questions, or at least to provide candidate answers. But our existing social epistemology tends to be highly anthropocentric. It takes humans to be the epistemic agents of interest, and concepts in epistemology reflect that focus. Most important for our purposes is testimony, which usually is thought to require communicative intentions, as noted earlier. This anthropocentric conception ramifies throughout our social epistemology because testimony i
	If AI social epistemology has an aim, it is to answer these questions, or at least to provide candidate answers. But our existing social epistemology tends to be highly anthropocentric. It takes humans to be the epistemic agents of interest, and concepts in epistemology reflect that focus. Most important for our purposes is testimony, which usually is thought to require communicative intentions, as noted earlier. This anthropocentric conception ramifies throughout our social epistemology because testimony i
	attitudes of trust towards a testifier. Although the nature of trust is hotly debated, trust is often thought to be distinctively interpersonal in a way that distinguishes it from mere reliance (Hauswald 2025a, 62; McLeod 2023). 

	Hence, we arrive at the question I posed at the outset: how do we proceed with the social epistemology of AI when our social-epistemological concepts are anthropocentric in character? However similar AIs are to human epistemic actors, it seems that we cannot, given current concepts, say that they literally are testifiers, epistemic authorities, or deserving (potentially) of attitudes of trust, since they are lacking the necessary intentional states and personhood. How, then, should we approach questions abo

	3. The Revisionary Stance and its Limitations 
	3. The Revisionary Stance and its Limitations 
	The Revisionary Stance provides one answer: we should revise anthropocentric epistemological concepts, or develop new ones, to support epistemological investigation of AI. In this section, I first present the Revisionary Stance (Section 3.1) and then offer a critique (Section 3.2). 
	3.1 The Revisionary Stance 
	3.1 The Revisionary Stance 
	Here is a brief statement of the Revisionary Stance: 
	The Revisionary Stance: In light of abundant and epistemically important 
	human-AI functional-role similarities, social epistemology should revise 
	many anthropocentric epistemological concepts, or produce more precise 
	analyses of them, to accommodate AIs. 
	Before I proceed, I should note that “revisionary,” while catchy, risks suggesting that a Revisionary Stance always involves engineering novel concepts. I have a more ecumenical conception in mind: we have an instance of the Revisionary Stance when someone takes a broadly conceptual-analytic or engineering approach to remedy a deficiency in anthropocentric terminology. While many such examples can be found within the literature,I shall provide just two to illustrate distinct types of revision. 
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	In his investigation of AIs as epistemic authorities, Rico Hauswald (2025b) proposes that we should analyze epistemic authority so that AIs can count straightforwardly as epistemic authorities alongside human epistemic authorities. Hauswald’s analysis proceeds from his examination of epistemic deference, as the usual targets of deference are epistemic authorities. He finds, however, instances of deference to non-AI entities that are not human epistemic authorities, whether because they do not transmit infor
	In presenting the Revisionary Stance, my aim is mostly to note one possible approach to AI-human similarities, pursued by at least some authors in AI social epistemology, and use it to motivate a better approach: the Modelling as a Testifier (MAT) view. Because this is my purpose—rather than a full-blown critique of all instances of the Revisionary Stance—I will not provide a complete overview of the appearance of the Revisionary Stance in the contemporary literature. In addition to my main examples from Ha
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	conventional sense) (Hauswald 2025b, 5–6). On this basis, Hauswald proposes a new definition of epistemic authority: an EA is something that provides “truth indicators” about a proposition p that are sufficiently strong that an agent should “adopt the doxastic attitude the indicator suggests” (Hauswald 2025b, 6).This analysis is revisionary in the sense that it proposes that our customary analysis is mistaken and offers an alternative. 
	4 

	A different revisionary move is made by Ori Freiman in an article where he coins the term “AI-testimony” (Freiman 2024). Freiman observes that our existing theories of testimony are anthropocentric, and so not well-suited to accommodating the intentionless outputs of conversational AIs that resemble testimony (Freiman 2024, 479–81). To fill the gap, Freiman defines an instance of AI-testimony as an AI output that (a) states a proposition, or that a proposition can be inferred from, (b) has had no human dire
	I should note that Hauswald never uses the term “truth indicators” in his text. He invokes “suitable facts about [an] EA as indicators for the truth of propositions” (Hauswald 2025b, 6). I introduce “truth indicators” as a simpler gloss. 
	I should note that Hauswald never uses the term “truth indicators” in his text. He invokes “suitable facts about [an] EA as indicators for the truth of propositions” (Hauswald 2025b, 6). I introduce “truth indicators” as a simpler gloss. 
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	3.2 Against the Revisionary Stance 
	3.2 Against the Revisionary Stance 
	My chief objection to the Revisionary Stance is that revisionary moves like those just illustrated do not do much to help us answer the questions I canvassed in Section 2. 
	Take the aforementioned “subject/2-AI” problem—how can we identify the more trustworthy of two AI systems when we are unfamiliar with their epistemic domain? This “subject/2-AI” problem is clearly analogous to the “subject/2-EA” problem that we face for human epistemic authorities (Goldman 2001). Will revising our concept of an epistemic authority help us make progress on it? It does not seem so. Hauswald’s revised conception of epistemic authority (Hauswald 2025b, 6) leaves room for both AI and humans. But
	Perhaps this critique misunderstands conceptual revision. Rather than trying to answer important questions in AI epistemology directly, conceptual revision just develops more precise concepts for answering the questions. Freiman’s concept of AI-testimony might improve how we talk about some AI outputs. Similarly, Hauswald’s alternative analysis might reveal that epistemic authority is more capacious than thought—it applies not only to human testifiers, but to AIs and other epistemic kinds. 
	Nevertheless, it remains to be seen whether more precise concepts really help. Assume for the moment that Freiman’s more precise analysis is a good one (something I will cast doubt on below). How does it help us to answer important questions about the epistemology of AI pseudo-testimony? To answer such questions, we need more than an account of what the features of AI pseudo-testimony are; we need to know how these features bear on its epistemology. I suspect that Freiman might argue that our “anthropocentr
	I have argued thus far that conceptual revision does not seem to do much to help us address key questions in AI social epistemology. I now want to note a final risk connected to revising for the sake of precision: “more precise” analyses can make it harder to answer epistemological questions if the analyses don’t successfully capture the phenomenon of interest. 
	Freiman’s analysis of AI-testimony, for instance, says that AI-testimony must be “delivered in an algorithmic process in which no other human is directly involved” (Freiman 2024, 485). Now, consider a college student who places an essay prompt on the causes of the Soviet Union’s collapse into several LLMs and generates responses. She selects one and submits it as her own work. Her professor reads it and, while recognizing that the essay is fraudulent and attributing it to some LLM, not the student, learns s
	Freiman’s analysis of AI-testimony, for instance, says that AI-testimony must be “delivered in an algorithmic process in which no other human is directly involved” (Freiman 2024, 485). Now, consider a college student who places an essay prompt on the causes of the Soviet Union’s collapse into several LLMs and generates responses. She selects one and submits it as her own work. Her professor reads it and, while recognizing that the essay is fraudulent and attributing it to some LLM, not the student, learns s
	an interesting instance of AI-testimony and mirrors unattributed AI outputs in fora like journalism and politics. But, because the output was human-selected, it might not meet Freiman’s definition and would be formally excluded from an investigation of AI-testimony. A similar worry applies to Hauswald’s redefinition of epistemic authority, although here too much is ruled in, not ruled out.Given that AI social epistemology is still so new, such over-and under-inclusion may well be ubiquitous. Conceptual revi
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	One might object to the preceding on the grounds that conceptual revision does not aim to make AI social epistemology more productive either directly or indirectly, but purely to understand what various categories are. If this is correct, my criticisms so far are inapplicable. But this should not be comforting, because analysis of these AI-related concepts for its own sake is not well-justified either. Concepts like knowledge and justification are central to our epistemology, so the accounts we give of them
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	we cannot decide what they are). The concepts of epistemic authority and pseudotestimony, on the other hand, while categorizing real phenomena, seem like categories generated by the epistemologist for theoretical purposes. Consequently, there may be no fact of the matter about what an epistemic authority is, only various possible definitions. 
	My arguments should not be taken to support an extreme position that conceptual revision will never be necessary in AI social epistemology. In recent philosophical history, the development (or recognition, if you prefer) of epistemic injustice (M. Fricker 2007) has enabled the growth of a large and productive research program. Something similar could happen one day in AI social epistemology. At present, however, we are still in the early days, and the arguments above suggest that conceptual revision will do
	An EA, per Hauswald, is something that provides “truth indicators” about a proposition p that are sufficiently strong that an agent should “adopt the doxastic attitude the indicator suggests” (Hauswald 2025b, 6). But this position entails that any reliable source of information is an EA. For example, a tree’s rings would be epistemic authorities on Hauswald’s view, because their physical appearance is (pending any defeaters) an indicator that is sufficiently strong for adopting the view that the tree is as 
	An EA, per Hauswald, is something that provides “truth indicators” about a proposition p that are sufficiently strong that an agent should “adopt the doxastic attitude the indicator suggests” (Hauswald 2025b, 6). But this position entails that any reliable source of information is an EA. For example, a tree’s rings would be epistemic authorities on Hauswald’s view, because their physical appearance is (pending any defeaters) an indicator that is sufficiently strong for adopting the view that the tree is as 
	An EA, per Hauswald, is something that provides “truth indicators” about a proposition p that are sufficiently strong that an agent should “adopt the doxastic attitude the indicator suggests” (Hauswald 2025b, 6). But this position entails that any reliable source of information is an EA. For example, a tree’s rings would be epistemic authorities on Hauswald’s view, because their physical appearance is (pending any defeaters) an indicator that is sufficiently strong for adopting the view that the tree is as 
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	4. An Alternative Stance: Modeling as a Testifier (MAT) 
	4. An Alternative Stance: Modeling as a Testifier (MAT) 
	The Modeling as a Testifier, or MAT, Stance may be summarized as follows: 
	Modeling as a Testifier (MAT): When addressing questions in AI social 
	epistemology, our default approach should be to proceed as if the AI is a 
	testifier, unless it is obvious at the outset that AIs differ from testifiers in 
	ways that are relevant to the question. We model AI as a testifier for the 
	purpose of addressing these epistemological questions. 
	MAT is a genuine alternative to the Revisionary Stance, because it recommends that when we are confronted by significant functional-role similarities between AIs and testifiers, we engage in modeling rather than conceptual revision. We should favor MAT over the Revisionary Stance, I argue, because we can expect it to be productive for important questions in AI social epistemology. I make the case for this in three steps.  In Section 4.1, I argue that epistemically relevant similarities between AIs and human
	4.1 Modeling AIs as Testifiers 
	4.1 Modeling AIs as Testifiers 
	Modeling in MAT should be understood very broadly, as an activity in which we examine a model system (here, a human testifier or testifiers) that stands in for, or represents, our target system (an AI), with the goal of learning something about the target. Contemporary philosophers of science have developed numerous accounts of how and when such representation is fruitful (Knuuttila et al. 2024), but we do not need to adjudicate the differences among these accounts when articulating MAT; we simply need to s
	Modeling in MAT should be understood very broadly, as an activity in which we examine a model system (here, a human testifier or testifiers) that stands in for, or represents, our target system (an AI), with the goal of learning something about the target. Contemporary philosophers of science have developed numerous accounts of how and when such representation is fruitful (Knuuttila et al. 2024), but we do not need to adjudicate the differences among these accounts when articulating MAT; we simply need to s
	model-target relationship, because it is an apposite and simple way to understand the epistemic import of testifier-models. Ultimately, however, what is important in MAT is that there is some sort of modeling relationship, and various non-analogical accounts might cash it out acceptably too.
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	At their most basic, analogical arguments are inductive arguments with two premises. The first premise is that an entity has properties P … Q that resemble the properties P* … Q* of another entity; the second premise is that the first entity has some property of interest R. We then infer from the known similarities that the second entity has the same or similar property R*, or at least that this is more likely. Since everything resembles everything else in some respects, not all similarities ground good ana
	Mary Hesse (Hesse 1966) has provided a plausible material theory of successful analogies in the sciences. I will show that testifiers are good analogical models for AIs on Hesse’s criteria, at least for many of the functional-role questions I raised in Section 2. Hesse’s material theory involves three criteria (Bartha 2024; Hesse 1966, 57–100): 
	A particular issue that deserves further consideration in MAT is that testifier-models are not usually existing testifiers in the world, so MAT is not exactly like the modelling that happens when, say, wooden balls and sticks are used as physical analogs for atoms and chemical bonds. The testifier-models of MAT seem closer to abstract objects (Giere 1999) or fictions in the mind of the epistemologist (Frigg 2010; Frigg and Nguyen 2016). Those interested in explicating MAT further should thus consider whethe
	A particular issue that deserves further consideration in MAT is that testifier-models are not usually existing testifiers in the world, so MAT is not exactly like the modelling that happens when, say, wooden balls and sticks are used as physical analogs for atoms and chemical bonds. The testifier-models of MAT seem closer to abstract objects (Giere 1999) or fictions in the mind of the epistemologist (Frigg 2010; Frigg and Nguyen 2016). Those interested in explicating MAT further should thus consider whethe
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	1. 
	1. 
	1. 
	Material Analogy: The model has observable, “pre-theoretic” (Hesse 1966, 68) properties P … Q that resemble (or, in the limiting case, are the same as) the target’s observable properties P* … Q*. 
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	2. 
	2. 
	Causal Condition: P … Q are causally related to the property of interest R in the model. 

	3. 
	3. 
	No-essential-difference condition: The “essential properties and causal relations” of the model are not known to be dissimilar from those of the target (Hesse 1966, 91). 

	Hesse’s original theory is not specifically articulated as a theory about analogical models, but rather arguments. Given my purposes, I have chosen to summarize it in these model-based terms. 
	Hesse’s original theory is not specifically articulated as a theory about analogical models, but rather arguments. Given my purposes, I have chosen to summarize it in these model-based terms. 
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	It should be obvious how (1)–(3) support an inference that the target system has R*, a property like R. By (1) and (2), the model and target are similar with respect to properties that give rise to R in the model system, and there are no essential dissimilarities (what Hesse calls “negative analogies”) that obstruct R* from arising from P* … Q*. So, it is reasonable to think that the target has R*. While this view does not capture all good analogies in the sciences, fulfilling (1)–(3) is at least a sufficie
	We do need to make two small changes to Hesse’s conditions to articulate MAT. First, we should broaden (2) so that P … Q can also ground R. Many interesting epistemic properties—most prominently, the normative properties (such as the property of being a suitable object of deference)—are not causal relata but involve a different kind of determination. Second, we should narrow (3)’s scope. Say that a putative “essential property” E differs between the model and the target. If E does not affect the relation be
	properties or relata D in the target that would undermine the manifestation of the relationship between P* … Q* and R* in the target. 
	Do analogies between testifier-models and AIs meet these conditions? That is, do testifier-models allow us to make good analogical inferences and thereby expect to learn about AI epistemology? In Table 1 below, I provide a list, by no means exhaustive, of abundant pre-theoretic, observable similarities that indicate that (1) is met. Whether (2) and (3) (in their modified forms) are met is more complicated because they depend upon (a) the property of interest R and (b) any dissimilarities that affect the P …
	While we have good reason to expect that modeling AIs as testifiers will often be fruitful, whether it will be so in any given case depends on the details of that case. Whether a particular group of properties R/R* depends on some P … Q in the model that resemble P* … Q* in the target, and there are no obstructing dissimilarities D, is a matter of those properties R/R*. Looking at the questions I raised in Section 2, however, the properties R/R* that matter in these questions are often normative properties,
	While we have good reason to expect that modeling AIs as testifiers will often be fruitful, whether it will be so in any given case depends on the details of that case. Whether a particular group of properties R/R* depends on some P … Q in the model that resemble P* … Q* in the target, and there are no obstructing dissimilarities D, is a matter of those properties R/R*. Looking at the questions I raised in Section 2, however, the properties R/R* that matter in these questions are often normative properties,
	the target, as seen in Table 1. And, the dissimilarities D in Table 2 are not 

	obstructive dissimilarities for P … Q-to-R. 
	Table 1. Significant similarities (analogies) between human epistemic agents and AIs grouped by their rough epistemic category for easier consideration. Note that some similarities, such as track record, are in fact identities, and that some properties are properties of an extended epistemic system, such as the expert-layperson relationship. 
	Epistemic Category 
	Epistemic Category 
	Epistemic Category 
	Human Epistemic Agent Properties/Features 
	Resemble … 
	AI System Properties/Features 

	Testimonial Similarities 
	Testimonial Similarities 
	Asserting 
	AI creating an output 

	TR
	Testimony 
	AI output that takes a convincingly discursive, human-like form 

	TR
	Tailoring to an audience 
	Sensitivity to inputs/prompts/context 

	Epistemic Authority and Expertise 
	Epistemic Authority and Expertise 
	Bias/Influencing Interests 
	Inappropriate exclusions from training data 

	TR
	Competence within an epistemic domain 
	Reliability of AI outputs for that domain 

	TR
	Expert assertion 
	Outputs marked high confidence 

	TR
	Deference to experts 
	Relying on reliable AI system outputs 

	TR
	Track record/accuracy 
	Track record/accuracy 

	TR
	Opacity of expert reasoning (justificatory opacity) 
	Opaque/Non-Tractable AI algorithm (explanatory opacity) 

	Socially situated knowledge/knowers 
	Socially situated knowledge/knowers 
	Testimonial injustice due to hearer prejudice 
	Failure of AI to take inputs expressed in marginalized idioms seriously, or inadequate 

	TR
	incorporation of marginalized views/perspectives 

	TR
	Credibility excesses/deficits to particular agents or groups 
	Excessive or insufficient reliance on artificially intelligent systems 

	TR
	Spreading misinformation within an epistemic community 
	AI systems generating or transmitting misinformation 

	TR
	Highly influential authorities/experts 
	Widely used AI systems 

	General epistemic qualities 
	General epistemic qualities 
	Ignorance 
	Gaps in training data/failure to train to achieve conclusions 

	TR
	Reasoning 
	AI’s algorithm for producing outputs 

	TR
	Credibility 
	Reliability of outputs 

	TR
	Possession of evidence 
	Accessibility of relevant information to an AI’s algorithm 


	Table 2. Some example dissimilarities between AIs and human testifiers. Note that the dissimilarities are not paired left-to-right; each list is conceptually separate from the other. 
	Significant Human Properties without AI Analogs 
	Significant Human Properties without AI Analogs 
	Significant Human Properties without AI Analogs 
	Significant AI Properties without Human Analogs 

	Intentional states (particularly, believing true) Practical vulnerability to consequences of epistemic decisions Interpersonal relationships among testifiers/knowers 
	Intentional states (particularly, believing true) Practical vulnerability to consequences of epistemic decisions Interpersonal relationships among testifiers/knowers 
	Possibility of hacking/infiltration Reinforcement learning from human feedback and other kinds of post-training activity in machine learning Training data set (if machine learning system) 

	Sincerity in assertion 
	Sincerity in assertion 
	Epistemic lapses or biases of constructors 

	Ability to be the recipient of genuine 
	Ability to be the recipient of genuine 
	of the AI system 

	reactive attitudes like disappointment or 
	reactive attitudes like disappointment or 

	resentment 
	resentment 


	For example, consider the question of how to decide among competing AI systems (the “subject/2-AI” problem mentioned in Section 2). In the human case (the analogous “subject/2-epistemic authorities” problem), the answer to this question depends on properties like whether there is a consensus among the authorities, the past track record of the experts, and any evidence of their interests and biases (Goldman 2001). These properties matter because they bear on the expert’s epistemic function of providing knowl
	From here, we can generalize. The functional-role similarities, and related questions I discussed in Section 2, are by their very nature about epistemic functions—that is, what AI and humans do in our epistemic lives. While sometimes humans and AIs perform these functions differently in virtue of the differences in Table 2, it does not seem that most of our questions about these functional roles 
	From here, we can generalize. The functional-role similarities, and related questions I discussed in Section 2, are by their very nature about epistemic functions—that is, what AI and humans do in our epistemic lives. While sometimes humans and AIs perform these functions differently in virtue of the differences in Table 2, it does not seem that most of our questions about these functional roles 
	turn on those differences. Rather, they turn on the kind of properties listed in Table 1 (even if not every such property is listed there). So, it seems that MAT is usually poised to provide good models, and good analogical arguments, when we ask questions that implicate functional-role similarities of the kind I have been discussing. Correspondingly, it appears that testifiers are not necessarily poised to be good models when questions implicate disanalogies like those listed in Table 2. In particular, thi
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	4.2 An Illustration of MAT 
	4.2 An Illustration of MAT 
	To strengthen the case for MAT, I will now look at a concrete example about AI opacity from the existing AI social epistemology literature (Ross 2024). This example will show why the modeling part of MAT—and not just its analogical part, which I focused on previously—matters, and it will also clarify how MAT works. 
	AI systems have increasingly entered “morally sensitive” decision–making contexts like medical diagnosis, recidivism assessment, and autonomous guidance 
	I should note, however, that this might be a conservative presentation of MAT. While the similarities between the internal constitutions of AIs and human testifiers (such as their possession of mental states) are not as strong as their functional-role similarities, they could nonetheless be strong enough for good analogies. For instance, some philosophers have argued that even if AIs do not have full-blown intentional states, there are AIs—LLMs have been the locus of the discussion—that might have quasi-int
	I should note, however, that this might be a conservative presentation of MAT. While the similarities between the internal constitutions of AIs and human testifiers (such as their possession of mental states) are not as strong as their functional-role similarities, they could nonetheless be strong enough for good analogies. For instance, some philosophers have argued that even if AIs do not have full-blown intentional states, there are AIs—LLMs have been the locus of the discussion—that might have quasi-int
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	systems for weapons. Many commentators have raised concerns that if these decision–making systems are opaque insofar as we are unable to understand or explain how they arrive at their decisions,they are ethically problematic; they suggest that AIs must be transparent in a way similar to human decisionmakers for deference to be acceptable in ethically sensitive contexts (Floridi et al. 2018; Gnther and Kasirzadeh 2022; Wachter et al.Amber Ross (2024), however, observes that expert reasoning is often opaque t
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	Elaborating her view, Ross, following John Hardwig (Hardwig 1985), accepts that there are three minimal (i.e. necessary, but not necessarily sufficient) conditions for laypeople to be epistemically justified in deferring to an opaque expert: 
	1. 
	1. 
	1. 
	The laypeople have not, themselves, performed the reasoning that is being left to the expert. 

	2. 
	2. 
	The laypeople are not capable of performing the reasoning that is being left to the expert (for any of several possible reasons, to be discussed below). 

	3. 
	3. 
	The laypeople cannot themselves ‘assess the merits of the evidence’ nor understand how the evidence supports the expert’s decision. (Ross 2024, 931). 


	For any AI, of course, we can provide an explanation at some level of description for how AIs arrive at their outputs. For instance, we can explain how deep learning systems arrive at their outputs by noting that they (i) minimize an objective function during their training and (ii) use the neural network produced to process inputs (LeCun et al. 2015, 436). This explanation, however, does not mean that we understand the actual rules that are latent in the network for making individual decisions, and in prac
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	Ross adapts these conditions to provide minimal conditions for laypeople to defer to 
	AI: 
	1’. Neither transparent models nor humans have performed the task in question on the scale at which the opaque AI model will be performing that task, 2’. Transparent models are not practically capable of performing the task that the opaque AI model is intended to perform, [and] 3’. We are unable to satisfactorily explain the AI model within a reasonable amount of time given the urgency of the task in question (Ross 2024, 931–32, some formatting changed). 
	I am not interested in whether this is the correct translation of Hardwig’s expert 
	conditions to AI, but rather in what justifies moving from (1)–(3) to (1’)–(3’). The 
	answer, I suggest, is a strategy like MAT. 
	Ross effectively says as much when, prior to introducing Hardwig’s 
	conditions, she says the following about the relationship between AI and the expert 
	in her argument: 
	In what follows I will make a preliminary case for the claim that the essential features of experts—the features that make expert opinion trustworthy, and our trust in those individuals’ decisions both epistemically and ethically responsible—can be realized in AI as well. For this to be the case, the relevant features of human experts must not be essentially human features. … If such [essentially human] traits play an indispensable role in generating the trust and trustworthiness, this relation will not be 
	Invoking “relevant features” here, Ross reflects the core commitments of the MAT 
	view as I presented it, which supports making analogical arguments between model 
	and target when (a) the model and target have observable similar properties P … Q 
	and P* … Q* to one another, and, (b) in the model, those properties are known to be appropriately related to a property or properties of interest R/R*. 
	Ross does not enumerate all the similarities supporting her argument, and I will not try to do so in this reconstruction. Below, however, is a brief initial list of similarities P … Q and P* … Q* that one might provide upon considering Hardwig’s conditions (Table 3). Some match the similarities I already identified (see Table 1 in Section 4.1). The testifier-model here is that of a human expert in a social context (because features of the expert-layperson relationship are crucial to justifying instances of 
	Table 3. Properties that are similar between the testifier-model (an expert in a social context) and the target (an AI in a social context) and relevant to Ross’s argument (2024). Note that not all the properties described here are necessarily properties of the testifier alone, but also include properties of the social context, because these properties are relevant to our phenomenon of interest (deference), as can be clearly seen in Hardwig’s conditions. 
	Table
	TR
	Expert in a Social Context (Model) 
	… resembles … 
	AI in a Social Context (Target) 

	A 
	A 
	Expert’s reasoning 
	AI’s process of arriving at an output 

	B 
	B 
	Laypeople/Non-experts (with respect to understanding the expert’s reasoning) 
	People in general 

	C 
	C 
	Laypeople/Non-experts (with respect to reproducing/performing the expert’s reasoning) 
	A non-opaque entity performing the same task as the AI 

	D 
	D 
	A layperson’s inability to assess the merits of the evidence 
	Layperson’s inability to assess the relevant inputs the opaque AI 

	TR
	uses to generate its output 

	E 
	E 
	Layperson’s incapacity to perform the expert’s reasoning 
	Layperson’s inability to perform the task assigned to the opaque AI 


	Our properties of interest R in this case are the normative properties about when one should defer. Since Ross, by accepting Hardwig’s conditions, accepts that these properties are determined by the properties in the left column of Table 3, we have met our modified version of Hesse’s (2). Moreover, it does not seem that there are any difference-making or obstructing dissimilarities that would lead to a violation of (3). The correctness of expert deference does not seem to depend on features like the expert’
	We can now use the testifier model to investigate when R/R*—the normative property of being an appropriate object of deference—appears in theConsider (1). Noticing similarity (C) in Table 3, we might infer that the following is an appropriate translation of (1), and so will provide part of the conditions for the appearance of R* in our target: 
	 target.
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	1’’. Persons or transparent AIs must not have performed the task performed by the opaque AI model. 
	In this case, R and R* are identical because we are interested in the question of when it is normatively appropriate to defer to an opaque AI, and so the property of interest is the same in both cases. 
	12 

	(1’’) is not quite Ross’s (1’), and it does not look wholly adequate. We can imagine a scenario where persons or transparent AIs have not performed the task in question, but performing a task might require only a trivial amount of effort. (1’’) would permit shirking our epistemic responsibilities in this scenario because we could easily check the reasoning for ourselves. 
	The inadequacy of (1’’) demonstrates an important reason to frame MAT as a view about models, not just analogies. Seeing that our analogy is deficient in some way, we can return to our model system and see what other properties P … Q might be relevant to R and so R*, and add them—a process of model building. Eventually, the outcome of this process will be arriving at a satisfactory inference like (1’) from (1), and similar remarks apply for (2’) and (3’). MAT thus does not just allow us to draw conclusions 
	A related point is that we can adjust our testifier-models so that they are more like our AI targets, and so more suitable for inference. This point is not so obvious in Ross’s model, so let us consider another scenario: we want to investigate the epistemology of a novel AI system that would communicate with patients. A natural testifier-model is a physician or nurse. But it might be the case that the AI has a flat affect that we suspect is epistemically relevant, and so an ordinary nurse or physician won’t
	A related point is that we can adjust our testifier-models so that they are more like our AI targets, and so more suitable for inference. This point is not so obvious in Ross’s model, so let us consider another scenario: we want to investigate the epistemology of a novel AI system that would communicate with patients. A natural testifier-model is a physician or nurse. But it might be the case that the AI has a flat affect that we suspect is epistemically relevant, and so an ordinary nurse or physician won’t
	responsiveness. We can use testifier-models, then, even where initial dissimilarities exist between testifier and AI. This should assuage some concerns that MAT is too narrow for real AI systems, which are rarely wholly analogous to human testifiers. 

	Finally, note that MAT, at least in an analogical version, does not involve misrepresenting the AI as having qualities it lacks, like intentionality. It is true that in Ross’s example, the human expert has qualities the AI does not (as will be true in all MAT examples). But, as noted in the previous section, Hesse’s material analogy view of models only licenses the export of conclusions about a property of interest R when conditions (1)–(3) are met. There should thus be no concern that MAT will license know
	Let us stop and take stock for a moment. So far, I have articulated and defended MAT in general terms, illustrated how it works in practice, and showed that it is sufficiently flexible to be useful even when the analogies are not wholly clear at the outset. Together, this suggests that MAT is one viable approach to the social epistemology of AI. In the remainder of this section, I make the case that MAT is not just viable but possesses many distinctive advantages. 

	4.3 The Advantages of MAT 
	4.3 The Advantages of MAT 
	The first attractive feature of MAT I wish to consider is that it helps us systematize existing practices. The most obvious cases are analogical and modeling practices like Ross’s, but MAT is also poised to help us understand and justify an even more common practice when thinking and writing about AIs: loose talk. I have in mind the use of anthropocentric social epistemological conceptual categories, like testimony, to make statements about AIs that are not literally true, such as when we say that an AI sys
	Preserving “loose talk” is also beneficial because it avoids adding to our cognitive load with novel concepts and vocabularies. Arguing against the Revisionary Approach, I mostly focused on its inability to help us make progress on interesting philosophical questions about AI. But another problem with conceptual and terminological revision is that even if it leads to increased precision, that precision is costly because we force ourselves to use a new, parallel vocabulary. The 
	Preserving “loose talk” is also beneficial because it avoids adding to our cognitive load with novel concepts and vocabularies. Arguing against the Revisionary Approach, I mostly focused on its inability to help us make progress on interesting philosophical questions about AI. But another problem with conceptual and terminological revision is that even if it leads to increased precision, that precision is costly because we force ourselves to use a new, parallel vocabulary. The 
	MAT interpretation of loose talk lets us retain our ordinary vocabulary, avoiding additional cognitive load, while making clear that such talk is not literal but talk about a model. 

	Likewise, our relative familiarity with testifier models (at least, compared to novel AI systems) means that testifier models can be easier to reason about than the target system. In the AI medical communication case I mentioned in 4.2, for example, our empirical knowledge of AI-human relationships is still relatively limited, especially vis-à-vis LLMs. By contrast, our theoretical resources for analyzing human testifiers and testimony are well-developed and, by dint of our daily lives, we are more prepared
	This point about theoretical development sets the stage for the final, and perhaps most important, advantage of MAT: the use of a testifier-model allows us to leverage existing knowledge (or, at least, justified beliefs) from ordinary social epistemology to make progress in AI social epistemology. In the best-case scenario, like Ross’s, we will be able to transfer what we are already justified in believing from the testifier-model to our target and obtain easy justification. Things might not always turn out
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	Unlike within a scientific research program, there are few matters within social epistemology that are uncontroversial enough among epistemologists to qualify as knowledge. However, even if we cannot say something like Hardwig’s expert-deference conditions are knowledge, a researcher can still be justified in holding or entertaining such beliefs, and exporting the beliefs from model to target should proceed similarly in both cases. 
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	reasoning about important epistemological questions, and the process of performing MAT can provide insights into important dissimilarities between AIs and human testifiers. 


	5. Two Objections to MAT 
	5. Two Objections to MAT 
	It was noted earlier that MAT is not, per se, a novel view, because philosophers already engage in modeling-type practices within AI social epistemology. The hope, however, is that MAT will find wider and more explicit use within AI social epistemology, including in contexts where it has not been used previously. Should this happen, MAT is bound to raise challenges and questions that are difficult to anticipate from our current position. For now, I want to address what I currently anticipate as the two most
	One way to put the first objection is in terms of the questions raised in Section 2. One might worry that, while MAT is productive for many of these questions about expertise, testimony, broader socio-epistemic phenomena and so on, the questions it is most helpful with are the relatively “easy” questions in these categories. Even if it can help with these questions, its inability to help with “hard” questions means the view is of limited utility. The claims made in the previous section about broad advantage
	What I have in mind by “easy” questions are those that implicate functional-role similarities most strongly, like Ross’s (2024) question (“In a morally sensitive context, when is deference to an opaque AI acceptable?”). Questions that mostly implicate functional-role similarities are “easy” because if all that is relevant are functional-role similarities, we can expect that these questions will have similar answers to those in anthropocentric social epistemology (as discussed in 4.1). This does not mean tha
	A “hard” question, on the other hand, is one like, “What characteristics qua model must a large-language model (LLM) possess for its outputs to provide us with justification?” This implicates AI-specific properties like whether reinforcement learning through human feedback has been performed on the model, and whether a technique like retrieval-augmented generation (RAG) is in use (Farquhar et al. 2024). Consequently, MAT does not seem prepared to help us answer such “hard” questions about AIs, because the h
	MAT, however, is not necessarily designed to handle the “hard” questions, and this is not a failure of ambition. It is a truth universally acknowledged that a 
	good model must be in want of a domain of applicability. MAT’s primary domain of applicability is questions that concern functional-role similarities, which motivated our discussion in the first place. Even if this means that MAT applies first and foremost to “easy” questions within AI epistemology, these are still important questions. Moreover, as we saw in Ross’s case, for “easy” questions, we still must decide what is analogous to what in cases where AI and human systems are relatively similar, and this 
	Additionally, the suggestion that MAT cannot help with “hard” questions is too pessimistic if we consider how MAT can indirectly support answering them. The “hard” question just presented above does not have a single answer but many, which depend on factors like how we employ the LLM in a particular domain. MAT can help us think about what sort of role the LLM is playing in a given domain. From there, we can then think about what constitutional properties are required for it to play that role appropriately.
	The second major objection is concerned with anthropomorphism—that is, the attribution of human qualities and characteristics (particularly, mental ones) to non-human entities like AIs. Anthropomorphism is a perennial source of ethical and epistemological concern within the philosophical literature on AI. Broadly speaking, this is because of concerns that anthropomorphism will lead us to misjudge AIs, especially by attributing them too much credibility or ceding them too much 
	The second major objection is concerned with anthropomorphism—that is, the attribution of human qualities and characteristics (particularly, mental ones) to non-human entities like AIs. Anthropomorphism is a perennial source of ethical and epistemological concern within the philosophical literature on AI. Broadly speaking, this is because of concerns that anthropomorphism will lead us to misjudge AIs, especially by attributing them too much credibility or ceding them too much 
	authority (Placani 2024, 696–97). While this concern is usually articulated as a concern about how users will engage with AIs, the same concern can exist for theorizing about AIs if, in our theorizing, we inappropriately vest them with human qualities. 

	I should note, however, that properly practicing MAT, contra appearances, does not involve any substantive anthropomorphism, because substantive anthropomorphism involves the literal attribution of human qualities to non-human entities. While MAT involves analogizing an AI to/modeling an AI as a testifier, analogical modeling also requires attending to where the target and model are disanalogous and not inappropriately using the model to make inferences with respect to disanalogous properties. When we perfo
	One might be worried about a subtler form of anthropomorphism that does not involve directly attributing human qualities to AI but instead distorting problems in AI epistemology to fit into human models. I agree that this is an unavoidable risk, but one worth bearing. There are numerous epistemic advantages to employing MAT (as explained in Section 4.3), so managing anthropomorphism seems like a small price to pay. Because of the humanlikeness of these systems, some degree of anthropomorphism seems inevitab
	One might be worried about a subtler form of anthropomorphism that does not involve directly attributing human qualities to AI but instead distorting problems in AI epistemology to fit into human models. I agree that this is an unavoidable risk, but one worth bearing. There are numerous epistemic advantages to employing MAT (as explained in Section 4.3), so managing anthropomorphism seems like a small price to pay. Because of the humanlikeness of these systems, some degree of anthropomorphism seems inevitab
	any difference-making properties D with respect to a property of interest R*, MAT helps us manage anthropomorphism responsibly. 


	6. Conclusion 
	6. Conclusion 
	AI systems, especially with the advent of LLMs, can now function strikingly like human epistemic agents in many contexts. Consequently, within social epistemology, we face questions about AIs that are very similar to those that concern human epistemic agents. Our existing social epistemology, however, operates with an anthropocentric set of concepts—testimony, most notably, but also epistemic authority, deference, and trust—that require the possession of intentional mental states, which present-day AIs cann
	I considered two methodological responses to this situation, both of which are already latent in AI social epistemology: 
	The Revisionary Stance: In light of abundant and epistemically important human-AI functional-role similarities, social epistemology should revise many anthropocentric epistemological concepts, or produce more precise analyses of them, to accommodate AIs. 
	The Modeling as a Testifier (MAT) Stance: When addressing questions in AI social epistemology, our default approach should be to proceed as if the AI is a testifier, unless it is obvious at the outset that AIs differ from testifiers in ways that are relevant to the question. We model AI as a testifier for the purpose of addressing these epistemological questions. 
	I then argued that the Revisionary Stance is not generally a productive way to proceed because conceptual revision is not poised to help us resolve these questions directly or indirectly. At best, it seems that conceptual revision can help us to draw attention to certain problems within AI social epistemology by labelling them, but this can be done without actually adopting a revised analysis or novel concept. I argued that the Revisionary Stance is also risky because it may lead us to adopt concepts that c
	As an alternative to the Revisionary Stance, I introduced MAT (Section 4) and provided an analogical account, based on Mary Hesse’s work on models and analogies, of how MAT can allow us to learn about the social epistemology of AI via the existence of shared (or analogous) features between AI systems and human-testifier models. I argued that because these shared features ground many of the properties of interest at stake in key epistemological questions, we should expect that MAT often will allow us to draw
	I further argued that MAT is not only adequate for inference but can be expected to be a highly effective methodology. Because MAT relies on similarities between AIs and testifier models, MAT can easily leverage existing theories in anthropocentric social epistemology and help us to discover extensions of those 
	I further argued that MAT is not only adequate for inference but can be expected to be a highly effective methodology. Because MAT relies on similarities between AIs and testifier models, MAT can easily leverage existing theories in anthropocentric social epistemology and help us to discover extensions of those 
	theories. It also allows us to account for ubiquitous and productive “loose talk” within AI social epistemology that appears to attribute distinctively human characteristics to AIs. Finally, I argued that MAT’s testifier models provide a uniquely user-friendly way to study AI epistemology because of their legibility to epistemologists. Together, these advantages should make MAT attractive for a wide range of questions within AI social epistemology. 

	In closing, I want to return to the relationship between MAT and conceptual revision. I presented the Revisionary Stance as a stance about what we should do as part of present-day social epistemology—engage in conceptual revision—and argued that it was not a promising path. This, however, leaves open the possibility that conceptual revision will be better justified in future AI social epistemology. While I cannot sketch this picture in detail, one could imagine that as we apply MAT to some problems in AI so
	To give a (prospective) example, consider the emerging phenomenon of “AI psychosis,” where users interacting with LLMs acquire delusions, or have them reinforced, by the LLM (Morrin et al. 2025; Pierre et al. 2025). At least from an epistemological point of view, the natural place to begin modeling this phenomenon is viewing the AI as akin to an untrustworthy human testifier. In time, however, as the clinical picture surrounding these sorts of delusions becomes clearer, there may be a need for a more distin
	To give a (prospective) example, consider the emerging phenomenon of “AI psychosis,” where users interacting with LLMs acquire delusions, or have them reinforced, by the LLM (Morrin et al. 2025; Pierre et al. 2025). At least from an epistemological point of view, the natural place to begin modeling this phenomenon is viewing the AI as akin to an untrustworthy human testifier. In time, however, as the clinical picture surrounding these sorts of delusions becomes clearer, there may be a need for a more distin
	-

	we can use what we have learned through applying MAT to direct conceptual engineering or revision to form an adequate new concept. 

	Articulating MAT is still first and foremost an effort to direct attention away from ineffective and premature projects of conceptual revision. This example should suggest, however, that it has a more complex contribution to make to methodology in AI social epistemology than simply ruling out conceptual revision and providing effective methods for answering contemporary epistemological questions. I expect limning this contribution will require using MAT in practice to make inferences, seeing how it performs
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