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Oblivious RAM in Scalable SGX

Akhilesh Parag Marathe

(ABSTRACT)

The prevalence of cloud storage has yielded significant benefits to consumers. Trusted Exe-
cution Environments (TEEs) have been introduced to protect program execution and data
in the cloud. However, an attacker targeting the cloud storage server through side-channel
attacks can still learn some data in TEEs. This data retrieval is possible through the monitor-
ing and analysis of the encrypted ciphertext as well as a program’s memory access patterns.
As the attacks grow in complexity and accuracy, innovative protection methods must be de-
signed to secure data. This thesis proposes and implements an ORAM controller primitive
in TEE and protects it from all potential side-channel attacks. This thesis presents two vari-
ations, each with two different encryption methods designed to mitigate attacks targeting
both memory access patterns and ciphertext analysis. The latency for enabling this protec-
tion is calculated and proven to be 75.86% faster overall than the previous implementation

on which this thesis is based.



Oblivious RAM in Scalable SGX

Akhilesh Parag Marathe

(GENERAL AUDIENCE ABSTRACT)

Cloud storage and computing has become ubiquitous in recent times, with usage rising ex-
ponentially over the past decade. Cloud Service Providers also offer Confidential Computing
services for clients requiring data computation which is encrypted and protected from the
service providers themselves. While these services are protected against attackers directly
looking to access secure data, they are still vulnerable against attacks which only observe,
but do not interfere. Such attacks monitor a client’s memory access pattern or the encrypted
data in the server and can obtain sensitive information including encryption keys. This work
proposes and implements an Oblivious RAM design which safeguards against the aforemen-
tioned attacks by using a mix of confidential computing in hardware and special algorithms
designed to randomize the client’s data access patterns. The evaluation of this work shows a
significant increase in performance over previous works in this domain while using the latest

technology in confidential computing.
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Modern compute requirements, whether in terms of physical space limitations or cost-benefit
analyses, have resulted in a gradual but steady move towards utilizing cloud providers. Cloud
computing providers offer scalability and cost-effectiveness, with an easier and cheaper path
to dynamically increase or decrease the computing power required by a client through the use
of massive data centers. With pay-as-you-go as the most used methodology, clients no longer
require expensive on-premises hardware upgrades to scale according to demand. Further,
major cloud providers such as AWS, Azure, GCP etc also offer a generally higher level
of reliability, with multi-region failovers intended to keep the client’s application running

despite region-wide blackouts or natural disasters.

In terms of security, a large number of external threats can be mitigated by offering data
storage encrypted with secure encryption methods such as AES and its many variations.
Confidential computing solutions in the form of Trusted Execution Environments (TEEs)
have been proposed to deal with scenarios when the cloud hypervisor and OS cannot be
trusted by the client. TEEs such as Intel’s Software Guard Extensions (SGX) [4] and AMD’s
Secure Encrypted Virtualization (SEV) [3] offer secure containers that are not accessible to
untrusted parties, such as the cloud service provider’s own hypervisor, OS or other programs
running on the same machine. A client can communicate with and execute code in this

region usually via specialized instructions or virtual machines.

As modern security standards have evolved, so have the attacks against the same modules
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providing security. A class of attacks known as Side-Channel Attacks (SCA) can bypass
existing protections implemented by either the chip-maker or the cloud service provider
including the aforementioned TEEs and successfully retrieve secure data by analyzing cache
contents, memory access patterns or even the encrypted data itself. For example, 000000
(0000 0000 are able to identify these memory access patterns by observing the data fetched
into the cache by an unsuspecting victim process. By identifying such data access patterns,

researchers have been able to obtain AES [20] and RSA keys [27] with relative ease.

While data encryption using AES, DES or other encryption schemes prevents an attacker
from directly observing the data, changes to this data can still be observed and changed
blocks identified. This is a subclass of SCAs called 0000000000 OOOC [14]. These changes
can be observed even in the TEEs described above when the encryption scheme does not
introduce a variable for randomization. A lack of randomization in encryption results in the
same scrambled data generated each time, making it easy for an attacker to identify changes

by comparing previous and current values, even when encrypted.

Preventing attackers from gaining information through these methods requires extra compu-
tation. A common method to protect against an attacker observing memory access patterns
is to obfuscate accesses using specialized algorithms. A class of such obfuscation algorithms,
called ORAMs is discussed in Chapter 3. The main idea is to introduce other, uniformly
random accesses along with the legitimate access to throw off an attacker’s detection mech-

anisms.

In addition to protecting memory access pattern with ORAMSs, preventing an attacker from
identifying changes to encrypted data is possible by ensuring that the ciphertext generated
is different for the same data on every instance of encryption. This can be achieved using
existing encryption methods such as AES-CTR as used in early versions of SGX. The other

methods include manually suffixing a nonce to the data, and refreshing, i.e. randomizing



the nonce on every access to the data structure.

This thesis proposes and implements an ORAM controller primitive in TEE and protects
it from potential side-channel attacks. While vast amounts of research efforts have already
been made into ORAMs and other protections from SCAs, the nature and variety of SCAs
requires constant innovation. This thesis is an effort at mitigating the specific vulnerabilities
posed due to Ciphertext Side Channel attacks by randomizing the ciphertext produced in

state-of-the-art oblivious algorithms running inside Trusted Execution Environments.

Contributions of this work:

o Propose and implement a new oblivious RAM controller utilizing scalable SGX and

two ORAM schemes.

o Ensure Ciphertext Side Channel protection for the ORAM tree and any accompanying

data structures using a bitwise XOR with a randomized, repeatedly refreshed nonce.
o Performance improvements by rewriting oblivious functions in X86 inline assembly.

o Achieve a speedup of 84.26% in the best case scenario and 75. 86% overall over existing

ORAM schemes in TEEs.

This thesis is organized as follows: Chapter 2 describes the background of the threat posed
in 2.1 and 2.3, along with some of the commonly used protections available in 2.2 and
2.4. Chapter 3 explains some techniques used to garble memory access patterns. Chapter 4
illustrates the proposed design and Chapter 5 describes its implementation in detail. Chapter
6 contains the evaluation method and the results obtained from the implementation. Chapter

7 details some of the drawbacks and discusses some improvements, while Chapter 8 concludes.
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Side Channel Attacks (SCA) refer to a family of attacks characterized by their ability to glean
information from a victim machine without directly “breaking” the algorithm or encryption.
These attacks gather secure data from a victim machine during normal computation through
the fundamental functioning of the algorithm and the processor, and their interaction with
the environment. Such attacks have been observed to be several orders of magnitude more ef-
fective [28] at obtaining valuable data than traditional attacks involving breaking encryption

mathematically, and are an important consideration while designing secure systems.

For instance, the power consumed by a processor varies based on the computation being
performed. For a computation heavy algorithm, the CPU works at a higher clock speed,
consuming more power, while a lighter workload would allow the CPU to function at a lower
clock speed, lowering the power draw. Analyzing this power draw variation with Simple
Power Analysis (SPA) [13], an attacker can deduce the algorithm being performed based on
the power usage patterns. A single AES encryption contains 10 rounds, which correspond to
10 consecutive visible peaks in power draw when performing SPA. Similarly, electromagnetic
radiation is a common target for attackers seeking to gain access to sensitive data. Timing
based SCAs measure the differences in the timing of encryption algorithms by repeatedly

performing cryptographic operations for different inputs. Timing attacks have been proven

4
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to be successful for various cryptographic algorithms including RSA.

Cache-based SCA’s have the CPU cache as their target. A processor’s cache is physically
located very close to a processor core for faster access, and thus any access from the cache
is orders of magnitude faster than an access from the memory. A CPU cache ‘hit’ takes
place when the requested data is present in the cache, whereas a cache ‘miss’ occurs when
the data requested by the CPU is not present in the cache. If the data is not present in
the cache, the data is fetched from either the main memory or the disk. In both cases of
misses, the delay occurred is several hundreds to thousands of cycles slower than a cache
hit. Information about this delay difference between hits and misses can, and has been
used by some attacks (Flush + Reload [27], Prime + Probe [17]) to retrieve information
from a victim. A Flush + Reload attack occurs in three stages. Initially, a memory line is
selected to be monitored. In the first stage, the attacker flushes the cache using the 0000
instruction. Then in the second stage, the attacker idles while the victim process runs and
fills up the cache with the data it uses. In the final stage, the attacker reloads the memory
line again and measures the time taken to fetch the memory line. If the victim had accessed
the memory line, this fetch by the attacker occurs much faster than if the victim had not.
By placing probes in, or monitoring different portions of memory and applying the Flush +
Reload technique, an attacker can obtain information about the operations being performed
and the number of times the operation was performed. As an example, the authors of Flush
+ Reload showed that they could obtain 96.7% [27] of the encryption key used by RSA in
GnuPG. The authors placed probes in the code segment of the victim program which allowed
them to follow the execution of the program. Later, using Flush 4+ Reload, the number and
frequency of the square, multiply and reduce operations was obtained from a victim running

the RSA algorithm to finally piece the key together.
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Cloud providers are assumed to be secure and acting in good faith. However, if the hyper-
visor and operating systems themselves are malicious or compromised, special encryption is
required to ensure data confidentiality. Fully Homomorphic Encryption (FHE) is a possible
but naive solution due to its significant performance overheads [28]. Intel’s Software Guard
Extensions [4] (SGX) and AMD’s Secure Encrypted Virtualization (SEV) [3] aim to provide
a faster solution through hardware encryption and access control which makes a client’s data
unavailable to a malicious hypervisor, host operating system, BIOS or DMA accesses. SGX
provides this encryption through isolated memory regions of code and data placed in trusted
memory, designated as ‘enclaves’. Enclaves reside inside Processor Reserved Memory (PRM),
a memory region set aside which is isolated from all non-enclave memory accesses. Inside
the PRM resides the Enclave Page Cache (EPC), which holds the enclave code and data.

The maximum size of the EPC defines the maximum enclave size which can be configured.

00000 D0ibiidd 000 doboiboido Lo ODhooiooboloo o 0dab

Intel provides a SGX Software Development Kit (SDK) for developers to efficiently utilise
SGX. The U00OIUOOOOD tool is a part of this SDK and uses Enclave Definition Language
(EDL) files to inform SGX regarding the separation between trusted and untrusted parts of
an application. Communication functions too are handled by the 000OO0O0000 tool. Commu-
nication to and from the enclave occurs only from the untrusted portion of the application

via the use of special ECall and OCall instructions defined in the same EDL file [4].

Any execution inside the enclave occurs in protected mode or in ring 3. Further, any inter-
rupts or faults occurring due to enclave code are not directly handled by the hypervisor or

OS. Instead, an Asynchronous Enclave Exit (AEX) takes place during which CPU registers
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are randomized. The interrupt is handled by the OS after an AEX. As expected, any faults
occuring during the execution of enclave code now incur a significant overhead before they

are handled.

0oooiD  00dooOoioboooo 4o ooooooo

Initializing an enclave requires an application to be split into trusted and untrusted parts.
The untrusted part begins initialization by issuing special instructions which begins the
process of copying previously defined code and data from the trusted part into the EPC.
Once copied, the enclave is considered initialized, and a cryptographic hash of the enclave,
called the OO00000OI000 is generated. [4] This hash can be used by a client to verify that
it is communicating with the specific enclave. This process of verification is called 00II0000
0Il00000I0O. This step guarantees that the software starts from a verified software version on
a trusted hardware platform, and the execution of the program is protected throughout the

execution at runtime.

00000 0000iooo 0o tobol 0od

Intel’s first version of SGX released in 2015 used the non-deterministic AES-CTR mode to
encrypt data inside the PRM. It also used merkle-tree based integrity checks on the data.
However, the size of the EPC inside the PRM was limited to 128MB. The small size of the
PRM resulted in challenges where large amounts of code or data could not be placed inside

the enclave for computation and if placed, incurred a significant EPC paging overhead.

To address some of the concerns of SGXv1, Intel released SGXv2 where the size of the
EPC can now be configured to a maximum of 512GB per socket. However, the encryption

method was now changed to XTS, a deterministic version of AES, and the integrity checking
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SGX vl | SGX v2 (Scalable SGX)
Release Year 2015 2021
Processor Generation | SkyLake IceLake (Xeon only)
Max Enclave Size 128MB 512GB
Integrity Check Yes No
Encryption Mode AES-CTR AES-XTS

Table 2.1: Differences between SGX v1 and v2

removed. The differences between SGX v1 and v2 (also called scalable SGX) are illustrated
in Table 2.1 These changes unfortunately expose data inside enclaves to Ciphertext Side

Channel Attacks which are described in the next Section.

QooiD  ODhooU bibboopbbbl bottbot oo ono

Data inside enclaves is indeed secure from a direct malicious OS or hypervisor. However,
there have been numerous attacks (CacheZoom [18], Malware Guard Extensions [21], Soft-
ware Grand Exposure [6]) exposing the side channel vulnerabilities in SGX specifically tar-
geting memory access patterns. Intel has stated that SGX was not designed to prevent

SCAs, and they expect the user’s software to enable safeguards against the same.

CacheZoom, Malware Guard Extensions and Software Guard Exposure all use the tried and
tested Prime + Probe either directly or with some modifications along with other mechanisms
to obtain secure data. CacheZoom [18] uses Prime + Probe attack in conjunction with
interrupting enclave execution to check memory accesses. Malware Guard Extensions [21]
uses a modified implementation of the Prime + Probe attack and a combination of 11 traces

to extract a private RSA key.
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Ciphertext side channel attacks are a sub class of SCAs where the attacker exploits the
deterministic nature of encryption algorithms. In an untrusted cloud environment, cloud
providers offer Trusted Execution Environments (TEEs) such as Intel’s SGX and AMD’s SEV
to safeguard their clients’ data. In turn, these TEEs employ the use of a slightly modified
version of AES for encryption. Since a client-server access usually requires accessing random
and non consecutive data, the chain-based modes (CBC) are inefficient, and each data block
must be encrypted individually. These TEE’s use the XOR~Encrypt-XOR (XEX) mode and
its variation where the physical address is a parameter of the algorithm, ensuring that the
same data block will not result in the same ciphertext as long as the physical location of
the data is different. However, this means that the same data block will result in the same
encrypted ciphertext when placed in the same location. TEE’s also allow an attacker to

observe the ciphertext unhindered.

Earlier security research using malicious hypervisors (CIPHERLEAKS [14]) found a leak
in SEV by observing the deterministically encrypted register values in the VM Save Area
(VMSA), but AMD released a patch for the same by adding a nonce (SEV-SNP), effectively
plugging the leak. However, the issue pertaining to data blocks continues to exist [10, 15].
By observing and recording the values of certain data blocks in either the stack, heap or
kernel memory, an attacker can deduce that a certain memory location has changed values.
When compared with previous values, equal or unequal bits can signify whether those bits
were changed. Further, by generating a dictionary of known ciphertext, the attacker can
also obtain some confidential data from the mapping created between known ciphertext and

plaintext.
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Intel’s developer guide for SGX [4] requires a developer to split an application into trusted
and untrusted portions to be run inside an enclave. In the case of an existing large, complex
application needing to be run inside an enclave, creating a split might prove to be difficult
due to repeated accesses to external data or other untrusted files. Further, if the application
uses any non-C++ standard libraries, they would also have to be statically linked to the
trusted portion prior to execution [8]. Further, any faults or system calls generated during
the execution of the application inside the enclave causes an Asynchronous Enclave Exit
(AEX). As discussed in Section 2.2.1, it results in significant performance degradation. In
such cases, a structure allowing an application to run unmodified inside an enclave becomes

an ideal solution to the problem. GramineOS aims to provide this solution.

GramineOS [1] is a lightweight 1ibOS designed specifically to run regular Linux code binaries
inside SGX, which removes the requirement of a program to be split into untrusted and
trusted portions in order to utilize SGX encryption. Gramine handles most (170/360) of the
widely used system calls made by programs to the linux kernel without letting the program

execution exit the enclave [2].

Using Gramine to run applications inside SGX is a much simpler process when compared to
the SGX SDK. Gramine only requires a user to create a manifest template file for Gramine,
where the user specifies the executable, the allowed and trusted files and other configurations.
Gramine does all of the heavy-lifting once the make command is run. Thus, Gramine was
chosen as the method to run this work inside SGX enclaves for its simplicity and robust

feature set.



Looooot O

Hopittboobioo

As discussed in Chapter 2, cache SCAs can leak memory access patterns which can be used to
obtain valuable information as serious as encryption keys. A possible and often used solution
to fix this issue is to use Oblivious RAM, or ORAM, which are a class of techniques designed
to obfuscate memory access patterns. In a situation where the data is encrypted but the
server and storage are not, protection from leaking memory access patterns is crucial as an
attacker may be able to deduce the data contained over time. ORAM was first proposed
by Goldreich [11] in 1987 and Ostrovsky [19] in 1990, introducing the concepts of using
randomization, dummy operations and shuffling to hide memory access patterns. ORAMs
in general aim to ensure that all memory accesses that a victim requests hide

a) the data being accessed

b) the time taken to access each data unit and

c¢) the nature of access, i.e. read or write.

Ol Diobbo oo

Linear ORAM is the simplest form of an oblivious access to an array. In a regular access to
an array, the data required and its consecutive elements are immediately fetched from the
index and stored in the cache. Any future accesses to the index would be considerably faster

than other indices especially in a large array which does not fit in a cache line. An attacker

11
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monitoring cache timing can thus deduce the index accessed by measuring the time taken to
re-access the data in the cache, giving away information regarding memory access patterns.
Preventing this leak requires an iterator to visit every element of an array, making the access

times for all elements equal.

000 0O0OOoboobboobobD boooboorb boo Ooooo oob ooobooooo
oot Dooooooo
0ooobood 0oobo o0booob ooood
0000 0000 O bOooooooo
0ooooo 0 0o00oboboooooboooo 0 Doboooboooooooooooo
0
0oooon 0oooooo

From the code snippet of a simple array read, it can be observed that linear scanning an
array suffers from a significant performance overhead due to the increase in instructions.
This overhead is especially apparent when dealing with large arrays as the access time is

now O(n), instead of O(1).

oo fotbdboot

Since the introduction of ORAM, there have been considerable research efforts devoted to
improve ORAM performance ([5], [9], [12] etc). While there are other ORAM implementa-
tions which consider the server side storage as a binary tree ([22], [23], [16]), Path ORAM
[24] stands out as one of the most popular ORAM implementations due to the attractive

trade-off in bandwidth and server storage over previous ORAMs.
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Figure 3.1: Example PathORAM

00000 00oooo

PathORAM includes 3 major components:

a) Server storage laid out in 0 000000 0000 with 0 to L levels and 2% 1 leaves containing
N atomic units of data called ‘blocks’ Each block contains B bytes of data. Each node in
the tree is called a ‘bucket’ and contains Z blocks. Buckets not filled completely with valid
blocks contain dummy blocks. Thus, the total server storage size becomes N * Z * B.

b) 000 DO0I0I0C OO0 00000000, an array of size N. The posmap contains a 1-1 mapping
of each block and the leaf bucket along its path. In PathORAM construction, a block is
either in the path to the leaf node of the tree or in the stash. Thus, to look up a block, only
looking up the block in a path in the tree is needed.

¢) 000 00000, an array used to store blocks that are not in the tree temporarily.

Outside the server, PathORAM assumes a trusted client making requests to read and write

to the data.
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A client submits an access request to the server to a particular block [ along with the
data in case of a write. On the server side, PathORAM searches the posmap for the leaf
corresponding to [, UIll. Block I’s mapping in the posmap is then replaced with a new
uniformly randomly generated leaf node. The value of UIIl found earlier is used to fetch
the path from root to leaf from the binary tree and placed in the stash. The stash is then
scanned to find block [, and the requested read or write operation is performed. The entire
path is then written back to the tree along with any leftover blocks b, in the stash whose
new leaf mapping matches the path fetched for the current access. In case the new mapping
of block [ does not lie on the leaf of the current path, it waits in the stash for an access
where the new Il lies on the path. By design, PathORAM tries to push blocks deeper into
the path or as close to the leaf nodes as possible in order to not crowd the levels of the tree

closer to the root.

Oi0 Qibooiigo ot

CircuitORAM [26] is a variation on tree based ORAMSs designed to reduce circuit complexity.
Most of CircuitORAM’s operation is identical to PathORAM except for the method used
to push blocks back into the tree. Where PathORAM tries to push blocks based on the
path ID and the path currently in the stash, CircuitORAM aims to evict all blocks in every
access. To enable this, CircuitORAM uses two additional paths for eviction where the idea
is to push existing blocks in the paths deeper into the tree into dummy slots. However, this
requires previous knowledge of available dummy slots and thus CircuitORAM performs two
metadata scans to obtain the same. Consequently, this causes a increase in bandwidth of

about 50% over PathORAM. On the other hand, since almost all blocks from the stash are
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evicted, the stash size requirements are low. This results in improved performance per access

at the cost of bandwidth as the linear scan overhead for the stash is low.

0 I

ZeroTrace combines the protection of SGX and ORAM to create a secure, oblivious memory
controller as shown in Figure 3.2. PathORAM and CircuitORAM serve as the underlying
algorithms to prevent the leakage of memory access patterns. The bulk of the ZeroTrace
algorithm lies in an SGX Enclave containing the ORAM controller code, the position map
and the stash, which, as defined in sections 3.2 and 3.3 are required by both PathORAM
and CircuitORAM. The ORAM controller serves 3 main functions:

a) Acts as an intermediary between client requests and the data stored on the server.

b) Responsible for encryption/decryption of the request, response and path accesses to the
tree

c¢) Performs overall ORAM algorithm functions such as downloading/uploading the path,

pushing blocks into and evicting blocks from the stash.

The small configurable EPC size of SGX v1 at 128MB implied that only the previously
defined components could fit inside the enclave. Consequently, the tree resides outside the
enclave in unprotected memory. Had the tree resided inside the enclave in SGX v1, the OS
would have had to implement paging, moving data in and out of EPC. This requires the
data to be hardware encrypted and integrity checked before being handed over to the OS.

Thus, the performance would have taken a significant degraded.
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Figure 3.2: ZeroTrace Layout
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The position map and stash data structures declared inside the enclave prevent an attacker
from observing their contents or any computations. Further, since cache SCAs are a concern
for data in SGX as well [7], the position map and stash are accessed using linear scan for
obliviousness. Linear scan is sufficient in this case as both the size of position map and stash
is not defined to be very large. These data structures inside the enclave are protected from
ciphertext SCA vulnerabilities as SGXv1 uses AES-CTR, which generates a new ciphertext

for all elements inside after each linear scan.

Qoo Dood Ooboboomd

The tree outside the enclave is encrypted using non-deterministic AES-CTR mode with a
randomized nonce. This 16B nonce is attached to every block in the tree and is refreshed on

every access.
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The entire ZeroTrace operation can be summarized as follows:

Initialization:

o Initialize Tree: Given N blocks, Z as the number of blocks in a bucket and b bytes as

the size of each block, allocate N*Z*b bytes for the tree.

o Generate position map for N blocks with the block ID as the index and the leaf node

of their path in the tree as the value.

 Allocate Stash of size S (usually 150).

Access:
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« Send a request to the server with the requested block ID, operation type (read or write)

and the data for a write operation.

o Posmap Access: The ZeroTrace controller returns the leaf node of the block with a
linear scan of the position map. This block is remapped to a uniformly random leaf

node.

o Download Path: The controller fetches the AES-encrypted path corresponding to the

fetched leaf node from root to leaf
e Decrypt Path: The fetched path is decrypted and stored in a buffer
« All valid (non dummy) blocks are placed in the stash

o A linear scan takes place over the stash to perform the read or write operation on the

requested block.
o A response, if any, is returned to the client.
o Rebuild Path: All blocks along the fetched path are placed in a buffer
o Encrypt Path: The buffer is re-encrypted with AES.

o Upload Path: The path is placed back in the tree by overwriting the existing blocks

along the path defined by its leaf node.

Ooooio 0000 OOboooo bbootobidd o oooooooy

ZeroTrace uses multiple methods to protect itself against SCAs. It uses oblivious access in
the form of linear scans for any accesses to array data structures such as position map, stash

or any buffers. The linear scan is also implemented in assembly, using the cmov instruction
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to prevent data leakage via ‘if’ conditions. To prevent any SCAs in its encryption and
decryption process, ZeroTrace uses AES-NI, the side-channel resilient hardware instruction
by Intel. The path fetch and upload functions also leak no memory pattern information as
they fetches multiple blocks at once, with sufficient randomization between accesses. Finally,
the tree placed outside the PRM is encrypted using AES-CTR with a randomized nonce,

protecting against ciphertext side-channel attacks.
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This chapter explores the design choices made, the reasons behind them and the expected
benefits. This research work proposes a new library of ORAM in SGX, which uses ZeroTrace
as a base due to its performance, its amalgamation of the protection offered by Intel’s
SGX and the obliviousness of ORAM. According to the authors of ZeroTrace, “ZeroTrace
simultaneously enables a dramatic speed-up over pure cryptography and protection from
software based side-channel attacks.” However, due to the relatively recent development of
Scalable SGX (SGX v2) and ciphertext attacks such as CIPHERLEAKS [14], development

of a ciphertext protected, faster algorithm was deemed necessary.

00 Ooofbbo oooiibboiod

From experiments, the overhead of enclave accesses via ECALL and OCALL instructions
has been observed to be significantly large, dwarfing the actual access time penalty due to
ORAM. This thesis proposes to remove the untrusted-trusted split of ZeroTrace and move the
entire ORAM tree inside the enclave as illustrated in Figure 4.1. This relocation eliminates
the need of multiple ECALLs and OCALLs, as the ORAM controller, tree, position map

and stash now reside in the same enclave (Figure 4.2).

20
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Figure 4.1: Proposed Layout
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In addition to an expected increase in performance due to the relocation of the ORAM tree,
this thesis also proposes an enhanced protection specifically directed towards ciphertext

side-channel attacks using a randomized nonce for each block.

Qoo Dot Ooboboomod

Section 3.4.4 details the protections put in place by ZeroTrace against SCAs, including
SGX v1’s non-deterministic AES-CTR mode. However, with the move to scalable SGX,
Intel changed the encryption scheme to a deterministic version of AES, which does not use a
counter or a nonce. Thus, moving the tree inside the enclave as a part of this work introduces
a ciphertext SCA vulnerability for all components inside the enclave. This work proposes

two methods to prevent this leak: a) Use OpenSSL’s AES-CTR mode or b) Use 64 bit XOR
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operations with a 16-byte nonce per block inside the enclave to mask data. In either case,
the nonce is refreshed before encrypting or XOR’ing every block in the path on every access.
The nonce refresh ensures that an unchanged data block even when placed in the same
location will yield a unique ciphertext. Obtaining the original plaintext values when using
XOR mode is a simple matter of performing the same XOR operation again on the block.
This operation to obtain plaintext by XOR’ing the nonce again with the masked data is
called ‘de-XORing’ in this work. Similarly, the operation of re-masking the data once again

with a refreshed nonce is called re-XOR’ing.

Qoo Oooitobh oo tooodbont

The position map in ZeroTrace and this work contains a one to one mapping of each block
and the path it belongs to. Consequently, protecting this sensitive array is an important
concern, specifically in scalable SGX. This work, like ZeroTrace, places the position map
in the SGX enclave, relying on scalable SGX’s XEX (XOR-Encrypt-XOR) deterministic
encryption for protection. However, once the position map is allocated in the enclave, the
physical location does not change, resulting in XEX behaving similarly to deterministic
AES. Any obliviousness offered by ORAM is insufficient against ciphertext side channel
attacks as an attacker with information of the physical address of the position map can now
compare previous ciphertext values of the position map to current values to check the blocks
being accessed. This work proposes to add a single 8 byte nonce for the entire position
map. The nonce would be used to mask the plaintext values of the position map via 64 bit
XOR operations. Since the nonce refreshes upon every PosMap request, the position map is

ciphertext SCA protected.
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Figure 4.2: Proposed ORAM Access
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ZeroTrace uses two buffers in the ORAM controller to store the path and for ease of access
operations. The first buffer contains the encrypted path immediately obtained after a down-
load operation from the tree and the path immediately before an upload to the tree, and is
secure due to the existing AES encryption in addition to SGX. The second buffer contains
the path obtained from decryption and is used to insert valid blocks into the stash and to
re-form the path for encryption. This second buffer thus contains plaintext data. While
this buffer would be ciphertext protected in ZeroTrace due to SGXv1’s AES-CTR, scalable
SGX’s deterministic XEX would render the buffer as a ciphertext vulnerability. As shown
in Figure 4.2, to plug a potential leak, the second buffer containing the decrypted path is
proposed to be removed. In addition to the ciphertext SCA benefits, the removal of the

buffer results in performance benefits as decryption/deXOR of the data from the tree is not
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required anymore. The blocks in the first and only buffer are never plaintext and are always
either encrypted with AES or masked with XOR with the block’s nonce. Continuing with
the idea of ciphertext protection, there are two diffrences from ZeroTrace. When blocks are
pushed from the buffer to the stash, they are not de-XOR’d into plaintext as in ZeroTrace.
Access to a requested block in the stash is performed with a linear scan of the stash, with
each block being de-XOR’d during the scan individually and re-XOR’d with a refreshed

nonce before moving on the next block.

00 Dooibitdb boooooboo

The backbone of all oblivious functions in this work is the cmov instruction, much like in
ZeroTrace. However, the cmov instruction is now written in inline assembly in C++ instead

of being a part of larger oblivious function written in X86 assembly.

0oooob Dooobbo oboooooo boboooboob booOo0 0oboooobo oooob booobboo boooo
0
0000o0ooo0 ooooooo
0ooooooo
0000 000 DO0Dooo
00ooo 0ooo0 0oboooo
0ooboo 0ob boobooo
0 00000000 0oooooooobooo
0 0000000 0ooOobooobb oobobboobo oobobboob
0 000000
000o0ob 0oooooo
0

In line 5, the C++ cmov initially moves the value of vall into the result before checking the

flag in line 6. The 0000 instruction performs a bitwise AND on the flag with itself. If it is
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true, J00J instruction sets the UUID [IO0U to 0. The cmovz instruction only moves val2 into

result if the 0000 000 is 1.

This modification allows the redesign of oblivious function in C++4, taking advantage of
compiler optimizations. ZeroTrace uses seventeen oblivious functions written in inline as-
sembly. This work optimizes these functions by using the C++ cmov function and 64 bit
registers for performance benefits. Further, some functions in ZeroTrace such as U000,
00000000000, 0000000000Noo0noon, biooooooioriioUinool have overlapping function-
ality. This work aims to simplify the code and improve performance by using a single function

0000000000000 O instead of the previous four.
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This chapter discusses the method of implementing the designs proposed in Chapter 4 and
the corresponding code. The following implementations are used in both the PathORAM and
CircuitORAM with minimal or no modifications. This work handles ORAM accesses inside
the enclave unlike ZeroTrace, reducing the number of ECALL and OCALL instructions used
in a typical access. Further, since this work is designed to run on GramineOS inside SGX,

it does not require any SGX specific functions.

00 Oibdbd ool 0 didbboioud dodboooooo

00000 DOodiofibooood

During the initialization of the tree, each block in the lowest level of the tree contains ran-
domized data, while the rest of the levels contain dummy blocks. The initialization of all
valid blocks into the last level of the tree helps in faster access times from the beginning,
as the position map is also initialized. A new access to a particular block need not create
a block and update the position map. All blocks generate a fresh nonce before encryption
or randomization. These blocks need to be ciphertext-SCA safe and hence are either en-
crypted with AES or randomized with XOR based on the encryption scheme selected during

compilation.

T
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Lines 2-5 generate the fresh nonce, with one random integer filling up four bytes of the
nonce. The random integers are generated using the C++ random library. Line 9’s serialize
function concatenates the block instance variables which are the nonce(r), block ID, path
ID and data in order into [0000OOONNO0. Line 11 designates the data to be encrypted, which
inlcudes both the IDs which being integers are 4 bytes each and the actual data itself. Lines
14-20 perform a loop where every 16 bytes of the [DUDIUDONID are XOR’d with the nonce.

Lines 22-24 copy this ciphertext back into the instance variables for later use.

Qoo DOoO 4obo tood

Each block in the path fetched from the tree is decrypted or encrypted based on the flag
argument of the 00000000 function. The 00000000 function is only called when stash protec-
tion is turned off, as that eliminates the buffer UUIO0OO0 works on. When stash protection

is on, the Xor masking will be done in the stash.

goCdd poboobooboboobooooooopobOtbo boobo bobooboobooOf pooboobob oboobooboo
0oboooooo 0oboo bobbOoboboooboo oobo 0oboooooobo o

oooooooo booo oboooo b0 boboooboo booooo 0obboo o0obboooooooooo
0ooobooo booo obooobobo 0 oooooo

00000000t 0oboobboobbooooo 0 obooboooobboboobooboooD O Dooooobboboooo
000000000 0ooooboobbooooot 0 bOobbooboOobOoOobOobooboboo 0 DooooooboooCooo
000000000 00bbOooooob 0 o0oobboobobobooooo

000000000 0O0booooooo 0 o0obbOoobooooooood

00 0000 0000 0O bDOoo boooboobt © obooo

0ooooooo booooooboobooooo 0 obboooooo o oo

0oooooooooboooo
0oooooooo
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oopoooo 0 0 00 0 0 O0DOObOOoboooooD ooooo
00000000b0ObO0 0 boobooo
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In the code given above, Lines 3-10 define the pointer variables used to perform operations
on the data. As their names suggest, the DIIIINODIO0C0 and OJ000O0I000 variables and their 64
bit counterparts denote the pointers to the arrays which contain the block before and after
XOR operations. In case of a write, the OUIIOONOD value is 1 and a fresh nonce is generated

in lines 14-16. Otherwise, the existing nonce is copied into UIODOOIO00 for later usage. Lines
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25-35 describe the loop to 64 bit XOR the data, which runs till the size encrypted reaches
the block size. Line 26 uses the first half of the nonce while line 32 uses the second half.
This is done to ensure the entire 128 bit nonce is used for encryption. A while loop with a
break condition is used as it was observed to be faster than an equivalent for loop without

the additional break condition.

Ooi0  DOoiiiod Oou U iidoboodn »doooiboiod

OoooiD  00dooooioooood

When using position map protection, the position map array is initialized to contain an extra
8 bytes of space to store the nonce, in addition to an extra 4 bytes for padding in case the
total number of blocks is an odd number. It exists purely for the performance benefits of

using 64 bit operations.

00000bo0 boooboobbo 0 ObOOobobOooboooo O boboobooboooooobo
00000000 00O0bbooD O 0o00boooooon ooooooo
0oooooo 0 0 00O 0o0bOobobooboob boooo

0ooooooooon 0 boboobbooOoooooobboooooobooboooooo

Qoo Dooo oot Loood

A position map access takes place on every read or write request to the ORAM tree. The
requested block and the new path ID (newleaf) are fed to the function as parameters. The
posmap_ fetch function returns the current path value of the required block which is later

used to fetch the entire path. In the same function call, the current path value is replaced
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with the randomly generated newleaf.
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This access is performed through an oblivous 64 bit linear scan of the position map (Lines
11-27). Since the scan fetches 64 bit values and position map values are 32 bits, the iterator
compares 2 position map elements at a time (Line 16). If the block ID matches the index,
the first or second 32 bits from the matched 64 bits are retrieved based on the divflag, which
checks if the requested block is even or odd (Lines 19-21). The newleaf replaces the fetched

path value.

To provide ciphertext SCA protection, a new 64bit nonce is generated on each access (Line
4) which is used in to refresh the existing nonce (Line 26) and to re-XOR each element in

the array (Lines 22-23).

N O R [

For Stash Protection, the method of accessing the required block in the stash is rewritten
using x86 inline assembly for performance benefits provided by 64 bit operations. This
rewrite is required due to the elimination of ZeroTrace’s buffer containing the decrypted
path. Thus, each pass over the stash must decrypt each block individually to obliviously

check if the block ID matches, and only then perform the (also oblivious) access.

The 0000000O0IOODOOOIO function given in the code snippet is called upon each block in the
stash. The flag parameter is used while calling the function to check if the required block has
been found. Lines 11-20 are similar to the code used in tree protection as functionally, the
same operations are performed, i.e, move 8 bytes of data at a time using the cmov function

described in Section 4.3.
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In addition to the stash operations, the DOININO00O0000 function is used to refresh the nonce

of the blocks in the fetched path before being placed back in the tree.
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This work was evaluated on two identical systems for verification of results. Each system
had a 28 core Xeon Gold 6348 CPU and 128 GB of RAM, with the EPC size configured to

the available maximum of 64GB running on Ubuntu 20.04 LTS.

Oi0  Doo0idobbobt »Oobuidbbbodo

In order to measure the performance, this work was initialized with varying number of blocks
(N) and block sizes in successive iterations. The tree was then accessed with write requests to
all valid blocks in a predetermined random order. The data written to the blocks contained
the same block ID as the request. Once the write operations completed, 1000 read requests
were sent in a second randomized order. The fetched requests were verified by comparing
the fetched block IDs with their data. The graphs displaying write access latencies plot
the average time per access for N write operations. For read latencies, the graphs plot the

average access latency per access for 1000 verified requests.

36



0ot ooidodooot 0odiooioon

00 Uibiibotot dooooiooo

Unless specified, we fix the block size at 256 bytes, or 64 4-byte integers in each block

provides a reasonable average of the block size for visualization purposes.

In all the graphs shown below, this work is designated as ZT for clarity.
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Figure 6.1: Tree Initialization Latency

In Figure 6.1, the initialization time for the ORAM tree can be observed to scale linearly for

all ZeroTrace and ZT versions with the number of table entries. Further, ZT initialization

is observed to be faster for both PathORAM and CircuitORAM due to the elimination of

ECALL and OCALL instructions.
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Figure 6.2: Write Latency

Figure 6.2 shows the write latency of ZeroTrace when used with AES; ZT using AES; and
ZT using XOR with both PathORAM and CircuitORAM. CircuitORAM is observed to be
over 65% faster than PathORAM for both ZeroTrace and ZT. ZT XOR in turn, is about 50%
faster than ZeroTrace’s PathORAM and about 40% faster than ZeroTrace’s CircuitORAM.

000D toibdod

Figure 6.3 shows the read latencies for ZeroTrace and 2 versions of ZT. Since ZeroTrace
and ZT are both oblivious algorithms which guarantee that an attacker cannot differentiate
between a read and a write operation, there is no difference in the latencies or the speedup

from write operations.
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