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Interference Avoidance and Mitigation in 5G and Beyond Networks

Rakesh Reddy Nagampally

(ABSTRACT)

Interference remains a critical challenge in modern wireless networks, especially as next-

generation systems are expected to operate under increasingly dense deployments, heteroge-

neous spectrum usage, and adversarial conditions. This thesis investigates two complemen-

tary approaches for mitigating interference in the fifth-generation (5G) cellular networks and

beyond. One which avoids interference altogether through frequency agility and the other

suppresses interference through better degree of spatial separation in cell-free massive MIMO

(mMIMO) topology compared to conventional cellular mMIMO architecture. Frequency

agility for cellular networks is a vital technology to meet the increasing demands that will be

placed on future-generation wireless systems. Motivating scenarios include spectrum sharing

and protection of incumbent users, dynamic interference handling, energy-efficient network

management, and resiliency to malicious users or jamming. This thesis outlines methods to

achieve frequency agility within the open radio access network (O-RAN) framework to estab-

lish robust service capabilities against intentional and unintentional interference sources in

5G New Radio (NR) base stations. We describe the 5G protocols (e.g., RRC signaling) and

O-RAN service models (e.g., E2SM-RC) that support our proposed methods, while identify-

ing a number of enhancements required to achieve the desired capability. O-RAN xApps add

intelligence to the RAN with seamless integration. Hence, we present a frequency agility

xApp that provides E2SM control actions to the E2 node initiating swift user offloading

between cells operating at different center frequencies or physical locations. Furthermore,

we demonstrate a prototype implementation using an open-source software-defined O-RAN



5G testbed to characterize the capabilities and limitations of current open source software

in supporting the proposed methods. The later part of the thesis focuses on interference

suppression capabilities in massive MIMO setup comparing cellular and cell-free topologies.

We specifically explore if the cell-free mMIMO architecture could provide a better degree of

interference suppression through improved spatial separation of the received signals in the

uplink (UL) owing to the antennas being distributed across the geographic area. We develop

a comprehensive system-level simulation to evaluate spectral efficiency under various chan-

nel conditions, including line-of-sight (LoS) and non-line-of-sight (NLoS) propagation. We

model the channel with spatial correlation on both receive-side and transmit-side to capture

realistic effects of mMIMO setup. We briefly describe the combining technique employed

in our setup for the UL receive signal processing to suppress interference. We model spa-

tial correlation to highlight the performance advantages of cell-free mMIMO. Monte Carlo

simulations reveal that cell-free mMIMO consistently outperforms cellular mMIMO due to

improved spatial separation, reduced correlation, and favorable path loss characteristics.

The analysis further examines the impact of increasing the number of users and interferers

beyond the number of receive antennas, revealing key scalability trade-offs. Collectively, this

thesis presents two vital contributions that could make future wireless networks coordinated,

share spectrum, dense and scalable all while resilient to interference.
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(GENERAL AUDIENCE ABSTRACT)

Cellular networks, such as 4G and 5G, have become an essential part of everyday life,

supporting everything from phone calls and video streaming to smart devices and criti-

cal infrastructure. As we move toward the next generation of wireless systems, cellular

networks must become more reliable and resilient to challenges such as interference and ma-

licious attacks. Interference remains a critical issue in modern wireless networks, especially

as next-generation systems are expected to operate under increasingly dense deployments,

spectrum reuse, and adversarial conditions. This thesis explores two complementary ap-

proaches to making future wireless networks more robust. The first approach focuses on

enabling frequency agility, a capability that allows a 5G network to quickly move its users

to a different frequency band when interference is detected - or proactively, when interfer-

ence is predicted. A solution is proposed with enhancements to the existing Open RAN

(O-RAN) framework, leveraging mobility procedures in 5G. The proposed solution is imple-

mented and demonstrated using open-source RAN software. Its effectiveness is evaluated

by characterizing the latencies involved in the prototype implementation, which led to the

identification of bottlenecks in scaling the solution. The second approach investigates cell-

free massive MIMO, a novel network design in which many antennas are distributed across

an area, rather than relying on a single large base station. By spreading antennas out geo-

graphically, we explore whether the system can better distinguish between desired users and

interference compared to traditional cellular architecture, while also providing more uniform

service quality. Through simulations, this work compares cell-free and traditional cellular



systems, showing that cell-free designs can significantly improve performance in the presence

of interference. Together, these two efforts highlight practical ways to make future cellular

networks more robust and reliable.
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Cellular communication systems have become a critical infrastructure and an integral com-

ponent of the global economy [11]. Consequently, ensuring the resiliency of these systems is

essential, particularly in the presence of interference arising from various sources, including

inter-cell interference (ICI), spectrum sharing, and malicious actors such as jammers.

Interference in cellular networks, particularly in 5G New Radio (NR) systems, can signif-

icantly degrade network performance and reliability. In the presence of interference, user

equipment (UE) may experience reduced signal-to-interference-plus-noise ratio (SINR), lead-

ing to lower data rates, increased latency, and higher block error rates (BLER). This impacts

both throughput and the overall quality of service (QoS). Uncontrolled interference can lead

to radio link failures (RLF), and service disruptions. This is detrimental to latency sensitive

applications such as ultra-reliable low-latency communications (URLLC) and mission-critical

IoT. In cases involving jamming attacks, interference may cause complete denial of service

(DoS) in affected cells undermining the network’s resiliency. Therefore, effective interference

detection, mitigation, and avoidance strategies are essential for sustaining reliable network

operation, especially in scenarios involving dynamic spectrum access, dense deployments,

and adversarial environments.

Fourth and fifth generation (4G and 5G) systems serve the majority of voice and data traffic

in cellular networks today. The increasing capacity demands over the years have been ad-

dressed through several key advancements; the use of wider bandwidths, densification of the

1
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network via additional cell sites and smaller cell sizes, and the deployment of a large number

of antennas at base stations, leading to massive multiple-input multiple-output (mMIMO)

technology [19]. Cellular mMIMO has significantly enhanced network capacity by enabling

digital beamforming and spatial multiplexing of multiple users on the same time-frequency

resources. However, the conventional cellular topology restricts these capacity gains to spe-

cific areas within the coverage region. This is primarily due to inter-cell interference and

reduced signal quality for cell-edge users, which results from all antennas being co-located

at a central base station.

Co-channel ICI occurs when neighboring cells irrespective of radio access technology (RAT)

use the same frequency and is most detrimental to cell edge users. Inter-cell interference

coordination (ICIC) is a technique designed to counter co-channel ICI for cell edge users by

coordinating resource allocation and transmission power. However, its application is limited

to intra-RAT cells and restricted by vendor-specific implementation. Cellular networks must

be resilient to malicious users and jamming attacks due to their vital role. A malicious

interferer could either target a few users in a specific area or the entire coverage area of a cell.

Jamming attacks may become more sophisticated with the availability of software-defined

radios and increasing compute power and machine learning [21, 22, 33]. Solutions that

identify the impact of interference/jamming and adapt the network configuration in response

are important. However, jammers may identify the portions of the channel bandwidth that

are crucial for data exchange and cause interference to interrupt the exchanges or even deny

connection to a base station.

Although inter-cell interference (ICI) has been the main source of interference, new use

cases and capabilities, such as spectrum sharing or integrated terrestrial and non-terrestrial

networks (NTN), introduce new and highly dynamic interference scenarios between hetero-

geneous sources. With the advent of NTN in the low earth orbit (LEO), users anywhere in a
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cell could experience ICI. ICI will continue to be a challenge with integrated terrestrial and

non-terrestrial deployments in next-generation networks [16].

The increasing complexity and heterogeneity of wireless networks call for advanced strate-

gies that go beyond interference suppression through signal processing alone. Interference

avoidance, dynamic frequency reconfiguration are now essential to achieving reliable com-

munication. Part of this thesis focuses on frequency agility in O-RAN-compliant 5G NR

networks. In scenarios involving spectrum sharing, inter-cell interference, or malicious jam-

ming, it is not always feasible to suppress interference at the receiver. Instead, networks must

dynamically reconfigure themselves to operate on alternate frequencies, seamlessly offload-

ing users to interference-free channels. The open radio access network (O-RAN) framework,

with its open interfaces and AI-enabled xApps, provides a flexible platform for implementing

such adaptive mechanisms.

Another approach to this challenge is at the receiver, where tech-

niques such as spatial filtering or beamforming exploit the spatial degrees of freedom in

multi-antenna systems to attenuate interference while preserving the desired signal. The

presence of multiple antennas at the receiver in MIMO systems enables the spatial separa-

tion of signals arriving from different directions. One widely used spatial filtering method in

massive MIMO systems is Minimum Mean-Squared Error (MMSE) combining, which seeks

to minimize the mean squared error between the estimated and transmitted signal. Spatial

filtering techniques like MMSE are purely receiver-side solutions and are especially attractive

because they do not require explicit cooperation between transmitters.

Building on this, we consider a distributed variant, ,

as a promising alternative to traditional co-located cellular base station architectures. By

deploying a large number of geographically distributed access points (APs), cell-free mMIMO

can better isolate desired user signals from interference through favorable propagation and
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spatial diversity. This decentralized architecture also shows potential in delivering uniform

QoS across large areas, especially in uplink scenarios.

A common thread in both works is the pursuit of resilience to interference through intelligent

architecture and design whether through dynamic frequency agility enabled by O-RAN or

spatial interference suppression enabled by cell-free mMIMO.

Frequency agility is a vital capability for cellular networks to meet the increasing demands

of future-generation wireless systems. Motivating scenarios include spectrum sharing and

protection of incumbent users, dynamic interference handling, energy-efficient network man-

agement, and resiliency against malicious users or jamming.

In spectrum sharing environments, future cellular systems must rapidly vacate or avoid

portions of the spectrum to protect primary or incumbent users. For instance, when cel-

lular networks share spectrum with radar systems or other incumbents, they must avoid

interference both with the incumbents and with each other. The ability to reduce or cease

usage in specific frequency bands is therefore seen as a critical enabler for next-generation

networks [34]. Indeed, 6G is widely expected to adopt native spectrum sharing capabilities.

Another important use case in next-generation cellular networks is energy efficiency [28].

Network operators may transfer users from one cell to another before deactivating cells or

carriers that were temporarily deployed to meet peak-hour capacity demands. This allows

for energy savings during periods of low demand, such as nighttime, without compromising

coverage. Similarly, load balancing is a key requirement, in which users are steered between

cells or radio channels within the same coverage area to optimize resource utilization and
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maintain service quality.

These scenarios highlight the need for frequency agile next-generation cellular networks in

which users can be dynamically offloaded from carriers or cells experiencing interference or

required to defer to incumbent users, while the network reconfigures its operating frequency

bands in real time.

Beyond dynamic spectrum agility, architectural innovations also play a crucial role in en-

hancing interference resilience. Studies have shown that Cell-Free massive MIMO (mMIMO)

can significantly improve system capacity while providing uniform quality of service (QoS) [6]

and eliminating inter-cell interference (ICI), owing to the absence of rigid cell boundaries.

This work investigates the interference suppression capabilities of the cell-free architecture,

with a particular emphasis on resilience to malicious interferers such as jammers, and com-

pares its performance to that of conventional cellular architectures.

Popular signal processing techniques, such as minimum mean-squared error (MMSE) com-

bining, are known to suppress interference effectively in both architectures due to the large

number of antennas relative to the number of users. However, this study explores whether the

distributed antenna deployment in cell-free architectures provides an additional advantage.

The central hypothesis is that geographically dispersed access points (APs) in a cell-free

topology may result in greater spatial separation between intended users and interferers,

thereby enabling more effective interference rejection compared to co-located antennas of

base stations in cellular systems. To evaluate this, uplink spectral efficiency (SE) analysis is

conducted, using the framework described in [6].
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Several prior works have proposed the use of the O-RAN architecture for spectrum shar-

ing [34], optimized/predictive handover strategies [5, 12, 17], traffic steering [20, 26], and

interference management [15, 27]. Most of the prior work focuses on the development and

evaluation of AI/ML algorithms to infer improved network configurations from monitored

network KPIs [12, 14, 17, 20, 26]. Many of these efforts employ either simulated environ-

ments or real-world datasets for validation and performance evaluation.

Dzaferagic et al. [14] propose an ML-based handover prediction xApp that collects perfor-

mance measurements and predicts handover events to support network optimization. How-

ever, this xApp performs only prediction and does not issue handover commands. In 2024,

Barbosa et al. [5] introduced a deep learning based, data driven handover management

xApp designed to prevent QoS degradation during handovers. Its performance is evaluated

using a simulated RAN environment in OMNeT++. Another example is presented by Gjeci

et al. [17], who propose an optimized handover management algorithm implemented as an

xApp. This approach aims to enhance user Quality of Experience (QoE) and is validated

using ns-O-RAN, which simulates a gNB within an O-RAN-compliant ns-3 framework.

Eskandari et al. [15] introduce an interference management xApp based on deep reinforce-

ment learning, employing joint sub-band masking and power management to achieve im-

proved performance for cell-edge users. Anand et al. [4] propose an ML based xApp to

mitigate co-tier interference. Ntassah et al. [27] propose the optimization of Precoding

Matrix Indicators (PMIs) in scenarios involving inter-cell interference (ICI), focusing on

balancing spectral efficiency (SE) and interference reduction through xApps.

Among the most relevant works is the study by Smith et al. [34], published in 2024, which

leverages the O-RAN framework for spectrum sharing. Their work incorporates a spectrum
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sensing ability and responsive mechanisms upon sensing incumbents through xApps imple-

menting PRB blanking and/or user handovers, simulated using the ns-O-RAN platform as

spectrum sharing solution.

However, there is a lack of demonstrated proposed frequency agility with implementation of

an xApp and real-world handover execution. Moreover, latency profiling of such a system

on hardware running open-source RAN software with commercial handsets has not been

reported. This paper addresses this gap by implementing and evaluating such an xApp,

while also analyzing current E2SMs and RAN procedures. Based on identified limitations,

a modification to the E2SM-RC is proposed, substantiating the use case through practical

validation. This work is carried out in close coordination with the work in [40] on advanced

traffic steering xApp for interference mitigation.

Sanguinetti et al. [32] highlight that many prior works on cellular massive MIMO systems

assume spatially uncorrelated channels, which contributed to their rapid adoption in mod-

ern 5G networks. However, the authors emphasize the importance of accurately modeling

spatial channel correlation. They define the criteria for a channel to be considered spatially

uncorrelated and compare the eigenvalue distributions of correlation matrices obtained under

non-line-of-sight (NLoS) conditions from real-world measurements against idealized matrices

with zeroed off-diagonal elements representing the absence of spatial correlation.

The study demonstrates that spatial correlation in multi-user MIMO systems is not always

detrimental; in fact, it can sometimes be beneficial for performance. One notable interference

source examined is , which arises when multiple UEs reuse the same pilot

sequences during channel estimation. The authors consider both pilot contamination between

UEs and inter-cell interference in their analysis.

They assess several receive combining techniques for uplink interference suppression, includ-
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ing maximum ratio (MR), zero forcing (ZF), single-cell MMSE (S-MMSE), and multi-cell

MMSE (M-MMSE). Among these, M-MMSE is shown to outperform the others, followed

by S-MMSE and ZF. The authors also note that pilot contamination between two UEs can,

in theory, be entirely avoided if their spatial correlation matrices are orthogonal. While

this condition is rarely met in practice, a practical guideline is to allocate pilots such that

the cross-correlation between spatial correlation matrices of pilot-sharing UEs is minimized.

MMSE channel estimation is employed to support these findings, and the spectral efficiency

(SE) results presented clearly indicate the superior performance of M-MMSE in suppressing

both intra-cell and inter-cell interference.

In 2015, Nayebi et al. [24] analyzed algorithms for power optimization and linear pre-coding,

comparing the downlink performance of cell-free massive MIMO (mMIMO) systems to that

of traditional small-cell architectures. The authors derived lower bounds on system capacity

for cell-free mMIMO using conjugate beamforming (CB) and zero-forcing (ZF) precoders,

with results demonstrating significant performance improvements over small-cell systems. A

similar analysis is presented by Ngo et al. [25] in their work titled

.

Björnson and Sanguinetti [6] highlight uplink spectral efficiency (SE) gains in a Cell-Free

Massive MIMO setup compared to traditional Cellular Massive MIMO networks, demon-

strating the potential for more uniform QoS across the coverage area. It introduces interfer-

ence by assigning the same pilot to multiple UEs and performs MMSE channel estimation

assessing MR combining and MMSE combining for optimal receive combining in evalua-

tion of the spectral efficiency distribution and fronthaul signaling load for different levels of

receiver cooperation.

Our analysis reuses the 3D channel models presented in the book by Björnson, Hoydis,

and Sanguinetti [7]. Additionally, Demir et al. [13] discuss interference management in cell-
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free mMIMO networks, focusing on techniques such as dynamic cluster coordination and

avoidance of uplink pilot contamination.

However, a specific analysis comparing the ability of cell-free and cellular architectures to

mitigate malicious interference is lacking in existing literature. This work aims to bridge

that gap.

The contributions of this work are summarized as follows:

A solution is proposed to realize a frequency-agile network using the existing 5G NR and O-

RAN framework. In the proposed architecture, xApps running on the Near-RT RIC detect

interference and trigger handovers in the RAN. Upon handover execution, the SMO performs

the necessary carrier frequency modification of the serving cell.

• Proposed and implemented an interference mitigation technique in 5G NR network ad-

dressing challenges in inter-cell interference, spectrum sharing and malicious interferer

scenarios.

• Formulated a current possible solution and a future end-to-end solution based on an

assessment of existing 3GPP 5G NR and O-RAN capabilities.

• Proposed changes to E2SM-RC control service styles 3 and 7, while recommending

best suited handover procedure.
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• Leveraged existing 3GPP & O-RAN procedures considering all three 3GPP radio re-

source control (RRC) states of 5G NR UEs: RRC_CONNECTED, RRC_INACTIVE,

and RRC_IDLE.

This work presents a prototype implementation of xApp-initiated bulk user handovers in a

5G network using open source software solutions, Software-Defined Radio (SDR), and COTS

UE.

This work characterizes the latency and throughput degradation during user offload for

both single and multiple UEs in the context of current 5G open-source implementations. It

presents the latencies between various entities in the framework, along with detailed timelines

of events during the execution of xApp-initiated handovers. Valuable insights into the appli-

cability of the 3GPP baseline handover procedure for the proposed frequency agility solution

are derived from experimental observations. Overall, the results contribute to assessing the

feasibility of the proposed frequency agility mechanism in practical deployments.

This work investigates the impact of interferer(s) on uplink spectral efficiency (SE) in a

cell-free mMIMO system, and compares it against a conventional cellular mMIMO architec-

ture. The results are obtained through extensive Monte Carlo simulations that incorporate

path loss, small-scale fading, MMSE combining, and spatial correlation effects. Notably,
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the 3D line-of-sight (LoS) and non-line-of-sight (NLoS) channel models employed in this

study include transmit-side spatial correlation, a feature not commonly considered in re-

lated works. The simulation framework enables a detailed evaluation of how varying the

number of interferers affects uplink SE in both cell-free and cellular mMIMO architectures.

This thesis is organized into seven chapters.

2 provides the necessary background on the 5G NR protocol stack, and the disag-

gregation of the gNB into the Central Unit (CU), Distributed Unit (DU), and Radio Unit

(RU). It briefly describes the O-RAN architecture, its components and interfaces, and the

relevant E2 Service Models. An overview of massive MIMO systems is also provided.

3 presents the design of the proposed frequency agility mechanism. It describes

the role of the Near-RT RIC, the coordination between the interference mitigation and fre-

quency agility xApps, the use of E2SM-RC and E2SM-CCC service models or SMO, and how

interference detection triggers inter-frequency handovers. The chapter explains the proac-

tive and reactive approaches that can be used to apply the frequency agility mechanism. It

also discusses the different RRC states and relevant 3GPP mobility procedures, including

parameters to prioritize cell reselection for UEs in the RRC_IDLE and RRC_INACTIVE

states. Furthermore, it evaluates the current O-RAN framework against the proposed solu-

tion, and outlines future enhancements, including proposed modifications to the E2SM-RC

service model.

4 details the open-source test setup used to validate the frequency agility solution.

It covers the development of the frequency agility xApp, implementation of the E2SM-
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RC control action, and necessary modifications to the E2 node to support bulk handovers.

The challenges faced during development—particularly those related to updates in the open-

source gNB software—are discussed. Steps involved in achieving a working demonstration are

outlined, including rooting commercial UEs, modifying configuration files, and configuring

SIM cards. A tutorial on reproducing the demonstration is provided, along with relevant

code snippets from the xApp and gNB control logic.

5 characterizes the various latencies involved in xApp-initiated bulk user han-

dovers, including control request transmission over E2, handover completion time, and service

interruption time for both single and multiple UEs (up to four). The chapter also describes

the cell configurations used and the methodology for profiling the system. A rationale is

provided for not profiling intra-DU handover performance.

6 outlines the system model used in this thesis, including channel models, inter-

ference suppression techniques, signal representations, and the formulations for SINR and

spectral efficiency (SE) computations. It presents simulation results comparing the uplink

SE performance of cell-free and cellular mMIMO architectures under jammer interference,

with detailed analysis in both line-of-sight (LoS) and non-line-of-sight (NLoS) scenarios.

7 synthesizes findings from the experimental and simulation studies. It discusses

the strengths and limitations of both approaches—frequency agility and spatial interference

suppression—and evaluates their applicability to different deployment scenarios. The chapter

concludes with a summary of the main contributions and outlines possible directions for

future research.



Fifth-generation (5G) cellular networks represent a significant evolution in mobile communi-

cation technology, building upon the foundation laid by Fourth-generation (4G) Long-Term

Evolution (LTE). Developed by the 3rd Generation Partnership Project (3GPP), 5G New

Radio (NR) aims to meet the diverse and stringent requirements of emerging applications,

including enhanced mobile broadband (eMBB), ultra-reliable low-latency communications

(URLLC), and massive machine-type communications (mMTC).

5G introduces several key technological advancements to support these use cases. One of

the most notable features is the use of a wide range of spectrum, including sub-6 GHz and

millimeter wave (mmWave) bands, enabling significantly higher data rates and capacity.

5G also adopts a flexible numerology and scalable frame structure, allowing for dynamic

adaptation to various service requirements. Another cornerstone of 5G is the implementation

of massive multiple-input multiple-output (mMIMO) systems, which use a large number of

antenna elements at the base station to achieve spatial multiplexing and beamforming. This

improves spectral efficiency and enables better support for high user densities and challenging

propagation environments.

13
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The 5G New Radio (NR) protocol stack is defined by the 3GPP and is organized into several

layers and sub-layers that enable reliable, secure, and efficient communication between user

equipment (UE) and the 5G base station (gNB). The protocol stack is divided into the

control plane and user plane, both of which operate between the UE and the gNB, and

ultimately between the UE and the 5G Core Network (5GC).

The main sub-layers of a 5G NR protocol stack on the gNB include the Physical (PHY)

layer, Medium Access Control (MAC), Radio Link Control (RLC), Packet Data Convergence

Protocol (PDCP), Service Data Adaptation Protocol (SDAP), and Radio Resource Control

(RRC) [1].

• The PHY layer is responsible for actual transmission and

reception over-the-air (OTA) interface. It handles modulation/demodulation, cod-

ing/decoding, multiple antenna processing (e.g., beamforming, MIMO), and physical

signal measurements. It interfaces with the MAC layer via transport channels.

• The MAC sub-layer performs scheduling, multi-

plexing/demultiplexing of logical channels, hybrid automatic repeat request (HARQ),

priority handling, and random access procedures. It maps logical channels from the

RLC layer to transport channels for the PHY.

• The RLC sub-layer provides segmentation, reassembly,

and retransmission of data.

• The PDCP sub-layer is responsible

for header compression (ROHC), ciphering/deciphering, integrity protection, and in-

sequence delivery of packets. It also supports duplication and reordering of packets,
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which is critical for dual connectivity and split bearers in 5G.

• SDAP is a new sub-layer introduced

in 5G NR. It maps Quality of Service (QoS) flows to Data Radio Bearers (DRBs) based

on the QoS profiles defined in the 5G Core Network. It plays a key role in end-to-end

QoS management.

• The RRC manages connection setup/release,

mobility, measurement reporting, security, and configuration of lower layers.

3GPP introduces a disaggregated gNB comprising three logical components: the Central Unit

(CU), Distributed Unit (DU), and Radio Unit (RU). This functional split enables deployment

flexibility, scalability, and supports network virtualization and multi-vendor interoperability,

particularly in Open RAN (O-RAN) environments.

The CU is responsible for higher-layer protocol processing and control-plane functions. It

typically hosts RRC and SDAP, and PDCP. The CU can be further split into CU-CP (Con-

trol Plane) and CU-UP (User Plane). CU-CP manages signaling, mobility, and session

control. CU-UP handles data forwarding, header compression, and ciphering. The CU can

be deployed in a centralized cloud location, supporting multiple DUs across a region. The

DU typically hosts RLC, MAC and part of PHY depending on the split. The DU inter-

faces with one or more RUs via the open fronthaul interface and with the CU via the F1

interface. The RU contains the radio frequency (RF) front-end and performs the lowest

layer operations, including digital front-end processing, Fast Fourier Transform (FFT), dig-

ital beamforming, and digital-to-analog/analog-to-digital conversion. It connects to the DU

via the open fronthaul interface (e.g., eCPRI over Ethernet), and is typically co-located with

the antenna at the cell site.
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O-RAN is an industry-led initiative to bring openness, disaggregate and virtualize RAN

components using open interfaces and add intelligence through software-based platforms.

Developed by the O-RAN Alliance, the architecture aims to promote interoperability, ven-

dor diversity, and innovation in the deployment of 5G and beyond networks. By decoupling

hardware and software and enabling intelligent, real-time control of the RAN, O-RAN lays

the foundation for flexible and resilient network operations. Traditional RAN systems are

typically vertically integrated and proprietary, limiting the ability of network operators to

mix components from different vendors. O-RAN addresses these limitations by promoting

open interfaces between disaggregated RAN components enabling multi-vendor interoper-

ability.

The O-RAN architecture consists of several core components, each interfacing through stan-

dardized protocols:

• is responsible for the full life-

cycle management of the network, including configuration, fault management, per-

formance monitoring, and orchestration. It communicates with the RAN via the O1

interface, Non-RT RIC via the R1 interface and the Near-RT RIC via the A1 interface.

• sits at the net-

work edge responsible for optimizing the RAN in a time frame of 10 milliseconds to 1

second and hosts applications called xApps.

• is a centralized
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controller that operates on a much longer time scale (seconds, minutes, or even days).

Its primary role is to provide policies, enrichment information, AI/ML model training

and machine learning models to the Near-RT RIC. The Non-RT RIC resides within the

Service Management and Orchestration (SMO) and hosts applications called rApps.

E2 interface is a key enabler for interaction between the Near-RT RIC and E2 nodes (e.g.,

O-DU, O-CU). It supports both monitoring and control operations through specialized E2

Service Models (E2SMs), each defining a specific function.

• Used to report RAN KPIs

such as throughput, PRB utilization, signal strength, etc.

• Enables xApp to control RAN functions such as mo-

bility management, radio bearer management.

• Used for reporting and configu-

ration/control of node-level or cell-level parameters.

• Used to manage network interfaces.

The RAN function listed for each E2SM defines RAN function exposure services such as

REPORT, INSERT, CONTROL, POLICY, QUERY. Relevant services for this work include,

• This is a subscription based service where an xApp asks an E2 Node to

report back with data such as performance metrics, events. The xApp can specify the

trigger conditions for the report (e.g., report every 100 milliseconds, or when a specific
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event occurs). The E2 Node then sends an E2 indication message back to the Near-RT

RIC containing the requested data.

• This is a command-and-response service where an xApp sends a specific

instruction to an E2 Node to change its behavior. For example, an xApp for mobility

load balancing might send a control action to a congested cell to instruct it to recon-

figure a specific user’s connection to a less-congested cell. The E2 Node executes the

command and sends back a control acknowledgment.

Massive Multiple-Input Multiple-Output (Massive MIMO or mMIMO) is a key enabling

technology in 5G and beyond wireless networks, aimed at dramatically improving spectral

efficiency, energy efficiency, and user throughput. It refers to systems that use a very large

number of antennas at the base station; often one or two orders of magnitude more than the

number of served users, to exploit the spatial dimension of the wireless channel.

The fundamental idea behind mMIMO is that with a large number of antennas, the base

station can serve multiple users simultaneously in the same time-frequency resource using

spatial multiplexing. As the number of antennas grows, the effects of small-scale fading, ther-

mal noise, and uncorrelated inter-user interference tend to average out. This phenomenon

is referred to as and .

Spatial multiplexing is the key mechanism through which mMIMO systems achieve high

throughput. It allows multiple independent data streams to be transmitted simultaneously

over the same time-frequency resources by exploiting the spatial separation of users. In an

mMIMO system, the high number of antennas ensures that the spatial channels of users are



19

sufficiently uncorrelated, enabling the base station to spatially multiplex and demultiplex

signals with minimal interference. This significantly increases the system capacity, especially

when the number of antennas far exceeds the number of served users.

Spatial filtering refers to the process of using antenna arrays to focus or attenuate signals

in specific spatial directions. Beamforming is the practical realization of spatial filtering,

where weights are applied to antenna elements to constructively combine signals in the

desired direction and destructively interfere with unwanted signals. In mMIMO, both uplink

(receive) and downlink (transmit) beamforming are employed.

On the uplink, the base station applies a combining vector (beamformer) to the received

signal to extract the desired user’s signal while suppressing interference. On the downlink,

the precoding vector shapes the transmitted signal to steer energy toward the intended user.

Common beamforming techniques include:

• Maximizes the received signal power but is

less effective against interference.

• Cancels inter-user interference by projecting signals orthogonally

to the interference space.

• Balances signal enhancement and in-

terference/noise suppression for optimal performance.
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Massive MIMO systems typically operate in Time Division Duplexing (TDD) mode, which

leverages channel reciprocity between uplink and downlink to estimate channels using up-

link pilots. The same channel estimates are then used for downlink precoding, significantly

reducing the need for downlink pilot signaling. Accurate Channel State Information (CSI) is

critical for the effectiveness of beamforming, spatial multiplexing, and interference suppres-

sion. In TDD systems, CSI is typically acquired through uplink pilot transmissions. Each

UE transmits known pilot sequences, which are used by the base station to estimate the

uplink channels.

Channel estimation refers to the process of extracting channel coefficients from received

pilot signals. Methods such as Least Squares (LS) or MMSE estimation are commonly used.

These estimates are then used for receive combining and, through reciprocity, for downlink

precoding as well.

Equalization refers to processing applied at the receiver to compensate for channel distor-

tions. When combined with channel estimation, equalization ensures that the data symbols

can be recovered with minimal error.

In practice, the number of orthogonal pilot sequences is limited by coherence time and

bandwidth, leading to a phenomenon known as , where multiple UEs

reuse the same pilot. This results in inaccurate channel estimates and degraded performance.

Advanced solutions such as pilot decontamination, coordinated pilot allocation, or blind

channel estimation are often explored to mitigate this issue.

Despite its benefits, massive MIMO also introduces several technical challenges.

• When the same pilot sequences are reused in nearby cells,
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channel estimation becomes corrupted by interference. A pilot is referred to as a

reference signal in 4G LTE and 5G NR.

• Spatial correlation, line-of-sight (LoS) components, and realistic

propagation effects must be accurately modeled, especially for high-dimensional arrays.

• Centralized processing with a large number

of antennas can lead to fronthaul bottlenecks and high computational complexity.

Traditionally, mMIMO is deployed in a configuration with all antennas co-located

at a base station. However, to overcome limitations such as inter-cell interference and to en-

hance coverage uniformity, distributed approaches like have gained

traction. In such architectures, access points (APs) are geographically distributed and collab-

oratively serve users without fixed cell boundaries, further improving interference suppression

and spectral efficiency.



The network may respond to key performance indicators (KPIs) or interference detection

through a reactive solution, or pursue a proactive approach to avoid intentional or unin-

tentional interference. For example, inter-frequency handovers can create a hopping-like

behavior among a set of carrier cells following a predetermined pattern, allowing the net-

work to outpace a jammer. In such cases, users are offloaded to a different carrier frequency

even before malicious interference is detected. Be it proactive or reactive approach, a mech-

anism where swift user offload with service continuity and minimal disruption is necessary.

In case of reactive defense mechanism, the message exchange necessary for user offload can

be carried out using lower modulation and coding schemes or over 5G New Radio (NR)

underlay signaling [8].

This work draws its motivation from showcasing the use of existing 3GPP procedures within

O-RAN framework in the development of the proposed frequency agility capability. The

O-RAN framework enables network operators to deploy intelligent algorithms as xApps

and rApps within the RAN Intelligent Controller (RIC) to enhance network optimization

and management [38]. The combination of low-latency control through the Near-Real-Time

RIC and the availability of AI/ML training platforms creates a strong foundation for de-

veloping innovative and effective solutions. This capability to integrate dynamic, intelligent

22
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management functionalities underscores O-RAN’s significance and potential in the evolving

landscape of cellular networks. In particular, the ability of the Near-Real-Time RIC to issue

RAN control messages related to mobility control and the ability of Service Management and

Orchestration (SMO) to remotely orchestrate cell configuration are central to our proposed

solution for frequency agility.

5G NR user mobility methods defined by 3GPP and O-RAN E2 Service Model (E2SM)

framework are discussed to explain how they can be leveraged to handle a broad set of

interference scenarios through agile use of spectrum. Procedures like handover and cell rese-

lection are reused at the gNB to implement RAN control actions sent by a frequency agility

xApp. This work assesses existing handover techniques and available E2SM-RC control ser-

vice styles. Cell reselection parameters required to modify the serving cell of a UE and

corresponding E2SM-RC control service style are discussed. Enhancements to the E2SM

framework to achieve the desired functionality are identified and highlighted. Limitations

of current open source software solutions within the scope of this work are considered and

stated. A prototype solution in a software-defined experimental testbed is developed in order

to provide insight into the current capabilities and open challenges posed by employing the

5G NR baseline handover technique in achieving the frequency agility mechanism.

Fig. 3.1 presents a high level view of the frequency agility mechanism which is envisioned to

function in the following manner:

• An Interference Mitigation xApp [40] monitors metrics collected from an E2 node to

detect or predict interference.
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• The collected metrics are analyzed to determine the presence of interference or make

a prediction. A decision is made on whether to handover users to another cell with a

different carrier frequency.

• Accordingly, a trigger is sent to a Frequency Agility xApp with input being a user ID

list, source Cell Global ID (CGI) and target CGI. An empty user ID list input indicates

to the Frequency Agility xApp to offload all the users of the source cell.

• After receiving the trigger at the Frequency Agility xApp, a check is performed to

verify whether the target cell is active. In case of the target cell being inactive, the

Frequency Agility xApp is equipped with the ability to send an E2SM-CCC control

action to the E2 node for bringing up the target cell. Alternatively, control over active

cells and carrier frequencies could be achieved through a combination of the SMO,

rApp, and xApp.

• The Frequency Agility xApp will employ an appropriate handover technique in the

E2SM-RC Connected Mode Mobility control service based on UE capability.

• The user offload procedure from the serving cell to target cell will be initiated as

discussed in Section 3.3.

• After user offload is complete, the carrier frequency of the original serving cell is

changed through the SMO over the O1 interface or an xApp E2SM-CCC control action,

enabling this cell for future load balancing.

In general, a cell may refer to a physical sector such as a 120-degree region or to a carrier

frequency, which is functionally equivalent to a radio channel. In the proposed work, fre-

quency agility is achieved by changing the carrier frequency within a given physical sector

or cell.
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Figure 3.1: Interaction between Interference Mitigation xApp, Frequency Agility xApp, and
the RAN

Fig. 3.2 represents the proposed frequency agility mechanism that mimics rapid carrier

switching across intra-band and inter-band carriers (e.g., n3 and n78) by leveraging RAN

mobility management features to achieve the desired mechanism.

3GPP defined procedures which modify the serving cell of a UE from one cell to another in

handling user mobility can support a variety of other use-cases such as load balancing, energy

savings, traffic steering etc. As mentioned above the objective of this work is to mitigate

interference in scenarios like spectrum sharing, inter-cell interference, jamming. Which can
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Figure 3.2: Illustration of the function of the Frequency Agility xApp in performing handover

be achieved by leveraging the mobility procedures emulating collective user hopping from

one carrier frequency to another, showcasing frequency agility. Conventionally, user mobility

is delegated to the RRC sub-layer of cellular protocol stack. Each UE’s RRC connection

is handled using a finite state machine with states RRC_IDLE, RRC_INACTIVE, and

RRC_CONNECTED. User mobility in all these states is not the same. Thus, if a cell is

to be vacated entirely, the impact and mechanisms for users in each RRC state must be

evaluated. Below is a brief on actions performed by a user and how mobility is handled in

each RRC state [3].

• No stored UE Access Stratum (AS) context due to unestablished RRC connection.

• UE monitors Paging channel for core network (CN) paging using 5G-S-TMSI along
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with short messages transmitted with P-RNTI over DCI.

• User mobility controlled by UE, based on the configured network, performs neighboring

cell measurements and cell reselection.

• UE AS context is stored for an established RRC connection.

• UE monitors Paging channel for CN Paging using 5G-S-TMSI and RAN paging using

full I-RNTI along with short messages transmitted with P-RNTI over DCI.

• UE controlled mobility based on network configuration, performs neighboring cell mea-

surements and cell reselection.

• Performs RNA (RAN Notification Area) updates.

• UE AS context is stored for an established RRC connection.

• UE monitors control channels associated with the shared data channel to determine if

data is scheduled for it along with short messages transmitted with P-RNTI over DCI.

• Network controlled mobility within NR, and Inter-RAT. UE performs neighboring cell

measurements and measurement reporting.

Mobility in RRC_CONNECTED state is handled using Handover, whereas in RRC_IDLE

and RRC_INACTIVE states is handled using Cell Reselection. We describe how the Han-

dover and Cell Reselection methods can be leveraged for frequency agility in the section

below.
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The RAN can initiate inter-frequency handover for RRC_CONNECTED users. A user

in RRC_CONNECTED mode can be handed over to a specific target cell with complete

control of the source cell using RRC Reconfiguration command. However, this level of

control isn’t offered in all handover techniques available today. 3GPP release 18 includes

other ways of doing handover in addition to Baseline Handover. They are, Conditional

Handover, Dual Active Protocol Stack (DAPS) Handover, and L1/L2 Triggered Mobility

(LTM) Handover. Conditional Handover leaves selection of a target cell among the candidate

cells and handover execution at the UE’s discretion, which is not suited for the purpose of

this work. With conditional handover, the RAN cannot ensure that UEs handover to a

different carrier frequency and does not control the timing of the handover. DAPS handover

and LTM handover offer the same control and ability to specify the target cell as Baseline

handover with improved latency. The DAPS handover technique is equipped to provide

much lower latency than LTM handover because of the ability to simultaneously carry out

Tx/Rx with both source and target cell until handover completion. Hence, DAPS handover

is recommended, but should be weighed against protocol complexity.

Depending on how the source and target cells are setup, additional signaling exchange such

as bearer context modification and UE context setup, etc are required. The following are

the types of handovers possible in O-RAN compliant 5G NR networks.

• Intra-DU handover: Handover between carriers of a DU as shown in Fig. 3.3(a).

• F1 handover: Inter-DU handover between carriers of two different DU with a single

CU over F1 interface as shown in Fig. 3.3(b).
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• Xn handover: Inter-CU handover between carriers of two DU each connected to a

different CU over Xn interface as shown in Fig. 3.3(c).

• NG handover: Inter-CU handover between carriers of two DU each connected to a

different CU over NG interface as shown in Fig. 3.3(c).

Each of the above handovers involves a standard sequence of signaling message exchanges,

with signaling overhead increasing progressively from Intra-DU to F1, and further to Xn and

NG handovers. This increased signaling overhead leads to higher handover latency.

Figure 3.3: Handover options based on cell configuration

The RAN can direct UEs in RRC_IDLE and RRC_INACTIVE states to favor cell reselec-

tion to desired inter-frequency neighboring cells. The decision to camp onto another cell is

made by a UE after evaluation of a certain criteria verifying if the neighboring cell is better

than the serving cell for a certain amount of time. The UE shall only perform cell reselection

evaluation for NR frequencies that are given in system information and for which the UE

has a priority provided. If the serving cell meets the following criteria [2], a UE may choose
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not to perform measurements of NR inter-frequencies of equal or lower priority than the

reselection priority of the current NR frequency:

Srxlev > S�M�Q�M�A�M�i�`���a�2���`�+�?�S (3.1)

Squal > S�M�Q�M�A�M�i�`���a�2���`�+�?�Z (3.2)

where, Srxlev is Cell selection RX level (RSRP) value (dB), S�M�Q�M�A�M�i�`���a�2���`�+�?�Sis Srxlev thresh-

old (in dB) for NR inter-frequency and inter-RAT measurements, Squal is Cell selection

quality (RSRQ) value (dB), and S�M�Q�M�A�M�i�`���a�2���`�+�?�Zis Squal threshold (in dB) for NR inter-

frequency and inter-RAT measurements.

Hence, the preferred way to favor reselection is to set higher priority cell reselection of the

neighboring inter-frequency cell. A UE when camped normally has dedicated priorities for

frequencies other than its current frequency; therefore, the UE shall consider its current

frequency to be the lowest priority frequency. More than one second must be elapsed since a

UE camped on its current serving cell for cell reselection to take place. NR inter-frequency

cell reselection information may be broadcast over SIB2 & SIB4.

E2 service models (E2SMs) such as E2SM-KPM (Key Performance Measurement), E2SM-

RC (RAN Control), E2SM-CCC (Cell Configuration and Control), and E2SM-NI (Network

Interface) are standardized in O-RAN specifications. A detailed analysis of the standard

E2SM report services and control actions is required to leverage the existing framework in

implementing the desired functionality.
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Of the few RIC control services specified for E2SM-RC, control service style 3 (Connected

Mode Mobility) and style 7 (Idle Mode Mobility) serve the purpose of initiating handovers

for the Frequency Agility xApp. Below are the RAN control actions supported by those

control service styles.

• Used to initiate handover of a particular UE toward a target

cell.

• Used to initiate handover of a particular UE to-

ward a list of candidate target cells.

• Used to initiate DAPS

handover of a particular UE toward a target cell.

• Used to assign cell reselection priorities for a

UE in IDLE mode. The E2 node shall invoke procedures related to cell reselection

priority control.

The gNB shall ensure that the modified cell reselection information is sent to the UEs in

RRC_IDLE and RRC_INACTIVE mode by paging, and to the UEs in RRC_CONNECTED

by dedicated signaling. In contrast to Conditional Handover Control, Handover Control and

DAPS Handover Control actions offer directness to steer the handover to a particular target

cell for a UE. Using DAPS handover helps significantly minimize the mobility interruption

time. For all the control service styles mentioned above, the standard E2SM-RC specifi-

cation [30] states that the control action is only applicable for a single UE. This is due to

the RIC control header format used for these control service styles. To address the need of
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offloading users at scale without additional overhead of sending the same RIC control action

for each UE, a new proposal is put forward in Sub-section 3.3.4 of this section.

When a cell operating at a given carrier frequency becomes unserviceable due to, for ex-

ample, interference or the presence of an incumbent user, it is desirable to reconfigure

the oRU to operate at a new carrier frequency. When the Interference Mitigation xApp

forwards a request to the Frequency Agility xApp to offload users to a specific target

cell that is currently switched off for energy savings or other use cases, there is a need

to reactivate the target cell before the Frequency Agility xApp delegates a corresponding

E2SM-RC message to the serving cell. The standard E2SM-CCC specification [29] defines

several attributes for cell-level RAN configuration structures, including operationalState,

cellState, arfcnDL, arfcnUL, ssbFrequency, bSChannelBwDL, ssbSubCarrierSpacing,

ssbOffset, ssbDuration, bSChannelBwUL, and bSChannelBwDL, among others. These

attributes determine the operational state of the cell, its carrier frequency, channel band-

width, SSB location, and other parameters essential for cell operation. The proposed solution

in Section 3.1 specifies bringing up the target cell if inactive and changing the carrier fre-

quency of the serving cell after user offload. However, E2SM-CCC currently limits these

parameters to REPORT services; CONTROL services are not specified for those attributes.

Therefore, it remains an open question whether these attributes will be made available for

CONTROL services in the future. It is also important to note that changing the carrier fre-

quency of an active cell typically requires restarting the oRU and/or oDU, making on-the-fly

carrier frequency changes impractical with current implementations.
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Another approach to reconfiguring a cell’s carrier frequency or bringing up an inactive cell

or carrier is through the SMO. The O-RAN Use Cases and Requirements documentation

[28] specifies various RAN optimization and control-related use cases. In particular, the pro-

posed functionality for the “network energy saving” use case includes provisions for relevant

oRU/oDU modification. Since the specified use cases in document [28] lead to drafting spec-

ifications, it is appropriate to discuss them here. The “Carrier and cell switch off/on” use

case, among others related to network energy saving, plays a significant role in the frequency

agility mechanism discussed earlier in Section 3.1, where target cell activation (if inactive)

and serving cell carrier frequency change upon user offload are described.

Specifically, as interference degrades portions of the frequency bands in which the network

operates, new cells or carriers can be brought up to provide additional network capacity

in alternative frequency bands. Moreover, cells or carriers experiencing interference, or

occupying a band that needs to be vacated for spectrum sharing can be switched off. The

document outlines two solutions for this use case, “O1 interface based carrier and cell switch

off/on optimization for energy saving” and “A1 policy based carrier and cell switch off/on

optimization for energy saving”.

• After an energy savings rApp makes decision and prepares

configuration to switch carrier(s) or cell(s) off/on, it is conveyed to E2 node(s) over

the O1 interface through SMO/Non-RT RIC on R1 interface. Implementation at E2

node is vendor specific as of today and NETCONF is observed to be most widely used.

• The energy savings rApp creates an A1 policy to prepare and

execute for carrier(s) or cell(s) to switch off/on. This is conveyed to Near RT-RIC

over A1 interface through SMO/Non-RT RIC on R1 interface. Near RT-RIC later
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updates the E2 control or policy for cell and carrier switch off/on over E2. But E2SM-

CCC doesn’t yet have standardized CONTROL or POLICY services for cell-level RAN

configuration as of writing this paper.

Since a malicious interferer may target users in a particular geographical area or an entire

coverage area of a cell, a need may arise to offload a specific set of users or all the users

of the serving cell, respectively. Reiterating the assessment mentioned in previous section

that the E2SM-RC control service styles 3 & 7 lack support to offload multiple UEs in a

single control request due to the fact that E2SM-RC Control Header Format 1 is limited to a

single UE ID. Hence, we propose E2SM-RC control header format 3 to be used for E2SM-RC

control service styles 3 & 7 to address the shortcomings. Table 3.1 & Table 3.2 lists the IE’s

in E2SM-RC control header formats 1 & 3, respectively and Table 3.3 lists the UE Group

Definition IE of E2SM-RC control header format 3 where ‘M’ stand for mandatory and ‘O’

stands for optional entries. [30]

Table 3.1: E2SM-RC Control Header Format 1

UE ID M
RIC Style Type M

Control Action ID M
RIC Control decision O

Table 3.2: E2SM-RC Control Header Format 3

UE Group ID M
UE Group Definition M

RIC Style Type M
Control Action ID M
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Table 3.3: UE Group Definition IE

List of identifiers to define the UE group
>Identifier Item IEs M
»RAN Parameter ID M

»RAN Parameter Value Type M
»Logical OR M

The E2SM-RC standard [30] specifies the use of RAN parameters for UE identification for

the RAN Parameter ID in the UE Group Definition IE. We recommend using one of the

following: Cell Global ID (35001), NR CGI (35002), or UE ID list (35090). When a

set of users needs to be offloaded instead of all users in the cell, it is further recommended

to group RRC_CONNECTED users into up to three UE Group IDs for each of the three

E2SM-RC Connected Mode Mobility RAN control actions, based on the best handover

technique supported by the RAN – i.e., by the gNB through the E2SM-RC Connected Mode

Mobility control service and the UE capability corresponding to the 3 available handover

control actions. In this way, the Frequency Agility xApp can indicate to the gNB a common

handover technique for all connected UEs that share the same optimal handover method.

Additionally, the RRC_INACTIVE and RRC_IDLE users can be grouped together to signal

a single Cell Reselection Priority Control action to the gNB.

This work proposes a frequency agility based interference mitigation approach for O-RAN

compliant 5G networks, where user inter-frequency handover is performed to offload users to

cell(s) of a different carrier frequency upon detection of interference by the Interference Mit-

igation xApp. The proposed solution centers on the Frequency Agility xApp which executes

the handovers using existing, and proposed future, E2SM functionality. The architecture is
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broadly applicable to spectrum sharing, interference management, and resiliency to malicious

actors.



A prototype implementation of a key component of the proposed frequency agility solution:

bulk user offload initiated by an xApp, has been carried out using open-source RAN software.

The open-source, software-defined testbed used to implement the proposed xApp-initiated

handovers consists of the O-RAN Software Community (O-RAN SC) Near-RT RIC, Open5GS

5G Core Network, srsRAN_Project gNB, USRP-based RUs, and commercial off-the-shelf

(COTS) user equipment (UE).

The O-RAN alliance offers a near real-time RAN Intelligent Controller (RIC) software solu-

tion among other open source software solutions through the O-RAN Software Community.

It offers xApp development libraries in Python which make it easy for developers to quickly

develop new xApps.

37
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Open5GS is a key component in this setup providing a comprehensive 5G core network. It

enables internet and iPerf traffic to UEs, and addition or removal of user subscription profiles

is effortless using open5GS.

srsRAN develops one of the few open source 3GPP and O-RAN compliant 5G base sta-

tion solutions available today. The fact that it is primarily Software Defined Radio (SDR)

driven, compatible with large pool of SDRs in the market, documentation being available

on the internet, and wide-scale adoption makes using it a good choice for our work. The

latest srsRAN_Project release 24.10 supports CU-DU split, E2 interface at CU, Intra-DU

& Inter-DU cells setup and Inter-DU handover. The major limitations are lack of support

for intra-DU handover, NG/Xn handover, E2SM-RC Connected mode mobility and Idle

mode mobility control service style implementation in CU. Note that it supports inter-DU

handover using the baseline handover technique.

We can work with any commercial 5G standalone mobile device which can be put into data

centric mode to overcome lack of IP Multimedia Services (IMS) in the core network. We use

several Google Pixel 6 devices.
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In addition to developing the Frequency Agility xApp, significant effort was dedicated to

implementing the E2SM-RC “Handover Control” RAN control action in the srsRAN gNB.

The steps leading to the realization of this prototype are detailed in this section.

As of winter 2023–2024, the srsRAN_Project gNB codebase did not support handover func-

tionality. Regarding the srsRAN_Project release 23.10, the following capabilities and limi-

tations were observed:

• Support for the E2 interface, including KPM and RAN Control (RC) service models.

• Integrated support for xApps with the O-RAN Software Community’s Near-RT RIC.

• No support for handover procedures.

• Documented support for establishing connections between srsRAN_Project gNB and

srsUE (from the srsRAN_4G codebase) over ZeroMQ (ZMQ) and over-the-air (OTA)

interfaces.

• Documented support for handover in srsUE with srsRAN_4G over both ZMQ and

OTA using USRPs.

As a workaround, we attempted to change the serving cell of the UEs from the source cell to

the target cell by sending RRC Release messages, followed by disabling the source cell’s gNB.

This was intended to force the UEs to reconnect by initiating a connection with the target
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cell. The setup involved configuring two intra-frequency cells by running two instances of

the srsRAN_Project gNB and connecting an srsUE to the source gNB over ZMQ [36].

While we were able to successfully release the srsUE from its serving cell using the RRC

Release message, we could not get the srsUE to attempt reconnection with the target cell.

By April 2024, the following features were introduced in the srsRAN_Project with release

24.04:

• Support for setting up multiple cells per gNB.

• Support for intra-gNB handover.

This update was a critical enabler for continuing the development of the proposed prototype.

Our initial goal was to evaluate the newly introduced handover functionality. We reused the

earlier setup but incorporated a slider in GNU Radio to dynamically adjust the transmit

gains of both cells. Although srsRAN provides a detailed tutorial on LTE handovers using

srsRAN_4G with srsUE over both ZMQ and OTA interfaces [37], we applied the same

principles to test handovers in the srsRAN_Project gNB.

In our experiment, the serving and target cells were initialized with high and low gain values,

respectively. To trigger an “A3 measurement event”, which facilitates handover in 5G NR,

the gain of the serving cell was gradually decreased while the gain of the target cell was

increased, both controlled interactively using the slider.

Despite these efforts, the handover was unsuccessful. We later discovered that the srsUE

does not support 5G NR handover; it only supports LTE handovers. This realization led us

to adopt COTS UEs for the prototype implementation.
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To work with the COTS UEs, rooting was required to force the devices to operate in 5G-only

mode and bypass IMS (IP Multimedia Subsystem) services. New SIM cards were ordered

and programmed with appropriate values for the Subscriber Key (K), Operator Code (OPc),

and International Mobile Subscriber Identity (IMSI). These values were then registered in

the 5G core network database to enable authentication. We also configured the Access Point

Name (APN) settings correctly on the UEs and set up appropriate forwarding and routing

tables to enable internet connectivity. Detailed instructions for each step are provided in [35].

By September 2024, srsRAN introduced CU/DU split in release 24.10, allowing the setup of

two cells-each in a separate DU-with a single CU serving both DUs, as shown in Fig. 3.3.

However, only the DU was interfaced with the Near-RT RIC over the E2 interface, leaving

the CU incompatible with the O-RAN framework. This posed a limitation since 5G NR

mobility control resides in the RRC sublayer, which is part of the CU.

To overcome this, we implemented a workaround where the “Handover Control” RAN control

action was sent to the DU by the Frequency Agility xApp. Upon receiving the control

message, the DU generated modified measurement reports are forwarded to the CU to trigger

handover preparation and execution, as described in [23]. At this stage, only inter-DU

handover was supported in the codebase; intra-DU handover remained unimplemented.

In Spring 2025, srsRAN_Project added support for the E2 interface at the CU. This signif-

icantly simplified the architecture and enabled a more standards-compliant implementation

of the prototype. The “Handover Control” RAN control action was implemented by schedul-

ing a built-in asynchronous task to initiate the handover. Additional logic was developed to

retrieve all connected users and schedule a handover task for each one individually. Fig. 4.1

shows the custom development made in green colored text on top of the existing ORAN-SC-

RIC and srsRAN gNB in black colored text. Along the way, a few bugs were discovered,

reported to the srsRAN community on GitHub, and subsequently resolved. Support was
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also received from the community for configuring two intra-DU cells using the USRP X310.

Figure 4.1: Software developed in the prototype implementation

Figs. 4.2, 4.3, and 4.4 show code snippets written to carry out execution of the E2SM-RC

control action within the srsCU. Fig. 4.2 shows additions to file “�b�`�b�_���L�n�S�`�Q�D�2�+�i�f�H�B�#�f

�2�k�f�2�k�b�K�f�2�k�b�K�n�`�+�f�2�k�b�K�n�`�+�n�+�Q�M�i�`�Q�H�n���+�i�B�Q�M�n�+�m�n�2�t�2�+�m�i�Q�`�X�+�T�T” to support the execution

of the received E2SM-RIC control action. Fig. 4.3 shows the logic developed to retrieve all

RRC_CONNECTED UEs in a cell and Fig. 4.4 shows code which schedules an asynchronous

srsRAN_Project/lib/e2/e2sm/e2sm_rc/e2sm_rc_control_action_cu_executor.cpp
srsRAN_Project/lib/e2/e2sm/e2sm_rc/e2sm_rc_control_action_cu_executor.cpp
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task to trigger handover for a UE, both included in a new file named “�b�`�b�_���L�n�S�`�Q�D�2�+�i�f

�H�B�#�f�+�m�n�+�T�f�+�m�n�+�T�n�`�B�+�n�T�`�Q�+�2�/�m�`�2�b�X�+�T�T”.

Figure 4.2: E2SM-RC Handover Control action implementation

Two inter-frequency cells are configured as shown in Fig. 3.3(b) for the demonstration and

carry out experiments to capture results. See srsRAN Project documentation for instructions

on srsRAN and Open5GS software installations. Refer A.1, A.2, A.3 for srsCU and srsDU

configurations used in this demo. We have also evaluated a configuration in which two cells

are configured on a single USRP X310 software-defined radio A.4.

srsRAN_Project/lib/cu_cp/cu_cp_ric_procedures.cpp
srsRAN_Project/lib/cu_cp/cu_cp_ric_procedures.cpp
https://docs.srsran.com/projects/project/en/latest/user_manuals/source/installation.html
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Figure 4.3: Code to fetch all connected users
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Figure 4.4: Handover procedure initiation at gNB
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The implementation is tested with the below cell configuration.

• Operated in band n3 (FDD) with a channel bandwidth of 10 MHz, sub-carrier

spacing (SCS) of 15 KHz, at DL-ARFCN 366500, i.e., 1832:5 MHz carrier frequency.

• Operated in band n3 (FDD) with a channel bandwidth of 10 MHz, sub-carrier

spacing (SCS) of 15 KHz, at DL-ARFCN 368500, i.e., 1842:5 MHz carrier frequency.

Make sure the following things are taken care of to setup the environment before starting

the execution. We recommend you to refer [35] for a more detailed guide.

• Add subscriber info in the Open5GS core network.

• Remove IP Multimedia Subsystem (IMS) details in subscriber info if present.

• Configure Access Point Name (APN) settings correctly.

• Set IP protocol to IPv4 in the subscriber info.

• Optionally, you may configure static IP address to each subscriber.

• Add route to the UEs on the host machine running the 5G core network.

• Run “sudo srsran_performance” from “srsRAN_Project/scripts” to resize network

buffers and set CPU governor to performance.

Below are the commands to carry out the execution.
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• Run “sudo docker compose up” from “srsRAN_Project/docker/” to start the Open5GS

core network.

• Run “sudo docker compose up” from “oran-sc-ric/docker/” to start the ORAN-SC’s

Near-RT RIC.

• Run “sudo ./apps/cu/srscu -c ../configs/cu.yml” at “srsRAN_Project/build/” to start

the srsCU.

• Run “sudo ./apps/du/srsdu -c ../configs/du_x310.yml” at “srsRAN_Project/build/”

to start the first of the two srsDU’s in the inter-DU inter-frequency cell setup.

• Run “sudo ./apps/du/srsdu -c ../configs/du_b210.yml” at “srsRAN_Project/build/”

to start the second of the two srsDU’s in the inter-DU inter-frequency cell setup.

• Disable airplane-mode on each UE and start iPerf 3.9 server.

• Send data traffic from the host machine running Open5GS, similar to the following

command. “iperf3 -c <UE_IP> -t 120 -i 0.1 -u -b 30M –get-server-output –json –logfile

iperfUE1.json”

• Run “sudo docker exec -it python_xapp_runner /bin/bash” before “./FreqAgility_xApp.py

–hoFreq <a> –testDuration <b>” to start the frequency agility xApp in the near-RT

RIC, where <a> and <b> are handover trigger periodicity and test duration in sec-

onds.

• Note: Make sure test duration passed to frequency agility xApp is shorter than the

iPerf test duration.

• Place all UEs in airplane-mode and gracefully terminate all the software.
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