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Learning with Constraint-Based Weak Supervision

Chidubem Arachie

ABSTRACT

Recent adaptations of machine learning models in many businesses has underscored the need
for quality training data. Typically, training supervised machine learning systems involves
using large amounts of human-annotated data. Labeling data is expensive and can be a
limiting factor in using machine learning models. To enable continued integration of ma-
chine learning systems in businesses and also easy access by users, researchers have proposed
several alternatives to supervised learning. Weak supervision is one such alternative. Weak
supervision or weakly supervised learning involves using noisy labels (weak signals of the
data) from multiple sources to train machine learning systems. A weak supervision model
aggregates multiple noisy label sources called weak signals in order to produce probabilistic
labels for the data. The main allure of weak supervision is that it provides a cheap yet
effective substitute for supervised learning without need for labeled data. The key challenge
in training weakly supervised machine learning models is that the weak supervision leaves
ambiguity about the possible true labelings of the data. In this dissertation, we aim to
address the challenge associated with training weakly supervised learning models by devel-
oping new weak supervision methods. Our work focuses on learning with constraint-based
weak supervision algorithms. Firstly, we will propose an adversarial labeling approach for
weak supervision. In this method, the adversary chooses the labels for the data and a model
learns by minimising the error made by the adversarial model. Secondly, we will propose
a simple constrained based approach that minimises a quadratic objective function in or-

der to solve for the labels of the data. Next we explain the notion of data consistency



for weak supervision and propose a data consistent method for weakly supervised learning.
This approach combines weak supervision labels with features of the training data to make
the learned labels consistent with the data. Lastly, we use this data consistent approach
to propose a general approach for improving the performance of weak supervision models.
In this method, we combine weak supervision with active learning in order to generate a
model that outperforms each individual approach using only a handful of labeled data. For
each algorithm we propose, we report extensive empirical validation of it by testing it on
standard text and image classification datasets. We compare each approach against base-
line and state-of-the-art methods and show that in most cases we match or outperform the
methods we compare against. We report significant gains of our method on both binary and

multi-class classification tasks.
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GENERAL AUDIENCE ABSTRACT

Machine learning models learn to make predictions from data. In supervised learning, a
machine learning model is fed data and corresponding labels for the data so that the model
can learn to predict labels for new unseen test data. Curation of large fully supervised
datasets is expensive and time consuming since it involves subject matter experts providing
labels for each individual data example. The cost of collecting labels has become one of the
major roadblocks for training machine learning models. An alternative to supervised training
of machine learning models is weak supervision. Weak supervision or weakly supervised
learning trains with cheap, and easy to define signals that noisily label the data. We refer
to these signals as weak signals. A weak supervision model combines various weak signals
to produce training labels for the data. The key challenge in weak supervision is how to
combine the different weak signals while navigating misleading correlations in their errors. In
this dissertation, we propose several algorithms for weakly supervised learning. We classify
our methods as constraint-based weak supervision since weak supervision is provided as
constraints to our algorithms. We use experiments on different text and image classification
datasets to show that our methods are effective and outperform competing methods that we
compare against. Lastly, we propose a general framework for improving the performance of
weak supervision models by incorporating a few labeled data. With this method we are able

to close the gap to supervised learning without the need for labeling all the data examples.
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Chapter 1

Introduction

Successful demonstrations of machine learning systems in different fields have created an
explosion of interest in deploying machine learning systems in business applications. The key
driver of these successes is the progress in deep learning. Researchers in different industries
are applying deep learning to their work with varying degrees of success. Deep learning
enables machine learning systems to be trained without the need for feature engineering.
Deep learning models make use of massive amounts of data and are able to successfully
extract useful features from the data. For example convolutional neural network models use
convolution operations to extract meaningful representations from images. The extracted
features can be used for different downstream tasks such as image classification, object
detection and segmentation. The high degree of performance achieved by these models is
as a result of large amounts of data they consume. Moreover, these models are typically

trained in a supervised meaning that they require a label for every training data point.

Curating large training data for supervised machine learning models is a major bottleneck to
deploying machine learning models. Collecting labels for large training datasets is expensive
and time consuming. An expert annotator is required to hand label each data example for
quality assurance. In practice this is not always feasible due to time and cost constraints
for businesses. Because of these limitations, researchers have turned to other supervised

learning alternatives.

Weak supervision offers an alternative for training machine learning models without labels
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because it relies on approximate labels that are easily obtained. Weakly supervised learning
alleviates some of the difficulties and cost associated with supervised learning by only re-
quiring annotators to provide rules or approximate indicators that automatically label the
data. It uses domain knowledge about the specific problem, side information, or heuristics
to approximate the true labels. Because annotators provide functions or rules that noisily
label data, these functions can be applied to an indefinite amount of training data. The
intent is that the cognitive cost of the annotator designing such rules may be slightly more
than labeling individual examples, but the payoff is unbounded given an abundant source
of unlabeled examples. For example, in a sentiment analysis task where the problem is to
classify customer reviews of business products as positive or negative, weak supervision can
generate noisy labels by identifying mentions of words in the reviews. The occurrence of
positive words such as love, like, great in a review will result in positive labeling for that
review while negative sentiments such as sucks, dislike or disappointed will give negative
labels. Each word is a source of weak supervision and provides a noisy labeling of the data.

We refer to these noisy labels as weak signals.

Weak signals are noisy and can conflict on their label estimates. From our example above,
a customer review that says I love this brand so much but I am very disappointed
with this product would be labeled as a negative sentiment by a human or expert anno-
tator. However, our weak signal labels will conflict as the signal love will provide a positive
label while the signal disappointed will provide a negative label. In addition to weak sig-
nals having conflicting label estimates, they can make correlated errors that could mislead
a model if the weak signals are naively combined by majority voting or averaging. For
example, the review I love this brand so much and I like the packaging but I am
very disappointed with the quality of this product will generate two positive la-

bels from love and like and one negative label from disappointed. Majority voting for these
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signals will result in a positive sentiment assignment for the review, which is incorrect.
Hence, the key problem in weakly supervised learning is how to reliably combine various

weak signal sources to train an accurate model.

The work in this dissertation addresses the challenges in training machine learning models
with weak supervision. We propose different algorithms for learning with constraint based
weak supervision. We refer to our methods as constraint based since the weak supervision is
provided as constraints to the learning model. An advantage of this approach is that we do
not assume a family of distributions for the weak signals and the true labels. Assumptions
about the labelers or dependence of the weak signals are hard to verify in practice and could
cause a method to fail when they do not hold. Our algorithms optimize an objective function
subject to the weak supervision constraints in order to produce probabilistic training labels

for the data.

1.1 Main Contributions

The main contributions of this research are as follows.

1. Firstly, we develop a general framework for adversarial label learning. Adversarial
Label Learning (ALL) trains a model to perform well under the worst possible con-
ditions for the weak supervision. An adversary chooses labels for the data under the
constraints provided by the weak supervision and a learner minimizes the errors of
the adversarial labels. The training process of ALL can be viewed as a game between
an adversary and a learner. We propose an algorithm for solving binary classifica-
tion tasks with ALL then we extend our approach to cover multi-class classification

problems.
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2. Secondly, we propose Constrained Label Learning (CLL) to address some of the short-
comings of ALL. CLL minimizes a simple objective function in order to obtain prob-
abilistic training labels from a constrained space. The true labels of the data lives
in the constrained space and CLL tries to generate labels that are close to the true
labels. We provided theoretical analysis of CLL algorithm and describe conditions for

the weak supervision that can lead to optimal performance.

3. Next, we introduce Data Consistent Weak Supervision (DCWS), a method that takes
as input features of the data together with the weak supervision and combines them
to produce better training labels for the data. Our method considers different input
features and offers flexibility on the choice of parametric model for the learner. We
can switch the data consistency model depending on the classification task. Our data
consistency approach outperforms our previous methods and other state-of-the-art

weak supervision approaches in our experiments.

4. Lastly, we propose Weakly Supervised Pre-Training with Active Refinement (WSPAR),
a framework for improving performance of weak supervision models using only a few
labeled data. WSPAR combines weak supervision with active learning to choose labels
for data points where the weak supervision predictions are uncertain. WSPAR over-
comes limitations of both weak supervision and active learning by effectively combining

both methodologies to improve on their individual performances.

1.2 Outline

The remaining chapters of this dissertation are organized as follows.

o Chapter 2 presents an extensive review of prior literature on learning with constraints,
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adversarial learning and games and weak supervision.

o Chapter 3 introduces a general framework for adversarial label learning and describes

algorithms for binary and multi-class classification with ALL.

o Chapter 4 presents constrained label learning and discusses theoretical analysis guar-

antees about the algorithm’s performance.

o Chapter 5 describes data consistent weak supervision and discusses a thorough valida-

tion of the algorithm together with ablation studies.

o Chapter 6 explains weakly supervised pre-training with active refinement and shows

how it can be used as a general framework for improving weak supervision.

o Chapter 7 summarizes our work, highlights its limitations, and discusses directions for

future work.



Chapter 2

Literature Review

Our work builds on progress in three topic areas: weak supervision, learning with constraints,

and adversarial learning.

2.1 Learning with Constraints

A predominant theme in label aggregation algorithms is estimating accuracy of weak labels
without true labels. Methods for estimating accuracy of classifiers without labeled data has
been studied by [2, 3, 4, 5, 6, 7]. These methods assume some knowledge about the true
label distribution and then explores statistical relationships such as the agreement rates of
the classifiers in other to estimate their accuracies. Our work is related to these methods
in that we use error bounds that provide prior information but unlike these methods, we do

not try to estimate the error bounds by making statistical assumptions of the weak signals.

Other methods like posterior regularization (PR) [8] and generalized expectation (GE) cri-
teria [9, 10, 11] have been developed to incorporate human knowledge or side information
into an objective function. A GE criterion [12] is a term in a parameter estimation objective
function that prefers models to match conditional probabilities provided as weak supervi-
sion. These conditional probabilities may take the form of the probability of labels given a
feature [9], also allowing the weak supervision to include information about the uncertainty

of a weak signal. Posterior regularization (PR) [8] is a similar approach that trains models to

6
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adhere to constraints on their output posterior distributions. These constraints can also take
the form of weak supervision signals that specify the class of allowable posterior distribu-
tions for the learned model. While GE and PR allow incorporation of weak supervision and
quantification of weak signal errors, they do not explicitly consider that these weak signals
may make errors that conspire to confound the learner. Our algorithms aim to address this

shortcoming.

2.2 Adversarial Learning and Games

Researchers have been increasingly interested in adversarial learning [13] as a method for
training models that are robust to input perturbations of the data. These methods [14, 15,
16, 17, 18] regularize the learned model using different techniques to defend against adver-
sarial attacks with an added benefit of improved generalization guarantees. Our adversarial
methods focus on adversarial manipulation of the output labels to combat redundancy among

multiple sources of weak supervision.

Game analyses are gaining importance in machine learning because they generalize optimiza-
tion frameworks by assigning different objective functions for different players or optimizing
agents. The generative adversarial network (GAN) [19] framework sets up a two player game
between a generator and a discriminator, with the aim of learning realistic data distribu-
tions for the generator. Our methods do not learn a generative model but instead sets up
a two-player game between an adversary that assigns labels for the classification task and a
model that trains parameters to minimize a cross-entropy loss with respect to the adversarial
labels. Researchers have recently examined convergence properties of smooth games [20, 21]

and provided theoretical guarantees for them.
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2.3 Weak Supervision

Research on aggregating labels for training machine learning systems dates back to early
crowdsourcing literature. The first significant work in this research comes from Dawid and
Skene [22]. The authors proposed a probabilistic model that uses expectation maximization
to estimate the ground truth labels of the data. Various improvements and modifications
(23, 24, 25, 26, 27, 28, 29, 30, 31] have been made to this original approach, with perhaps
the most significant being the algorithm proposed by Zhou et al. [30]. The authors solve an
optimization problem for the ground truth labels using a regularized minimax conditional
entropy model. The algorithm has established itself in crowdsourcing literature and is known
to be a competitive baseline. While crowdsourcing focuses on generating ground-truth labels
from independent human annotators, our work makes no assumption about the error of
the individual weak labelers. The weak signals our methods take in can be independent,

dependent, or make correlated errors.

Weakly supervised learning algorithms provide another avenue for aggregating labels of
training data. These algorithms have gained recent success, partially in part because they
allow deep learning models to be trained using only user defined weak signals. A promi-
nent weakly supervised approach is data programming [32], which allows users to combine
weak signals via a generative model that estimates the accuracies and dependencies of the
weak signals in order to produce probabilistic labels that label the data. Data programming
has been implemented as the core of the popular Snorkel package for weakly supervised
learning. Enhancements have been proposed to the original data programming algorithm
(33, 34, 35, 36, 37, 38, 39], with each method proposing a different learning approach. Our
work is related to Snorkel methods in that we combine different weak supervision signals to

produce probabilistic labels for the training data. However, unlike Snorkel’s methods, we
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do not make probabilistic modelling assumptions on the joint distribution of the true labels
and weak signals. Additionally, we do not take a generative approach for combining weak
signals rather we solve an optimization to generate labels for the training data. Also, while
Snorkel methods are data free and only use the weak signals to estimate the labels of the
data, some of the methods we develop are data dependent and use features of the data to

make the generated labels consistent with the data.

Our work is closely related to constraint-based weak supervision methods [40, 41, 42, 43].
These algorithms constrain the possible label space using the weak signals and the error
rates of the weak signals and then solve an optimization problem to estimate the labels of
the training data. A major advantage of these approach is that they do not make assumptions
about the joint distribution of the labeling functions and weak signals. Assumptions about
the weak supervision can be hard to obtain in practice and could cause a method to fail on a
task. Similar to these methods, we can accept error bound of the weak signals as input when
available, and we do not make assumptions on the joint distribution of the true labels and
the weak signals. The difference between our work and these methods lies in the objective

function or optimization approach of the different methods.

Other algorithms that combine the data with the weak supervision to estimate labels for
unlabeled data include [1, 44]. These methods leverage labeled data for their label estimation.
Unlike these methods, our work is completely weakly supervised and we do not need labeled
data to train our model. Our method is also related to other approaches for learning from
noisy labels [45, 46]. These methods focus on correcting for noise in labeled data while our

work learns the labels from noisy weak supervision sources.

Ensemble methods such as boosting [47] combine different weak learners (low-cost, low-
powered classifiers) to create classifiers that outperform the various weak learners. These

weak learners are not weak in the same sense as weak supervision. These strategies are
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defined for fully supervised settings. Our settings differs since we do not expect to have

access to labeled data.

Weakly supervised methods have enabled knowledge extraction from the Web [48, 49, 50, 51,
52], visual image segmentation [53, 54], tagging of medical conditions from health records [55,

56] and for causal inference [57].

Our weakly supervised approach is built on the idea that it should be inexpensive for human
experts or annotators to provide weak indicators of labels on different tasks. Our work
focuses on combining these weak labels effectively. In the next sections, we present the weak

supervision algorithms we developed.



Chapter 3

A General Framework for Adversarial

Label Learning

3.1 Introduction

A key challenge for weak supervision is the fact that there may be bias in the errors made
by the weak supervision signals. Using multiple sources of weak supervision can somewhat
alleviate this concern, but dependencies among these weak supervision functions can be mis-
construed as independent confirmation of erroneous labels. For example, in a classification
task to identify diabetic patients, physicians know that obesity can indicate diabetes, and
they also know the rate at which this indicator is wrong. However, since the indicator is
biased, models trained with this information will learn to detect obesity, not the original goal
of diabetes. To correct this problem, one may also consider high blood pressure as a second
weak indicator. Unfortunately, these indicators are correlated and may make dependent

errors.

To solve this, we introduce adversarial label learning (ALL), a method for training classifiers
without labels by making use of weak supervision. ALL works by training classifiers to
perform well on adversarially labeled instances that are consistent with the weak supervision.
ALL aims to mitigate the problem of dependencies between weak signals by adversarially

labeling the data. The adversarial labeling can construct scenarios where dependencies in

11
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the weak supervision are as confounding as possible while preserving the partial correctness
of the weak supervision. The learner then trains a model that can perform well against
this adversarial labeling. ALL solves these two competing optimizations using primal-dual
subgradient descent. The inner optimization finds a worst-case distribution of the labels
for the current weight parameter of the model, while the outer optimization finds the best
weights for the model for the current label distribution. The inner optimization’s maximized
error rate can also be viewed as an upper bound on the true error rate, which the outer
optimization aims to minimize. By training to perform well on the worst-case labeling, ALL

is robust against dependent and biased errors in weak supervision signals.

The inputs to ALL are a set of unlabeled data examples, a set of weak supervision signals
that approximately label the data, and a corresponding set of estimated error bounds on
these weak supervision signals. Domain experts can design the weak supervision signals—
e.g., by defining approximate labeling rules—and they can use their knowledge to set bounds
on the errors of these signals. When designing weak supervision signals, experts often have
mental estimates of how noisy the signals are, so this error estimate is an inexpensive yet

valuable input for the learning algorithm.

First, we consider a binary classification setting where a parameterized model is trained
to classify the data by solving a competitive game against an adversary. We make use of
multiple weak signals that represent different approximations of the true model. These weak
signals can be interpreted as having different views of the data. The estimated error rates
of these weak signals are passed as constraints to our optimization. Importantly, we show
that ALL works in cases where these weak signals make dependent errors. Our experiments
also show that ALL trains classifiers that are better than the weak supervision signals, even
when the error estimates are incorrect. The performance of ALL in this setting is significant

because domain experts will often imperfectly estimate the noisiness of the weak supervision
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signals.

We then extend ALL to solve multiclass problems using additional linear constraints. We
develop Multi-ALL, a general framework that encodes multiple linear constraints on the weak
supervision signals. Unlike in the binary classification task, Multi-ALL learns from the weak
supervision by solving a non-zero sum game between an adversary and the model. By using
a non-zero sum game, our formulation provides more flexibility than in the binary case and
allows for different loss functions to be used. Thus, we enable learning for other forms such
as multiclass and multilabel classification. Multi-ALL is stochastic and uses different forms

of weak supervision making it possible to train large scale models like deep neural networks.

We validate Multi-ALL on three image classification datasets. We use error and precision
constraints to solve multiclass image classification tasks for deep neural network models. In
the experiments, we provide weak supervision signals that are both generated by humans and
programmatically generated. Our results show that our approach outperforms other weak
supervision methods on deep image classification tasks. Our experiments also highlight
the difficulties in providing adequate weak supervision signals for solving multiclass image

classification tasks.

3.2 Adversarial Label Learning

The principle behind adversarial label learning (ALL) is that we train a model to perform
well under the worst possible conditions. The conditions being considered are the possible
labels of the training data. We consider the setting in which the learner has access to a
training set of examples, and weak supervision is given in the form of some approximate
indicators of the target classification along with expert estimates of the error rates of these

indicators. Formally, let the data be X = [z1,...,z,]. (We consider these examples to be
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ordered for notational convenience, but the order does not matter.) These examples belong
to classes [y1, ..., yn] € {0,1}". The training labels y are unavailable to the learner. Instead,
the learner has access to m weak supervision signals {qy, ..., q,,}, where each weak signal is
a soft labeling of the data, i.e., g, € [0, 1]*. These soft labelings are estimated probabilities
that the example is in the positive class. In conjunction with the weak signals, the learner
also receives estimated expected error rate bounds of the weak signals b = [by, ..., b,,]. These

values bound the expected error of the weak signals, i.e.,

bi > Bgg, |30 [0 # ] (3.)

which can be equivalently expressed as
bi>2(q/(1-y)+(1-q)y) . (3.2)

While the learned classifier does not have access to the true labels y, it will use the as-
sumption that this bound holds to define the space of possible labelings. Let the current
estimates of learned label probabilities be p € [0, 1]”. We relax the space of discrete labelings
to the space of independent probabilistic labels, such that the value g; € [0, 1] represents the
probability that the true label y; of example x; is positive. The adversarial labeling then
is the vector of class probabilities ¢y that maximizes the expected error rate of the learned
probabilities subject to the constraints given by the weak supervision signals and bounds,

which can be found by solving the following linear program:

S|

argmax = (p'(1-g)+(1—p)'9)
velo.u (3.3)

st. b >L(qf(1-9)+(1—q)'9), Vie{l,...,m},
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which we present in this unsimplified form to convey the intuition behind its objective and

constraints; some algebra simplifies this optimization into a more standard form.

The adversarial labeling described so far is a key component of the learning algorithm. ALL
trains a parameterized prediction function fy that reads the data as input and outputs
estimated class probabilities, i.e., [fo(2;)]}_; = p. We will write p(¢) to mean [fo(z;)]’_,
when it is important to note that these are generated from the parameterized function f.
For now, we assume a general form for this parameterized function. For our optimization
method described later in Section 3.2.2, we assume that the function f is sub-differentiable
with respect to its parameters . The goal of learning is then to minimize the expected

error relative to the adversarial labeling. This principle leads to the following saddle-point

optimization:

mein _max (p(Q)T(l —y)+(1- p(e))T@)
€[0,1] (3.4)

st bi>L(g/(1-9)+1—-q)'9), Yie{l,...,m} .

3=

We can view the outer optimization as optimizing a primal objective that is the maximum of
the constrained inner optimization. Define this primal function as ¢(#), such that Eq. (3.4)
can be equivalently written as ming g(6). If the weak supervision error bounds are true, this
primal objective value is an upper bound on the true error rate. This fact can be proven by
considering that the true labels y satisfy the constraints, and the inner optimization seeks
a labeling y that maximizes the classifier’s expected error rate. In the next section, we
visualize this primal function and the behavior of adversarial labeling before describing how

we efficiently solve this optimization in Section 3.2.2.
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3.2.1 Visualizing Adversarial Label Learning

In this section, we investigate a simple case that illustrates the behavior of the primal
objective function g on a two-example dataset (n = 2). For a small dataset, we can visualize

in two dimensions a variety of concepts.

In Fig. 3.1a, we illustrate the constraints set by the two weak supervision signals. The
first signal g, estimates that ¢, is positive with probability 0.3 and that g, is positive with
probability 0.2. The second signal g, estimates that ¢ is positive with probability 0.6 and
that g, is positive with probability 0.1. The bounds for each weak signal error are set to
by = by = 0.4. Note that both weak signals agree that ¢, is most likely negative, but they

disagree on whether ¢, is more likely to be positive or negative.

p = (0.18, 0.00)
y =1(0.43,0.21)
G1 = (0.30, 0.20)
g2 = (0.60, 0.10)
g3 = (0.62,0.11)
qs = (0.61, 0.13)
Region constrained by g1

1.0 - ~ [ p=10.18,0.00
01 / ¥ =(0.41,0.23)
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Figure 3.1: Illustrations of the primal objective function from Eq. (3.4), the constraints set
by the weak supervision, and the optimal learned probabilities and adversarial labels for a
two-example problem.

Constraints on y The shaded regions represent the feasible regions determined by the
linear constraint corresponding to each weak signal. The intersection of these feasible regions

is the search space for label vectors. Note how the pink region determined by g, allows 7,
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to be either extreme of 0 or 1. With more examples (n > 2), the possibility of ambiguous

labels increases significantly.

Primal Objective Function The contour lines illustrate the objective value of the primal
function ¢, which finds the expected error for the adversarially set labels y. Since the
adversarial inner optimization is a linear program, the solution jumps between vertices of the
constrained polytope, making the primal expected error a piecewise linear convex function

of p.

Adversarial Labeling In Fig. 3.1a, the blue square is the minimum of the primal function,
i.e., the solution to the ALL objective. This solution shows that the ideal learned model
should predict 7, to be positive with probability 0.18 and g, to be positive with probability
0. In the optimal state, the adversarial labeling of the examples is illustrated as the orange
triangle at (0.41,0.23), i.e., the label probability vector that induces the most error for the

current predicted probabilities p that still satisfies the constraints set by g, and gq,.

Robustness to Redundant and Dependent Errors A key feature of ALL is that it
is robust to redundant and dependent errors in the weak supervision. In Fig. 3.1b, we plot
a variation of the setup from Fig. 3.1a, except we include two noisy copies of weak signal
g,. Since our optimal solution disagreed with weak signal g, on the most likely label for
71, one might expect that adding more weak signals that agree with g, would “outvote” the
solution and pull it to a higher probability of ¢; being positive. But if weak signal q, is
highly correlated with weak signals g5 and q,, they may suffer from the same errors. Instead
of these extra signals inducing a majority vote behavior on the solution, their effect on ALL
is that they slightly change the feasible region of the adversarial labels, which leaves the

optimum unchanged.
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These two-dimensional visualizations illustrate the behavior of ALL on a simple input. In
higher dimensions, i.e., when there are more examples in the training set, there is more
freedom in the constraints set by each weak signal, so there will be more facets to the

piecewise linear objective.

3.2.2 Optimization Approach

We use projected primal-dual updates for an augmented Lagrangian relaxation to efficiently
optimize the learning objective. The advantage of this approach is that it allows inexpensive
updates for all variables being optimized over, and it allows learning to occur without waiting
for the solution of the inner optimization. The augmented Lagrangian form of the objective

is

L6.9.7) = (b(6)" (1~ 9) + (1~ p(6)) )
- i%‘ (qu(l —-y)+(1- qz')T@ - nbi) (3.5)
O3 -9+ - a)Tu e
2 — 2
where [ - |1 is the hinge function that returns its input if positive and zero otherwise. This

form uses Karush-Kuhn-Tucker (KKT) multipliers to relax the linear constraints on ¢y and

a squared augmented penalty term on the constraint violation.

We then take projected gradient steps to update the variables 6, y, and «. The update step

for the parameters is

a; (Op T
t ~

where (%) is the Jacobian matrix for the classifier f over the full dataset and o is a gradient

step size that can decrease over time. This Jacobian can be computed for a variety of models

by back-propagating through the classification computation. The update for the adversarial
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labels is
T 1 & !
ye{y+at( (1—2p(0 +Z —2q,) — ))} : (3.7)
i=1 0
where
=p(1-2q) ¢/ (19 +(1—q)'y—nb], .
and [ - ]} clips the label vector to the space [0, 1], projecting it into its domain. The update

for each KKT multiplier is

Vi [ri—p(a,1-—9)+(1—q) y— nb)], (3.8)

which is clipped to be non-negative and uses a fixed step size p as dictated by the augmented
Lagrangian method [58]. These primal-dual updates for the optimization converge in our
experiments. Though L is not convex with respect to 6, it does satisfy some of the necessary
conditions for convergence derived by Du and Hu [59]: The objective L is strongly convex in
p and v and concave in gy, while the penalty term for the augmented Lagrangian is strongly
convex. These properties may explain its convergence in practice. The full algorithm is

summarized in Algorithm 1.

Algorithm 1 Adversarial Label Learning
Require: Dataset X = [z1,...,z,], learning rate schedule a, weak signals and bounds
[(g1,01),-..,(q,,,bm)], augmented Lagrangian parameter p.
Initialize 6 (e.g., random, zeros, etc.)
Initialize y € [0, 1]™ (e.g., average of q4, ..., q,,)
Initialize v € RZ, (e.g., zeros)
while not converged do
Update 6 with Equation (3.6)
Update p with model and 6
Update g with Equation (3.7)
Update v with Equation (3.8)
end while
return model parameters 6

,_.
e
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3.3 Experiments

We test adversarial label learning on a variety of datasets, comparing it with other approaches
for weak supervision. In this section, we describe how we simulate domain expertise to
generate weak supervision signals. We then describe the datasets we evaluated with and the

compared weak supervision approaches, and we analyze the results of the experiments.

3.3.1 Simulating Weak Supervision

In practice, domain experts provide weak supervision in the form of noisy indicators or
simple labeling functions. This weak supervision generates probabilities that the examples
in a sample of the data belong to the positive class. Since we do not have explicit domain
knowledge for the datasets used in our experiments, we generate the weak signals by training
simple, one-dimensional classifiers on subsets of the data. The subset of the data used to
train the weak supervision models is referred to as weak supervision data. We train each one-
dimensional weak supervision model by selecting a feature and training a one-dimensional
logistic regression model using only that feature. We select the weak supervision features
based on our non-expert understanding of which features could reasonably serve as indicators
of the target class. For datasets whose feature descriptions are not provided, we train the
weak supervision models using the first feature, middle feature, and last feature. For the
Fashion-MNIST, dataset we used the pixel value at the one-quarter, center, and three-quarter
locations along the vertical center line (see Fig. 3.2) to build the respective weak supervision

models.

We evaluate one-dimensional classifiers on the training subset, generating the weak signals
{qy,--.,4q,,}. Inour first set of experiments, we measure the true error rate of each weak sig-

nal on the training subset and use that as the error bounds {b1, ..., b,,}. In later experiments,
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Figure 3.2: Features used to generate weak supervision signals on Fashion-MNIST data.

we set all bounds to 0.3 as an arbitrary guess. We train weak signals from one-dimensional
inputs to create realistically noisy weak signals. Training on more features could increase the
predictive accuracy of the weak signals and by extension ALL, but such high-fidelity weak
signals may be rare in practice. Alternatively, we chose not to hand-design weak supervi-
sion signals and bounds, because doing so could inject our own bias into this evaluation.

Simulating domain expertise with a small training set provides a neutral evaluation.

3.3.2 Compared Methods

We compare ALL against two baseline models: a modified generalized expectation (GE)

method and averaging of weak signals (AVG).

Modified GE GE assigns a score to the value of a model expectation. Given a conditional
model distribution and a reference distribution, GE uses a score function to measure the
distance between the model expectation and reference expectation. We define a modified

GE method to use the label distribution conditioned on each weak signal, i.e.,

Po (ylai > 0.5) = By | 1)1 (g > 0.5)] . (3.9)
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and the reference expectation is

p(yla, > 0.5) =Ey | 1(y)] (g, > 05)] . (3.10)

where g is the predicted labels and C = >, (g, > 0.5) is a normalizing constant and [
is an indicator function. We compute these reference distributions on the training subset of

the data. Our modified GE objective is then

m

> _KL[i(yla, > 0.5) |Ifs (ylg, > 0.5)] +
k=1 (3.11)

KLI[p(ylgy, <0.5)ps (ylg), <0.5)] .

We regularize this objective with an L2 penalty. This modified GE method is able to ex-
ploit the same information ALL is provided: the weak signals g, ..., q,, and the reference
distributions in Eq. 3.10 are analogous to (though richer than) the error bounds provided to

ALL.

Averaging Baseline The input to our weakly supervised learning task includes the weak
supervision signals q, bounds b, and the training set without labels. A straightforward
approach that a reasonable data scientist could take to this training task is to compute
pseudo-labels using the weak signals. Then one can train many classifiers using a standard
supervised learning approach. For the averaging method, we generate baseline models by
treating the rounded average of weak signals as a label. The averaging baseline tries to mimic
the aggregated weak supervision. The averaging model trains a logistic regression classifier

using the average of the weak signals’ predictions as labels.
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3.3.3 Experimental Setup

We run experiments on different datasets to measure the generalization and predictive power
of adversarial label learning (ALL). Our first set of experiments measures the generalization
of ALL on held out test set for different datasets. Then we provide experiments on crowd-

sourcing datasets, to show ALL’s ability to learn predictive labels for the datasets.

For each dataset in the first experiments, we generate weak supervision signals and estimate
their error rates. We then compare the accuracy of the model trained by ALL against (1)
the modified GE baseline, (2) the different weak supervision signals and, (3) baseline models
trained by treating the average of the weak supervision signals as labels. We randomly split
each dataset such that 30% is used as weak supervision data, 40% is used as training data,
and 30% is used as test data. For our experiments, we use 10 such random splits and report

the mean of the results.

In each of our experiments, we consider three different weak signals. We run ALL on the first
weak signal (ALL-1), the first and second weak signals (ALL-2), or all three weak signals
(ALL-3). We use the sigmoid function as our parameterized function fp for estimating class

probabilities of ALL and GE, i.e., [fo(;)]"_; = 1/(1 + exp(=0"z)) = p.

We compare against the accuracy of GE trained using the first weak signal (GE-1), the first
and second weak signals (GE-2), or all three weak signals (GE-3). We also compare directly
using the individual weak signals as the classifier (WS-1, WS-2, and WS-3). Additionally,
we train models to mimic the average of the first weak signal (AVG-1), the first and second
weak signals (AVG-2), all three weak signals (AVG-3). We also report the label accuracy
of the weighted average of the weak signals (W-AVG). The accuracies of the weak signals
are used as their weights. Finally, we show comparison to supervised learning for reference

(SPV-L).
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3.3.4 Datasets

We describe the datasets used in the experiments below.

Fashion-MNIST The Fashion-MNIST dataset [60] represents an image-classification task
where each example is a 28 x 28 grayscale image. The images are categorized into 10 classes
of clothing types. Each class contains 6,000 training examples and 1,000 test examples. We

consider the binary classification between three pairs of classes: dresses/sneakers (DvK),

sandals/ankle boots (SvA), and coats/bags (CvB).

Breast Cancer The task in this dataset is to diagnose if the breast cell nuclei are from
a malignant (positive) or benign (negative) case of breast cancer [61, 62]. We use the mean
radius of the nucleus (WS-1), the radius standard error (WS-2), and worst radius (WS-3) of
the cell nucleus as features to train the three different weak supervision models. The dataset

contains 569 samples.

OBS Network The classification task for the Burst Header Packet Flooding Attack De-
tection dataset is to detect network nodes based on their behavior, identifying whether they
should be blocked for potentially malicious behavior [63]. We use the percentage of flood per
node (WS-1), average packet drop rate (WS-2), and utilized bandwidth (WS-3) as features
to train the weak signals. The original dataset contains four classes, so we select the two

classes with the most examples, resulting in a total of 795 examples.

Cardiotocography The task for this dataset is to classify fetal heart rate using uterine
contraction features on cardiotocograms classified by expert obstetricians [64]. The original

dataset contains 10 classes, we select the most common two classes, resulting in a total of
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963 examples. We use accelerations per second (WS-1), mean value of long-term variability

(WS-2), and histogram median (WS-3) as features to train the weak signals.

Clave Direction The task for the Firm Teacher Clave Direction dataset is to classify the
clave direction from rhythmic patterns [65]. The original dataset contains four classes, so we

select the two most common classes, resulting in a total of 8,606 examples. We use the first

(WS-1), middle (WS-2), and last (WS-3) features to train the weak signals.

Credit Card The Statlog German Credit Card dataset task is to classify people described
by a set of attributes as good or bad credit risks [61]. We use the status of an existing
checking account (WS-1), installment rate in percentage of disposable income (WS-2), and
amount of existing credit at the bank (WS-3) as features to train the weak signals. The

dataset contains 1,000 samples.

Statlog Satellite The task of the Statlog dataset is to predict soil class given the multi-
spectral values of pixels in 3x3 neighborhoods of satellite images [61]. The original dataset
contains seven classes of soil samples, so we select the two most common classes, resulting in
a total of 3,041 examples. We use the first (WS-1), middle (WS-2), and last (WS-3) features

to train the weak signals.

Phishing Websites The task is to identify phishing websites using different web attributes
[66]. The dataset contains 11,055 samples. We use the URL of the anchor (WS-1), web traffic

(WS-2), and Google index (WS-3) as features to train the weak signals.

Wine Quality The task is to classify the quality of wine using physiochemical attributes

of the wine [67]. The original dataset contains seven classes, so we select the two classes
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Figure 3.3: Performance of the methods using one good weak signal and repeated erroneous
weak signals. ALL is able to learn a consistent classifier as we add redundant low performing
weak signals.

with the most examples, resulting in a total of 4974 examples. We use fixed acidity (WS-1),

density (WS-2), and pH (WS-3) as features to train the weak signals.

Table 3.1 shows the mean accuracies obtained by running ALL on the different datasets.

Dataset ALL-1 ALL-2 ALL-3 GE-1 GE-2 GE-3 AVG-1 AVG-2 AVG-3 W-AVG ‘ SPV-L
Fashion MNIST (DvK) 0.998 0.995 0.996 0.975 0.972 0.977 0.506 0.743  0.834 0.838 1.0
Fashion MNIST (SvA) 0.923 0.922 0.924 0.501 0.500 0.500 0.561  0.568  0.719 0.723 | 0.972
Fashion MNIST (CvB)  0.795 0.831 0.840 0.497 0.499 0.500  0.577  0.697  0.740 0.742 | 0.989
Breast Cancer 0.942 0.944 0.945 0.936 0.936 0.935 0.889 0.885  0.896 0.899 | 0.977
OBS Network 0.717 0.718 0.719 0.708 0.701 0.698 0.724 0.723  0.698 0.711 | 0.735
Cardiotocography 0.803 0.803 0.803 0.824 0.675 0.633 0.942 0.947 0.942 0.945 | 0.945
Clave Direction 0.646 0.837 0.746 0.646 0.796 0.772 0.646  0.645  0.707 0.711 | 0.964
Credit Card 0.697 0.696 0.697 0.695 0.460 0424 0.660 0.662  0.607 0.626 | 0.719
Statlog Satellite 0470 0933 0936 0.521 0.987 0.992 0.669 0926 0.916 0.918 | 0.999
Phishing Websites 0.896 0.895 0.895 0.898 0.894 0.870 0.846  0.807  0.846 0.849 | 0.923
Wine Quality 0.572 0.662 0.623 0455 0427 0454 0.570 0.573  0.555 0.582 | 0.685

Table 3.1: Test accuracy of ALL and baseline methods on different datasets with different
amounts of weak signals. The best performing methods that are not statistically distinguish-
able using a two-tailed paired t-test (p = 0.05) are boldfaced. ALL is more consistently one
of the best performing methods compared to generalized expectation (GE) and averaging
(AVG). For reference, we include the accuracy for fully supervised learning (SPV-L).

3.3.5 Learning with True Bounds

Our first experiments allow ALL to use the error bounds computed on the training set.

Table 3.1 shows the accuracies of the models evaluated on the held-out test sets of each
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task. ALL trains models that perform significantly better than the weak signals and the
baselines on the test data. The AVG baselines perform better with an increasing number
of weak signals, but their best accuracy score on most datasets is significantly worse than
that of ALL. There is not a big performance difference between AVG and W-AVG which
uses the accuracies of the weak signals to compute its labels. ALL trains a robust model
and is able to learn using noisy weak signals. Despite the fact that the weak signals on the
Fashion MNIST dataset have rather low accuracy, ALL trained with these signals is able to
achieve high accuracy. This is partly due to the fact that ALL considers the full features
of the data in training the model. Hence, it is able to find similarities among neighboring
pixels to make better classification decisions compared to the weak signal that considers
only one pixel to generate its noisy label. GE also has access to the data during training,
but GE only significantly outperforms ALL on the Statlog Satellite dataset. Nevertheless
ALL still achieves a high accuracy score. The main failure case is the cardiotocography
task, in which the AVG and W-AVG baselines outperforms both GE and ALL. However, in
this task and others, we observe that ALL performs well even when the weak signals make
dependent errors, while the baseline methods suffer as more signals with dependent errors
are introduced. We study this concept further in the next experiment. Interestingly, we
observe that ALL performance is close to that of supervised learning (SPV-L) on majority

of the datasets.

3.3.6 Robustness against Dependent Errors

We observed from our test results that unlike the baselines, ALL learns a robust model that
performs well even in the presence of low-quality weak signals. We isolate this concept using
two weak signals from the cardiotocography task, a high-quality weak signal (WS-good)

and a low-quality weak signal (WS-bad). We consider the scenario where the low-quality
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Dataset ALL-1 ALL-2 ALL-3 GE-1 GE-2 GE-3 AVG-1 AVG-2 AVG-3| WS-1 WS-2 WS-3
Fashion MNIST (DvK) 0.998 0.995 0.996 0.975 0972 0977 0.506 0.743  0.834 | 0.508 0.750 0.644
Fashion MNIST (SvA) 0.895 0.825 0.901 0.501 0.500 0.500 0.561 0.568  0.719 | 0.562 0.535 0.688
Fashion MNIST (CvB) 0.810 0.805 0.802 0.497 0.499 0.500 0.577  0.697  0.740 | 0.587 0.684 0.643
Breast Cancer 0.940 0.941 0.944 0.936 0.936 0.935 0.889 0.885 0.896 | 0.871 0.804 0.915
OBS Network 0.719 0.719 0.722 0.708 0.701 0.698 0.724 0.723  0.698 | 0.721 0.715 0.692
Cardiotocography 0.805 0.794 0.657 0.824 0.675 0.633 0.942 0.947 0.942 | 0.946 0.602 0.604
Clave Direction 0.646 0.854 0.727 0.646 0.796 0.772  0.646  0.645  0.707 | 0.646 0.648 0.625
Credit Card 0.696 0.671 0.610 0.695 0.460 0.424 0.660 0.662  0.607 | 0.659 0.572 0.557
Statlog Satellite 0.493 0.983 0.982 0.521 0.987 0.992 0.669 0926 0.916 | 0.660 0.775 0.880
Phishing Websites 0.899 0.835 0.853 0.898 0.894 0.870 0.846  0.807  0.846 | 0.846 0.700 0.585
Wine Quality 0.566  0.603 0.694 0.455 0.427 0454 0570  0.573  0.555 | 0.571 0.596 0.570

Table 3.2: Test accuracy of ALL and baseline models on different datasets using fixed bounds.
The best performing methods that are not statistically distinguishable using a two-tailed
paired t-test (p = 0.05) are boldfaced. We replicate some baseline results from the previous
experiments for convenience; they are unaffected by the change in error bound and addi-
tionally show the accuracies of the individual weak signals. We also include in this table the
accuracies of each weak signal alone.

signal (WS-bad) is copied multiple times in the weak supervision. We train the models
with WS-good and a varying number of copies of WS-bad. We evaluate the performance
of the models on each experiment using the test data. Figure 3.3 plots the accuracy of the
models under these settings. In the presence of multiple dependent erroneous weak signals,
ALL’s performance is relatively stable while the baseline accuracies get worse as the poor
performing weak signal is repeated. The accuracy of AVG and W-AVG steadily degrades,

while GE declines steeply to random performance.

3.3.7 Learning with Fixed, Incorrect Bounds

Instead of using the true training error as the bounds, we consider a more realistic scenario
in which the experts are less precise about their error estimates. In practice, the true error
rate may be difficult to estimate, so these experiments will validate whether our approach
continues to work well when these bounds are inaccurate. We use a fixed upper bound of

by = by = b3 = 0.3 and report the performance of the ALL model and baselines in this
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Figure 3.4: Error of the model (ALL-3) when run with different fixed bounds between 0 and
1. Small bound values make infeasible constraints that prevent convergence, and are not
plotted here. Large error rate bounds give too much freedom to the adversary, and cause
learning quality to significantly deteriorate. The experiments show that any bounds that
imply the weak signals are better than random but admit feasible solutions produce similar
quality learning.

setting.

Table 3.2 shows the accuracies obtained by the methods using the fixed bounds. The accuracy
scores from the Statlog Satellite datasets are marginally higher than the results from the
previous experiments, which used the true error rate (see Table 3.1), making it’s performance

statistically indistinguishable compared to GE.

While we arbitrarily chose a fixed bound of 0.3, we also tried various values of the bound,
finding that ALL is not too sensitive to variations of this parameter. The only real challenge
in setting this parameter is that when the bound is small enough, the problem becomes

infeasible. See Fig. 3.4.

3.3.8 Crowdsourcing Experiments

We evaluate ALL on multiple datasets from the crowdsourcing domain measuring the pre-

dictive accuracy compared to the ground truth labels. We compare our method to a sim-
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ple majority voting (MAJ), regularized minimax conditional entropy by Zhou et al. [30]
(MMCE) and lastly to Snorkel MeTaL by Ratner et al. [34] (MeTaL). We use the true
error rates of the weak signals as the bounds for the weak signals. The datasets we used for

the experiments are described below.

RTE This dataset contains pairs of sentences labeled by whether the first sentence entails
the second sentence [68]. There are 800 examples with 10 different crowd annotator labels
for each example in the dataset. We use features provided by pre-trained BERT model [69]

for the training data.

Word Similarity The task in this dataset is to label pairs of words as either similar or
dissimilar [68]. There are 30 examples with 10 different crowd annotator labels for each
example in the dataset. We use features provided by pre-trained BERT model [69] for the

training data.

Blue Birds The classification task in this dataset is to identify the species of birds from
photographs. The birds are either indigo buntings or blue grosbeaks. The dataset contains
108 images of birds with 39 annotator labels provided for each example. We use features

provided by a pre-trained ResNet-101 model [70] for the training data.

Table 3.3 lists the accuracies of ALL on estimating labels for the datasets compared to
competing approaches. ALL performs better than MeTal,, MMCE, and majority voting on

the word similarity and blue birds datasets.

On the RTE dataset, its performance is inferior compared to competing methods. Investi-
gating this, we discovered that the features from the embedding model were confusing for

the learner, and using a reduced BERT embedding model as the features increases the accu-
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Data ALL MAJ MMCE MeTaL
RTE 0.834 0.895 0.910 0.913
Word Similarity 0.933 0.867 0.867 0.9
Blue Birds 0.935 0.759 0.889 0.889

Table 3.3: Label accuracy of ALL and baseline models on different datasets. The best
performing methods that are boldfaced.

racy to 0.9. We also observe that changing the learner p(f) from a simple logistic regression
model to a two-layer neural network with non-linear activation function increases the per-
formance. To further test the effect of changing the model family and data representation,
we tried a two-layer neural network as the learner p() on the word similarity dataset, which
achieved a better accuracy of 0.967. These extra results suggest that ALL’s performance

can be suboptimal if the model family and the data representation are mismatched.

3.3.9 Learning with Good Signals

In Section 3.3.6, we examined ALL’s robustness to dependent error. In this section, we show
how ALL synthesizes information from a combination of good and bad signals on annotator
provided signals. We use the word similarity dataset. Starting by randomly selecting a
single crowd worker’s labels, we then iteratively add more weak crowd workers. For each
number of crowd workers, we run 30 trials of randomly sampling that number of workers
and calculate the mean accuracy. Figure 3.5 plots the mean accuracies of the models. On
average, all methods get better as we increase the number of crowd annotator labels, but
ALL gains the best performance compared to MMCE and majority vote. As more weak
signals—or crowd workers—are added, each contributes a combination of redundant error
and new information. ALL is able to utilize the information while avoiding the negative

effects of redundant error to learn better labels for the dataset.
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Figure 3.5: Performance of the methods as we increase the number of annotator labels from
the crowd annotators in the word similarity dataset. For each number on the x-axis, we run
30 trials by randomly selecting that number of crowd labels from the dataset. We plot the
mean accuracies for each of the 30 random trials.

3.4 Multi Adversarial Label Learning

In the previous sections, we covered ALL for the binary case. In this section, we introduce
Multi-ALL (also referred to as Stochastic Generalized Adversarial Label Learning or Stoch-
GALL), an extension of ALL for multiclass and multilabel cases. Multi-ALL takes as input
an unlabeled dataset and a set of constraints. These constraints are consistent with the
weak supervision and define the space of possible labelings for the data. We formulate a
nonzero-sum game between two agents: the adversary that optimizes inferred labels for the
data and the learner that optimizes parameters for the model. In this game, the objective of
the adversary is to assign labels that maximize the error of the model subject to the provided
constraints. The model objective is to minimize its loss with respect to the adversarial labels.
Formally, let the unlabeled training data be X = {zi,...,x,}, and let f be a classifier
parameterized by 6. The primal form of the nonzero-sum game we solve for Multi-ALL is

mein LY)(X)  and

max LY)(X) s.t. ¢;(Y)<0,Vje{l,...,m},

YeAy

(3.12)
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where L%) is a loss function for training the classifier, LY) is a loss function for the adver-
sarial label perturbations, A% is the space of label matrices where each row is on the simplex
of dimension k (i.e., a matrix that can represent a set of n multinomial distributions), Y is
the estimated label matrix, £ is a loss function, and {g, ..., gn} is a set of linear constraint
functions on Y. The estimated labels are optimized adversarially (maXYEAg ), against the

objective of the learning minimization.

3.4.1 Linear Label Constraints

In this section, we describe examples of linear constraints that fit into the Multi-ALL frame-
work. Let g € [0, 1]" be a weak signal that indicates—in a one-versus-rest sense—the proba-
bility that each example is in class c¢. And let y,. denote the cth column of matrix Y, which
is the current label’s estimated probability that each example is in class ¢. As shown in the
binary case, one set of possible linear constraints that tie the adversarial labels to the true
labels is a bound on the error rate of each weak signal. The expected empirical error for the

one-versus-rest task under these two probabilistic label probabilities is

error(q,y.) == (¢'(1—y.) + (1 —q)"y.) = % (¢"1+y.(1-2q), (3.13)

S|

where we use q' 1 as a vector notation for the sum of q (or its dot product with the ones
vector). Combined with an annotator provided estimate of a bound (bepor) On reasonable
errors for their weak signals, an error-based constraint function for weak signal q on class ¢

would have form

1
gerror(Y) = E (qu + yZ(l - 2q)) - berror- (314)

This error-based constraint function can be insufficient to capture the informativeness of a
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weak signal, especially in cases where there is class imbalance. For multiclass classification,
one-versus-rest signals will almost always be class-imbalanced. In such settings, we can
allow annotators to indicate their estimates of weak-signal quality by indicating bounds on
the precision. In the Multi-ALL setting, expected precision can also be expressed as a linear
function of Y':

T

.. Y.4q
= —=. 3.15
precision(q, y,.) 41 (3.15)

Since q is a constant with respect to the learning optimization, its appearance in the de-
nominator of this expression does not affect the linearity. We can then define a precision

constraint function for each weak signal g on class c:

T

Y. d
gprec.(Y) = bprec. - qu . (316)

Including precision constraints better captures the confusion matrix across different classes.
It is also possible to design other linear constraints. As long as the constraints are linear,

the feasible region for the maximization over Y remains convex.

3.4.2 Nonzero-Sum Losses

We describe here the loss functions we use to instantiate the Multi-ALL framework. The
loss functions for the game must be differentiable; but, the choice of loss function is task-
dependent and can have important impact on optimization. For multiclass classification
using deep neural networks, our model uses popular cross-entropy loss. However, for the ad-

versarial labeling, we instead use an expected error as the loss function, which the adversary
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maximizes. Formally, the model’s loss is the cross-entropy

LU = 2 5™ yTlog(fo(X), (3.17)

while the adversarial labeler’s loss is the expected error
1K
LY == X)T1—y,). 3.18
PICINERS (315)

We choose this form of error loss because it is linear in the adversarially optimized variable
Y . This makes the objective for the adversary Y concave, so we are maximizing a concave
function subject to linear constraints. This makes the adversarial optimization a linear
program with a unique optimum for any fixed fp. This form is relevant for the initialization

scheme described in Section 3.4.3. We optimize the loss functions using Adagrad [71].

3.4.3 Optimization

We use a primal-dual optimization that jointly solves an augmented Lagrangian relaxation
of Eq. (3.12). Since our formulation uses a nonzero-sum game, we have two separate opti-

mizations. The analogous optimizations are

mein LYo and
) (3.19)
min max LY) —~TG(Y) - g ||G(Y)||3r =LY

~ERT Y EAT

where 7 is the vector of Karush-Kuhn-Tucker (KKT) multipliers, G is the vector of constraint
function outputs (i.e., G(Y); := ¢;(Y)), p is a positive parameter, and || - ||2 denotes the

norm of positive terms. The adversary optimization maximizes the linear loss from Eq. (3.18)
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while the learner minimizes the model loss from Eq. (3.17). A primal-dual solver for this
problem updates the free variables using interleaved variations of gradient ascent and descent.
We do this by updating Y and « with their full gradients while holding 6 fixed. Afterwards,
we fix Y and « and update 6 with its mini-batches for a fixed number of epochs. The

number of epochs depends on the size and architecture of the model network.

To preserve domain constraints on the variables Y € A% and « > 0, we use projection steps
that enforce feasibility. After each update to Y and -y, we project Y to the simplex using

the sorting method [72], and we clip 7 to be non-negative.

Initialization Scheme

To further facilitate faster convergence toward a local equilibrium, we warm start the opti-
mization with a phase of optimization updating only Y and ~. The effect of this warm-start
phase is that we begin learning with a near-feasible Y —one that is nearly consistent with
the weak-supervision-based constraints. Since this phase uses the fixed output of a ran-
domly initialized model fy, it does not require forward- or back-propagation through the

deep neural network, so it is inexpensive, even for large datasets.

Analysis

The advantage of this primal-dual approach is that it enables inexpensive updates for the
gaming agents and other variables being optimized, thereby allowing learning to occur with-
out waiting for the solution of the inner optimization. At every iteration, the primal variables
take maximization steps and the dual variables take minimization steps. However, for train-

ing deep neural networks, the primal-dual approach is not always ideal.

The large datasets needed to fit large models such as deep neural networks often require
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stochastic optimization to train efficiently. The key computational benefit of stochastic
optimization is that it avoids the O(n) cost of computing the true gradient update. Using a
primal-dual approach to optimize Eq. (3.19) would also incur an O(n) cost for each update
to Y. This cost is why we design our optimization scheme to update y and -« only after a
fixed number of epochs. Since each epoch costs O(n) computation, the added overhead does

not change the asymptotic cost of training.

This optimization scheme has an added benefit that it increases the stability of the learning
algorithm. By updating Y and -« only after a few epochs of training 6, we are solving
the minimization over € nearly to convergence. We still retain the advantages of primal-
dual optimization over the Y variables, but without the added instability of simultaneous

nonconvex optimization.

Algorithm 2 Multiclass Adversarial Label Learning

Require: Dataset X = [x1,...,x,], vector of constraint functions G, augmented Lagrangian
parameter p.
Initialize model parameters 6 (e.g., deep neural network weights)
Initialize Y € A% (e.g., uniform probability)
Initialize v € R>q (e.g., zeros)
while G(Y) > tolerance do
Update Y with gradient Vy LY) (e.g., Y « Y + aVy L))
Project Y to A%
Update ~ with gradient VL) (e.g., v < v — pG(Y))
Clip v to be non-negative
end while
while 6 not converged do
Update 0 with Vng") (mini-batches) for a fixed number of epochs
Update Y with gradient VyL®)
Project Y to A}
Update ~ with gradient V., L)
Clip v to be non-negative
: end while
return model parameters 6

I S v T S = S SO S
NG R ey P9




38 CHAPTER 3. A GENERAL FRAMEWORK FOR ADVERSARIAL LABEL LEARNING

3.5 Experiments

We validate our approach on three fine-grained image classification tasks, comparing the
performance of models trained with our approach to a baseline averaging method and model
trained using labels generated from Snorkel [73]. Each of these methods trains from weak
signals, and our experiments evaluate how well they can integrate noisy signals and how
robust they are to confounding signals. We also add a supervised learning baseline for

reference.

3.5.1 Quality of Constrained Labels

Before using our custom weak annotation framework, we first compare the quality of labels
generated by Multi-ALL to existing methods for fusing weak signals. We follow the exper-
iment design from a tutorial' designed by Ratner et al. [73] to demonstrate their Snorkel
system’s ability to fuse weak signals and generate significantly higher quality labels than
naive approaches. The experiment uses the Microsoft COCO: Common Objects in Context
[74] dataset to train detectors of whether a person is riding a bike within each image. We
use the 903 images from the tutorial and weak signals generated by the labeling functions
based on object occurrence metadata. We calculate the error and precision of each rule and
use those to define Multi-ALL constraints. We then run the initialization scheme (the first
while loop in Algorithm 2), which finds feasible labels adversarially fit against a random
initialization, i.e., arbitrary feasible labels. For an increasing number of weak signals, we
compare ALL with error constraints, Multi-ALL with both error and precision constraints,

Snorkel, and majority voting.

https://github.com/HazyResearch/snorkel/blob/master/tutorials/images/Images_Tutorial.
ipynb


https://github.com/HazyResearch/snorkel/blob/master/tutorials/images/Images_Tutorial.ipynb
https://github.com/HazyResearch/snorkel/blob/master/tutorials/images/Images_Tutorial.ipynb
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We plot the resulting error rate of the generated labels in Figure 3.6. For all numbers of weak
signals, Multi-ALL obtains the highest accuracy labels. The labels generated by Snorkel have
the same label error using two and three weak signals, but adding additional weak signals
starts to confound Snorkel. Our framework is not confounded by these additional weak
signals. Finally, corroborating the results reported by Snorkel’s designers, the naive majority
vote method has significantly higher error compared to any of the more sophisticated weak

supervision techniques.
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Figure 3.6: Error of MSCOCO bike-riding labels using Multi-ALL initialization compared
to other methods.

3.5.2 Multiclass Image Classification

For our other experiments, we train multiclass image classifiers from weak supervision. We
are interested in evaluating the effectiveness of the weak supervision approach, so we use the
same deep neural network architecture for all experiments: a six-layer convolutional neural
network where each layer contains a max-pooling unit, a relu activation unit, and dropout.
The final layer is a fully connected layer with softmax output. Table 3.4 lists summary
results of the error obtained by each method on each dataset using all the weak signals we
provide the learners. The final result for each experiment is that Multi-ALL outperforms

both Snorkel and averaging in all settings, showing a strong ability to fuse noisy signals and
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to avoid being confounded by redundant signals. We describe our form of weak supervision

and each experiment in detail in the rest of the section.

Weak Signals

We ask human annotators to provide weak signals for image datasets. To generate each
weak signal, we sample 50 random images belonging to different classes. We then ask the
annotators to select a representative image and mark distinguishing regions of the image that
indicate its belonging to a specific class. We then calculate pairwise comparisons between
the pixels in the region of the reference image selected by an annotator and the pixels in the
same region for all other images in the dataset. We measure the Euclidean distance between
the pairs of images and convert the scores to probabilities with a logistic transform. Through
this process, an annotator is guiding the design of simple nearest-neighbor one-versus-rest
classifiers, where images most similar to the reference image are more likely to belong to its
class. We ask annotators to generate many of these rules for the different classes, and we

provide the computed probabilities as weak labels for the weakly supervised learners.

In practice, we found that these weak signals were noisy. In some experiments, they were
insufficient to provide enough information for the classification task. However, our exper-
iments show how different weakly supervised learners behave with informative but noisy
signals. We discuss ideas on how to design better interfaces and better weak signals for the

image classification task in Section 3.6.

We assume we have access to a labeled validation set consisting of 1% of the available data.
We use this validation set to compute the precision and error bounds for the weak signals.
This validation set is meant to simulate a human expert’s estimate of error and precision.

To encourage a fair comparison, we allow all methods to use these labels in addition to weak
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Data Multi-ALL  Average Snorkel ‘ Supervised
Fashion-MNIST (weak) 0.335 0.447 0.401 0.142
Fashion-MNIST (pseudolabels + weak) 0.228 0.315 0.320 0.142
SVHN (pseudolabels + weak) 0.231 0.435 0.525 0.141

Table 3.4: Errors of models trained using all weak signals. In all three settings, Multi-
ALL is able to train higher accuracy models than Snorkel or average labels. The settings
include using all human-annotated weak signals (weak) and combining the human signals
with pseudolabels (pseudolabels 4+ weak).

signals when training by appending the validation set to the dataset with its true labels.
Since these bounds are evaluated on a very tiny set of the training data, they are noisy and
prone to the same type of estimation mistakes an expert annotator may make. Therefore,

they make a good test for how robust Multi-ALL is to imperfect bounds.

Weakly Supervised Image Classification

In this experiment, we train a deep neural network using only human-provided weak labels
as described in Section 3.5.2. We use the Fashion-MNIST [60] dataset, which represents
an image-classification task where each example is a 28 x 28 grayscale image. The images
are categorized into 10 classes of clothing types with 60,000 training examples and 10,000
test examples. We have annotators generate five one-versus-rest weak signals for each class,

resulting in 50 total weak signals.

We plot analyses of models trained using weak supervision in Figure 3.7, where Fig. 3.7a plots
the test error, and Fig. 3.7b and Fig. 3.7c are histograms of the error and precision bounds
for the weak signals evaluated on the validation set. Since our weak signal is a one-versus-
rest prediction of an image belonging to a particular class, the baseline precision and error
should be 0.1 for training data with balanced classes. The histograms indicate that there is

a wide range of precisions and errors for the different weak signals. Note that the order of
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Figure 3.7: Analyses of experiments using the Fashion-MNIST dataset with human-provided
weak signals.

the weak signals in our experiment was fixed as the order provided by the annotators. Thus,
the first weak signal for each task is the first weak signal that the annotator generated for
that dataset. The error rates in Fig. 3.7a suggest that the test error of the models decreases
as we add more weak signals. Multi-ALL with both precision and error bounds outperforms
Snorkel and the average baseline for all the weak signals. The min and max curves in the
plots represent the best and worst possible label errors for labels that satisfy the provided
constraints. The high error in the max curve indicates that the constraints alone still allow
highly erroneous labels, yet our Multi-ALL framework trains models that perform well. The
min curve indicates how close feasible adversarial labels could be to the true labels. In
this experiment, the min curve is close to zero, which suggests that the inaccuracies in the

provided bounds are not overly restrictive.
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Weak-Pseudolabel Image Classification

In the previous experiments, the human provided weak signals are informative enough to
train models to perform better than random guessing, but the resulting error rate is still
significantly lower than that of supervised methods. To further boost the performance, we
combine the human weak signals with pseudolabels: predictions of our deep model trained
on the validation set and applied to the unlabeled training data [75]. By training on the
available 1% labels and predicting labels for the remaining 99% unlabeled examples, we
create a new, high-quality weak signal. We calculate error and precision bounds for the
pseudolabels with four-fold cross-validation on the validation set. We report the results of
the models trained on the Fashion-MNIST dataset using this combination of pseudolabels

and human weak signals.

Fig. 3.8 contains plots of the results. The error and precision histograms now include higher
precision bounds and lower error bounds, as a result of the pseudolabel signals being higher
quality than the human provided weak signals. Additionally, the min and max error curves
have lower values, indicating that we get better quality labels with these signals. The error
trends in Fig. 3.8a are quite different compared to the previous experiment (Fig. 3.7a). All
the methods have good performance with the pseudolabel signals, but as we add the human
signals, Snorkel and the average baseline are confounded and produce increasingly worse
predictions. Multi-ALL however is barely affected by the human weak signals. The slight
variation in the curve can be attributed to the inaccuracy of estimated bounds for the weak

signals.

We hypothesize that this trend occurs because of the nature of our weak supervision. Since
the weak signals are based on the selection of exemplar images, they may be effectively sub-

sumed by a fully semi-supervised approach such as pseudolabeling. That is, the information
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Figure 3.8: Test error on Fashion-MNIST dataset using pseudolabels and human weak sig-
nals.

provided by each human weak signal is already included in the pseudolabeling signal. This
type of redundant information is common when using weak supervision. Many signals can
have dependencies and redundancies. And despite the Snorkel system’s modeling of depen-
dencies among weak signals, it is still confounded by them while Multi-ALL’s model-free

approach is robust.

Our final experiments test the performance of the different models using pseudolabels and
human weak labels on another image classification task. We use the Street View House
Numbers (SVHN) [76] dataset, which represents the task of recognizing digits on real images
of house numbers taken by Google Street View. Each image is a 32 x 32 RGB vector. The

dataset has 10 classes consisting of 73,257 training images and 26,032 test images.

Figure 3.9 plots the results of the experiment. Figure 3.9a features the same trend as
Fig. 3.8a. For this task, the human weak signals perform poorly in labeling the images,
so they do not provide additional information to the learners. This fact is evident in the

horizontal slope of the max curve. The min curve suggests that the human weak signals are
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Figure 3.9: Test error on SVHN dataset using pseudolabels and human weak signals.

redundant with poorly estimated bounds, and adding them decreases the space of possible
labels for Multi-ALL. Comparing models, Multi-ALL’s performance is not affected by the
redundancies in the weak signals. Since the human weak signals are very similar, Snorkel
seems to mistakenly trust the information from these signals more as we add more of them,
thus hurting its model performance. Multi-ALL uses the extra information provided to it
as bounds on the weak signals to protect against placing higher emphasis on the redundant

human weak signals.

3.6 Discussion

We introduced adversarial label learning (ALL), a method to train robust classifiers when
access to labeled training data is limited. ALL trains a model without labeled data by making
use of weak supervision to minimize the error rate for adversarial labels, which are subject
to constraints defined by the weak supervision. We demonstrated that our method is robust

against weak supervision signals that make dependent errors and gets better performance
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with better supervision signals. Our experiments confirm that ALL is able to learn models
that outperform the weak supervision and baseline models. ALL is also capable of directly

training classifiers to mimic the weak supervision.

Subsequently, we introduced Multi-ALL, a generalized adversarial label learning framework
that enables users to encode information about the data as a set of linear constraints. We
show in our experiments the performance of our method using precision and error con-
straints. However, Multi-ALL allows for other forms of linear constraints. Our evaluation
demonstrates that our adaptive framework is able to generate high-quality labels for a learn-
ing task and is also able to combine different sources of weak supervision to increase the
performance of a model. Our experiments show that our framework outperforms other weak
supervision method on different image-classification tasks and is better at handling redun-
dancies among weak supervision signals. Our work on ALL was published in Association
for the Advancement of Artificial Intelligence [77] and a general framework for ALL was

published in the Journal for Machine Learning Research [78].

3.6.1 Limitations of ALL

While ALL has several advantages over alternative approaches for weakly supervised learn-
ing, it also has some limitations that are important to acknowledge. We discuss these

limitations in this section and the open problems associated with them.

Incorrect or loose bounds

ALL trains a model with weak supervision signals and estimated error bounds of the signals.
For ALL to learn, we expect the error bounds to be not too far from the true error rates of

the weak signals. Using very tight bounds would over-constrain the optimization, thereby
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making it infeasible for a solution to be found. Loose bounds—on the other hand—would
under-constrain the optimization and make the adversary too powerful. Bounds can be loose
even with true error bounds for signals that are only slightly better than random. We have
observed this effect in synthetic settings where the features of the data are not informative
enough to form informative weak signals. The model training would then contend against
arbitrary labels for the training data, causing ALL to fail. Because of the dependence of
ALL’s performance on the quality of the error bounds, we advise users of ALL to estimate the
bounds using a validation set. In cases where a validation set is not available, we recommend
using constant bounds or estimating the error bounds of the weak signals using methods that

estimate error rates of classifiers without labeled data.

Quality of weak signals

An implicit assumption we make with the weak supervision signals we provide to ALL is that
the weak signals are better than random. If this assumption is violated, this information
needs to be passed to the learning algorithm by providing accurate estimates of the bound
of the weak signals. Additionally, ALL performs better when the weak signals provided
are somewhat correlated with the labels of the training data. We see the effect of these
assumptions in our first set of experiments (Tables 3.1 and 3.2). We include weak signals
whose accuracies are only slightly better than random. Using information from the bound
and features of the data, ALL is able to learn high quality models that separate the data.
For more complex datasets like image datasets, higher quality weak signals are necessary for
the model to learn better. For example, in our work, we used simple nearest-neighbor weak
signals provided by human annotators and programmatically generated weak signals. The
human-provided weak signals performed well in some experiments (Fashion Mnist), but in

other experiments (SVHN), they did not provide adequate information to the learner. One
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idea for improving the human signals is by learning latent data representations (e.g., with
an autoencoder) and comparing the latent representations, rather than raw pixel values. We

surmise that doing this will provide higher quality signal to the learning model.

Noise level

A major motivation for our algorithm is to be robust to noise from redundant weak signals.
We showed in Fig. 3.3 experiments that demonstrate ALL’s robustness to redundant /noisy
signals. However, we have not established what level of noise ALL is robust to. One area of
future work is to study the robustness of ALL with relation to random classification noise
[79] for binary classification, class-conditional noise [80, 81, 82] for multi-class classification,
or instance dependent noise [83, 84]. Recent works [85, 86] have attempted to establish
theoretical justifications and connections between weakly supervised learning and robustness
to label noise. Our experiments do suggest that ALL is robust to some noise. Its performance
reduces with increased noise levels in the weak signals but it does not degrade as much as

competing methods in our experiments.

Dependence on Learned Model Parameterization

As we demonstrated in Section 3.3.8 on the RTE dataset, ALL performance can be dependent
on the parameterization of the learned model p(#). Linear models is adequate for datasets
with simple features however when training ALL on complex text or image datasets, non-
linear models like neural networks should be preferred to enable p(f) learn better parameters

for the data.
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3.6.2 Comparing Adversarial Modeling with Generative Modeling

for Weak Supervision

ALL uses worst-case perturbations to defend against possible correlations among weak sig-
nals. However, some existing approaches for weakly supervised learning [34, 56, 73, 87] use
generative modeling to model the possible correlations of the weak signals. Unlike these
methods, ALL does not depend on the modeling assumptions necessary to do generative
modeling, such as on the dependency structure among the weak signals or the parametric
form of the distributions. In practice, generative models work well when these modeling
assumptions match the real data process. In these cases, generative approaches will provide
better results than ALL, since these methods will properly model the uncertainty and cor-
relation among the weak signals. Additionally, generative models have an advantage that
they try to estimate the accuracy bounds of the weak signals and then use the estimated
accuracies to combine the different weak signals. ALL instead takes in the bounds as an
input and thus can be sensitive to incorrect bounds as explained in Section 3.6.1. If the
bounds are set appropriately, ALL retains the useful information from the weak signals
while also protecting against the possibility of correlated errors. However, if the bounds are
too loose, fine-grained structure and information from the weak signals can be lost. Given
the differences between ALL and generative models, we recommend using ALL when one
is unconfident about generative modeling assumptions and when a reasonable estimate of
the bounds of the weak signals can be obtained. In such settings, ALL’s approach of pro-
tecting against worst-case conditions makes it robust against unknown correlations in weak

supervision.



Chapter 4

Constrained Label Learning

4.1 Introduction

In previous chapter, we introduced Adversarial Label Learning and covered some of the
limitations of the algorithm. Of particular note is that loose bounds can make the adversary
too powerful and cause the algorithm to fail. Additionally, ALL relies on weak supervision
that label the whole data examples. In practice, weak signals can abstain on certain data

examples.

To fix some of the shortcomings of ALL, we propose constrained label learning (CLL), a
method that processes various weak supervision signals and combines them to produce high-
quality training labels. The idea behind CLL is that, given the weak supervision, we can
define a constrained space for the labels of the unlabeled examples. The space will contain
the true labels of the data, and any other label sampled from the space should be sufficient
to train a model. We construct this space using the expected error of the weak supervision
signals, and then we select a random vector from this space to use as training labels. Our
analysis shows that, the space of labels considered by CLL improves to be tighter around
the true labels as we include more information in the weak signals and that similar to ALL,

CLL is not confounded by redundant weak signals.

CLL takes as input (1) a set of unlabeled data examples, (2) multiple weak supervision signals

50
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that label a subset of data and can abstain from labeling the rest, and (3) a corresponding set
of expected error rates for the weak supervision signals. While the weak supervision signals
can abstain on various examples, we require that the combination of the weak signals have
full coverage on the training data. The expected error rates can be estimated if the weak
supervision signals have been tested on historical data or a domain expert has knowledge
about their performance. In cases where the expected error rates are unavailable, they can
be treated as a hyperparameter. Our experiments in Section 4.2.3 show that CLL is still
effective when it is trained with a loose estimate of the weak signals. Alternatively, we

provide guidelines on how error rates can be estimated.

We implement CLL as a stable, quickly converging, convex optimization over the candidate
labels. CLL thus scales much better than many other weak supervision methods. We show
in Section 4.3 experiments that compare the performance of CLL to other weak supervision
methods. On a synthetic dataset, CLL trained with a constant error rate is only a few
percentage points from matching the performance of supervised learning on a test set. On
real text and image classification tasks, CLL achieves superior performance over existing

weak supervision methods on test data.

4.2 Proposed Method

The goal of constrained label learning (CLL) is to return accurate training labels for the
data given the weak supervision signals. The estimation of these labels should be aware
of the correlation among the weak supervision signals and should not be confounded by
it. Toward this goal, we use the weak signals’ expected error to define a constrained space
of possible labelings for the data. Any vector sampled from this space can then be used

as training labels. We consider the setting in which the learner has access to a training
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Class 1 Class 2 Class 3

Example: 1 2 3 4 5 1 2 3 4 5 1 2 3 4 5
yT

Figure 4.1: Illustration of weak signals and label vectorized structure. For multi-class prob-
lems, we arrange the label vector so that it contains indicators for each example belonging
to each class. The weak signals use the same indexing scheme. In this illustration, weak
signals @, and g, estimate the probability of each example belonging to class 1 and abstain
on estimating membership in all other classes.

set of unlabeled examples, and a set of weak supervision signals from various sources that
provide approximate indicators of the target classification for the data. Along with the
weak supervision signals, we are provided estimates of the expected error rates of the weak
signals. Formally, let the data be X = [z1,...,2,]. These examples have corresponding
labels y = [y1,...,y,] € {0,1}". For multi-label classification, where each example may be
labeled as a member of K classes, we expand the label vector to include an entry for each
example-class combination, i.e., ¥ = [Y,1),-- - Ym1) Y(1.2)s - - - » Yn—1,K)s Y(n, )], Where y;; is
the indicator of whether the ith example is in class j.! See Fig. 4.1 for an illustration of this

arrangement.

With weak supervision, the training labels y are unavailable. Instead, we have access to m
weak supervision signals {qy, ..., q,,}, where each weak signal q € [(,0,1]" is represented
as a vector of indicators that each example is in each class. The weak signals can choose to
abstain on some examples. In that case, they assign a null value () to that example’s entry.

In practice, weak signals for multi-class problems typically only label one class at a time,

'We represent the labels as a vector for later notational convenience, even though it may be more naturally
arranged as a matrix.
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such as a one-versus-rest classification rule, so they effectively abstain on all out-of-class
entries. The weak signals can be soft labels (probabilities) or hard labels (class assignments)
of the data. In conjunction with the weak signals, the learner also receives the expected error
rates of the weak signals b = [by, ..., b,,]. In practice, the error rates of the weak signals are
estimated or treated as a hyperparameter. The expected empirical error of a weak signal g;
is

1

bi = — (Laz0)@; (1 = 91) + Laz)(1 — 0.) ")

12 (4.1)
= — (Laz0)(1 = 20)) '0i + @ Liar0))

where y, is the true label for the class & that the weak signal g, labels, n; = Y 1(4,+0) and

1(g,+0) is an indicator function that returns 1 on examples the weak signals label (i.e., do

not abstain on). Hence, we only calculate the error of the weak signals on the examples they

label.

Analogously to Eq. (4.1), we can express the expected error of all weak signals for the label
vector as a system of linear equations in the form Ay = c¢. To do this, we define each row

in A as

A; = 1(!11-76@)(1 - 2q;), (4.2)

a linear transformation of a weak signal q. Each entry in the vector ¢ is the difference

between the expected error of the weak signal and the sum of the weak signal, i.e.,
c; = nibi — q; Lig0). (4.3)
Valid label vectors then must be in the space

{ylAy=cnrnyel0,1]"}. (4.4)
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The true label y is not known. Thus, we want to find training labels ¢ that satisfy the

system of linear equations.

4.2.1 Algorithm

Having defined the space of possible labelings for the data given the weak signals, we explain
here how we efficiently sample a vector of training labels from the space. First, we initialize a
random 4 from a uniform distribution ¥ ~ U (0,1)™. Then we minimize a quadratic penalty
on violations of the constraints defining the space. The objective function is

min (4G~ ]} (4.5)
The solution to this quadratic objective function gives us feasible labels for the training data.
In our experiments, we estimate the error rates b of the weak signals. In cases where the
error estimates make an infeasible space, this quadratic penalty acts as a squared slack. We
solve Eq. (4.5) iteratively using projected Adagrad [71], clipping ¢ values to [0, 1] between
gradient updates. This approach is fast and efficient, even for large datasets. Our algorithm
is a simple quadratic convex optimization that converges to a unique optimum for each
initialization of . In our experiments, it converges after only a few iterations of gradient
descent. We run the algorithm 3 times with random initialization of ¥ and take the mean of
the ys as the estimated label. We observed that the labels returned from the different runs

are very similar. We fix the number of iterations of gradient descent for each run to 200 for

all our experiments. The full algorithm is summarized in Algorithm 3.
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Algorithm 3 Constrained Label Learning

Require: Weak signals [q,...,q,,], and expected error b = [by, ..., b,,] for the signals.
: Define A from Eq. (4.2) and ¢ from Eq. (4.3) using the weak signals and expected errors.
: Initialize g as g ~ U(0,1)"
while not converged do
Update y with its gradient from Eq. (4.5)
Clip g to [0,1]"
end while
return estimated labels ¥y

ANl >

4.2.2 Analysis

We start by analyzing the case where we have the true error b, in which case the true label
vector y for CLL is a solution in the feasible space. Although the true error rates are not
available in practice, this ideal setting is the motivating case for the CLL approach. To begin
the analysis, consider an extreme case: if A is a square matrix with full rank, then the only
valid label g in the space is the true label, ¥y = y. Normally, A is usually underdetermined,
which means we have more data examples than weak signals. In this case, there are many
solutions for y, so we can analyze this space to understand how distant any feasible vector
is from the vector of all incorrect labels. Since label vectors are constrained to be in the
unit box, the farthest possible label vector from the true labels is (1 — y). The result of
our analysis is the following theorem, which addresses the binary classification case with

non-abstaining weak signals.

Theorem 4.1. For any g € [0, 1]" such that Ay = ¢, its Fuclidean distance from the negated

label vector (1 —y) € {0,1}" is bounded below by

19— (1 —y)ll = n||AT(1 - 2b)]], (4.6)

where AT is the Moore-Penrose pseudoinverse of A.

Proof. We first relax the constrained space by removing the [0, 1]® box constraints. We can
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then analyze the projection onto the feasible space:

mﬂin |(1—vy)—1g|| st. Ag=c. (4.7)
Define a vector z := ¢y — y. We can rewrite the distance as

mzin [|(1—2y)—z|| st. Az=0. (4.8)

The minimization is a projection of (1 — 2y) onto the null space of A. Since the null and

row spaces of a matrix are complementary, (1 — 2y) decomposes into

(1 - 2y) - Prow(]- - Qy) + ]P)null(l - 2y)a

where P, and P, are orthogonal projections into the row and null spaces of A, respectively.

We can use this decomposition to rewrite the distance of interest:

(1 = 2y) — Poun(1 — 2y)|
=[I(1 = 2y) = (1 = 2y) — Prow(1 — 29))|| (4.9)
= |[Prow(1 — 29)||.

For any vector v, its projection into the row space of matrix A is AT Av, where A" is

the Moore-Penrose pseudoinverse of A. The distance of interest is thus |[|ATA(1 — 2y)||.

We can use the definition of A to further simplify. Let W be the matrix of weak signals
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W =|[q,,...,q,,]". Then the distance is

[AT(1 = 2W)(1 - 2y)]|
= [|A*((1 - 2W)L, — 2(1 - 2W)y)]| (4.10)

= ||A*(n - 2WT, — 24y)]|.
Because Ay = c =nb — W1, terms cancel, yielding the bound in the theorem:

|A* (n — 2W T, — 2nb + 2WT,))|
(4.11)

= ||AT(n = 2nb)|| = n||AT(1 - 2b)]].

This bound provides a quantity that is computable in practice. However, to gain an intuition
about what factors affect its value, the distance formula can be further analyzed by using
the singular-value decomposition (SVD) formula for the pseudoinverse. Consider SVD A =
UXV'. Then A" = VEtU", where the pseudoinverse £ contains the reciprocal of all

nonzero singular values along the diagonal (and zeros elsewhere). The distance simplifies to

n||[VSTUT(1 - 2b)|| = n||STUT (1 - 2b)]], (4.12)

since V is orthonormal. Furthermore, let p = UT(l —2b), i.e., p is a rotation of the centered
error rates of the weak signals with the same norm as (1 —2b). From this change of variables,

we can decompose the distance into

nl[Spl| = nyfotp? ...+ o2k, (4.13)

where o; is the jth singular value of A™.
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As this distance grows toward /n, the space of possible labelings shrinks toward zero, at
which point the only feasible label vectors are close to the true labels y. Equation (4.13)
indicates that the distance increases roughly as the rank of A increases, in which case the
number of non-zero singular values in X7 increases, irrespective of how many actual weak
signals are given. Thus, redundancy in the weak supervision does not affect the performance
of CLL. The other key factor in the distance is how far from 0.5 the errors b are. These
quantities can be interpreted as the diversity and number of the weak signals (corresponding

to the rank) and their accuracies (the magnitude of p).

Though the analysis is for length-n label vectors, it is straightforwardly extended to multi-
label settings with length-(nK’). And with careful indexing and tracking of the abstaining

indicators, the same form of analysis can apply for abstaining weak signals.

Figure 4.2 shows an empirical validation of Proposition 4.1 on a synthetic experiment. We
plot the error of the labels returned by CLL and majority voting as we change the rank of
A. We use a synthetic data for a binary classification task with 100 randomly generated
examples containing 20 binary features. The weak signals are random binary predictions for
the labels where each weak signal error rate is calculated using the true labels of the data.
We start with 100 redundant weak signals by generating a matrix A whose 100 columns
contain copies of the same weak signal, giving it a rank of 1. We then iteratively increase
the rank of A by replacing copies of the weak signal with random vectors from the uniform
distribution. The error of CLL labels approaches zero as the rank of the matrix increases

while the majority vote error does not improve significantly.
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Figure 4.2: Error of CLL estimated labels compared to majority vote as we increase the rank
of A by replacing redundant weak signals with linearly independent weak signals.

4.2.3 Error Estimation

In our analysis, we assume that the expected error rates of the weak signals are available.
This may be the case if the weak signals have been evaluated on historical data or if an expert
provides the error rates. In practice, users typically define weak supervision signals whose
error rates are unknown. In this section, we discuss two approaches to handle such situations.
We test these estimation techniques on real and synthetic data in our experiments, finding

that CLL with these strategies forms a powerful weakly supervised approach.

Agreement Rate Method

Estimating the error rates of binary classifiers using their agreement rates was first proposed
by Platanios et al. [5]. They propose two different objective functions for solving the error
rates of classifiers using their agreement rates as constraints. Similar to MeTaL [34], we solve
a matrix-completion problem to find a low-rank factorization for the weak signal accuracies.
We assume that if the weak signals are conditionally independent, we can relate the dis-
agreement rates to the weak signal accuracies. We implemented this method and report its
performance in our synthetic experiment (see Section 4.3). The one-vs-all form of the weak
signals on our real datasets violates the assumption that each weak signal makes prediction

on all the classes, so we cannot use the agreement rate method on our real data.
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Figure 4.3: Accuracy of constrained label learning as we increase the error rates from 0 to 1
on binary and 0 to 0.5 on multiclass datasets (SST-2 and Fashion-MNIST).

Uniform Error Rate

We showed that ALL can learn as effectively as when using true error bounds by using
a fixed constant for the error bounds of all the weak signals. We use this approach in
our experiments and extend it to weak supervision signals that abstain and also on multi-
class datasets. Figure 4.3 plots the accuracy of generated labels as we increase the error-rate
parameter. On the binary-class SST-2 dataset, the label accuracy remains similar if the error
rate is set between 0 and 0.5 and drops for values at least 0.5. On the multiclass Fashion-
MNIST data, we notice similar behavior where the label accuracies are similar between 0.05
and 0.1 and drop with larger values. We surmise that this behavior mirrors the type of weak
supervision signals we use in our experiments. The weak signals in our real experiments are
one-vs-all signals; hence a baseline signal (guessing 0 on all examples) will have an error rate

of % Performance deteriorates when the error rate is worse than this baseline rate.
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Method Test Accuracy

CLL (Agr. rate b) 0.668=+ 0.005
CLL (Constant b) 0.630+ 0.009
Data Programming  0.504=+ 0.000
Majority Vote 0.504=+ 0.000

CLL (True b) 0.675 + 0.024
Supervised Learning 0.997+ 0.001

Table 4.1: Classification accuracies of the different methods on synthetic data using depen-
dent weak signals. We report the mean and standard deviation over three trials.

4.3 Experiments

We test constrained label learning on a variety of tasks on text and image classification. First,
we measure the test accuracy of CLL on a synthetic dataset and compare its performance
to that of supervised learning and other baselines. Second, we validate our approach on real

datasets.

For all our experiments, we compare CLL to other weakly supervised methods: data pro-
gramming (DP) [32] and majority-vote (MV) or averaging (AVG). Additionally, on our real
datasets we show comparison to regularized minimax conditional entropy for crowdsourcing
(MMCE) [30]. For reference, we include the performance of supervised learning baseline. On
the image datasets, we show comparison of CLL to Multi-ALL. It is worth noting that DP
was developed for binary classification, thus to compare its performance on our multiclass
datasets, we run DP on the weak signals that label each class in the datasets. All the weak
signals on the real datasets are one-vs-all signals meaning they only label a single class and

abstain on other classes.
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Method Test Accuracy

CLL (Agr. rate b) 0.984+ 0.003
CLL (Constant b) 0.978+ 0.004
Data Programming  0.978+ 0.003
Majority Vote 0.925=+ 0.009

CLL (True b) 0.985+ 0.0004
Supervised Learning 0.997+ 0.001

Table 4.2: Classification accuracies of the different methods on synthetic data using inde-
pendent weak signals. We report the mean and standard deviation over three trials

Datasets CLL MMCE DP MV

IMDB 0.736=£ 0.0005  0.573  0.693 0.702
SST-2 0.678+ 0.0004 0.677  0.666 0.666
YELP-2  0.765+ 0.0002  0.685  0.770 0.775
TREC-6  0.842%+ 0.004 0.833 0.898 0.273

Table 4.3: Label accuracies of CLL compared to other weak supervision methods on different
text classification datasets. We report the mean and standard deviation over three trials.
CLL is trained using b = 0.01 on the text classification datasets.

4.3.1 Synthetic Experiment

We construct a toy dataset for a binary classification task where the data has 200 randomly
generated binary features and 20,000 examples, 16,000 for training and 4,000 for testing.
Each feature vector has between 50% to 70% correlation with the true label. We define

two scenarios for our synthetic experiments. We run the methods using (1) dependent weak

Datasets CLL MMCE DP MV ‘ Supervised

IMDB 0.740£ 0.0056  0.551  0.623%+ 0.007  0.7244£0.004 | 0.820+£0.003
SST-2 0.729£ 0.001  0.727  0.720%+ 0.001 0.720=£ 0.0009 | 0.792=+ 0.001
YELP-2 0.840+ 0.0007  0.68  0.760% 0.005 0.798% 0.007 | 0.879+£ 0.001
TREC-6 0.641+ 0.022 0.64  0.627x 0.014 0.605% 0.006 | 0.700% 0.024

Table 4.4: Test accuracies of CLL compared to other weak supervision methods on different
text classification datasets. We report the mean and standard deviation over three trials.
CLL is trained using b = 0.01 on the text classification datasets
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Datasets CLL MMCE DP AVG  Multi-ALL

SVHN 0.575+ 0.001 0.1 0.42 0.444 0.196=£ 0.025
Fashion-MNIST 0.6584+ 0.001  0.147  0.65 0.649 0.488+ 0.002

Table 4.5: Label accuracies of CLL compared to other weak supervision methods on image
datasets. We report the mean and standard deviation over three trials. CLL is trained using
b= % on the datasets and it outperforms other baseline approaches.

Datasets CLL MMCE DP AVG Multi-ALL ‘ Supervised

SVHN 0.670£ 0.031 0.1 0.265+ 0.004 0.4324 0.001 0.366% 0.003 | 0.851+£ 0.002
Fashion-MNIST 0.695+ 0.002 0.151  0.6354 0.0004 0.666% 0.002 0.598+ 0.002 | 0.852+ 0.003

Table 4.6: Test accuracies of CLL compared to other weak supervision methods on image
datasets. We report the mean and standard deviation over three trials. CLL is trained using
b= % on the datasets.

signals and, (2) independent weak signals. In both experiments, we use 10 weak signals
that have at most 30% coverage on the data and conflicts on their label assignments. The
dependent weak signals were constructed by generating one weak signal that is copied noisily
9 times (randomly flipping 20% of the labels). The original weak signal labeled 30% of the
data points and had an accuracy in [0.5,0.6]. So, on average, we expect to perturb 6%
of its labels on the copies. The independent weak signals are randomly generated to have

accuracies in the range [0.6,0.7].

We report in Table 4.1 and Table 4.2 the label and test accuracy from running CLL using
true error rates for the weak signals, error rates estimated via agreement rate described
in Section 4.2.3, and error rates using a maximum error rate constant set to 0.4 as the
expected error for all the weak signals. CLL trained using the true b obtains the highest
test accuracy compared to the other baselines, and its performance almost matches that
of supervised learning in Table 4.2. With the true bounds, CLL slightly outperforms CLL
trained using estimated and constant b. More interestingly, the results in Table 4.1 show

that our method outperforms other baselines that are strongly affected by the dependence
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Dataset No. classes No. weak signals Train Size Test Size Coverage Redundancy Conflict
IMDB 2 10 29,182 20,392 0.174 1.737 0.281
SST-2 2 14 3,998 1,821 0.103 1.445 0.202
Yelp-2 2 14 45,370 10,000 0.177 2.475 0.358
TREC-6 6 30 4,988 500 0.039 1.171 0.821
SVHN 10 50 73,257 26,032 1.0 6.0 -
Fashion-MNIST 10 60 60,000 10,000 1.0 6.0 -

Table 4.7: Summary of datasets and weak signals statistics in our first set of experiments.
Coverage is the average number of examples labeled by all the weak signals. Redundancy is
the average number of weak signals that label an example in training data. Conflict denotes
the fraction of examples covered by conflicting rules in the training data.

in the weak signals. The generative model of data programming assumes that the weak
signals are independent given the true labels, but this is not the case in this setup as the
weak signals are strongly dependent. Thus the conditional independence violation hurts its

performance and essentially reduces it to performing a majority vote on the labels.

Since our evaluation in Fig. 4.3 demonstrated that CLL is not very sensitive to the choice

of error rate, we set the error rates b = 0.01 on the text datasets and b = % on the
image datasets. We choose these values because our weak signals in the text dataset tend
to label few examples and have low error rates thus we prefer not to under-constrain the
optimization by using high error rates values for the one-vs-all weak-signals. In contrast,

our human labeled weak signals on the image datasets have high error rates hence we set

the error rate value to the baseline value for one-vs-all signals.

4.3.2 Real Experiments

The data sets for our real experiments and their weak signal generation process are described
below. Table 4.7 summarizes the key statistics about these datasets. Our code and datasets

are provided here.?

Zhttps://github.com/VTCSML/Constrained-Labeling-for-Weakly-Supervised-Learning
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IMDB The IMDB dataset [88] is used for sentiment analysis. The data contains reviews
of different movies, and the task is to classify user reviews as either positive or negative
in sentiment. We provide weak supervision by measuring mentions of specific words in the
movie reviews. We created a set of positive words that weakly indicate positive sentiment
and negative words that weakly indicate negative sentiment. We chose these keywords by
looking at samples of the reviews and selecting popular words used in them. Many reviews
could contain both positive and negative keywords, and in these cases, the weak signals
will conflict on their labels. We split the dataset into training and testing subsets, where
any example that contains one of our keywords is placed in the training set. Thus, the
test set consists of reviews that are not labeled by any weak signal, making it important for
the weakly supervised learning to generalize beyond the weak signals. The dataset contains

50,000 reviews, of which 29,182 are used for training and 20,392 are test examples.

SST-2  The Stanford Sentiment Treebank (SST-2) is another sentiment analysis dataset
[89] containing movie reviews. Like the IMDB dataset, the goal is to classify reviews from
users as having either positive or negative sentiment. We use similar keyword-based weak
supervision but with different keywords. We use the standard train-test split provided by
the original dataset. While the original training data contained 6,920 reviews, our weak
signals only cover 3,998 examples. Thus, we used the reduced data size to train our model.

We use the full test set of 1,821 reviews.

YELP-2 We used the Yelp review dataset containing user reviews of businesses from the
Yelp Dataset Challenge in 2015. Like the IMDB and SST-2 dataset, the goal is to classify
reviews from users as having either positive or negative sentiment. We converted the star
ratings in the dataset by considering reviews above 3 stars rating as positive and negative
otherwise. We used similar weak supervision generating process as in SST-2. We sampled

50,000 reviews for training and 10,000 for testing from the original data set. Our weak signals
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only cover 45,370 data points, thus, we used the reduced data size to train our model.

TREC-6 TREC is a question classification dataset consisting of fact-based questions
divided into different categories [90]. The task is to classify questions to predict what cat-
egory the question belongs to. We use the six-class version (TREC-6) from which we use
4,988 examples for training and 500 for testing. The weak supervision we use combines word
mentions with other heuristics we defined to analyze patterns of the question and assign a

class label based on certain patterns.

SVHN  The Street View House Numbers (SVHN) [76] dataset represents the task of
recognizing digits on real images of house numbers taken by Google Street View. Each image
is a 32x 32 RGB vector. The dataset has 10 classes and has 73,257 training images and 26,032
test images. We define 50 weak signals for this dataset. For this image classification dataset,
we augment 40 other human-annotated weak signals (four per class) with ten pseudolabel
predictions of each class from a model trained on 1% of the training data. The human-
annotated weak signals are nearest-neighbor classifiers where a human annotator is asked
to mark distinguishing features about an exemplar image belonging to a specific class. We
then calculate pairwise Euclidean distances between the pixels in the marked region across
images. We convert the Euclidean scores to probabilities (soft labels for the examples) via
a logistic transform. Through this process, an annotator is guiding the design of a simple
one-versus-rest classifier, where images most similar to the reference image are more likely

to belong to its class.

Fashion-MNIST  The Fashion-MNIST dataset [60] represents the task of recognizing
articles of clothing where each example is a 28 x 28 grayscale image. The images are catego-
rized into 10 classes of clothing types where each class contains 6,000 training examples and
1,000 test examples. We used the same format of weak supervision signals as in the SVHN

dataset (pseudolabels and human-annotated nearest-neighbor classifiers).
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Models For the text analysis tasks, we use 300-dimensional GloVe vectors [91] as features
for the text classification tasks. Then we train a simple two-layer neural network with 512
hidden units and ReLLU activation in its hidden layer. The model for the image classification
tasks is a six-layer convolutional neural network model with a 3x3 filter and 32 channels at
each layer. We use a sigmoid function as the output layer for both models in our experiment.
Thus we train using binary cross-entropy loss with the soft labels returned by CLL, which

represent the probability of examples belonging to classes.

Results Tables 4.3 and 4.4 list the performance of the various weakly supervised methods
on text classification datasets, while Tables 4.5 and 4.6 list the performance of various weakly
supervised methods on image classification datasets. Considering both types of accuracy,
CLL is able to output labels for the training data that train high-quality models for the test
set. CLL outperforms all competing methods on test accuracy on the datasets. Interestingly,
on Yelp and Trec-6 datasets, CLL label accuracy is lower than that of competing baselines
yet CLL still achieves superior test accuracy. We surmise that CLL label accuracy is lower
than competing methods on some datasets because of the inaccuracy in the error estimates.
Generally, CLL is able to learn robust labels from the weak signals, and it seems to pass this
information to the learning algorithm to help it generalize on unseen examples. For example,
on the IMDB dataset, we used keyword-based weak signals that only occur on the training
data. The model trained using CLL labels performs better on the test set than models
trained with labels learned from data programming or majority vote. CLL outperforms all
competing methods on the image classification tasks. On the digit recognition task (SVHN),
CLL outperforms the best compared method (average) by over 13 percentage points for the
label accuracy and 23 percentage points on the test data. CLL is able to better synthesize
information from the low-quality human-annotated signals combined with the higher-quality

pseudolabel signals.
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4.4 Discussion

We introduced constrained label learning (CLL), a weakly supervised learning method that
combines different weak supervision signals to produce probabilistic training labels for the
data. CLL defines a constrained space for the labels of the training data by requiring that the
errors of the weak signals agree with the provided error estimates. CLL is fast and converges
after a few iterations of gradient descent. Our theoretical analysis shows that the accuracy
of our estimated labels increases as we add more linearly independent weak signals. This
analysis is consistent with the intuition that the constrained-space interpretation of weak
supervision avoids overcounting evidence when multiple redundant weak signals provide the
same information, since they are linearly dependent. Our experiments compare CLL against
other weak supervision approaches on different text and image classification tasks. The
results demonstrate that CLL outperforms these methods on most tasks. Interestingly, we
are able to perform well when we train CLL using a worst case uniform error estimate for the
weak signals. This shows that CLL is robust and not too sensitive to inaccuracy in the error
estimates. Our work on CLL was published at the conference on Uncertainty in Artificial

Intelligence [92].



Chapter 5

Data Consistent Weak Supervision

5.1 Introduction

In Chapters 3 and 4, we described two weak supervision algorithms that combine weak
signals to produce probabilistic training labels. The algorithms only leverage information
from the weak supervision and thus the learned labels may not be consistent with the data.
Although the learner in ALL makes use of the data to train the model, the adversary does
not explicitly consider the data features in order to estimate adversarial labels. Additionally,
ALL and CLL are not able to estimate labels for examples that the weak supervision do not

cover.

In this chapter, we propose a novel weak supervision approach that uses input features of the
data to aggregate weak signals and produce quality labels for the training data. Our method
works by using the features of unlabeled data and the weak signals to define a constrained
objective function. We call this paradigm data-consistency since the labels produced by the
algorithm are a function of the data input features. We define a label model that learns
parameters to predict labels for the training data, and these labels must satisfy constraints
defined by the weak signals. Both the data features and the weak supervision define the
space of plausible labelings. Once our algorithm generates data consistent labels, these labels

can be used to train any end model as if it were fully supervised.

69
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A major advantage of our approach is that by using features of the data, we are able to esti-
mate labels for examples that have low or no coverage by the weak supervision. In practice,
users often define weak signals that do not label some data points. In extreme cases, all the
weak signals could abstain on some particular examples. Many existing weak supervision
algorithms do not consider these examples for label estimation. Using the features of the
dataset enables us to consider fully abstained examples because our algorithm is able to
find similarities between covered examples to estimate labels for the abstain examples. Our
framework can use various representations for input features and offers flexibility on the
choice of parametric model for our label model. We can choose a label model family that

best fits each task.

5.2 Proposed Method

The principle behind data consistent weak supervision (DCWS) is that we consider noisy
weak supervision labels in conjunction with features of the training data to produce train-
ing labels that are consistent with the input data. To do this, we optimize a parametric
function constrained by the weak supervision. Formally, let the input data be a set of fea-
ture descriptors of examples X = [zq,...,x,]. These examples have corresponding labels
Yy = [y1,...,Ys) € {0,1}", but they are not available in weakly supervised learning. In-
stead, we have access to m weak supervision signals {q,,...,q,,}, where each weak signal
q; € [0, 1]" provides a soft or hard labeling of the data examples. Note that the weak signals
can abstain on some examples. In that case, they assign a null value () to those examples.
For multiclass or multi-label classification problems where the labels of the data are a ma-
trix of K classes, each individual weak signal makes one-vs-all predictions for only one class

and abstains on other classes. This type of weak supervision is common in practice, since
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it is somewhat unnatural for human experts to provide rules that label multiple classes on

multi-classification tasks.

The core of DCWS is the following optimization:

pn o0 %
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data consistent constraints

We describe the components of this optimization the remainder of this section. We first
describe the regularization and then we describe how the data consistent constraints are

derived.

Regularization The learning objective fits a label model fy(X) to be consistent with weak
supervision constraints. We provide a prior labeling Y, that the learning algorithm should
default to when given freedom. Choosing a default prior labeling serves as a regularization
that can prevent overfitting noisy weak signals or underfitting ambiguous ones. We formulate

this regularization as a squared distance penalty

2

| o) =7 (5.2)

2

In our experiments, we regularize towards majority vote predictions. For comparison, we
also show performance of our method in when it trains with uniform regularization and no

regularization.

Weak Supervision Bounds  We use the same error bound in Eq. (3.2) of ALL extend

this to cover multi-class classification tasks where the weak signals can choose to abstain on
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the datasets. Our modified bound is

1
bi 2 — (L@ (1= y1) + Ligz0 (1 - 4)) ')
1 (5.3)
z (Lgrny (1 — 2¢,) "yi + @ L(g20)) »

where gy, is the true label for the class & that the weak signal g, labels, n; =) 1(4.2p), and
1(g,+p) is an indicator function that returns 1 on examples the weak signals do not abstain

on. Hence, we only calculate the error of the weak signals on the examples they label.

We make the same transformations in Eqgs. (4.2) and (4.3) and express the error bound as a
system of linear equations, where A; = 1(4.20)(1 — 2q;) and b = n;b; — aq 1(g+p). From this,

we can then rewrite the bound in Eq. (5.3) as

Ay <b. (5.4)

Label Model The bounds described so far only consider the weak signals. Using the weak
supervision q and user provided bounds b, we have constrained the space of possible labeling
for the true labels y. However, this constrained space can contain label assignments that
are unreasonable given the input data. For example, a feasible labeling could give different
classifications to two data examples with identical input. To avoid such inconsistencies,
we use a parametric model to enforce an additional constraint that the learned labels are
consistent with the input features. We estimate y by defining a parametric model fy(X) that
reads the data as input and outputs estimated class probabilities. We refer to this model as
the label model. Our label model is data-consistent by definition because it relates features
of the data to the predicted labels. We combine the label model with the weak supervision
by finding parameters # whose predictions of the training labels satisfy the weak supervision

constraints. By directly substituting the output of the label model for the estimated labels,
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we obtain a constraint on the parameters:

Afy(X) <b. (5.5)

This form of the constraint accommodates many forms of the label model fp(X). Depending
on the task, fo(X) could be a linear or non-linear model. This gives our method a flexibility
that enables practitioners to adapt it for different problem domains. Lastly, for our model,
X could be the training data or any input representation of the data. In Section 5.3, we

show experiments with different representations for X.

Slack The constraints are provided by the weak supervision q and the error bounds b. If b
is too tight, finding solutions to the optimization could be infeasible. In contrast, if b is too
loose, then the weak supervision will not adequately constrain the objective and the label
estimation will not incorporate information from the weak signals. When the bounds cannot
be accurately estimated, we choose a tight bound by setting b = 0, and we use a linear slack
penalty to adaptively relax the constraints, yielding the constraint A fy(X) < b+ &, where
& is a vector of nonnegative slack variables, and we add to the objective a slack penalty
C > ", &. In this form, setting b = 0 becomes equivalent to a weighted majority voting of

the weak supervision where the weights are supplied by parameters of the label model.

5.2.1 Optimization

We optimize Eq. (5.1) using Lagrange multipliers. This allows for inexpensive updates to the

parameters of the model. At convergence, the Lagrangian function finds a local minimum
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that adequately satisfies the constraints. The Lagrangian form of the objective is

.12 -
L&) = |[x) = Vo] + € 36

+ D 7 (Aifo(X) — b= &),

=1

(5.6)

where « is a Karush-Kuhn-Tucker (KKT) multiplier that penalizes violations on the con-
straints. During training, we use Adam [93] to make gradient updates for the data model
fo(X). The Lagrange multiplier v and the slack variable & are optimized by gradient ascent
and descent respectively. Both the slack variable and the Lagrange multiplier are constrained

to be non-negative. This optimization scheme converges when the constraints are satisfied.

5.3 Experiments

Weak supervision algorithms are evaluated on (1) the accuracy of the learned labels on the
training data (label accuracy), and (2) the performance of the model on unseen data (test
accuracy). Typically, weak supervision algorithms follow a two-stage approach where they
first estimate training labels and then use these labels to train an end model that makes
predictions on unseen data. DCWS can use a one-stage approach since our label model can
itself make predictions on test data, however we use a two-stage approach to measure test
accuracy in all our experiments in other to ensure fair comparisons with other methods. To
evaluate the effectiveness of DCWS, we design three sets of experiments. First, we train
DCWS with the data itself on a synthetic data and measure its label and test accuracy.
Secondly, we run DCWS with feature embedding on real data and measure its performance.
Lastly, we compare the test accuracy of DCWS to weakly-supervised and semi-supervised

methods that train models for label aggregation.



5.3. EXPERIMENTS 75

On the first and second set of experiments, we compare the label and test accuracy of DCWS

to majority voting, other weak supervision approaches and a crowdsourcing baseline.

Compared Methods The state-of-the-art methods we compare to are FlyingSquid [35],
Snorkel MeTal. (MeTaL) [34], regularized minimax conditional entropy for crowdsourcing
(MMCE) [30], CLL, and ALL. We show test accuracy on supervised learning as reference. It
is worth noting that ALL was developed for binary classification tasks and uses weak signals
that do not abstain, hence we only run ALL on datasets that satisfy these requirements. We

compare to additional baselines used by Awasthi et al. [1] in our second set of experiments.

Network Architecture and Hyper-parameters In all our runs of DCWS, the label
model is a two layer neural network with dropout. The hidden layer uses a ReLLU activation
function and the output layer is sigmoid for binary classification and softmax on multiclass
datasets. We set the slack penalty C' = 10. We run CLL with the same bounds as ours,
b = 0, but we run baseline ALL with the true bounds since the constraints in ALL are very

sensitive to incorrect bounds.

To test the generalizability of our algorithm on unseen data, we take the labels produced by
DCWS and other methods then train an end model to make predictions on a held-out test
set. The model is a simple neural network with two 512-dimensional hidden layers and ReLU

activation units. We use the Adam optimizer with the default settings for all experiments.

5.3.1 Synthetic Experiment

The aim of this synthetic experiment is to show that DCWS can perform well when the weak
signals are noisy and highly dependent. Additionally, we want to show that with additional
datapoints that are not covered by the weak supervision, we are able to get performance gains

for our method. We construct a synthetic dataset with 32,000 training examples and 8,000
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test examples for a binary classification task where the data has 200 randomly generated
binary features. Each feature has between 55% to 65% correlation with the true label of
the data. We randomly define 10 weak signals where 9 of the signals are close copies of 1
weak signal, 95% overlap between them. That is, one weak signal is copied noisily 9 times
by randomly flipping 5% of the labels. The weak signals have 50% coverage on the data
and have error rates between [0.35,0.45]. We run experiments in two settings. In the first
setting, DCWS and competing baselines train with only datapoints that are covered by at
least one weak signal. In the second setting, DCWS trains with all the datapoints in the
training data—including data examples that are not covered by any weak supervision. We
refer to this setting as DCWS+. Tables 5.1 and 5.2 shows the performance of the different

methods in these settings.

As seen in the table, DCWS achieved the highest performance on both label and test accu-
racies compared to competing baselines. It outperforms the next best performing method
by over 16% percentage points on label accuracy and over 13% points on test accuracy.
This improvement is significant because FlyingSquid and MeTal. explicitly model the de-
pendency structure between the weak signal and use this information to learn their labels.
DCWS does not solve for weak signal dependency but rather uses the features of the training
data and the weak signal constraint to defend against possible redundancies. Additionally,
we see that DCWS+ obtains better performance than even DCWS, showing that it is able
to leverage features from additional examples that are not covered by the weak supervision
to better inform the model. Other weak supervision methods typically remove uncovered
data examples, but DCWS can synthesize information from these examples to learn more

effectively.
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Method Label Accuracy
DCWS 0.790 + 0.013
FlyingSquid 0.622
MeTaL 0.622
MMCE 0.625
CLL 0.625
Majority Vote 0.625
DCWS+ 0.821 4+ 0.012

Table 5.1: Label accuracies of the different methods on synthetic data. DCWS trains with
datapoints that are covered by the weak supervision, while DCWS+ trains with additional
data examples that have no weak supervision coverage. We report the mean and standard
deviation over three trials.

5.3.2 Real Data

In this section, we describe the datasets we use in the first experiments and the weak super-
vision we provide to the learning algorithms. For fair comparison, we only consider training
examples that are covered by at least one weak signal. We used the same datasets and weak
supervision in Section 4.3 for the text datasets. The text classification tasks also uses the

same 300-dimensional GloVe vectors features as representation of the data.

For Fashion Mnist dataset, we construct a binary classification task by using two classes
from the data. The task is to classify the tops vs. trousers. We define weak signals for
the data by choosing 2 images from each class. The chosen images are used as reference
data to generate the weak signals and are excluded from the training data. We calculate
pairwise cosine similarity between the embedding of the reference images and the images in
the training data and use the rounded scores as the weak supervision labels. Each reference
image provides a weak signal hence we have 4 weak supervision signals in total for the dataset.
We use a pre-trained VGG-19 net [94] to extract features of the data. The extracted features

are then used to train the model.
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Method Label Accuracy
DCWS 0.843 + 0.009
FlyingSquid 0.690
MeTalL 0.668
MMCE 0.679
CLL 0.704
Majority Vote 0.633
DCWS+ 0.867 + 0.007

Table 5.2: Test accuracies of the different methods on synthetic data. DCWS trains with
datapoints that are covered by the weak supervision, while DCWS+ trains with additional
data examples that have no weak supervision coverage. We report the mean and standard
deviation over three trials.

Datasets DCWS FlyingSquid MeTal. MMCE CLL ALL Majority
IMDB 0.811+ 0.004 0.736 0.736 0.573  0.737 - 0.701
SST-2 0.741+ 0.001 0.660 0.672 0.677  0.678 - 0.674
YELP-2 0.841+ 0.003 0.780 0.772 0.685  0.765 - 0.775
Fashion Mnist (Binary) 0.976 + 0.005 0.951 0.951 0.952  0.952 0.952 0.868

Table 5.3: Label accuracies of DCWS compared to other weak supervision methods on
different text and image classification datasets. We report the mean and standard deviation
over three trials. We do not list the standard deviations if they are less than 0.001.

5.3.3 Results on Real Datasets

Tables 5.3 and 5.4 show the performance of our method and various baselines on text and
image classification datasets. From Table 5.3, we see that DCWS consistently outperforms
alternative label aggregation approaches on both label and test accuracies. On the IMDB
dataset, DCWS outperforms the next best performing method on label accuracy by over 7.5%
percentage points and over 6% on the SST and YELP datasets. We see similar results on the
test set in Table 5.4. DCWS’s performance is even close to that of supervised learning without
using any labeled data. The performance of DCWS in these experiments demonstrates the

advantage our method gains by considering features of the data.
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Datasets DCWS FlyingSquid MeTal. MMCE CLL ALL Majority ‘ Supervised
IMDB 0.779+ 0.002 0.745 0.685 0.555  0.685 - 0.716 0.816
SST-2 0.731+ 0.004 0.681 0.666 0.682  0.686 - 0.672 0.783
YELP-2 0.842+ 0.004 0.816 0.780 0.68 0.826 - 0.774 0.877
Fashion Mnist (Binary) 0.970+ 0.010 0.940 0.940 0.938  0.941 0.942 0.892 0.992

Table 5.4: Test accuracies of DCWS compared to other weak supervision methods on differ-
ent text and image classification datasets. We report the mean and standard deviation over
three trials. We do not report the standard deviations if they are less than 0.001.

Dataset  No. classes No. weak signals Train Size Test Size Coverage Redundancy Conflict

YouTube 2 10 1,380 232 0.187 1.866 0.302
Census 2 83 9,912 16,125 0.054 4.520 0.275
MIT-R 9 27 8,836 1,898 0.040 1.076 0.886

Table 5.5: Summary of datasets and weak signals statistics for data consistent method
experiments. Coverage is the average number of examples labeled by the weak signals.
Redundancy is the average number of weak signals that label an example in training data.
Conflict denotes the fraction of examples covered by conflicting rules in the training data.

The data-free approaches—FlyingSquid, MeTaL,, MMCE, and CLL—have accuracy scores
that are on par or slightly better than majority voting on some of the datasets. The perfor-
mance of these methods are greatly affected by the low coverage from the weak supervision.
As in the results from the synthetic experiments, DCWS is less affected by the low weak
supervision coverage. It is able to synthesize information from the features of the data,
which enables it to learn better labels for its model. On all experiments, DCWS outper-
forms FlyingSquid, which is considered the current state-of-the-art for latent variable weak
supervision models. On the Fashion MNIST dataset, ALL is trained with the true bounds
of the weak supervision and as such provides an unfair comparison to competing methods,

yet DCWS is still able to outperform ALL.
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Datasets

Methods Question MIT-R YouTube SMS Census

(Accuracy) (F1) (Accuracy) (F1) (Accuracy)
Only-L 729+ 0.6 73.5+£ 0.3 909+ 1.8 89.0+ 1.6 79.4+ 0.5
L+Umaj 715+ 1.5 735+ 0.3 91.7+1.9 925+ 1.2 80.3+ 0.1
Noise-tolerant [95] 724+ 11 735+ 0.2 926+ 1.1 919+ 1.2 804+ 0.2
L2R [96] 732+ 21 581+ 1.0 93.44+05 91.3£0.8 823+ 0.3
L+Usnorkel [32] 72.2+£ 3.0 735+0.2 93.6+£0.7 925+ 15 804+ 0.4
Snorkel-Noise-tolerant 715+ 1.6 735+ 03 929+ 0.7 91.7+£1.5 79.6+ 0.5
Posterior Reg. [97] 72.1+ 1.0 73.4+ 0.4 88.0+ 1.9 90.84+ 1.5 78.6+ 0.5
ImplyLoss [1] 84.6+ 1.5 743+03 94.1+1.1 932+ 1.0 81.1+0.2
DCWS 78.7£ 0.7 75.2+ 0.6 94.5+ 0.5 95.0+0.0 82.4+0.2

Table 5.6: Comparison of DCWS with the baselines from [1] on five different datasets. We
report standard deviation of DCWS after over trials. The methods with the best accuracy
and F'1 score on the test data are bold.

5.3.4 Comparison to Model Training Methods

In the previous set of experiments, we showed comparison of our method to weak supervision
approaches that do not consider the data for label aggregation (with the only exception
being ALL). In this section, we will provide experiments that compare DCWS to other

data-dependent weak supervision and semi-supervised approaches.

Baselines The methods we compare against are from Awasthi et al. [1]. We follow
similar procedures as the authors in setting up each dataset. We compare against the results

reported by the authors’ in the paper.
Datasets & Weak Supervision

We used the same datasets and weak signals as Awasthi et al. [1]. Below is a brief description

of each dataset. Table 5.5 shows key statistics about the datasets.

SMS Spam Classification The SMS dataset [98] is a binary classification dataset where

the task is to classify short texts as either spam or not spam.
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YouTube Spam Classification Similar to SMS dataset, YouTube dataset [99] is a binary
classification dataset where the task is to classify comments on YouTube videos as either

spam or not spam.

Census The Census dataset [100] is a UCI binary classification dataset from the 1994 US

Census. The task is to classify if a person earns more than $50, 000 income or not.

MIT-R MIT-R [101] is a multi-class dataset for which the the task is to classify sentences

on restaurant search as one of 9 tokens.

Question The Question/Trec-6 dataset [90] is a multi-class dataset that classifies a

question as one of six categories.

We used the same label and end models from our previous experiments and regularize towards
majority vote predictions. As in our previous experiments, we run DCWS with b = 0 on
binary datasets. However, on the multiclass datasets, we calculate b on validation data.
Awasthi et al. [1] used the validation data to tune hyper-parameters for their method and
the methods they compare against. Table 5.6 lists the evaluation of DCWS along with the

baseline metrics computed by [1] (Table 2).

Results From Table 5.6, DCWS outperforms competing baselines on all datasets except
for Question Classification. We achieve the second best result on this dataset. On the
binary datasets, we are able to outperform competing methods without using the validation
data for parameter tuning. Additionally, we did not tune our model for all experiments,
we used the setting from previous experiments for consistency. The results of the methods
on the datasets are close to that of supervised learning, hence the improvement offered by
DCWS is only marginal compared to the next best performing method. The results from
these experiments show that DCWS performs as well as semi-supervised methods and weak

supervision methods that train models to learn labels.
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5.3.5 Ablation Study

Our data consistency weak supervision approach has different components that enable it
to achieve higher quality results in our experiments. In this section, we test the different
components to by removing one component at a time and keeping other parts constant to
measure relative importance. The various tests we run are training DCWS (i) without slack,
(ii) with uniform regularization, (iii) without regularization, (iv) without constraints, and
(v) without data consistency. Also, we train DCWS by varying the number of cluster labels
for the data representation and also varying the slack parameter and model type. Table 5.7

lists the results from our ablation study.

Slack and Regularization The results indicate that running DCWS without regulariza-
tion or slack causes a slight drop in performance of the method. This is consistent with our
intuition about the roles of the both components. Slack helps us to adaptively loosen the
bounds, while regularization makes our method more stable. Interestingly, using uniform
regularization performs as well as regularizing towards majority vote labels, indicating that
we can substitute one for the other depending on the classification task. Additionally, we
notice that as we increase the slack penalty C, the performance of our method gets relatively
worse. This trend suggests that allowing the constraints to be violated with a small penalty

leads to better generalization.

2

Constraints Running DCWS without constraints, i.e, ming H fo(X) — YmH makes use
2

of only one type of data consistency and the majority vote regularization. We see from the

results of SST-2 that removing the constraints can significantly reduce the performance of

DCWS because the some important information from the weak supervision is not considered.

Data consistency We disabled data consistency by directly solving for the labels of the

training data rather than using features of the data to optimize a parametric model. The
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resulting equation is

min HY - Y,
v

2 m
2+C;§i
st. AY <b+¢& and &€ >0,

where Y is the label vector we directly solve for. From Table 5.7, we see that doing this
results in highest performance drop on both datasets. SST-2 achieves a performance that
is slightly better than random, while YELP-2 dataset has a 16.8 percentage points drop
compared to DCWS. The results emphasizes the need for data consistency in developing

label aggregation algorithms.

Representation Using cluster labels as features is another form of data consistent training
for label aggregation. We used the same clustering method as described in the synthetic ex-
periments and run DCWS with different numbers of clusters. The results show a significant
drop in label accuracies on both datasets. This is in contrast with the superior performance
obtained on the synthetic data using cluster labels. This behavior is likely because real
data may not be separable or may require a different clustering algorithm to obtain mean-
ingful clusters. Moreover, selecting the appropriate number of clusters adds an additional
hyperparameter to the algorithm. We suggest using cluster labels as a representation for
DCWS when the data distribution is known and appropriate assumptions can be made for

the clustering choice.

Model For all our experiments, DCWS was trained with the same neural network model,
however a user can choose a different model architecture depending on their classification
task. For example on vision tasks, a user could use a deeper neural network model as
fo(X) to get better performance gains. Selecting the best model for each dataset is beyond
the scope of our paper so we do no report results of running DCWS on different model

architectures. We varied our model slightly by training without dropout and we achieve a
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Ablation tests Datasets
SST-2 YELP-2

DCWS 0.741+£ 0.002  0.841+ 0.004
Without slack 0.7244+ 0.003  0.829+ 0.002
Uniform regularization 0.740+ 0.004  0.8324+ 0.002
Without regularization 0.739£ 0.001  0.823+ 0.004
Without constraints 0.671£ 0.001  0.822=+ 0.001
Without data consistency 0.504+ 0.026  0.667% 0.023
Without dropout 0.7284+ 0.002  0.828+ 0.003
With slack (C = 0.1) 0.750+ 0.002 0.844+ 0.002
With slack (C =1) 0.7484+ 0.003  0.829+£ 0.002
With slack (C = 100) 0.726+ 0.003  0.828=£ 0.002
DCWS (10 cluster labels) 0.560+ 0.003  0.633+ 0.000
DCWS (100 cluster labels) 0.619+ 0.000  0.709+ 0.000
DCWS (200 cluster labels) 0.6284+ 0.003  0.705+ 0.001

Table 5.7: Results of the ablation study on SST-2 and YELP-2 datasets.

drop in performance on both datasets.

5.4 Discussion

We introduced data consistent weak supervision (DCWS), an approach for weakly supervised
learning that combines features of the data together with weak supervision signals generate
quality labels for the training data. DCWS uses a parametric model and learns parameters
that predict the labels of the data. We showed three data representation approaches that
can be used in our framework: (i) training with the data itself on the synthetic experiment,
(ii) training with embedding of the data, and (iii) training with cluster labels of the training
data. Our experiments showed that our data consistency approach significantly outperforms
other methods for label aggregation. We also highlight in our experiments that our approach
performs well even when the weak signals are very noisy and have low or no coverage. Lastly,

we showed in our ablation tests the importance of the different components of our proposed
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approach. We find that, while the different components of our framework each contribute
improvements, data consistency contributes the most to the performance gains achieved by

our method.

Limitations of DCWS Our experiments have shown that DCWS incorporates informa-
tion from the weak supervision and features of the data to produce quality training labels
that are consistent with the data. While our experiments have demonstrated good perfor-
mance on the datasets we tested, we note some limitations in using our method. DCWS
requires a good feature representation of the data to learn meaningful relationships from the
data. Using poor features for the data could hurt the performance, because in such settings,
consistency with the data is actually bad. DCWS can only work if there is relevant infor-
mation in the features to relate to the estimated labels. Another limitation is the scalability
of our current optimization scheme. We train using gradient descent on the full dataset to
accommodate the fact that the constraint is global. This can be computationally intensive

for large datasets with very high dimensional features.



Chapter 6

Weakly Supervised Pre-Training with

Active Refinement

6.1 Introduction

In previous chapters, we presented three different weak supervision algorithms. We discussed
the benefit of each algorithm and also their limitations. In general, a common limitation
amongst weak supervision algorithms is that high level of noise in the weak supervision can
cause the algorithm to fail and produce low-quality training labels. Furthermore, if the
assumptions made by a weak supervision algorithm are violated, the model performance
can suffer. For our constraint-based weak supervision algorithms, we assume that for each
task, the error estimates provided by the user are correct within a reasonable margin. If
this is not the case, our algorithms could have bad performance and generate labels that fail
on the task. In this chapter, we address these limitations by improving the performance of
weak supervision models using only a few labeled examples. Specifically, we correct mistakes
made by the weak supervision algorithm by iteratively considering examples where the weak
supervision predictions are uncertain. Our algorithm pretrains a neural network model with
labels from weak supervision, it then uses active learning to choose examples to label. The
labels for these examples are used to refine the weights of the model. It repeats the process

until the labeling budget is exhausted. We call our approach weakly supervised pre-training

86
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with active refinement (WSPAR). Figure 6.1 shows an illustration of our method.

We benchmark WSPAR on six text classification datasets, comparing its performance to
several baselines including active learning and weak supervision by itself. Our experiments
show that WSPAR improves on weak supervision and active learning and does so using only
few labeled examples. Additionally, we discover that WSPAR is able to match performance
of supervised learning on some classification tasks. Interestingly, with WSPAR we are able
to use dataset acquired from one model (weak supervision label model) and train a different
model (end model). Furthermore, WSPAR almost always outperforms a model trained with
i.i.d. sampled labeled data. This is significant because the authors in [102] identified that
active learning performance do not always transfer between models and may not always yield
gains over random sampling. Our empirical findings, show that weak supervision may be

the key for overcoming these obstacles in deploying active learning.

6.2 Related Work

WSPAR is made up of three component parts: unsupervised pre-training, weak supervision
and active learning. We already discussed in Chapter 2 literature review about weak super-
vision. Hence, in this section, we will explore related works in unsupervised pre-training and
active learning. We will also discuss research on intersection between weak supervision and

active learning.

Unsupervised Pre-training Unsupervised pre-training serves as a basic building block
to many deep learning tasks [103] and has enabled the recent success in deep language models
(69, 104, 105, 106]. Additionally, pre-training makes it possible for models to transfer their

knowledge of one task to other different but related tasks [107]. In our work, we use pre-
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Figure 6.1: Overview of weakly supervised pre-training with active refinement (WSPAR).
We pre-train a model with weak supervision and then use active learning to select the most
informative examples that improves the model. The refined probabilistic labels are then
used to train an end model.

training to initialize the weights of the top layer of our network. Our model is able to gain
knowledge from the weak supervision and effectively transfer the gained knowledge in order

to improve in the presence of labeled data.

Active Learning Active learning trains a learner by sequentially obtaining labeled data
from an oracle labeler. The learner chooses examples to be labeled using a strategy that
predicts the most informative examples from unlabeled data. There are various definitions
for the most informative data to label, including entropy sampling [108], least-confidence
[109], and least-margin [110]. Other approaches apply different query strategies for choosing
examples to label [111, 112, 113, 114]. Recent works on active learning have focused on

improving its scalability and reducing the number of queries to the oracle [115, 116, 117, 118].
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Our work fits this paradigm where we are able to leverage supervision to improve active

learning performance thereby improving scalabitlity and ensuring fewer queries to the oracle.

Combination of weak supervision and active learning Combining weak supervision
with active learning to increase model performance was first proposed by [119]. They do
this by iteratively sampling labels for data points where the weak signals conflict on. They
resolve the weak signal conflict by assigning the label as the predictions for all doing the
weak signals. Doing this ensures that the weak supervision algorithm predicts the right label
for conflicting data points. They implement their method for data programming although
the idea can be applied to any weak supervision method. While their method focuses on
denoising the noise in the weak signals before it is combined by an label model, our work
focuses on improving label model to make better predictions. We showed in our experiments
that their methods works well when their is high conflict between the weak signals and
the weak signals have high coverage. This is not necessary the case in practice as weak
signals typically have low coverage and sometimes conflict on only a handful of examples.
The authors recently proposed some modifications to their methods that consider points
that the weak signal abstains on [120, 121]. For our method, using a data consistent weak
supervision algorithm handles this case. Other methods have also proposed using labeled

data or feedback from users to improve labeling functions [122, 123]

A more related approach to is [124]. The authors improve the performance of snorkel MeTal
[34] algorithm by modifying the objective function and adding a regularization term that
enforces the model parameters to make the right prediction for the data examples for which
labels have been sampled. Their work is specific in that it involves modification to the
objective function a weak supervision algorithm and thus may not be easy to apply to other

weak supervision algorithms. Our method can be applied to any weak supervision algorithm
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of choice and is easy to implement.

Some recent works have proposed improving active learning by incorporating weak super-
vision to its cycle [125, 126]. This is a reverse alternative to what we are doing since we
focus on improving performance of weak supervision using active learning. A similarity we
share with these works is that our method improves on active learning by itself which is the

primary goal of this line of work.

Algorithm 4 Weakly Supervised Pre-Training with Active Refinement
Require: Dataset X = [z1,...,z,], weak signals [qy,...,q,,], oracle labeler O, labeling
budget B, sample size z and neural network classifier fp(X).
1: Combine the weak signals using any weak supervision algorithm of choice and generate
probabilistic training labels.
Pre-train fy(X) using the probabilistic labels.
Freeze the weights of the network with exception of the last layer.
Initialéze empty labeled set £

T+ —
for ¢ <Z— 1toT do
Predict probabilistic labels g for X using fp(X).
Use uncertainty sampling to query z examples for O to label.
Add labeled examples to labeled set.
10:  Train fy(X) with labeled set updating only the last layer of the model.
11: end for
12: Predict new training labels y for X.
return training labels y

6.2.1 Proposed Method

The principle behind weakly supervised pre-training with active refinement (WSPAR) is
that we improve the performance of weak supervision on classification tasks using labeled
examples. Given probabilitic labels from a weak supervision model, we pre-train a neural
network classifier fy(X) with the weak supervision labels. After pre-training, we freeze the

weights of all the layers of the network with exception of the last layer. We then use active
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Method Weak Supervision Sampling Pretraining
WSPAR DCWS Uncertainty v
Conflict Resolution DCWS Conflict X
MVPAR Majority Voting  Uncertainty v
MV Majority Voting X X
WS DCWS X X
Active X Uncertainty X
Semi-supervised X Random X

Table 6.1: Summary of individual components of WSPAR and baseline methods

learning to sample data points for which the model predictions are uncertain. The sampled
labeled examples are used to refine the network continuously until we exhaust the labeling
budget. Afterwards, we use fy(X) to generate training labels which can be used to train an

end model. The full algorithm is summarized in Algorithm 4.

Our framework accommodates many weak supervision methods. We use DCWS as our
base weak supervision algorithm for WSPAR, however we show experiments where we train

WSPAR with other weak supervision algorithms.

6.3 Experiments

We present a thorough validation of the WSPAR framework together with ablation tests to
show performance of each component of the algorithm. We test WSPAR on a variety of
tasks for text classification. Like our evaluation in Section 5.3, we use a two-stage approach

to separate the label model training from the end model training.

Model For our experiments, our end model is a two-layer neural network with 512 hidden
units, a ReLLU activation in its hidden layer and a dropout layer. We use the same end model

for all the experiments and we use DCWS as our label model.
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Datasets WSPAR Conflict Resolution MVPAR WS MV Active Semi-supervised ‘ Supervised

SST-2 0.778+ 0.008 0.762+ 0.002 0.7514 0.004 0.754%£ 0.004 0.673%£ 0.006 0.7694 0.003  0.7284+ 0.013 | 0.786=% 0.003
IMDB 0.785+ 0.001 0.745+ 0.023 0.76840.005  0.762£0.010  0.655% 0.039 0.775£ 0.002  0.759+£ 0.012 | 0.8314 0.002
YELP 0.861+ 0.001 0.845+ 0.002 0.856+ 0.004 0.834+ 0.006 0.781+ 0.001 0.8444 0.003  0.8274 0.019 | 0.879+ 0.001
YouTube 0.934+ 0.004 0.920+ 0.009 0.930% 0.005 0.898+ 0.019 0.898+ 0.011 0.9054 0.006  0.908% 0.004 | 0.938=% 0.008
Census 0.832+ 0.002 0.810% 0.002 0.8324 0.003 0.8094 0.002 0.796% 0.002 0.818+£ 0.004  0.800£ 0.012 | 0.838% 0.002
MIT-R  0.8524 0.007 0.810=+ 0.002 0.2614 0.001  0.811#£ 0.003  0.2574 0.096 0.8144= 0.005  0.8174 0.008 | 0.879=% 0.007

Table 6.2: Test accuracies of WSPAR compared to other baseline methods on different text
classification tasks. We report the mean and standard deviation over three trials and bold
only the best performing method.
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(a) WSPAR (b) MVPAR
Figure 6.2: Illustrations showing the benefits of label pre-training with active refinement on
YouTube dataset.
Metric To measure performance, we use the test accuracy of the end model evaluated on

the test data.

6.3.1 Methods

We compare WSPAR with six representative alternatives. We briefly describe each baseline

in details below. Table 6.1 shows the various component of each baseline.

Conflict Resolution We implement the method of [119]. We sample examples where the
weak supervision conflicts the most and resolve the conflict by assigning the correct label
value to all the weak signals. This way the weak signal predictions agree on the example.

We refer to this method as conflict resolution.
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Majority Vote Pre-training with Active Refinement (MVPAR) We pre-train the

label model with majority vote labels rather than using weak supervision labels.

Majority Voting (MV)  We compare to a model trained using only majority voting of

the weak supervision labels.

Weak Supervision (WS) We compare to a model trained using just the weak supervision

labels.

Active Learning (Active) = We compare against an active learning baseline that uses
the same uncertainty sampling on binary datasets and entropy sampling on the multi-class

dataset. We use 30 seed labeled examples for all the datasets.

Semi-supervised Learning  We implement a semi-supervised method Pseudo-labeling

by training the model with labeled data then making prediction on the unlabeled data [75].

Supervised Learning We also show comparison to supervised learning as reference.

6.3.2 Datasets

We use the same datasets and weak supervision described in Section 4.3.2 and Section 5.3.4.
Of the six, five are for binary classification tasks; SST-2, IMDB, Yelp, YouTube and Census.
The last dataset MIT-R is a multi-class dataset. We also use the same 300-dimensional GloVe

vectors features as representation of the data.

6.3.3 Protocol

We run three sets of experiments. First we compare the performance of our method and the

baselines after it trains with the full label data budget and then we evaluate the improvement
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of our model as we iteratively increase the labeled data it trains with. Lastly, we run several
ablation studies for WSPAR to validate our claims and also test different components of
the algorithm. For all sets of experiments, we set z = 30, i.e., we sample 30 labeled data
points on each iteration of active learning. For the first experiment, we set a labeling budget
of 300. That is, we only run 10 iterations of active learning. On all experiments, we use
margin sampling as the active learning algorithm on binary classification tasks and on the
multi-class dataset we use entropy sampling. For margin sampling, we choose a margin of
0.5 and sample examples whose predictions are close to the margin. This can be thought of
as entropy sampling since examples that are closer to 0.5 will have the highest entropy. Our
experiments are run over multiple trials and we report the mean and standard deviations of

the runs.

6.3.4 Results

We report in Table 6.2 the performance of WSPAR and other baseline methods on the text
classification datasets. From the results, we see that WSPAR outperforms other baselines
on all the datasets. On all the experiments, WSPAR shows a significant improvement when
compared to weak supervision or active learning by itself. This is especially evident on MIT-
R dataset where it improves over the weak supervision and active learning by 4.1 and 3.8
points respectively. Another validation to this claim can be seen from comparing the results
of majority voting (MV) by itself to pre-training with majority voting (MVPAR). Across
the datasets, we see a huge improvement when active learning is used to refine a model
pre-trained with majority voting. On the SST and IMDB datasets, we get improvements
of 7.8 points and 11.3 points respectively. Figure 6.2 illustrates this concept on YouTube
dataset. We see that both WSPAR an MVPAR improves on the label they are pre-trained

with and also outperforms other methods for learning with limited label availability.
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Our results also show that active learning performs better than sampling from examples that
the weak signals disagree on (conflict resolution). Conflict resolution performs well when
there is high conflict amongst the weak supervision but its impact is limited when the weak
supervision algorithm has good performance by itself. We surmise that since our method
uses a data consistent weak supervision algorithm, it is able to resolve conflicts among the
weak supervision, hence sampling labels for data points that the weak signals conflict on do
not always improve the performance of the model. This is the case on the IMDB dataset

where conflict resolution baseline does not improve the result of weak supervision by itself.

An important observation from our results is that WSPAR is able to close the gap on
supervised learning by improving model performance on examples that the label model is
uncertain about. We use Fig. 6.2a to show this concept. We see from the plot that the test
accuracy of WSPAR is close to supervised learning, performing slightly worse than it by 0.4
points. We observe similar effect on the Census dataset where the performance difference
compared to supervised learning differ by 0.6 points. This is very significant since we are
able to nearly match supervised learning that trains with 9,912 labeled examples using only

300 labeled points.

Case Study on Accuracy vs. Budget

So far, we have shown and analysed performance of WSPAR after it reaches a fixed labeling
budget. In this experiment, we will analyze the performance improvement of WSPAR as we
iteratively increase the number of labeled examples we train with. Similar to our previous
experiment, we query 30 examples on each iteration but we report the test accuracy of the
end model after each iteration. Figure 6.3 shows the performance of WSPAR compared to
active learning and random sampling. On the Yelp dataset Fig. 6.3a we see that WSPAR

always performs better than weak supervision, active learning and random sampling with as



96 CHAPTER 6. WEAKLY SUPERVISED PRE-TRAINING WITH ACTIVE REFINEMENT

0.86

0.85 W = - ws
---------------------------------------------- —+— WSPAR
ve

0.84
3 0.82
8

e
S
@

3 0.80
g

Test Accuracy

<
1 0.78
g
" 0.76

e o
o 3
& o

0.74

4
o
S

0.72

50 100 150 200 250 300 350 400 450 50 100 150 200 250 300 350 400 450
Labeled examples Labeled examples

(a) Yelp Dataset (b) MIT-R Dataset
0.83 /r/‘\,/‘ ——- WS 0.775 1 T —— | - w5

—— WSPAR | et . —+— WSPAR
0.82 ) 0.750 4

N Active N Active

S . S S e —— —— Random g 0.725 —— Random

5
g 0.700
<
# 0.675
ki

0.650 4

5
S 0.80
% 0.79
3
2

0.78

077 0.625 4

0.600 1
50 100 150 200 250 300 350 400 450 50 100 150 200 250 300 350 400 450
Labeled examples Labeled examples

(c) Census Dataset (d) SST-2 Dataset

Figure 6.3: Illustrations showing test accuracy of WSPAR and other baselines as we itera-
tively increase the number of labeled examples.

little as 50 labeled examples. We observe similar trend on the Census dataset Fig. 6.3¢ with
exception of the low sampling region where i.i.d. random sampling outperforms competing
methods with 60 examples. On the MIT-R dataset Fig. 6.3b, WSPAR  initially obtains the
best performance on low sampling region however as we increase the number of labeled
examples the methods attain similar performance on MIT-R dataset. On the SST dataset,
WSPAR’s performance is slightly better than active learning as we get more data examples.
A significant observation is that WSPAR almost consistently surpasses the performance i.i.d.
random sampling. Previous studies have shown that a limitation of active learning in practice
is that it may not always perform better than random sampling [102]. Our experiments show

that by combining weak supervision with active learning, we can overcome this limitation.

6.3.5 Ablation Studies

To test each component of WSPAR, we run three sets of ablation studies: a component

study, a weak supervision improvement study and a model transferability study.
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Methods SST-2 IMDB YELP YouTube Census MIT-R

WSPAR 0.778+ 0.008 0.785+ 0.001 0.8614 0.001  0.934+ 0.004 0.832+ 0.002 0.852+ 0.007
WSPAR (no weight freezing) 0.767+ 0.009 0.787=+ 0.005 0.852+ 0.002 0.944+ 0.004 0.826=+ 0.005 0.852+ 0.015
WSP RS (random sampling)  0.7734+ 0.002  0.779+ 0.006  0.858+ 0.002  0.920+ 0.005 0.815+ 0.001 0.856+ 0.003
WSPAR (least confidence) 0.7744 0.002  0.7824+ 0.015 0.8624 0.002 0.934+ 0.005 0.829+ 0.002  0.843+ 0.024
WSP CR (conflict sampling)  0.768+ 0.001  0.770+ 0.008  0.859+ 0.002  0.898+ 0.019  0.809=+ 0.003  0.853+ 0.005

Table 6.3: Results of component ablation study on the datasets. We report the mean and
standard deviation over three trials and bold only the best performing method.

Component Study The first ablation study tests each component of WSPAR by either
removing it or replacing it with a different method in other to measure its relative importance.

We test the

1. importance of weight freezing by running WSPAR without freezing any of the weights

after pre-training with weak supervision;

2. importance of active learning, by using i.i.d. random sampling to choose labeled ex-

amples for WSPAR at each iteration. We refer to this method as WSP RS;

3. benefit of margin/entropy sampling in WSPAR over least confidence sampling;

4. benefit of active learning over conflict sampling in our method. Instead of using active
learning to choose training labels, we sample labels for datapoints where the weak

supervision conflicts the most. We refer to this as WSP CR.

Table 6.3 shows the results from the study. We observe there is a slight gain in performance
on the IMDB and YouTube datasets when the weights of the top layers are not frozen. But
the gains are minimal compared to the drop in performance on SST-2 and Yelp dataset
from not freezing the weights. Additionally, we observe that using active learning on for our
framework outperforms using random sampling for all the datasets with the exception being

MIT-R dataset. However, the difference in performance is only marginal. Lastly, margin/en-
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Datasets

Models

Neural Network Logistic Regression

Gradient Tree Boosting

SST-2
IMDB
YELP
YouTube
Census
MIT-R

0.778+ 0.008
0.785=+ 0.001
0.861=+ 0.001
0.934=+ 0.004
0.832+ 0.002
0.852+ 0.007

0.785=+ 0.004
0.785=+ 0.003
0.861=+ 0.001
0.911+ 0.002
0.825+ 0.001
0.848+ 0.009

0.765+ 0.003
0.764+ 0.002
0.836+ 0.002
0.912% 0.005
0.826+ 0.002
0.725+ 0.014

Table 6.4: Performance of WSPAR on different end models.

We report the mean and

standard deviation over three trials and bold only the best performing method.
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tropy sampling has an edge over least confidence sampling for the choice of active learning

algorithm and conflict sampling does not improve over active learning on the datasets.

Weak Supervision Improvement Study In this study, we validate our claim that our

framework consistently yields gains over the weak supervision. We already observed results

in favor of this for DCWS and majority voting in Table 6.2. We test two additional weak

supervision algorithms CLL and FlyingSquid [35] to further validate our claim. Figure 6.4

shows the results from the study. We see that on all the datasets, WSPAR (CLL) and

WSPAR (FlyingSquid) consistently outperforms their base weak supervision algorithms.

On the MIT-R dataset, we run WSPAR (CLL) without freezing the weights of the network
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since CLL performance is only slightly better than random on the task and thus its label do

not inform the model greatly.

Model Transferability Study Our last ablation study evaluates WSPAR’s performance
on different end models. In our previous experiments, we validated WSPAR on a neural
network end model that is different from the label model from which it was trained. In
this experiment, we test WSPAR on a logistic regression model and an ensemble model
(gradient tree boosting) to ensure that its performance transfers on different end models.
Table 6.4 shows the results from the study. We see that on the different models, WSPAR
attains similar performance with exception on the MIT-R dataset. The inferior performance
of gradient tree boosting on this dataset is due to the fact that it is an ensemble method
and uses a one-vs-rest classification for multiclass classification. Neural network and logistic
regression models use softmax and multinomial distributions for multiclass classification
making them more ideal for the task. On the IMDB and YELP datasets, logistic regression
and neural network models attain identical average performance over three trials but neural

network’s performance slightly edges that of logistic regression overall on the datasets.

6.4 Discussion

We have introduced weakly supervised pre-training with active refinement (WSPAR), a
method for improving the performance of weak supervision models by leveraging labeled
data. We showed that by using active learning we can effectively improve the predictive
performance of a model trained with weak supervision and we do so with only a few labeled
data. Our method is easy and works for any weak supervision algorithm. Additionally, we

observed in the experiments that in some cases not freezing the weights of the top layer
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achieves better performance than freezing the weights. We recommend weight freezing only
when the weak supervision algorithm performs well on that task. A significant observation
from our experiments is that WSPAR is able to overcome some of the shortcomings of active
learning. It consistently outperforms i.i.d. random sampling and its performance on the label
model is able to transfer to different end models. Our performance on the experiments shows
that weak supervision may be the key for stable deployment of active learning algorithms in

practice.



Chapter 7

Summary and Outlook

7.1 Contributions

In this dissertation, we introduced several algorithms for learning with constraint-based
weak supervision. We first introduced Adversarial Label Learning (ALL), an algorithm that
estimates probabilistic labels by solving a game between an adversary and a learner. In the
binary case, the game is zero-sum but in the multi-class case, we solve a non-zero sum game.
In both games, the adversary finds the worst case labeling for the data under the constraint
provided by the weak supervision and the learner minimizes the error of the adversarial
labels. We showed that ALL is robust to dependent errors in the weak supervision and can

train with incorrect estimates of the error rates.

Using ideas from ALL, and in an attempt to solve some of the shortcomings of ALL, we
proposed Constrained Label Learning (CLL). CLL is a simple yet effective method that
samples a random label from a constrained space and trains a model with the random
labeling. We provided theoretical guarantees that showed that any random labeling from
the space will have good performance on the task under some conditions. Our theoretical
analysis showed that the more diverse and independent the weak signals are, the better the

performance of the model.

Next, we introduced the idea of data consistency which is the notion that labels generated by
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weak supervision models should be consistent with the data. We presented Data Consistent
Weak Supervision (DCWS), a method that takes as input features of the data together with
the weak supervision and combines them to produce better training labels for the data.
Our experiments showed that DCWS achieved the best performance on most tasks and

outperforms other state-of-the-art weak supervision methods.

Lastly, we proposed a framework for improving the general performance of weak supervision
models. We introduced Weakly Supervised Pre-Training with Active Refinement (WSPAR),
a method that uses active learning to choose labels for data points where the weak supervision
predictions are uncertain. We showed that WSPAR outperforms weak supervision and active

learning by themselves and overcomes some of the limitations of active learning.

In the next section, we will discuss some of the limitations of our work and prospects for

future work.

7.2 Open Problems

Our constraint-based weak supervision algorithms takes as input the error estimate of the
weak signals. It uses these error rates or error bounds to constrain the possible labels of
the weak supervision. Typically, an expert can provide reliable estimates of the error rates
or use different methods to estimate it. However, accurately estimating error rates of weak
signals isn’t always obtainable in practice. When this happens, the incorrect error rates could
cause our algorithms to fail and produce low quality training labels for the data. A possible
direction of future work is to theoretically analyze the behavior of our weak supervision
algorithms in such settings where the error rates are unreliable. A theoretical analysis will
inform how each algorithm will be affected and could suggest how to apply the algorithms

when the error rates are incorrectly estimated.
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Similarly, we showed empirically that our algorithms are robust to noise in the weak su-
pervision. We did this by running experiments that showed that our methods perform well
for different ranges of error rates. A more grounded approach and a possible direction for
future research is to establish theoretical conditions of noise levels for which the algorithms
are robust to. Each of our weak supervision algorithms have slight modifications to their
constraints thus a theoretical analysis can inform the noise level that each algorithm is ro-
bust to. Additionally, theoretical understanding could suggest new approaches that are even

more robust.

Another possible direction for future work is to develop a theoretical framework for con-
vergence analysis of our algorithms. This will be especially useful for ALL where the opti-
mization is a min-max game for a non-convex objective function. A convergence analysis of
our algorithms will provide information on how long to run the algorithms and also what

hyper-parameter settings are required for the convergence of the algorithms.

Lastly, weakly supervised pre-training with active refinement showed that we can improve
upon weak supervision and active learning using only a few labeled data examples. Our
ablation tests showed that while our approach works, its performance can be surpassed on
some tasks with slight modifications to our algorithm. An interesting prospect for future
work in this line of research will be to investigate other approaches for combining weak
supervision with active learning. Our results show a lot of promise and opportunities for

applying this line of research.
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