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Abstract
(Academic)

Machine learning and artificial intelligence have been some of the most prominent recent
topics in the realm of computer science and engineering. After several decadas arfidbéorth
in learning model developments, recent advances in deep learning has led to a resurgence of
interest within the machine learning community of artificial neural networks (ANNs) models.

Despite the vast enhancements in learning models, cuesgdrch interest is mostly on
improving training accuracies, whereas a4gmained timing analysis model for the training
procedure has been less addressed. Mainstream deep learning frameworks typically have large,
complex codes bases; thus, it is difficto profile the running of these codes in order to generate
a finegrained execution time model.

In this thesis, | present a feedforward ANN model, and implement this model using open
standard packages. A key contribution of this work is to exploittierent data parallelism in
this model, and develop a software implementation that can take advantage of a heterogeneous
computing environment. This computing environment may consist of both Graphics Processing
Units (GPUs) and distributed multiprocessopmmunicating via messagassing. The ANN
model implementation is benchmarked on stHtéhe-art compute clusters and performance
results a detailed timing analysis is presented in this thesis.

The main two contributions of this thesis are: (1) tat@ean opeisource software
framework for portable machine learning on heterogeneous computing clusters; and (2) to

analyze and generate timing and throughput models for the ANN learner in order to understand



and predict the scaling of these models asatian of problem parameters. This scaling
analysis can be used to predict the performance of the software implementation on future

heterogenous computing platforms.
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Chang Sun
Abstract
(General Audience)

Artificial Neural Networks (ANNSs) have been established as one of the most important
algorithmic tools in the Machine Learning (ML) toolboxer t he past few decad
recent rise to widespread acceptance can be attributed to two developments: (1) the availability
of largescale training and testing datasets; and (2) the availability of new computer architectures
for which ANN implementatins are orders of magnitude more efficient. In this thesis, | present
research on two aspects of the second development. First, | present a portable, open source
implementation of ANNs in OpenCand MPI Second, | present performance and scaling
models forANN algorithms on statef-the-art Graphics Processing Unit (GPU) based parallel

compute clusters.
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Chapter Ii Introduction
1.1 Neural networks and deeplearning*

Deep learning, and in particular deep neusdivorks (DNN), have become the hottest
topic in the field of contemporary machine learning. Contrary to most who would think of deep
learning as a brandew technology, the original ideas of neural networks were introduced in the
late 1950s, when Frank Benblatt introduced the idea of the perceptron for solving pattern
recognition problemgl]. Progress from this early work stagnated because the original
perceptron model is limited to a single layer and thus incapable of classifying a variety of simple
patterns, such as the XOR functi@. Multilayer perceptron (MLP) models overcame this
limitation, and later proved to be capable of computing any fung3iofj. Historically, the
generalization of MLPs toaural network models have experienced multiple periods of
stagnation in research progress. However, since thegrapkgation technique was widely
adopted through the survey publication by Geoffrey Hinton at el., training a neural network has
been widelyaccepted an iterative procedure of computing and applying partial derivatives for
some differentiable function as part of a stochastic gradient descent algi&jithm

Figurel-1 illustrates a neural network in the widely accepted, modern sense. It consists
of the input layer, the output layer, and two layers in between, ndmaelgn layersEach node
in the input lger typically connects to a portion of a data example such as a pixel in an image,
and each node in the output layer usually presents a value indicating the confidence of the
networkos prediction against a pas8)adsdciatingl ar i
with a category or a classification | abel

more than one hidden layer in the neural network.

lHeading title cr edi tNeuratNetwdvks antl Beed Leahing | sendés book
1

np

Th



Input Hidden Hidden Output
Layer Layer 1 Layer 2 Layer

Figurel-1. A neural network in the modern sense

The illustrated neural network Figurel-1is also an example ofdgense feedforward
neural network A dense feedforward neurgetwork is the most fundamental form of MLP
where the adjacent layers are fully connected, meaning every node is connected to all nodes in
the previous layer and the next layer, and the output from one layer is used as the input to the
nextlayer. Thats, t here is no fAbackwar {6k hthibmodgl, i n a
each neuron takes the outputs of all neurons in the preceleger as inputs, performs a linear
transformation over these inputs, and then applies dimesr squashing function to compute its
output. In mathematical terms, the output of any particular neuron is defined as

® Qe ®

wheree is the input ector denoting all outputs of neurons from the previous layés,the
weight vector denoting theeightsfrom every previous layer node to the current noais,the
bias, and finally"Qs a norlinear squashing function.

In this work presented in ighthesis, thenini-batchstochastic gradient descealgorithm

is used to train the neural network model. In the stochastic gradient decent algorithm, training of

2



the model is performed over a numbeepbchswhere an epoch consists of visiting the renti

training dataset by considering it as a sequence oflmaiich subsets. In this manner, an epoch
updates the neural network with the entire training dataset. The reasdvatcimes are used is
because for larger datasets and larger network modelsndptwough the entire training dataset

in one trace is not practical, because it is computationally intractable, and because it may lead to
overfitting of the model. Hence a common strategy is tanisebatcheswhich means only a

subset of the entiredining dataset is trained for eatdration. The number of iterations in each

training epoch is therefore given by the following formula.

e e oo LOLAAO. T £ OOAET ET ¢ AgAi PI A0 E
I O AAO T & : I L,
IO A | AARAPROAD DPAO I EITE

In each iteration, the input examples from a randomly shuffled-loaitth are first fed to the

input layer. The values are then propagated through the networkforweed propagation
procedure. After all values have Imesomputed for the (final) output layer, these predicted
output values are compared with the ground truth (known outputs from the training dataset),
following which the partial derivatives (also knowngaadientg are computed for the

parameters (i.e., vights and biases) in each layer from the output layer back to the input layer.
This procedure of computing partial derivatives in the reverse order of layers isbealled
propagation Ultimately, the partial derivatives are applied to the parameterthasdhe update

for a training iteration is complete.

1.2 Opportunities for parallelism
In the past decade, artificial neural network (ANN) learners continue have made
significant progress and have become the dominant model for machine learning. Thisprogres

has been a cumulative result of the inherent biological relevance and the computational
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feasibility of these models due to the vast improvements in available computing power,
especially through the exploitation of data parallelism via heterogeneous teorapahitectures.

The wide adoption of the graphics processing unit (GPU) by itself is arguably the most
dominant factor in the resurgence of machine learning. The majority of the work for training a
neural network can be broken down into fundamentalhaitelizable parts. In particular, the
backpropagation training algorithm can be efficiently expressed as a sequence of matrix
computations. As an computer architecture that utilizes a single instruction, multiple data
(SIMD) paradigm, GPUs can effectiyedxploit the data parallelism inherent in computation
intensive jobs such as matrix multiplicatipf.

Recent research in hardware acceleration for machine learning demonstrates considerable
interests in architectures that are power efficient, customizable, and highly specialized in task
specific computations such as figddogrammable gate arrays (FPGA) and applicasioecific
integrated circuits (ASIC). As the early adopters, Xilinx and Googéady offer services using
these alternative architectures, namely the Xilinx ML Suite of the former and Google Cloud TPU
of the latter8, 9]. However, GPUs are still currently the top choice for lesggle machine
learning because they are more dwsheficial in most scenarios, and because of the wide
availability of GPU$ they are included in every PC available tofiHy.

There is additional parallelism is availahb
provides support for Streaming SIMD Extensions (SSE) or Advanced Vector Extensions (AVX),
and these extensions can be used to speed up the learning via vector insfruitidfsFor the
results presented in this thesis, a heterogeneous system with both CPUs and GPUgyéslemplo

in the experimental results.



Prior research on the performance analysis of machine learning algorithms has mainly
focused on the performance of software on problems of fixed size. However, in this thesis the
goal is not to claim any pactilar speedip resulting fromcode optimization on a specific
hardware platform. Rather, the parallel computing scaling inherent in deep learning run on the
abovementioned SIMD architectures is analyzed, and the sppadpabilities (as a function of

problem size) tht may be achieved by future hardware advances are predicted.

1.3 Focus of this thesis

The subject of this thesis is the implementation and analysis parallel algorithms for
training neural networks. More specifically, the focus is on the impacts of vdrgndgvare
specifications on the execution time of training the most canonical type of neural réetiuthyk
connected feedforward neural netwdrlising the stochastic gradient descent algorithm.

Questions that we would hope to answer by the work presentedhen i ncl ude: fF
muchspeedi p woul d be gained by stacking more proc
would varying the structure of neural network or varying other parameters in learning affect the
total runti me?o0
1.3.1 Dense feedforwardeural networlas the learning model

In order to simplify the program for more explicit timing analysis, a dense feedforward
neural network model (rather than a sparse interlayer connection structure) is implemented.

Although stateof-the-art deep learning models commonly include additiotrattures such as
convolutional layers (with pooling), dropouts and recurrent neural networkschriyected

layers are still routinely utilized as the final layers (e.g. the decision layer) in the network.



During the time the research in this thesis wanducted, Geoffrey Hinton et al.
introduced the Capsule Neural Network (Capsdleth ANN that utilizes a genuinely new
structure called capsule. With the help of these new structures, that more closely mimic
bi ol ogical neur al onot @rdymiaraged to fwoth redukkithe ermnrdies t e a m
and the number of training examples on the MNIST dataset, but they also achieved significantly
better results on highly overlapped digits. A crucial point that Hinton et al. made was
discouraging pooling lays for creating translational invariance in image recogn[ti@h The
details of CapsNet implemextion are beyond the scope of this thesis. However, the debate over
the validity and lack of proof of these new layer structures narrows down the selection to
fundamental network structures only.
1.3.2 Optimization usingtochastic gradient descent

The cruxof deep learning is optimizing the (often) roonvex cost function between the
prediced output from training and the ground truth. By the time of this paper, stochastic gradient
descent (SGD) is one of the canonical approaches in the machine learnmgrabnto train
deep neural networks. Tiheajoradvantages of SGD are that it is a simple and efficient
numerical operation, and that it scales well even with large network models and da#sets

In his efforts to create a universal and reddendly guide of neural networks and deep
learning for the general programming community, Michael Nielsompi@asded a simple and
straightforward Python implementation for mibatch stochastic gradient dec§gsit
Usi ng Ni el s oiands a staminy ponthen@ damainvestigate the computational cost of

scaling dense neural network learning models.



1.3.3 Synchronous ata-parallel approachfor distributed learning

In addition to utilizing hardware on a single computer, recent advanceshin hig
performance computing (HPC) have shown the advantages ofassimuteclusters networked
computers consisting of multiple compute nodes, to simultaneously train the deep learning
model. This parallelized approach is caltistributed learningBy conention, each node in the
cluster is called avorker. In the work presented in this thesis, the software implementation is
synchronous datparallel in orderto maintain adata flow that is equivalent to the basic
sequential version.

In the distributed learning setting, there are three major potential sources of parallelism in
deep learning: task parallelism, data parallelism, and model parallelism. When training a neural
network, task parallelism usually dispatches the different tasks/operations such as matrix
multiplication, squashing, and derivative computation onto different workers (e.g., individual
computer cluster nodes) in order to achieve a parallelization -sgeétiis approach keeps the
parallelized implementation functionally equivalent as the sequential implementation. An
example of a taskarallel implementation is the-graph replication approach used in distributed
Tensorflow[15]. However, because the operations differ in the amounts of workloads, and
typically have intettask dependencies, taphrallel implementations may suffer from high
synchronization costs and, aseault, may not scale well.

Model parallelism typically updates only a subset of all parameters (i.e., the weights and
biases in the neural network) on a single worker using all data using some particular algorithm
that ensures correctndd€]. In essence, model parallelism aims at splitting the parameters,
whereas data parallelism aims at splitting the training examples. As illustrdenire1-2, the

dataparallel implementation simply splits the mimatch examples among all workers, each



worker executing the forward and backward processtla@mthe global gradient sum (using the
results from all the works) is used to update the parameters. This approach is known as a
synchronouspproach because all workers have the same parameters at the beginning of each

mini-batch iteration, and the samparameter updates at the end of the iteration.

( Start of Iteration )
\

Broadcast
parameters

f— Worker WAr j r— orker3 r— Erker_l% j

| |

|
|y
|

| Backward

Forward Pass Forward Pass Forward Pass Forward Pass |

\

Backward
Pass

Backward
Pass

= TN 77““'

Sum up Gradients
& Update Parameters

l_

Y

( End of Iteration )

Figurel-2. Synchronous datparallel distributed learner

The synchronous dafzarallel approach preserves the same fiiataas its sequential
countepart.In contrast, fomanasynchronouslataparallel implementatiorthetraining loogs of
eachworkeris independenand nocoordinationis involved[15].

1.3.4 Universality

An additional research objective for this thesis is to implement gladform specific,

universal, and eastp-understand model, so that the implemented framework can be of

educational value to the general programming community.-8tates-art machindearning
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frameworks such as TensorFlow, Caffe, and Torch already have good support on a variety of
platforms. However, because the code bases for these libraries are large and complex, itis a
complicated task to formulate firgrained timing analysis. laddition, these maistream
frameworks are frequently updated and implementation details are constantly changing.

In the software for distributed learning developed for this thesis, only standard packages
are used data structures from the C++ standarddiy, OpenCL (which is neproprietary and
crossplatform), and the Message Passing Interface (MPI). A good sandbox game provides just
enough of a foundation for players to express their imagination. Simplicity and standardization
help the code base be apted by the majority. We follow the following maxim said about

software i mplementations: [HB/Si mple, correct, f

1.4 Organization of this thesis

In this chapter, | have reviewed the background of neural networks and deep learning. |
have introduced the goal of this thesimttis to analyze the scaling of the dptaallel training
algorithm for ANN learners. Chapter 2 of this thesis covers the parallel implementation of the
ANN learner model, starting from the base case of a sequential implementation. This parallel
implemertation exploits both fingrained datgarallelism (using OpenCL) and coaig@ined
dataparallelism (using MPI). Chapter 3 of this thesis details the Application Programming
Interfaces (APIs) for using the implemented software frameworks. Chapter Atprese
experimental results, including the experimental setup and the benchmark results. Chapter 5
contains a discussion on the benchmark results, formulating a detailed training throughput model
under different hardware and problem configurations. Finalgp@er 6 summarizes the thesis

contributions and provides concluding remarks.



Chapter 2 Implementatiorof the Neural Network Model
2.1 High-level design choices
2.1.1 C++ as the programming language for dense neural network implementation

In this thesis C++ is selected as the programming language for the implementation of all
neural network components. The most prominent reason for this choice is that C++ a mature
languge withstable(and usually fastemerformancgwhen compared to otht&anguages)along
with explicit memory control. Tase factors arerucial tothetiming analysis For example,
languagse using a virtual machine (e,gava or Python) may utilize runtime optimization and
garbage collection, which would cause considera@itetionsin measureexecution time.

Note thatfor the timing analysighe neural network implementation is compiled using G++ with
the-O3flag, whichenableghe optimizationsftree-loop-vectorizeand-ftree-slp-vectorize

Among all the enhancemergsabledoy the high level of compiler optimization, these
vectorization flags are especially important for SIMD architectures, sinaotisoopsare then
vectorized and will use AVX YMM vectorregisterd18, 19].

The software implementation additionally employs @menCLstandardo exploitdata
parallelism in neural networtkaining. The OpenCL 1.2 standard utilizes a subset of ISO C99
with extensions for parallelism. Programming in C++ for the project provides close to native
compatibility to the official OpenCL APIgQ]. In addition, when sing ISO C++ standards,

C++ is one of most compatible and universally portable programming languages for modern
computing platform. As long as the target architectarg.x86, ARM, MIPS etc.) has compiler

support, the softwarenplementatiorpresented in this thesisaybe seamlesslyported.
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Last but not least, sonaelditional data structures the C++11standard template library
(STL) are usedThe C11 standard also provides extensive timing utilities defingshéh upon
which a software timer is implemented capable of nanosesudution timing accuracy.
2.1.2 Python as the programming language for timing analysis

Python is selected as the programming language for timing analysis and timing model
generation, mainly because of the fast prototyping capabilities and ease of use for mathematical
computations. In addition, the visualization framework provided by the IdMkpprovides a
very intuitive, MATLAB-alike, yet powerful programming interfaf2l]. The visualization
framework becomes particularly handy in the timing analysisuding the need for plotting the
projected speedp as a function of different parameters.
2.1.3 OpenCL 1.2 for interfacing compute devices

OpenCL is chosen over CUDA because it is an open standard and the computing
platform is not limited to the GPU vendorg(i, CUDA only works on NIVIDIA GPUSs). At the
time this thesis was written, the latest stable version of OpenCL [[22.2/ersion 1.2 is used
because it is the most compatiblesien across all supported platforms, and because the
implementation does not require the advanced features made available in later versions.
2.1.4 MPI for crossnode data passing

The Message Passing Interface (MPI) for is utilized for communication betwees imod
a cluster setting for distributed learning. This choice was made because MPI is the standard
messaggassing scheme available on the clusters from Virginia Tech Advanced Research
Computing (ARC)MPI remains the dominamiessaggassing standangsedin high

performance computing tod§£3].
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2.2 Key componentsfor sequentialfull-matrix -batchedtraining
2.2.1 Principle doragecomponents
At a minimum,the following three major storage components are necessarger to
store the dense neural network model:
1. The sizes of each layer, i.e. the number of neurons in eachllager. Ni el sonds Py
implementation, the sizes are stored irl@ MlumPyarraywith 0 integers
denoting the total number of layef$§]; whereas ithe C++ implementation, the
sizes are stored in amt array, namelysizes[]. To avoid ambiguity, let layer O denote
theinput layer, let layer flenote the hidden layer closest to the input layer, and so on.
2. The biases of all neurons inalllayersn  Ni el sondés i mpl ementati
stored inalistob  p 1-D NumPyarrays, where each array repregs the biases of
the neurons ithat particular layef6]. Note that the ingt layer does not have biases
so the first array of the ligepresents the &ses of the first hidden layén the C++
implementation, the biases are stored in an arrflpaif(or doublg arrays namely
biases[]
3. Theweightsconmet i ng nodes i n ad$Rytbhaant | ayer s.
implementation, the weights are stored in a li2-&f NumPyarrays, where each
array represents tiveeights ofneurondrom the previous layer to the current layer. In
particular, the first array in the list represents the weights of neurangfieinput
layer to the first hidden lay¢6]. In the C++ implementation, the weights are stored
in an array offloat (or doublg arrays namelyweights[]. Note that théloat (or

doublg arraysin the C++ implementatioare 1D arrays meaning thathe weight
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from neurori®n layer’Qto neuronQn the current layer is addreskasweights[i *
sizes[k + 1] +].
By conventionthe values of biases and weights initializedas a normal distribution
beforethe stochastic gradient descent training process
2.2.2 Optimize reusable storage components
Apart from the network structure and the parametbesdataset, the gradients, the
activations and sigmoid primes of all neuraare storedThis is mainly due to the frequent reuse
in the training proces&toring these variables asnsistent storagauch as member variables in
the class eliminates the need of repeating memory allocatidbte-allocation

Table2-1 lists thedefinitions and size dimensions of these additional storage

components.

Variable Name Definition Size
train_data_x training data inputs sizes[0]* train_data_size
train_data y training data outputs sizes[humlayers- 1] * train_data_size
test data X test data inputs sizes[0]* test data_size
test data vy test data outputs 1 * test data_size

consists ohum_layersarrays,
activations activationof each neuron size ofactivations]i] = sizes][i] *
mini_batch_size
. squashing function derivative same agctivations
primes :
of each neuron except for the input layer
nabla w partialderivatives of weights same asveights
nabla_b partial derivatives of biases same adiases

Table2-1. Function signature of sigmoid

The dataset is split into the training set and the test set. FBINKRT dataset, this
means 50,000 image examples for the training set and 10,000 image examples for the test set.
Note that the outputs ehfottohe mteraaniimign ga sse tn garee

label and O for every else, whereas the tesbatputs are stored as the classification labels.
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It is also worth noting thah amini-batch trainingthe activations for each layer is
stacked withmini_batch_sizeumber érows, with each row representing the values for a
particular training examplentry.This applies to thesquashing function derivativggimesas
well.

2.2.3 Compute kernels

The compute intensivend data parallelizabjearts of the stochastic gradient decent
(SGD) algorithmare summarizeahto 8 functions, etedascompute kernels

sigmoid

Figure2-1 presents the function signature of gi@moidcomputekernel.

void sigmoid( data_t *ret val, int size, OclWorkEngine *engine = NULL)

Figure2-1. Function signature of sigmoid

The sigmoid functioris usedas the squashing functi®ihe sigmoidcompute kernel
takes in theactivations and perforgthe sigmoid squashing operation

Y6 pL,Q
Note that the engine argument is usadparallelizationusingGPUs withOpenCL, same
applies to all following compute kernels
Thesigmoidcompute kernel hadS(sizg time complexity.

sigmoid_prime

Figure2-2 presents the function signature of gi@moid_primecompute kernel

void sigmoid_prime(  data_t *ret val, const datat *z, int size,
OclWorkEngine * engine = NULL)

21n modern machine learning, the rectified linear unit (ReLU) is more preferable in order to avoid the vanishing
gradient problem. In this project, however, the focus is on the execution time performance. Because RelLU and
sigmoid both hav®(n)time compl&ity, this would not affect the timing analyses.
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Figure2-2. Function signature of sigmoid_prime

Thesigmoid_primecompute kernetakes in the activations and computes the derivatives
of the sigmoid squashing operation

v Q S NS
® P Q p 0 wbtp e

Thesigmoidcompute kernel had(siz¢g time complexity.
vec_mult

Figure2-3 presents thé&unctionsignature of th&#ec_mulicomputekernel.

void vec_mult( data t *ret vec, const data t *vec, int size,
OclWorkEngine * engine = NULD

Figure2-3. Function signature of vec_mult

Thevec_multcompute kernel takes in two verdoet vecandveg performs an element
wise multiplication, and saves the produfoack toret_vec
Thevec_mulicompute kernel haS(sizg time complexity.
mat_vec_add

Figure2-4 presents the functiogignature of thenat_vec_addompute kernel.

void mat vec_add( data t *ret mat, const data t *vec, int  row, int col,
OclWorkEngine * engine = NULL)

Figure2-4. Function signature of mat_vec_add

Themat_vec_addompute kernel takes inraw by col matrixret_matand a vectoveg
performs aow-major, elementvise addition, and saves thesults taet_mat In other words,
each row ofet_matis added elememise byvec The size ovecmustbe equal tocol.

Themat_\ec_addcompute kernel haS(row * col) time complexity.

mat_trans

Figure2-5 presents the function signature of that transcompute kernel.

1t



void mat_trans( data_t *ret_mat, const data_t *src_mat, int  row, int col,
OclWorkEngine * engine = NULD

Figure2-5. Function signature of mat_trans

Themat_transcompute kernel transposesoav by col matrix src_matinto acol by row
matrix ret_mat In mathematical terms,
I QOO i D ®o
Themat_transcompute kernel haS(row * col) time complexity.
mat_mult

Figure2-6 presents the function signature of that_multcompute kernel.

void mat_mult( data_t *ret_val, const data_t *a, const data_t *b,
int row_a, int row_b, int col_b,
OclWorkEngine * engine = NULL)

Figure2-6. Function signature of mat_mult

Themat_ multcompute kernel performs the canonical form of matrix multiplication of a
row_abyrow_bmatrixa mutiplied byarow_bby col bmatrixb. The result is saved ag@aw_a
by col_bmatrixret_val In mathematical terms,
i Qoa Otw
Themat_ multcompute kernel ha®(row_a * col_b *row_b) time complexity.
mat_mult_col

Figure2-7 presents the function signature of that_mult_cotompute kernel.

void mat _mult_col( data t *ret val, const data t *a, const data_t *b,
int row_a, int row_b, int col,
OclWorkEngine * engine = NULL)

Figure2-7. Function signature of mat_mudttol

Themat mult_colcompute kernel s a A simgemeéntation amatrix
multiplication using thenat_transcompute kernel anthemat_multcompute kernelt

essentially performs taanspose on thew_bby col matrix b, and themmatrix-multipliesthe

1€



row_aby col matrix a by thetransposednatrixb. The result is saved as@v_abyrow b
matrixret_val In mathematical terms,
i Qoo Otw
Themat_mult_colcompute kernel ha®(row_a *row_b * col) time complexity.
mat_mult_row

Figure2-8 presents the function signature of that_mult_rowcompute kernel.

void mat _mult_row( data t *ret val, const data t *a, const data_t *b,
int col_a, int colb, int row,
OclWorkEngine * engine = NULL)

Figure2-8. Function signature of mat_mult_row

Themat_mult row compute kernel isreotherii s hor t hando | mpl ement at i
multiplication using thenat_transcompute kernel and thieat_multcompute kernel. It
essentially performs a transpose onrtha& by col_a matrixa, and then matrixmultiplies the
transposed matria by therow by col b matrixb. The result is saved asal_aby col_b matrix
ret_val In mathematical terms,
QoA 0t

Themat_mult_rowcompute kernel haS(col_a * col_b * row) time complexity.
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2.2.4 Sochastic gradient decent (SGDaining cycle

Figure2-9 illustrates the workflow of a training epoch on a single machine.

( Start of Epoch )

Y

Random Shuffle

Y

Training
Iterations

Y

Evaluation (Optional)

Y

( End of Epoch )

Start of Iteration

Copy Mini-batch Data

!

Forward Pass

!

Compute Cost
Derivative

!

Backward Pass

!

Update Weights
& Biases

End of Iteration

.

Figure2-9. Training epoch workflow oa single machine

In each training epoch, a number of steps/iterations will be performed depending on the

mini-batch sizeT o

ma i

nt ai

n

consistency

[@],ithe Forwald pads,s e n 6 s

the compute cost derivative process and thewaxk pass together are referred to as

backpropagation

Beforeexplairing the implementation fathe subprocedurs in detail thenotaions of

variablesand functionsare listedn Table2-2 for better mathematical representation.
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. Cor_responding Variable or "
Notation | Variable Name . Definition
: Function
(If Applicable)

0 num_layers variable total number of layers

€ train_data_size| variable training data size

a mini_batch_sizg  variable mini-batch size

W activations[0] variable copiedtraining data input§mini-batch)
() i variable copiedtraining data output@nini-batch)
0 weightg] variable weights(by layer)

0 biase§| variable biases (by layer)

0 variable cost derivativegby layer)

W activationg] variable activatiors of neurongby layel)

Y function sigmoid function

Y function sigmoid prime function

” primeg] variable sigmoidfunction derivative (by layer)
ny nabla_w] variable partial derivatives of weighiby layer)
1) nabla ] variable partial derivatives of biasé€by layer)
- eta variable learning rate

_ lambda variable normalization factor

Table2-2. Function signature of sigmoid

The detailed mathematical derivation and proof of eackpsotess is beyond the scope

of this project[6] is recommendetbr further reading.

Random shuffle and copy minibatch data

Shuffling the dataset memodirectly can cause unnecessary overheadn the data

width is large When considering extending the implementation to a distributed sdttimng to

synchronize on the entire shuffled datasetn efficient design choicénstead simply create a

vector of indicesshuffle the indiceand then copy thdata entry corregmding to the indiceby

themini-batch sizdor each training iteratiarin the process of copyy minibatch data, the

current minibatchis copiedto the first activation layeactivations[0]
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Forward pass
The forward pass propagatvaluesincluding he activations and sigmoid derivatives
from the input layeall the way up to the final output layén. mathematical terms, the process is
expressed as
@ Yoo @ @ & O TAMA @
., YoOto &  &E O DAWA Q

Thecorrespondingmplementation is listed iRigure2-10.

for (int i= 0;i< num_layers - 1;i++) {

mat_mult_col (activati ons[i+ 1], activations [i], weights [i],
worker_batch_size , sizes [i+ 1], sizes [i], engine );

mat_vec_add ( activations [i(+ 1], biases [i],

worker_batch_size , Sizes [i+ 1], engine );
sigmoid_prime  ( primes [i], activations [i+ 1],
worker_batch_size * sizes [i+ 1], engine );
sigmoid ( activations [i(+ 1], worker_batch_size * sizes [i+ 1], engine );

Figure2-10. Forward pasgmplementation

Compute costderivative
As the name implies, computing cost derivais/éhe process @enerating the
derivatives of the cost functidor the propagatedutputagainst the ground trutkor the cross
entropy cost functionhte mathematical representation of thisragien is simply
NG @ @

The corresponding implementation is listedrigure2-11.

for (int i= 0;i< worker_batch_size * sizes [ num_layers - 1];i++){

nabla b [ num_layers - 2][i]= activations [ num_layers - 1][i] - y[il;

Figure2-11. Cost derivativémplementation
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Backward pass

The kackwardpass of the training iteratiamomputes the gradients of each activation
layer based on the cost derivativespracice, the backward pass shouddst the largest portion
of execution timen thesequentiatraining procesbecause of theatrix multipicatiors
involved

In mathematical terms,

no ne to §°Y Al O MAMA®h ET OAOAOOA 1 OAAOD
ng et Al O MAMAGh ET OAOAOOGA 1 OAAO

Figure2-12 shows the implementation for the backward pass.

mat_mult_row (nabla_w [ num_layers -2], nabla_b [ num_layers - 2],
activations [ num_layers -2], sizes [num_layers -1], sizes [ num_layers - 2],

worker_batch_size , engine );
for (int i= num_layers - 3;i>= 0;i --){

mat_mult (nabla_b i, nabla b [i+ 1], weights [i+ 1], worker_batch_size
sizes [i+ 2], sizes [i+ 1], engine );

vec_mult (nabla_b [i], primes [i], worker_batch_size * sizes [i+ 1],
engine );

mat_mult_row ( nabla_w [i], nabla_b [il, activations [i1, sizes [i+ 1],

sizes i, worker_batch_size , engine );

Figure2-12. Backward passnplementation

Update mini-batch
The minibatch update is the fastep in a training iteration where the computed gradients

areapplied to the parameteiBhe mathematical representati@n this procedure is

~ ~

o O d:'t'n&) Al O TAMA &

0 p _é—=0 dlfno Al O AR &
The implementation for midbatch update is included Figure2-13.
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for (int j= 0;j< worker_batch_size D) |
for (int i= 0;i< num_layers - 1;i++) {
for (int k= 0;k< sizes [i+ 1]; k++){
biases [i][k] = biases [i][K] - (eta/ worker_batch_size ) *
nabla_b_sum T[i][j * sizes [i+ 1]+K];
}
}
}
data t reg= 1.0 - eta*Imbda/ train_data_size ;
for (int i= 0;i< num_layers - 1;i++){
for (int j= 0;j< sizes [i+ 1]1* sizes [i];j++){
weights [i][j] = reg * weights [i][j] - (eta/ worker_batch_size )*
nabla_w_sum [i][j];
}
}

Figure2-13. Update minibatchimplementation

Evaluation (optional)

The network is evaluated against the test datdtst each training epociihe evaluation
processs markedas optional becauseist does nohecessarilyaffect the training procedure. For
the practical usage of a learning model, of courssgsurementare requiredn how well the
learner has achiedaftera certain number dfainingepochsHowever, one could also argue
about the number of epochstweereach evaluatiorin this projectthe models evaluated
against the entire test set after each epocthe sake obothmodelintegrity and
canonicalization

The evaluation procedure performs the forward pass on the testampicismes up with

the predictedutput label fronthe neuron in the output layer with the highestivation value.
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The total number of correct prediat®are counted by comparing the predicted output and the

ground truthFigure2-14 covers the implementation of the evaluation process.

int  num_iterations = worker_test_size | worker_batch_size ;
int arg_max;
data t *cell;

int sum= O;

for (int i= 0;i<num_iterations; i++) {
for (int j= 0;j< worker_batch_size * sizes [0]; j++) {
activations [ O][j] = test_data_x[i* worker_batch_size *sizes [0] +]];
}

feedforward  ();

for (int j= 0;j< worker_batch_size pJHH) {
arg_max=0;
cell=& activations [ num_layers -1][j* sizes [ num_layers - 1]];
for (int k= 1;k< sizes [num_layers -1]; k++){

if  (cell[k] > cell[arg_max]) {

arg_max = k;
}
}
if (arg_max == int )test data y[i* worker_batch_size +iD{
sum-++;
}

Figure2-14. Evaluationimplementation

23



2.3 Trial run

Till this point, the majority of the structuregededo train a neural network model
sequentiallyhave been coverédBeforeexploiting the parallelization possibilitieghe
implementations testedusing the MNIST datasét order to check whethéne sequential

model islearning properlyFigure2-15is an excerpt output log far 30epoch training session.

Epoch O

Random shuffle (ms): 1

Copy shuffled data (ms): 16 Epoch 9

Back propagation (ms): 4988 Random shuffle (ms): 1

Update w & b (ms): 73 Copy shuffled data (ms): 15

Evaluation (ms): 699 Back propagation (ms): 4849

Total (ms): 5850 Update w & b (ms): 67

Test accuracy: 9552 / 10000 Evaluation (ms): 697
Total (ms): 5692

Epoch 1 Test accuracy: 9732 / 10000

Random shuffle (ms): 1

Copy shuffled data (ms): 15

Back propagation (ms): 4911

Update w & b (ms): 69 Epoch 29

Evaluation (ms): 698 Random shuffle (ms): 1

Total (ms): 5761 Copy shuffled data (ms): 15

Test accuracy: 9646 / 10000 Back propagation (ms): 4875
Update w & b (ms): 67

Epoch 2 Evaluation (ms): 694

Random shuffle (ms): 1 Total (ms): 5716

Copy shuffled data (ms): 15 Test accuracy: 9781 / 10000

Back propagation (ms): 4868

Update w & b (ms): 68

Evaluation (ms): 694

Total (ms): 5710

Test accuracy: 9703 / 10000

Figure2-15. Excerptoutputlog of 30 epochs using sequential implementation

In this trial run,a neuralnetworkmodelwith 1 hidden layer of 100 neuroisstrained
—set to 0.5 and set to 5.0After 30 training epochdhe model achieves test accuracy of 97.81

percentwhich is on par with th87.92 percent claimed Kg] using the same setuphe fact that

3 The sequential implementation of the compute kernels is very intuitive and thus not discussed in this chapter.
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the test accuracy started as high as 95.52 and gradually incréase@deh epoch is a sign that

themodel is sound.

2.4 Parallelization using heterogeneous compute devices

Fromtiming resultsin thetrial run output(Figure2-15), it is obvious that the
backpropagatioprocess takethe majority of theexecutiontime. The second most time
consuming pdion is evaluation. Both backpropagation awhluation consist mainly
invocations of the compute kernels covepeeviouslyin Chapter2.2.3

In the trial runscompiling the sequentiainplementation using th&3 flag will provide
up to 4 times speed uphis is a joint result of loop unfolding, AVXupport and other compiler
optimizations.The sequential implementation @dmpute kernelsainly involvesrepeatng
operatios that do not have dependencies in betwAsranexamplethe sigmoidcompute
kernelas listed inFigure2-16, simply computes theigmoid function for each independent
element in theet_valarray This presents an opportunity to execute the same opefatieach

element in parallel.

for (int i= 0;i<size;i++){
ret_val[i] = 1.0 /( 1.0 + exp(-ret vall]);
}

Figure2-16. Sequentiaimplementatiorof the sigmoid compute kernel

At the timethis thesis is writtenaconsumergrademulti-core CPU would typically have
core countsio more tharB. On the other hand, amtry leveldedicated graphics cards or even an
integrated graphics card on the CPU can have morethaonresmaking the cost per core much
lower on theside of GPUsAl t hough t he term fAcohe€PUvithe def i ne
GPU which poses somewhat unfair comparisoib,js still considered reasonahlsing the core
count asameasurment of the ability to paralledomputesmall and simple taskSince the
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operations for the compute kernels are simple and mostly free of beausing GPUs would
pay off in the long rutin terms ofcompute power over cost, especialligen theworkload is
heavy Apart from the additionatore countGPU alsoschedules a number of tasks
simultaneously and utilizes fast context switches to hide memory latencies.

The OpenCL 1.2 standard is used in ordeinterface with a GPlhecause it is not tied
to a specific vendaandnot restricted to GPUs alon@. order to dispatch the computationally
intensive tasks onto the GPU, pieces of implementation are needfel the hostandfor the
compute devicel'he host irthis projectis the CPU that executes tivain framework for
training the neural network moddlhe compute device can bay SIMD architecture such as
GPU, FPGA or even CPU that supmoitteOpenCL standardd compute device consists af
number ofcompute unitsand inside each compute unit, there is a numbpraxfessing
elemend. The hardware counterpauf these terms varlyy architectureand vendar

A program that gets executed on the compute deansists of functionsalled OpenCL
kernek. Figure2-17 providesthesource codef the OpenCL kerngdrogramfor the compute
kernelsused inthelearnemodel Note that the ainmereis not to build the fastest possible
implementationbecause djpmization often depends on thgpecific device and platforosed.
However,one cannot omit the fact that@re sophisticated implementatioray experience
significantly speedip using techniques such sstting up memory barriers and balancing the
workloadon eaclprocessing elementhesimple and straighiorwardimplementatioruses
global memory onlybecausehe focus of théiming amalysisis on scaling instead of raw

performance oéxecution time.

26



typedef float data_t;

{

{

{

}

}

kernel  void sigmo id( __global data t*s)

int  gid = get_global_id( 0);
s[gid] = 1.0 /( 1.0 +exp( -s[gid]);
kernel  void sigmoid_prime( _ global data t* sp,
__global const data t*z)

int  gid = get_global_id( 0);
data_ts = 1.0 /( 1.0 +exp( -z[gid]);
sp[gid] =s * ( 1.0 - s);

kernel void vec mult( _ global data t*b,
__global const data t*a)

int  gid = get_global_id( 0);
b[gid] *= a[gid];

kernel void mat vec_add( _ global data_t* mat,
__global const data_t* vec,

int  col)

int gid x = get_global_id( 0);

int gid_y = get_global_id( 1);

mat[gid_y * col + gid_x] += vec[gid_x];

kernel void nmat trans( _ global data_t*ret mat,

__global const data_t* src_mat,
int row, int col)

int gid x = get_global_id( 0);

int gid_y = get_global_id( 1);

ret_mat[gid_y * row + gid_x] = src_mat[gid_x * col + gid_y];

kernel void mat mult( _ global data t*c,
__global const data_t*a,
__global const data_t* b,
int row_b, int col_b)

const int gid_x =get _global_id( 0);
const int gid_y =get global _id( 1);
data_tvalue = 0;

for (int k= 0;k<row_b; k++){
value += a[gid_y * row_b + k] * b[k * col_b + gid_x];

c[gid_y * col_b + gid_x] = value;

Figure2-17. Implementation foOpenCL kernel®n compute device
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A running instance of an OpenCletkel is called a workem.[20] s t at e swork-h a t
item is executed by one or more processing elements as paxbof-group executing on a
compute unid. Each workitem is associated withglobal ID that serves as an indexing scheme
to uniquely identity itselfThe indexing can be-dimensional, and up to@mensonal
depending on the work dimensiohable2-3 summarizes thevork dimension of each kernel and

lists whether or not it contains loops or not.

Kernel Name | Work Dimension | Contain Loops? Corresponding
Compute Kernel(s)
sigmoid 1 No sigmoid
sigmoid_prime 1 No sigmoid_prime
vec_mult 1 No vec_mult
mat_vec add 2 No mat vec add
mat_trans 2 No mat_trans
mat_mult,
mat_mult 2 Yes mat_mult_col,
mat_mult_row

Table2-3. Work dimenson and complexitypf each OpenCL kernel

In order to easier sep the host side and communicate with tdoenpute deviceshe
OclWorkEngineclass ismplementedasa dedicéed framework for using OpenCL. The detalil

usage along with design ideas®vered inChapter3.2

2.5 Extensionto distributed learning using MPI

There is always a limit to the number of compute dewasedlable on a single hostor
GPUs,this generally meanthe maximum number of P&Express lanes a singlPU socket can
support.Another direction of parallelism is tordinate with multiple instances of hosihis is
often calleddistributed learning

Theopen standard message passmerface (MPI)is usedor communication between

nodes.Table2-4 lists the MPI operationgsed inthedistributed learner implementation.
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Operation Name | MPI function Definition
broadcast MPI_Bcast Broadcast a message from the root process
Applies a reduction operation on all tasks and pla

reduce MPI_Reduce the result in the receive buffer on tloot process
scatter MPI_Scatter Each process receives a segment from the rog
gather MPI_Gather Each process sends contents to the root (opposit

scatter)
Table2-4. MPI operations used in tliistributed learnej24]

Figure2-18 andFigure2-19illustrates the epoch workflow and iteration workflow

respectivelypf adistributedtraining sessiorusingMPI with 3 workers as an example.

Worker 1 Worker 0 Worker 2
(Master)
Start of Epoch ‘ ( Start of Epoch ) Start of Epoch
vy

Shuffle Data Entry
Indices & Broadcast

[

v v '
Training ‘ Training ' Training
Iterations Iterations Iterations
vy
Broadcast Parameters
(Optional)

v v v
Evaluation (Optional) ‘ Evaluation (Optional) Evaluation (Optional)
21}

Reduce Correct Count
(Optional)

A

End of Epoch ( End of Epoch ) End of Epoch

Figure2-18. Training epoch workflow of distributed learning using MPI
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Worker 1 7 Worker 0 Worker 2

(Master)
Start of Iteration ( Start of Iteration ) Start of Iteration
* v ‘

Broadcast Parameters

v . v '

Copy Mini-batch Data Copy Mini-batch Data Copy Mini-batch Data
Forward Pass Forward Pass Forward Pass
Compute Cost Compute Cost Compute Cost

Derivative Derivative Derivative
Backward Pass Backward Pass Backward Pass
11!

Reduce Gradients
&

Update Parameters

Y

End of Iteration ‘ End of Iteration } End of Iteration

Figure2-19. Training teration workflow of distributed learning using MPI

Thedistributedimplementatiortakesthe synchronous approadkt the beginning of each
epochthe indices of the training dataset are shuffled on the master and then scattered to the
other workersAt the beginning of eaciteration, all parameters are broasiciall workers
other than the mastdn addition,the gradients of each worker asglucedvia summatiorand
applied to the parameters at the end of each training iter&tioce the parameters used for each
training iteration are identical across all warkethe distributed implementation is functionally
equivalent to theequential versian
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Chapter 3 Framework APIs
This chapter documents the APIs of the framewdbespite the focus beirtge public
APIs, insightsare providedn theinternaldata structurefr usingthe APIs more effectivelyA
brief usage xampleis also includedor each of the framework
Forimplementation details armbmplete source code, refer to the supplement source files

underficppb.

3.1 The Network class:framework for dense reural network

Thedenseneural networkrameworkis implemented as a C++ clasamed afNetwork
3.1.1 Constructor

The constructor as presentedrigure3-1 takes in two madatory/required parameters,
namelysizesandnum_layersThe former is a pointer to all array that specifies the fully
connected neural network structure, including the input layer and the output layer, whereas the

later specifies the number of layerg(the size of the array).

Network( const int * sizes, int  num_layers, bool useOCL = false
bool useMPl= false , std :: ostream * out =&std :: cout );

Figure3-1. Network clasgonstructor

There are three optional parametditlsese optional parameteaow the user to specify
if OpenCL devices are involved via theeOCLflag, and to specify if distributetbarningis
used via theiseMPlIflag, and finally to specifyf an output location other thaie standard
output is usede.g. storing the log information into a separate text. fl@ure3-2 provides a

simple example of instantiating a network instance.
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int  sizes[ 3]= [784, 30, 10];

Network net(sizes, 3, useOCL, useMPI);

Figure3-2. Network class instantiation example

In this examplea network of three layeis createdincluding an input layer of 784
neurons, a hidden layer of 30 neurons, and an output layer of 10 ndtidistsibuted learning
is enabled as specified by theeMPIflag, every work nodspawnedvill instantiate & own
network instancevith anidentical layer structure
3.1.2 Loaddataset

Once a network is instantiated, the dataset can be loaded uslogdhdatasetmethod
(Figure3-3). The user needs to provide the file location for both the training data file of
train_data_sizenumber of training examples and the test data fitesif data_sizaumber of

test examples.

void load dataset( const char *train_file_name, const char *test file_name,
int train_data_size, int test data_size);

Figure3-3. Network clasdoad_dataset method

The expected data file format follows the binarysien of CIFAR10 datasef25]. For
each image»ample, the first byte is the output label, and the gt _layer sizewumber of
bytes are the values of the pixels of the image. For the MNIST training dataset, the data file

would be formatted as irigure3-4. The datasefiles areincludedunderficpp/neuralnet_data/.

<1 x label><784 x pixel>

<1 x label><784 x pixel>
(for 50,000 examples)

Figure3-4. MINIST data file format
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If distributed learninds enabled as specified by taseMPIflag, an additional step of
MPI Bcastoperatiorwill be performed in order to broadcabke datasets tall worker nodes
other tharthe master nodé\nd in this case, my the master node wilerform the actual file
read.
3.1.3 Training using tochastic gradientlescent

Calling the SGD method-{gure3-5) starts the training process for a given number of

epochs.

void SGD(nt epochs, int mini_batch_size, data_t eta, data_t Imbda);

Figure3-5. Network class SGD method

Themini_batch_siz@arameter indicates tmeimber of examples trained irsmgle
iteration.For amini-batchsize of 10, this would medakD examples traineghch iteration for a
total of50,000 / 10 = 5,000 iteratioms one epochThe parametegtaspecifiesthe learning rate,
and the parametémbdais a normalization factarsed to achieve better training accuradye
lasttwo tuning @rameters are equivalent to those used in the Python vergatemented by
Michael Nielsor6]. Note that the data type is parameterizedaa_tso that the user may
configure adloat or double

If distributed learning is eabled as specified by theseMPIflag, each node will start the
training process asynchronousilypon calling thesGDmethod.The synchronization points will
be reached when the corresgomg MPI operations are called, such as wienmastenode

broadcats the uplated weights and biasesaiff layers at the beginning ofachtrainingiteration.

4 Note that this does not mean the implementation is asynchronous. It is simply thetfinetrthare parts in the
training where each worker performs asynchronous computation locally.
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3.1.4 Example usage

Figure3-6 demonstrates a usage exampbmT instantiation tanSGD training session.

bool useOCL = true ;

bool useMPl= true ;

int sizes[ 3]= [784, 30, 10];

Network net(sizes, 3,useOCL, useMPI);

net. load dataset ("mnist_train.bin" , 'mnist_test.bin" , 50000, 10000);

net. SGI¥30, 1000, 0.5, 0.0 );

Figure3-6. Network class usage example

In this simple example, a network with one hiddegyrer is insantiated for the MNIST
dataset. TheseOCLanduseMPIflags are both enabled, implyirggdistributed learningcenario
with multiple compute deviceéfter loading the dataset files, th&8 training process
performs 30 epochs with a mibatd size of 1000, a learning rate of Orida default 0.0

normalization fator.

3.2 The OclWorkEngine class abstraction interface for OpenCL

The OclWorkEngineclass is a utility class fanitigating the overhead whessing the
OpenCL C++ framework inrder to perform parallel computation @penCLcompatible
devicessuch assPUs.The implementation dbclWorkEnginas built based orthe utility
functionsprovided in OpenCL Programming Guifis)].
3.2.1 Constructor

The constructor of th®clWorkEngineclass is presented Figure3-7. It takes in two

optional parameters.

OclWorkEngine( int index= 0, bool enableProfiling = fal se);

Figure3-7. OclWorkEngine class constructor
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The former parameténdexis used for organizing the usage of multiple GPUs on various
compute nodes in the distributed learning mode. The latigole Profilingis for timing
purposes. Setting the value true enables moregfiamed timing measurements using the
OpenCL profiling features available on the compute devices, yet it may affect the performance.
Upon instantiating a®clWorkEnginenstarce, the context and command queue are allocated.

Although the target OpenCL compute devices are GPUs, there should be minimal
modification to the source necessary for using other architectures that support OpenCL 1.2
standard.
3.2.2 Create OpenCL program

ThecreateProgrammethod(Figure3-8) compiles the OpenCL program fiend

internally stores a handle to the OpenCL program object.

void createProgram( const char * fileName);

Figure3-8. OclWorkEngine createProgram method

In case an error occurs when the program fails to compile, the program build log will
display as the error message.
3.2.3 Create OpenCL kernels

ThecreateKernel metho@Figure3-9) essentially calls thelCreateKernefunctionfrom

the OpenCL 1.2 API tgenerate a handle of the kernel ohject

void createKernel (const char * kernelName);

Figure3-9. OclWorkEngine class createKernel method

Internally the kernel handle is stored in the hash kesmpelsas a C+t1 standard
unordered_mapand the memory objects hash nmpmObjectadds the kernel object handle as

a new keyready to allocate buffasbjectsdepending on the kernel arguments.
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It is important to note that thereate Progranmethod must be invoked before calling the
createKenel method, otherwise an error message will display bedéwas@penCL program is
not compiled yet.

3.2.4 Set OpenCL kernel arguments

The setKernelArg rthod(Figure3-10) sets the argument for the kernel.

cl_ulong  setKernelArg( const char * kernelName, int argindex,
cl_mem_flags memFlag, size t size, const void *argValue
cl bool blocking = CL FALSB);

Figure3-10. OclWorkEngine class setKernelArg method

If the argument is ainglevalue, thememFlagparameter should be det0. Otherwise if
the argument is an array, the memFlag should be CL_MEM_READ foramgdontent or
CL_MEM_READ_WRITE for bothreading and as return valud$esizeparameter should
indicate the size of memory pointed by HrgValueparamete(e.g.sized(int) if passing a
singleint variable).For arraysthe memory objects hash maygmObjeci{&ernel] attempts to
addthe keyvalue pair othe kernel argument indeargindexandthe allocated buffer object for
futurereference

For timing purposesheblockingparameter specifies if thmethod blocks and return
after the memory object (if applicable) has been created and the corresponding data has been
transferred to theompue device.

3.2.5 Enqueue OpenCL kernel
TheenqueueKernahethod Figure3-11) enqueues theork itemsfor executionon the

compute device

cl_ulong  enqueueKernel(

const char * kernelName, cl_uint workDim,
const size t *globalWorkSize, const size t *localWorkSize
bool blocking = false );

Figure3-11. OclWorkEngine class enqueueKernel method
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ThekernelNamgarameter specifies the name of the kernel for executiorw®Hedim
parameter indicates the dimension of the index speueglobalWorkSizgparameter sets the
total number of work items (i.e. number of kernel instances) on each index space dimension, and
thelocalWorkSizgeparameter sets the number of work items on each index space dimension in an
OpenCL workgroupThe parameteraorkDim, globalWorkSizeandlocalWorkSizeare
equivalent tahe OpenCL 1.2 specificatiof20].

For timing purposes, thaockingparameter specifiegéthe method blocks and return
after all work items have capfeted execution on the compute device.
3.2.6 Enqueue OpenCL buffer read

The enqueueReadBuffer meth@igure3-12) enqueues the buffeeadcommand.

cl_ulong  enqueueReadBuffer(
const char * kernelName, int  argindex, size t size, void *result,
cl_bool  blocking = CL_TRUB;

Figure3-12. OclWorkEngine class enqueueReadBuffer method

The host memory location is indicated by thsultparameterTheargindexparameter
must be the same as previously specified by invokingeti€ernelArgnethod.
For timing purposes, thaockingparameter specifies if the method blocks and return

afterall values have been transferred from the compute dbuicketo the host memary
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3.2.7 Example usage
Figure3-13 shows an example usage of DelWorkEngineclass thaperforms the

sigmoid function on all values in the arrest_val

/I Dynamically instantiate engine, enable profiling
OclWorkEngine  *engine =  new OclWorkEngine( 0, true );

/I Compile the program file
engine - >createProgram( OCL_PROGRAM

/I Create kernel
engine - >createKernel (SIGMOID_KERNEL);

/I Set kernel arguments and create OpenCL buffer object
elapsed =engine ->setKernelArg (SIGMOID_KERNEL, 0, CL_MEM_READ_WRITE,
size*  sizeof (data_t ), ret_val, CL_TRUB;

/I Enqueue kernel for execution
elapsed =-engine ->enqueueKernel (SIGMOID_KERNEL 1, globalWorkSize, NULL,
true );

/I Copy back results from compute device to host
elapsed = engine - >enqueueReadBuffer ( SIGMOID_KERNEL O,
size* sizeof (data t ),ret val);

Figure3-13. OclWorkEngine clasasage example

Since the sigmoid kernel is all operation, the only argument that needs to be passed to

the kernel is the array. The size of the array is passed as the global wark thiaeeach
instance of the kernel is handled on gmecessing elemenifter the enqueued kernisl

completedthe values are copied from thaffer object to theet_valarray.

3.3 The NanoTimer class: nanosecongrecision timer

TheNanoTimerclass is a utility class foneasuring the elapsed time on the host

machinelt is based otimer.hin C11,which provides théimespecstruct holding an interval

broken down into seconds and nanosecamdistheclock gettimdunction forretrieving the

current time[27]. When calling theslock _gettimdunction, CLOCK _REALTIMEs usedo get

thetotal elapsed time, because a large portion of the OpenCL kernel execution aretedropl
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the compute device, which does add uptowards processor time on the CPWerefore,
measuring the total elapsed tinseai morgorecisereflectionof theactualperformance.
3.3.1 Constructor

The only constructor is the default construgteigure3-14).

NanoTimer();

Figure3-14. NanoTimer class constructor

In essene, there are three storage pieces:
1. The start timas atimespecstructindicating the start of the current measuring
interval of interest.
2. The end time astmespedcstruct indicating the end of the current measuring interval
of interest.
3. A differentialinterval represented by two separailet64 tvalues which stand for
second anthe remainder imanoseconds.
Upon instantiation, the default constructor stores the current titnetlathe start time
and the end timand sets the differential interval to zero
3.3.2 Restart, stop and resume timer
Figure3-15 lists the restart method, the stop method ardésume methasdor the

timer.

void restart();
void  stop();

void resume();

Figure3-15. NanoTimerclass restart method, stop method and resume ngethod
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The restart method reinitializes the timer and clears any previously recorded time. The
stop methodipdategheinternally-stored end timesingthe current timeThe resume method
updates the differeiail interval bycomputing the elapsed tintkenrestarts the timer.

3.3.3 Get elapsed time
As perFigure3-16, there are two methods for retrieving the elapsed time fromeat

instance.

void getElapsed( uint64 _t &sec, uint64_t  &nano);

uint64_t getElapsedMS();

Figure3-16. NanoTimerclassget elapsed timmethod

ThegetElapsednethod provides nanosecond resolution. The user negdssdwo
variables as reference in order to get the time vallesgetElapsedM$ethod is dishorthand

way ofretrievingthe time elapsed converted to the closest millisecond (rounded down).
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3.3.4 Example usage
Figure3-17 demonstrates agxample for using thanoTimerclass.Both methods for

retrieving the elapsed time are used in this example.

/I Instantia te a timer
NanoTimer timer;

/I Restart the timer
timer. restart ();

I i /
/] Task to execute i
i /

/I Stop the timer
timer. stop ();

/I Get elapsed time in millisecond
std :: cout << "Elapsedinms :" << timer. getElapsed MY) << std :: endl ;

/I Resume the timer
timer. resume ();

I i
/I More task to execute //
Hinnnn

/[ Stop the timer
timer. stop ();

/I Get elapsed time as seconds and nanoseconds
uinté4_t sec, hano;
timer. getElapsed (sec,nano );

std :: cout << "Elapsedinns ;" << (sec* 1.0 * 1e9 +nano) << std :: endl ;

Figure3-17. NanoTimer class usage example

41



Chapter 4 Benchmark Results

4.1 Experimental Setup
4.1.1 Hardware specifications

The benchmarks are run dretNewRiverGPU compute engine clustef Virginia Tech
Advanced Research Computing (ARThe hardware specificains ofeach node ithe GPU
compute engine are listed as follows:

1 CPU:2 xE52680v4 2.4GHz (Broadwe|lR8 cores

1 RAM:512 GB

1 GPU: 2 x NVIDIA P100 GPU

1 Local disk: 2 x 200GB SSD

1 Inter-node network100 Gbps EDRnfiniband providinglow latency communication

between compute nodes for MPI traffic

The NewRivercluster uses the Terascale Oysenirce Resource and QUEue Manager
(TORQUE) for managing theesource allocation£8§]. It uses Portable Batch SystéRBS) for
job schedulingOpenCL 1.2s provided by NIVIDIA CUDA 8.0.61. The MPI implementation is
provided by MVAPICH2 (ver 2.2a), which is based on MPI 3.1 stand@#id
4.1.2 Benchmarkindhe Network class

The epoch timés benchmarkedébr trainingneural networks of varying layer sizegh
differenthardware resourceBecause the control flow of each training episcidentical,
training accuracys irrelevant to the@xecution timeThetiming data for thdirst 10 training
epochsare collecteds thebasis forthe analysis

Thebenchmark test is to rithe SGD training algorithman the MNIST datasetnder

different configurationsThere are three configurakdspects:
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1. Number of workersthis essentially means the number of cores runthiedraining
instancg(oneinstancévorkeroneach core)

2. Mini-batch size: number of examples trained in each iteration for all workers
combinedNote that the batch size per worker (i.e. worker batod) sscdculated
using integer division, which means for smaller rbaich sizes, the total number of
trained examples may be less than the configured(§iaeinstance, a mirbatch
size of 1@ on 8 workers would rest in only 12 examples traineder worker)

3. Network structure: this specifies th&den layer sizes.

Thevalues of thehree configurabléems ardisted inTable4-1 for CPU and Table4-2

for GPU, respectively.

Configured Item Values
number of workers 1,2,4,8,16, 32
mini-batch size 100, 1000, 2000, 5000, 10000

1 hidden layer:
[32], [64], [128], [256],[512]

network structure 2 hidden layers:
(hiddenlayer sizes) [32, 16], [32, 32], [32, 64],

[64, 16], [64, 32], [64, 64],
[128, 16], [128, 32], [128, 64],
[256, 16], [256, 32], [256, 64]

Table4-1. Configureditemsandcorrespondingaluesfor tests using CPU

Configured Item Values
number of workers 1,2,3,4,5,6,7,8
mini-batch size 10, 100, 1000, 2000, 5000, 10000

1 hidden layer:
[32], [64], [128], [256€], [512]

2 hidden layers:

(Qﬁmﬁ ;gr“;t;‘éi) [32, 16], [32, 32], [32, 64]32, 128],
[64, 16], [64, 32], [64, 64]64, 128],

[128, 16], [128, 32], [128, 64128, 128],

[256, 16], [256, 32], [256, 64]256, 128],

[512 ,16], [512, 32], [512, 64], [512, 128]

Table4-2. Configured items and corresponding values for tests using GPU
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For CPU, the allocateasources on the GPU cluster are 4 nodes witBR8 cores on
each node. For GPU, the allocated resources on the GPU akestenodes with 2 CPU cores
and 2 GPUs on each node.each training epoch, thiene measurementge outputtedor the

operatios listed inTable4-3.

Operation Use OpenCL Use MPI?
Kernels?

random shuffle No No
MPI scatter indices No Yes
copy shuffled data No No
MPI bcast train No No
backpropagation Yes No
MPI reduce (gradients) No Yes
update weights & biaseg No No
MPI bcast (evaluation) No Yes
evaluation No No
MPI reduce (evaluation) No Yes

Table4-3. Measuredperationsn Network class benchmark

Since there are components that use OpenCL kernels or the MPI, both the
OclWorkEngineclass and the key MPI operations for fi&ined analyses are benchmarked.

Last but not leasthe source codmcluding the Makefildor the Networkclass
benchmarkis nder fAcpp/ neuralnet/ o
4.1.3 Benchmarkinghe OclWorkEngine class

TheOpenCL implementation of theompute kernelssingthe OclWorkEngineclassis
benchmarkedRecall inTable2-3 there are three types OpenCLkernels:

1. 1-D kernels:sigmoid sigmoid_primevec_mult

2. 2-D kernels without loopsnat_vec_mujtmat_trans

3. 2-D kernels withoops:mat_mult

Table4-4 lists the input sizes for each type of kerr&dr each 1D kernel, the size on the

only work dimensions varied For each 2D kernel without loops, the sizes on batbrk
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dimensionsare vared, namely row and camn And lastly for the2-D kernelswith loops,both

therow sizeandthecolumnsize are variedas well aghe number of loop iterations in the kernel

loop.
OpenCL | Corresponding | Corresponding
Kernel Compute OpenCL Input Sizes
Type Kernel(s) Kernel(s)
sigmoid, sigmoid, o o
1-D sigmoid_prime,| sigmoid_prime, OEUA AI'® ohg 1
vec_mult vec_mult
wﬁ;wlzut mat_vec_add,| mat_vec_add, Ol x OE& ER® vip ¢h
lo0ps mat_trans mat_trans AT 1 011 ¢cOEWA vip ¢
2D mat_mult, Ol x OE ER® UvaqFl )
with loops | Mat_mult_col, mat_mult AT 1T OI T cOETWA vip ch
PS | mat_mult_row 111D EOAOAIGS IivipQ@

Table4-4. Work dimension andomplexity of each OpenCL kernel

Both the sequential (CPUandthe OpenCLGPU)implementation of the compute
kernels are testeéor isolating thetest environmenirom potentialsharinguserstheentirenode
is allocated wittall 28 cores and 1 GPU.

The source code for t@clWorkEngineclassis nc | uded own deenrg i icep p/e st |
4.1.4 Benchmarking MPI performances

Sincethefocus is on the training epoch, the only two MPI operatimrschmarkdare
MPI_BcastandMPI_ReduceFa the MPI benchmark, both the input size anditheware
resource allocatioare variedn orde to study theeffects ofthe node structure

Table4-5 lists theconfigurations fotesting thewo MPI operationsNote that the

allocation on the NewRiver cluster for this project is limited to a maximum of 8 nodes.
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Combute Processors
Operations b Input Sizes per Node Processor Counts
Nodes
(PPN)
1 1, 2, e,
2 1, 2, e,
MPI1_Bcast, e ~ 4 1, 2, é,
MPI Reduce| °© CRET i o 8 1, 2, &,
16 1,2,4,8, 16, 24, 32, 48,
64, 80, 96, 112, 128
Table4-5. Configuration oMPI benchmark
The source code for the MPipt epefati ons

4.1.5 Notes on availabilities of benchmark results

Due to the vast number of input combination tested, it is impossible to present and

discuss all results in this thesis.rRbe purpose of explaining the key aspects, tedyured

examples are presented angblaired However, the complete output logiee includedinder

A benchma r. kadilition jheiPythoa implementation for plotting and madglthe

various executio timesi s

i ncluded
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4.2 Benchmark results of the Network class
Theepoch time averaged over 10 eposhsonvertedo the number of examples trained
permillisecond the comiinedthroughputof all workers:

AEOI OCEBOOARAAO T £ AgAi PI AO o 4OA Al 4C ] ‘A%OQIOE
¢ SKEAPAD 1 At 0k
The throughput igs a function oboththe total number of workers and the maitch

size.In addition,the speedip over each dimensios calculatedas
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for each worker count.

Figure4-1 shows the throughput dhe smallessized neural networ{784, 32, 10])
versusthe largestsized ([784, 256, 64, 10]) testash the CPU Figure4-2 shows the speedp
over worker countor each minibatch sizeandFigure4-3 shows thespeedups over mintbatch
sizefor each worker count

Figure4-4 showsthe throughput ofhe smallessizedneural networK[784, 32, 10])
versis the largessized ([784,512 128 10]) testedbn the GU. Figure4-5 shows the speedp
over worker counfor each minibatch sizeandFigure4-6 shows the speedp overmini-batch
sizefor each worker count

All plots are demonstrated in ldgg scale.
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—— 784,32,10
—— 784, 256, 64, 10

Examples Trained per Millisecond
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Workers? 5o 20

Figure4-1. Distributed taining tiroughpt of neural networksising CPU

— 784,32,10
784, 256, 64, 10

Speed-up vs. 1 Node

Figure4-2. Speedup over worker coundf neural networkusing CPU

— 784,32,10
784, 256, 64, 10

N,
Speed-up vs. Batch Size of 10
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Ny 29
Mber o2 Worgy 2*°
ers’

Figure4-3. Speedup over mni-batch size of neural networksing CPU
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— 784,32,10
784,512, 128, 10

Examples Trained per Millisecond

Figure4-4. Distributed training throughput of neural networks using GPU

— 784,32,10
784,512, 128, 10

Speed-up vs. 1 Node

Figure4-5. Speeeup over worker count of neural networks using GPU

— 784,32,10
—— 784,512,128, 10

Speed-up vs. Batch Size of 10

Figure4-6. Speeelp over minibatch size of neural networks using GPU
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4.3 Benchmark results of the OclWorkEngine class

Figure4-7 to Figure4-11 covers the timing results for the sequential implementation of
compute kerneldzigure4-7 presents té results for D kernelssigmoid sigmoid_primeand
vec_multexecuted on the CPWBigure4-8 presentsheresults for 2D kernels without loops
Note that for 2D kemels without loopsthe data sizés the row size multiplied by the aohn

size The slowdown is calculated as

31 Bt x1 TOAO 65(3‘3/3‘059 " OET A O1 AAO 1 ETEI Oi
Figure4-9 to Figure4-11 presents the results for theat_multcompute kernelthe
execution time is plotted as a function of both the outer loop and the inneSkroe as for the

timing results of network modelaming, the scaling on each dimensisincludedas well
(Figure4-10 andFigure4-11). Because thenat_mult_coandmat_mult_rowcompute kernels
have almost identical functionaligndtiming behaviorasmat_mulf the duplicate resultse
excluded

The results for the OpenCL implementation ofmpute kernelare included irFigure
4-12 throughFigure4-16in the same way as for thegsential implementation.

All plots are demonstrated in ldgg scaleNote thatthedimensions fomat_vec_add
mat_transandmat_multare reduced by, Andonly the average vals®f data points that share
the same dataize and/or internal loop siz@eshown Error bars are presented ad s&ipes

crossingeach corresponding data poa®t thestandard deviatian
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CPU sigmoid Kernel Execution Time Slow-down

CPU sigmoid_prime Kernel Execution Time Slow-down
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Figure4-7. Slow-down overwork-item size of1-D compute kernelasingCPU
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Figure4-8. Slow-down over workitem size of 2D computekernels (without loopsysing PU
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CPU mat_mult Kernel Execution Time
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Figure4-9. Execution timeof mat_mult compute kerneking GPU

CPU mat_mult Kernel Slow-down over Work item Size

Figure4-10. Execution time slondown of mat_mult compute kernel owvasterloop using CPU
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Figure4-11. Execution time slonwdown of mat_mult compute kernel ovener-loop using CPU
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OpenCL sigmoid Kernel Execution Time Slow-down

OpenCL sigmoid_prime Kernel Execution Time Slow-down
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Figure4-12. Slow-downover workitem size of 1D compute kernels using GPU
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OpenCL mat_mult Kernel Execution Time

awiy uoRNIAX3

Figure4-14. Execution time of mat_mult compute kernel using GPU

OpenCL mat_mult Kernel Slow-down over Work Item Size

Figure4-15. Execution time slowdown of mat_mult compute kernel owgork-item using GPU

OpenCL mat_mult Kernel Slow-down over Kernel Loop
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Figure4-16. Execution time slovdown of mat_mult compute kernel odernelloop using GPU
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4.4 Benchmark results of MPI operations
The esults forMPI_Bcastare presented fromigure4-17 to Figure4-31, covering all
PPN configurationg=or each PPN valu#he execution timés a function ofooththe number of

processes and the data siEben the execution time sledown ower each of the two dimensions

would be
31 wi <1 1 0AD bo MBARDEHIA, Q1 AAG AGOOAT O DOI A,
b OEIT T OEIi A O1 AAO 1 ETEI OI
for each data sizend
a1 wd <1 1 oAe LSPAROOEL] OEIA Ol AAG AGOOATC
WOAAOOEITT OEI A O1T AAO 1 ETEI Oi

for eachprocess count

The esults forMPI_Reducere presented in the same fashion fligure4-32to Figure

4-46.

All plots are demonstrated in legg scale.
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MPI Bcast Operation Execution Time

Execution Time

Figure4-17. Execution timeof MPI_Bcast over processes and data size (PPN=1)

MPI Bcast Operation Slow-down over Number of Processes

Slow-down

Figure4-18. Sow-down of MPI_Bcast over processes (PPN=1)

MPI Bcast Operation Slow-down over Data Size

Slow-down

Figure4-19. Slow-down of MPI_Bcast over data size (PPN=1)
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MPI Bcast Operation Execution Time

Execution Time

Figure4-20. Execution time of MPI_Bcast ovprocesses and data size (PPN=2)

MPI Bcast Operation Slow-down over Number of Processes

Slow-down

Figure4-21. Sow-down of MPI_Bcast over processes (PPN=2)

MPI Bcast Operation Slow-down over Data Size

o]
s

b
s
Slow-down

Figure4-22. Sow-down of MPI_Bcast over data size (PPN=2)
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MPI Bcast Operation Execution Time
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Figure4-23. Execution time of MPI_Bcast over processes and data size (PPN=4)

MPI Bcast Operation Slow-down over Number of Processes

Figure4-24. Sow-down of MPI_Bcast over processes (PPN=4)

MPI Bcast Operation Slow-down over Data Size
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Figure4-25. Slow-down of MPI_Bcast over data size (PPN=4)
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MPI Bcast Operation Execution Time
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Figure4-26. Execution time of MPI_Bcast over processes and data size (PPN=8)
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Figure4-27. Sow-down of MPI_Bcast over processes (PPN=8)
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Figure4-28. Slow-down of MPI_Bcast over data size (PPN=8)
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MPI Bcast Operation Execution Time

N}

Execution Time

Figure4-29. Execution time of MPI_Bcast over processes and data size (PPN=16)

MPI Bcast Operation Slow-down over Number of Processes

Slow-down

Figure4-30. Sow-down of MPI_Bcast over processes (PPN=16)

MPI Bcast Operation Slow-down over Data Size

Slow-down

Figure4-31. Slow-down of MPI_Bcast over data size (PPN=16)
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MPI Reduce Operation Execution Time

Execution Time

Figure4-32. Execution time of MPI_Reduce over processes and data size (PPN=1)

MPI Reduce Operation Slow-down over Number of Processes

Slow-down

Figure4-33. Sow-down of MPI_Reduce over processes (PPN=1)

MPI Reduce Operation Slow-down over Data Size

Slow-down

Figure4-34. Slow-down of MPI_Reduce over data size (PPN=1)
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MPI Reduce Operation Execution Time

Execution Time

Figure4-35. Execution time of MPl_Reduce over processes and data size (PPN=2)

MPI Reduce Operation Slow-down over Number of Processes

Slow-down

Figure4-36. Sow-down of MPI_Reduce over processes (PPN=2)

MPI Reduce Operation Slow-down over Data Size

Figure4-37. Slow-down of MPI_Reduce over data size (PPN=2)
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MPI Reduce Operation Execution Time
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Figure4-38. Execution time of MPI_Reduce over processes and data size (PPN=4)

MPI Reduce Operation Slow-down over Number of Processes

Slow-down

Figure4-39. Sow-down of MPI_Reduce over processes (PPN=4)

MPI Reduce Operation Slow-down over Data Size
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Figure4-40. Slow-down of MPI_Reduce over data size (PPN=4)
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MPI Reduce Operation Execution Time
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Figure4-41. Execution time of MPI_Reduce over processes and data size (PPN=8)
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Figure4-42. Sow-down of MPI_Reduce over processes (PPN=8)
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Figure4-43. Slow-down of MPI_Reduce over data size (PPN=8)
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MPI Reduce Operation Execution Time
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Figure4-44. Execution time of MPI_Reduce over processes and data size (PPN=16)
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Figure4-45. Sow-down of MPI_Reduce over processes (PPN=16)

MPI Reduce Operation Slow-down over Data Size
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Figure4-46. Slow-down of MPI_Reduce over data size (PPN=16)
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Chapter 5 Discussion

5.1 Modeling the training epochthroughput: a bottom-up approach

In order to understand the scaling of training neural netwarksodel for the throughput
of thetraining epochmust be generated firSthis requires modelinthe execution time spent on
thecomputationintensiveportionsin asingleepoch, namely the compute kernels anduifrd
operationsin this chapter, a bottomp approacls presentedy first fitting the benchmark
timing results of compute kernels and MPI operatiansithenusing thesgiming modelsto
derivethetraining epochthroughput The finalthroughputmodeloutpus predictionplots
resemblingrigure4-1 to Figure4-6. Usingthese timing and throughpmotodels (i.e. compute
kernels, MPI operations and neural network training epaleg)effects of various hardware

aspecton scaling thetraining processan be predicted

5.2 Defining fit error
Rootmeansquareerror(RMSE) is a common method for compug the fit error. The

RMSE over a dataset of N data points o haho B ho ho is:

B..

YO YO g t w Qw

One drawback of usinBMSEto calculate the erras that largevalued points would be
weightedsignificantlymore than the smallalued pointsinsteadthe symmetric mean absolute

percentage error (SMAPE)jven by

SQw WS

TR O I
Yo 0 U Ot ———
U QW § WS

is usedn order to get a fair representatiacross all data poin{80Q].
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5.3 Execution time of @mpute kernels an analytical model

Now that the benchmark resuéiee availablgit is necessaryotupdatehe definition of 1
D compute kernels versus2compute kerneldBesides thsigmoid sigmoid_primeand
vec_multcompute kernels, theat_vec_addernel has the santening characteristisas a 1D
compute kernels for both the sequential impletagon and the OpenCL impieentation, ifthe
data size (for sequential) or weitlem size (for OpenCLis definedas theproduct ofrow size
and column sizeThe reason this transformation works for the sequential implementation is
rather obvioud essentidy, the 2level nestedoopis unrolledas a simpld-levelloop.Onthe
other hand, the reasdims alsoworks for the OpenCL implementation is thegardless athe
work dimensionthe scheduling polictreatswork-items equallyfor 1-D and 2D indexingfor
simple kernels.

For the rest of the analysis, details onrieg_transkernelareexcludedbecause in terms
of time complexity, it is an order of magnitude less expensive than the compute kernels that
invoke it Nonethelessa note on the odshape demonstratén Figure4-8 where the execution
time experiences a harsh stgp this is because of the data size reaches the cacHarsizand
eventuallygets penalized blgighermemory latencies

The Python implementation for modelitige compute kernels is included in
Apyt hon/ pl ot _oclengine_test.pyo.

5.3.1 Sequentiaimplementation

The benchmark resultsom Figure4-7 to Figure4-11 for the sequential implementation
present®bviouslinearrelationshipsn loglog scale, indicating a polynomigdowth of execution
time over data sizddeally, the time complexity of any sequential implementation should be

O(n)where n denotes the total number of iteratigiesvarious overheads suchmemory
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accessessultingcachemiss causeéhe actal complexity being nagtrictly linearfor some
compute kerneldNVhen fitting thegrowth functionfor the sequential implementatiathe order
of the polynomiafgrowth functionis computed undethe loglog scaleand thertransform back

to normal scale. Hence, the growth functioonasnputed as

w i Ag i ET

Ow @ et =—
based on the smallest data poiat chy g1 and the largest data poirdy sl@% 4 g Figure5-1
shows the model fitting-D sequential compute kernels. The growth functiemdelis marked

in solid red ling and the fit error is included on the top left corner in eacHigube. Figure5-2

shows the model fitting thmat_multsequential compute kernehcluding the fit error.

CPU sigmoid Kernel Execution Time Slow-down CPU sigmoid_prime Kernel Execution Time Slow-down
Fit error = 0.042 & .+ |Fit error = 0.045 2

Slow-down
Slow-down

2 v
2 pitt 214 217 220 223 2 21t 214 217 220 223

Work Item Size Work item Size

CPU vec_mult Kernel Execution Time Slow-down . CPU mat_vec_add Kernel Execution Time Slow-down
Fit error = 0.260 2] Fit error = 0.111

Slow-down
Slow-down

2 21 214 217 220 223 21 28 21 21 2Y 22 22
Work item Size Work Item Size

Figure5-1. Fitting sequential D compute kernels (CPU)
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CPU mat_mult Kernel Execution Time CPU mat_mult Kernel Execution Time

v 2o,
Fit error = 0.032 z

Figure5-2. Fitting sequential mat_mult kern&RU)
5.3.2 OpenCL implementation

There are 3 steps in order for an OpenCL kernel to execute on the GPU or any other

compute deice:

1. Memory creabn: creakesthe memory objds associated with the variabléorthe
input and outpytand passintyansferringthedata from the hodb the compute
device.ln modern computers, data transfer is typically done through th&RELéss
bus lane.

2. Enqueudor executionexecuesthe enqueued kernel on the compute device.

3. Copyback transfesthe result data from theempute device back to the host, which
usually also utilizes thBCFExpress bus lane

Forthe memory transfer stefisand 3 there are basically two portion$ time costa

fixed setup time cost and a variable timest depending on the transfer data site function
to fit the execution time for the memory transfer steps is
Wag @

Ow *i (L) =1 =1
A ip Qe WeET WET

based on the smallest data poiat ¢k g7 and the largest data poirty sB9 4 o
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Memory creation

Boththe OpenCL evenprofiling resultsand the time recorded by thanoTimerclass
on the hosare includedFigure5-3 andFigure5-4 present the memory transfer timing model
fitting the memory creatiostep against th@rofiling results andhe host timemresults
respectivelyln generalHost Time = OpenCL Profiling Time + Overhead

The host timer results are of the most interest because they prdvidérapresentatin
of the time needetb run the taskHowever, using thaost results may potentially include noises
and overhead from various sourc€kereforethe fitting errors fronbothare covered so as to

check if the overhealas a significant distortion to tleeerall timing

OpenCL sigmoid Memory Create (Profiling) Slow-down OpenCL sigmoid_prime Memory Create (Profiling) Slow-down

Fit error = 0.069 2 21 [Fit error = 0.060 2
L ) 20, )
¥

Slow-down
Slow-down

% T
‘Work Item Size Work Item Size

OpenCL vec_mult Memory Create (Profiling) Slow-down OpenCL mat_vec_add Memory Create (Profiling) Slow-down
271 [Fit error = 0.071 2 ;] |Fit error = 0.076 2

Slow-down
Slow-down

2l 213 215 217 219 221 223
Work Item Size Work Item Size

Figure5-3. Fitting 1-D OpenCLkernels (createnemory objectsQpenCLprofiling)
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Figure5-4. Fitting 1-D OpenClLkernels (createnemory objects, host timer)

The fit errors from both th®penCL profiling results and the host timer results are

relatively low, suggestig a good fit anshon-disturbingoverhead (e.gzconstant cosbr

proportional to theheoretical cost)
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Copy-back

Figure5-5 andFigure5-6 present the memory transfer timing mofiiing the copy

backstep, against the profiling results and the host timer results, respectively.

OpenCL sigmoid Memory Copy-back (Profiling) Slow-down
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Figure5-5. Fitting 1-D OpenCL kernels (copy back memory, OpenCL profiling)
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OpenCL sigmoid Memory Copy-back Slow-down
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on 214 27 220 2%
Work Item Size

»4 [Fiterror = 0.078] 2o, 1 [Fit error = 0.081| e,
L J L9, L J 94,
4
2 97
e c
i £z
3 ¥
: £
@ wn
2 2
2t 2l
28 211 214 217 220 223 28 211 214 217 220 223
Work Item Size Work Item Size
OpenCL vec_mult Memory Copy-back Slow-down OpenCL mat_vec_add Memory Copy-back Slow-down
2 [Fit error = 0.089] 21 [Fit error = 0.106 24,
L J S : 54,
8,
27 2
£ g2
H H
¥ ®
H =
s 3
@ @
2 23
2t 2

Work Item Size

Figure5-6. Fitting 1-D OpenCL kernels (copy back memory, host timer)
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Enqueue(kernel) for execution

OpenCL kerels are gecuted as woritems.Each workitem is associated with a
workgroup, and the workems in a workgroup execute concurrently. An OpenCL compute
devicesupports a number of compute urstacked witlprocessinglementge.g. vector units in
a GPUcorg, andeach workgroup is associated with one compute Maanwhile,each
compute unit may ruanly oneworkgroup at a timeAs a result, if the number of woitems is
less than thenaximumnumber ofprocessing elementvailable thetheoreticalkexecution time
of the enqueued kernghauld be identical regardless of th@mk-item size becauset only takes
each occupiegrocessing element to finish one instance of a keTdille5-1 lists thecompute

device specification details retwed from OpenCL profiling.

OpenCL device NVIDIA Corporation, Tesla P16@CIE12GB
Max workgroup size 1024
Max clock frequency (MHz) 1328
Global memory size (bytes) 12786073600
Local memory size (bytes) 49152
Max memory allocation sizgpytes) 3196518400
Max compute units 56
Max work item dimensions 3
Max work item sizes 1024, 1024, 64

Table5-1. OpenCL profile information of GPU used in benchmarks

Normally, the max workgroup size okarnel may be smaller than that of the device if
the kernel is complex and uses significant amounts of local or private mddwwgver, since
the kernelsmplemented are simple enoughe max workgroup siz@.e. maximum number of
work-items in a workgrap) of both thedevice and the kernels is 102ence, for workitem
size of lessthan @ p m¢ v X 0T T 8, theexecutionime should be almost constant.
However this is not always true becauge fast contexswitching capabilig of the GPU allows
workgroups tonterleave the compute unit which hides the memory latehlogreforeit is
likely thatthe GPU can handle more worikems than the processing elementrdeefore
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significantly increasinghe execution timeAfter the pont where the constant region ends, the
GPU essentially furions as &CPU witha massive core couritavinga close to linear time
complexity when the data size increases exponentiligntually, the growth of the execution
time oververy largedata si2 becomesameas a sequential implementation, with a constant

speedup. The growth function should thus be a linear function in the form of

o~ "AOA 4En Aw #d OO0
OWw . i AE i & A

O
whereay, denotes the end of the constant reg#®wlving oy, directly is countetintuitive since the
obscurebehaviorhas been mentionex$ a sideeffectof optimization on the GPLHowever,
note thatif 2 data points are pickedjth & 4@ 4 gin thenearseqwential region where the

data size isignificantly larger thamy, and & ghiy g1 in theconstant region yet close dg,

then

6AOEAAT A 4238 60
WAz W ET

Recall that the function to fit the execution time for the memory transferisteps

@AQQE%\ ‘ ,
22 T ERE 6 - i =
Qap Qe O VET WET

Ow
Even better, the same functitor the enqueue for execution stegn be appliedgair For
example, tapplythis approximation techniquestimate
& -A@ 71 OECOROPDOBUMASTEDO #1010

then set
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Figure5-7 andFigure5-8 presenthe model fitting the enqueue execution step, against
the OpenCL profiling results and the host timer results, respectRelgtively small fit errors

gainedfrom both results ind&tea successfumodel.
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Figure5-7. Fitting 1-D OpenCL kernels (kernel enqueue execution, OpenCL profiling)
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Figure5-8. Fitting 1-D OpenCL kernels (kernel enqueue execution, host timer)
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Combined
At this point all 3 steps of running an OpenCL kerhale been covere&incethe
models ofall stepsuse a same underlying linear functismply applythesame model to the
combined overall execution time resufsyure5-9 demonstrates excellefitting results with

reasonably low fit errorsmostly uner 5%.
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Figure5-9. Fitting 1-D OpenCLkernels ¢ombined host timey

For future references, the growth function is categorized into three characteristic regions:
1. The perfecparallel region where the number of work items is less than the maximum
parallelizable size. In the perfegarallel region, it costs nearly constéime to complete

all work items, and the effect of work item size is minimal.
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2. The transition regionwhere the number of work items exceeds the maximum
parallelizable work item size. In the transition region, the extra work items cause a non
linear and apid increase in execution time, yet not enough to fully occupy the parallel
computing device into a linear slesown over number of work items.

3. The linear regionwhere the excessive work items result in a linear-slown over
number of work items. Thearallel computing device behaves similar to a sequential
device except with a constant spaegd
The low fit errors for ID OpenCL kernelprovides a good theory bag®vardsthe 2D

kernelmat_mult hence usinghe linear model to fit over both the weitlem size and the kernel
loop size Figure5-10 shows the resultsf fitting the OpenCL implementation of tineat _mult

compute kernelThe fit model issolely presentedn the left side, and the fit error with fit model

in dotted line is o the right side.

OpenCL mat_mult Kernel Execution Time OpenCL mat_mult Kernel Execution Time

'/L,Op 7o N
Fit error = 0.255 ¢

Figure5-10. Fitting mat_mult OpenCL kernel (combined, fit error included)
An error of 25.5%s observed, which is relagly high despite all the low errors achieved
so far on the -D kernelsWhat went wrong thenPirstof all, the outliers mostly concentrate

around smaller kernel loops and wetém sizeswith considerable averaging ersgseeFigure
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4-14). Secondly break dowrthe combinedexecution timento the 3 stepsand analyze the

timing resultsAs inFigure5-11to Figure5-13, the memory creatiorstepis causing theutliers.

OpenCL mat_mult Kernel Memory Create (Profiling) OpenCL mat_mult Kernel Memory Create

Figure5-11. Memory creation of mat_mult OpenCL kernel, OpenCL profiling (left) and host timer (right)

OpenCL mat_mult Kernel Engueue Execution (Profiling) OpenCL mat_mult Kernel Enqueue Execution

Figure5-12. Enqueuexecutionof mat_mult OpenCL kernel, OpenCL profiling lednd host timer (right)

OpenCL mat_mult Kernel Memory Copy-back (Profiling) OpenCL mat_mult Kernel Memory Copy-back

Figure5-13. Copyback of mat_mult OpenCL kernel, OpenCL profiling (left) and host timer (right)
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In terms of memory creation, both OpenCL profiling and host timer reshuiis
significant averaging error¥his is because the memory sgggace complexity i©((row_a +
col_b) * row_b instead oO(row_a * col_b * row_h. However, it is unclear why the execution
time of memory creatiois not independent on the kernel loopesOn the other handhé copy
backmemory transfeis independent of the kernel loop siamddoes not violate the linear

model. For simplicitythelinearfit modelcan still be applieds an acceptab&pproximation

5.4 Execution time of MPI operations: an enpirical model

Thereis nd enouglhreferenco n MV API CHOs i mp |tefonreutakthet i on of
growth functionusing an analytical moddh this projectan empirical model is generalized
usingboththeavailabledocumentation fronthe MVAPICH user manuand the MPI
benchmark results as an observafi®dj.

Firstly, notice that the shape ekecution time scaling ovelata size closely resembles
the shape of thineargrowth functionin OpenCL kernelsTherefore, the scaling over data size
is fit with the same linear model as

G Ap O gq

Dw - ;
% Am & gEq

t® Qgj &g

wherez denotes thbenchmarke@xecution time, anyg denotes the data siZzEhe notation
& i@ mMeans the maximuwalueof z for a fixed value ok.
Thescaling ovemumber of processés closely correlated tthe number oprocessors
per node (PPN)n the benchmark results, for RRessthan8, the growth is a slight arelenly
distributed stequp as the process count increagesording to[31], the MPI implementation
S up p o rlevelpomttofp@nttreeb as ed 6 Kn o mi a smallmedsage passingh mo f or

and include®ptimizations for larger messagdse treebased algorithm should lné O(log N)
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time complexity wher@&l denotes the numbef processeslhis agrees with theesults 6r PPN
less than 8. & PPN greater than or equal tal@re isonesingleyetmuch more significant
stepup immediately after theumber of processes exceedscbafiguredPPN makingthe
smaller stepups subtle We name the boundary value of PPN thatidguishes the scaling
behaviors as theut-off PPN

For PPN less than the eatf PPN,scaling over process count is

Geg h @ Qg
1V i .I‘ (l)
O w Efy : ~ o
- t A A h w oA
—_I T QAo O Ap O Ed W ET
w ET

And for PPN greater than or equal to tha-off PPN,because the smaller staps are omitted,

wherex denotes the number of processes.
Figure5-14 to Figure5-18 presenthe fitting results of th&1PI_Bcastoperation for all
benchmarked PPN valudsigure5-19to Figure5-23 present the fitting results of the

MPI_Reduceperation.

MPI Bcast Operation Execution Time

MPI Bcast Operation Execution Time

Figure5-14. Fitting execution time of MP1_Bcast over processes and data size (PPN=1)
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MPI Bcast Operation Execution Time

MPI Beast Operation Execution Time

Figure5-15. Fitting execution time of MPI_Bcast over processesdaid size (PPN=2)
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MPI Bcast Operation Execution Time

Execution Time

Figure5-16. Fitting execution time of MPI_Bcast over processes and data size (PPN=4)

MPI Bcast Operation Execution Time
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Figure5-17. Fitting execution time of MPIBcast over processes and data size (PPN=8)
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MPI Bcast Operation Execution Time

MPI Bcast Operation Execution Time

Execution Time

Execution Time

Figure5-18. Fitting execution time of MPI_Bcast over processes and data size (PPN=16)

MPI Reduce Operation Execution Time

MPI Reduce Operation Execution Time

Execution Time

Figure5-19. Fitting execution time of MPReduceover processes and data size (PBN=

MPI Reduce Operation Execution Time
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Figure5-20. Fitting execution time of MPI_Reduce over processes and data size (PPN=2)
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