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Optimization Frameworks for Discrete

Composite Laminate Stacking Sequences

by

David B. Adams

(ABSTRACT)

Composite panel structure optimization is commonly decomposed into panel optimiza-
tion subproblems, with specified local loads, resulting in manufacturing incompatibilities
between adjacent panel designs. Using genetic algorithms to optimize local panel stacking
sequences allows panel populations of stacking sequences to evolve in parallel and send
migrants to adjacent panels, so as to blend the local panel designs globally. The blending
process is accomplished using the edit distance between individuals of a population and
the set of migrants from adjacent panels. The objective function evaluating the fitness of
designs is modified according to the severity of mismatches detected between neighboring
populations. This lays the ground work for natural evolution to a blended global solution
without leaving the paradigm of genetic algorithms. An additional method applied here
for constructing globally blended panel designs uses a parallel decomposition antithetical
to that of earlier work. Rather than performing concurrent panel genetic optimizations, a
single genetic optimization is conducted for the entire structure with the parallelism solely
within the fitness evaluations. A guide based genetic algorithm approach is introduced to
exclusively generate and evaluate valid globally blended designs, utilizing a simple master-
slave parallel implementation, implicitly reducing the size of the problem design space and

increasing the quality of discovered local optima.
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Chapter 1: INTRODUCTION

The design of optimal composite laminates has been shown to be well suited to the defining
characteristics of genetic algorithms. Techniques for improving the efficiency of this method-
ology have been explored for several problems using local improvement, memory, migration,
and varied selection schemes [20], [14], [29]. For large structures, such as the design of a wing
or fuselage, the optimization is divided into smaller, tractable, subproblems using predefined
local loads to constrain the optimization [20], [2], [30], [15]. The design process requires the
specification of the stacking sequence, which is defined by the orientation and material type
of each ply layer, creating a discrete optimization problem. It is computationally expensive
to design an entire wing or fuselage structure with the panels optimized simultaneously.
Instead, local panels are commonly optimized for the specified local loads by ignoring the
possible continuity of some or all of the layers from one panel to another across the structure.
The stacking sequences of the final panel designs in this scenario are usually incompatible
across the overall structure due to the widely varying design possibilities for optimal and
near optimal stacking sequences.

The primary objective is, for specified local panel loads, to design the individual panels
such that continuity of the ply orientations across laminates is achieved while minimizing the
total structural weight. Soremekun et al.[29] introduced multiple elitist selection schemes
that by nature aid in discovering alternative designs with similar fitness values. In a standard
elitist selection strategy, only a single member of a parent population can survive the selection
process without being modified and be placed in the child population. In a multiple elitist
selection strategy the genetic algorithm allows a greater number of high fitness members
to survive the selection process at each generation. Building on the fact that a local panel
optimum (or near optimum) design can correspond to several distinct stacking sequences,
perhaps a globally blended solution, conforming with high fitness designs of neighboring
panels, can be derived with intelligent selection from a large spectrum of alternative elite
designs of a population.

The first portion of this work focuses on using genetic algorithms in parallel to achieve

compatible local panels. Instead of optimizing local panels in isolation, each individual
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panel is designed by a different processor in a parallel environment. The populations
representing each panel evolve in parallel and periodically send migrant individuals to
adjacent populations. This migration is similar to the work presented by McMahon and
Watson [20], but differs in the fact that migrant individuals do not have to enter the
population once they arrive at their destination. Instead, migrant individuals are stored
and referred to as needed to assess the compatibility of current evolutionary trends with
neighboring populations, reserving the ability to induct migrants. A metric is applied, in
this case the string edit distance, to evaluate the similarities in the current population with
members stored as migrants. The computed distance value is used to reward (increase the
fitness of) those individuals in a population that are evolving closely to those found in the
migrant populations from adjacent panels. This rewarding process is a small modification to
the objective function fitness value and serves to blend the panel designs of the population,
thereby balancing the optimization of weight with stacking sequence compatibility.

Work on genetic algorithm (GA) based blending includes the use of the edit distance
metric to allow a set of independently evolving panel populations to evolve to a blended
global solution using reference migration [2], the use of sublaminate definitions and design
variable zones by Sormekun et al. [30], and the addition of continuity constraints proposed
by Liu and Haftka [17]. The edit distance method utilizes a multiple-population parallel
approach that obtains blended designs through evolutionary pressures from neighboring
populations. It is a nonstandard parallel decomposition that works asynchronously in real
time to emulate semi-isolated populations with random migration to produce blended global
designs from a pool of globally unconstrained local stacking sequence design possibilities.
Evolutionary pressures are controlled through a user defined scaling factor that modifies
the severity of penalties imposed for blending mismatches. These penalties, however, were
found to hinder convergence to a global optimum by creating local optima in the search
space that are artifacts of the algorithm itself [2]. The approach used in [30] is a two
step procedure that relies on first optimizing the individual panels followed by identifying
common thickness zones across multiple panels that are redefined and reoptimized using

blended stacking sequences. Because of the heuristic nature of the approach, however, it
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is possible that suboptimal designs are generated, although blended designs are obtained
with little weight penalty compared to unblended minimum weight structural design.

The second portion of this work focuses on the introduction of a guide based genetic
algorithm that implicitly reduces the search space of possible designs by forcing the genera-
tion of global (defining the entire structure) individuals that are always completely blended.
Multiple populations are replaced by a single population of interbreeding individuals, con-
centrating the parallelism in master-slave load distribution analysis. This method is a
fundamentally different parallel decomposition of the problem from that in Adams et al.
[2]. Instead of discovering a globally blended design at the end of the design process, all
designs considered are always blended throughout the genetic algorithm. The final portion
of this work extends the idea of guide based design into a more realistic representation of
the problem in which the local loads are affected by changes in the stacking sequence of
other panels.

Chapter 2 provides some background on the work in composite laminate design using
genetic algorithms. Chapter 3 introduces the reference migration blending algorithm pro-
viding pseudocode for a serial genetic algorithm and the direct parallel implementation.
Chapter 4 presents results for an 18 panel design problem in multiple communication topolo-
gies with varying parameters applied to the blending process. Chapter 5 defines the guide
based genetic algorithm approach and outlines the parallel distribution of work. Chapter 6
presents results for the 18 panel design problem with comparisons to reference migration.
Chapter 7 gives some concluding remarks about fixed load blending methods and Chapter
8 presents the guide based design work extended to incorporate local loads that are coupled

with the stacking sequence for all panels.



Chapter 2.  GENETIC ALGORITHMS

A genetic algorithm (GA) is a directed search algorithm using ideas based on natural
selection to guide the exploration of the search space toward a global optimum. Common
elements that occur in most genetic algorithms are those of population initialization, parent
selection, crossover, mutation, and the selection of successive generations. Population
initialization here is a random generation of all initial starting population features including
ply orientations and ply thicknesses. The process of parent selection is the method by which
members of the population are chosen for reproduction. Chapter 3.2 details the roulette
wheel method used in this work. Crossover is a standard genetic operator that emulates
the combination process of taking two parents and creating a unique child. Additional
details on a one point crossover method used in this work can be found in Chapter 3.2.
Mutation in genetic algorithms introduces random elements of change into child populations
allowing for the possibility of a single ply layer to mutate its orientation after crossover.
The probability of mutation represents the chance that a single gene will change orientation
while the location of the mutated gene is also selected at random. Each element of the
algorithm has many variations, modified to suit the needs of the problem at hand, including
but not limited to attempts to mimic natural genetics in every phase. The original work
on genetic algorithms is attributed to Holland [11] in 1975, with application work following
soon after in static function optimization by DeJong [12]. Goldberg [8] popularized the idea
with his book in 1989, and is cited extensively in the literature defining genetic algorithms
as search procedures based on the mechanics of natural selection and natural genetics. Back
[5] is an excellent recent reference. Much of the work today using genetic algorithms can
still fit this definition, though the concepts of natural selection and genetics are expanded
to encompass some unnatural elements beyond the pristine translations from biology. In
practice, genetic operators are tailored to specific problems in ways that have no analog in
nature [20], [14], [24].

The work done in designing composite laminates by GA has spawned some genetic
operators that work well for this type of problem, but are not in the scope of the standard

genetic algorithm operators (crossover and mutation). Le Riche [24] introduced the concept
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of a two-stack swap operator, which is generalized in the permutation and swap operators
of McMahon [19]. McMahon also describes the addition and deletion operators specific to
composite laminate designs with varying numbers of plies.

All of the operators just mentioned and a multiple elitist strategy introduced by
Soremekun et al.[29] are used in this work. Brief descriptions follow. The addition and
deletion operators can randomly add or delete a gene from the chromosome string. Though
the encoding of the chromosome remains at a fixed size, the number of active genes in
the chromosome can fluctuate randomly through additions and deletions with empty gene
positions represented by a zero encoding. The permutation operator inverts a randomly
determined sequence of genes (random in both length and position of the string) and lastly,
for the new operators, the swap operator randomly switches the positions of two active genes
in a chromosome. The multiple elitist strategy employed in this work is simply a varied
selection scheme based on common elitist selection. Multiple elitist selection as described
here refers to the number of members of the parent population that are not destroyed,
but rather are carried on into subsequent generations, replacing the weakest individuals of
the generated child population. This multiple elitist scheme is designed to preserve more
information from a previous generation than allowed by the elitist selection, while keeping
the number of surviving elite at a constant level throughout the computation. Examples of

these operators and multiple elitist selection are given in the next chapter.
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Fi1G. 1. Local optimization problem for laminate stacking sequence.
Chapter 3: THE BLENDING PROBLEM

The local design problem presented here is a laminate stacking sequence optimization
where the goal is to find the number of plies with material type and orientation that yield
the best performance for a given set of loading conditions. The laminate is assumed to be
balanced, symmetric, and constructed with a finite number of possible fixed orientations
for each ply. Figure 1 shows an example of such a laminate. These simplifications aid in
the encoding of the laminate and are common in the literature [20], [14], [29]. In the global
design problem, a single panel optimization represents only a fraction of the entire design.
The global solution created from these seemingly unconnected components is, in practice,
infeasible to manufacture due to the widely varying design possibilities for optimal and
near optimal stacking sequences. The approach described in the following sections is one of
several attempts to blend locally optimized composite panels into a global design including
the addition of heuristic continuity constraints proposed by Liu and Haftka [17].

The blending problem here is defined as a laminate stacking sequence optimization on
multiple interconnected panels with given local loading constraints. The goal is to minimize
the weight of the structure, determining the material type and orientation of each ply layer

of every panel such that the loading constraints are satisfied locally and the panels form a
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blended global design. Blending, in general, can be any measure of the manufacturability
of a global design. Maintaining the continuity of material type and orientation across panel
design boundaries, in part or in whole, is the primary concern in determining the blendedness
of a global design. Ply orientation mismatches across panel design boundaries can cause
manufacturing costs to rise in addition to the structural integrity issues associated with
continuity breaks in the material.

The initial goal of this work is to introduce a scheme for blending the individual
panel designs during the optimization process through modified migration similar to that
introduced by McMahon [19]. Using the same approach implemented by Soremekun [30],
it is assumed during the individual panel optimization that the loads on the individual
panels are independent of the local panel designs. That is, load paths (the way loads are
distributed across the panels of the structure) in the global structure do not change as the
local panel stiffnesses vary. This assumption is, in many cases, hard to justify. However,
it can be assumed that the changes in the load path may be computed after all the local
panels are designed, and the process may be repeated iteratively until the change in local

panel loads is negligible.

3.1 LAMINATE ENCODING

Each laminate must be encoded for use in the genetic algorithm. Following the coding
scheme used by McMahon [19], integer values from zero to seven represent the orientation
of each ply. The positive integers map to orientation angles 0, 15, 30, 45, 60, 75, and
90 degrees from one to seven, respectively, with the zero encoding representing an empty
ply. Successive occurrences of a gene map to the orientation with alternating plus and
minus signs, starting from the center of the (symmetric) laminate. For example, the first
occurrence of a 2 encoding maps to 15°, the second 2 maps to —15°, and so on. This is
the meaning of balanced. Symmetric means that the stacking sequence is symmetric with
respect to the center of the laminate, and therefore only half of the orientations actually
need to be encoded. Similarly, the material type for each ply is represented by an integer,

but here the material type is restricted to a single value meaning the material type for
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each ply is the same. Since the number of plies used in the laminate varies from design to
design, the genetic representation must have a way to reflect these differences. Using the
zero encoding to represent an empty ply permits laminates with varying numbers of plies,
but also admits invalid designs. Consider the invalid laminate represented by the encoding
or chromosome

[1236210242573031].

Zero interior genes, depicting empty plies within the chromosome, split the laminate into
pieces that can only be interpreted physically by shifting the zeros to one side of the
chromosome, as in

[1236212425733100].

Thus at every iteration, designs that contain internal empty plies are modified to move
zeros to the right producing physically meaningful encodings.

The standard genetic operators used in this work, crossoverand mutation, are illustrated
here to avoid confusion. The crossover operator takes two parent strings, divides them at
a crossover point and recombines them into two children strings. For this example the
crossover point is marked by the | symbol.

parent—1 chromosome 1111111111111100]

parent—2 chromosome 22222222/22222000]

child—1 chromosome 11111111)122222000]

child—2 chromosome 22222222/11111100]
If the criteria for mutation is met, then a random position in the chromosome is selected

and changed randomly. For this example the mutating gene is denoted by the hat symbol.

chromosome before mutation [1236212425733100]

chromosome after mutation (1236212325733100]

The nonstandard genetic operators used in this work (addition, deletion, swap, and

permutation) are briefly illustrated here. The addition operator adds a gene at a random
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position in the chromosome. For this example the gene 1 is inserted at the position marked
by the | symbol.
chromosome before addition [12362124/25733100]
chromosome after addition [1236212412573310]

The deletion operator deletes a gene from a random position within the chromosome.

For this example the deleted gene is marked by the hat symbol.
chromosome before deletion (1236212425733100]
chromosome after deletion [1236212257331000]

The swap operator switches the position of two randomly selected genes in the chro-

mosome. Those genes participating in the swap are underscored.
chromosome before swap [1236212425733100]
chromosome after swap [1246212325733100]

The permutation operator randomly selects a section of the chromosome and inverts
the order of all genes in that section. For this example the section to be permuted is enclosed
with | symbols.

chromosome before permutation [123]621242]5733100]

chromosome after permutation [123]242126[5733100]

3.2 SELECTION STRATEGIES

An important aspect of the function of a GA appears in how individuals are selected to
become parents of a child in the next generation. Since the goal of the algorithm is to
simulate a survival of the fittest evolution strategy, we would like more fit individuals to
have a higher probability of producing children. This is accomplished using a roulette wheel
selection process common in the literature. The roulette wheel assigns to each individual of
a population a probability of being selected according to its fitness ranking. The probability

is biased such that the chance of selecting a particular individual is greater than choosing
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another individual with lower fitness. The precise method for associating the probabilities

is given by

2(N +1—1)
N24+ N

fraction of roulette wheel =
where i represents the ith best individual in a local population of interbreeding individuals
or population of size N. The standard Fortran90 random number generator is used to

provide approximate uniform distributions where random numbers are required to direct

evolution.

A similar important function of the GA is in the evaluation of the parents and ways in
which they are allowed to combine to create a child design. This is referred to as the crossover
type. For all the runs presented in this work, a simple one-point-empty-thin crossover is
implemented. A single crossover point falls within the parent string that has the largest
number of empty genes or zero encodings. The two parent strings are then divided at that
crossover point and the left piece from parent one is combined with the right piece from
parent two. Similarly a second child is created with the right piece from parent one and
the left piece from parent two. Although the crossover type can have a large impact on the
variation of designs obtained from the initial population, the point here is simply to review the
feasibility of the blending algorithm so no further crossover types are examined. However, to
generate new designs throughout the generations, a small probability of mutation is added,
allowing random genes in a child to change their orientation once crossover is complete.
Child population members are required to be unique with respect to the generating parent
population and members already added to the current child population. Once the child
population is created, a selection scheme is invoked to choose the next generation from the
union of the child population and the parent population. Results are presented for both
multiple elitist selection and standard elitist selection in Chapter 4.

10



3.3 SERIAL GA PSEUDO CODE

For reference, a basic serial genetic algorithm is given here. Migration can be done serially
by iterating through each independent population in turn, but it is more natural in the
parallel context when subpopulations are evolving in parallel. The serial genetic algorithm,

without migration, is:

initialize GA probabilities for crossover, mutation, addition, deletion, swap,
permutation
gen: =20
initialize Population(gen)
decode and evaluate Population(gen)
while termination not detected do
apply crossover to Population(gen) giving Children(gen)
apply genetic operators to Children(gen)
decode and evaluate Children(gen)
Population(gen + 1) : = select from (Population(gen) U Children(gen))
gen:=gen+1
check for termination
end do

3.4 EDIT DISTANCE

A metric is used to evaluate the similarities of evolution between adjacent panels. Immigrant
individuals are compared, as strings of encoded stacking sequences, with each member of
a population to determine the minimum distance between the individuals of the current
generation and the migrant individuals (those received from neighboring populations). Those
individuals reporting low correlation receive a penalty to their computed fitness value that
decreases as correlation increases.

The distance metric used in this work is the Levenstein distance [16], more commonly
known as the edit distance. It is applied in many situations where a quantitative measure of
the similarity between strings is desired. The most common uses are in spelling correction
algorithms and applications in computational biology comparing genomic sequence data [9].

The edit distance can be defined as the minimum number of edit operations (insertion,
deletion, and substitution) required to transform one string into another. Consider the
strings “SPOKEN” and “SPOTTED”. Let the characters I, D, S, M represent insertion,

deletion, substitution, and matching character operations, respectively. The transformation
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from “SPOKEN” to “SPOTTED” is not unique and could, for example, be done through

the following operations:

=~ O
|
|

|

M
P
P

O|o|E

M
E|N|-
E

The string MMMDIIMDI is called the edit transcript for the above transformation and

contains five edit operations. The transcript is, however, not optimal in length. Alternatively,

consider
M MM|S|I|M|S
S|IPIO|K|-|E|N
S|P T| T|E|D

where MMMSIMS is an optimal edit transcript containing only three edit operations.
The task of finding the minimum number of edit operations and the corresponding edit
transcript is referred to as the edit distance problem, and is generally solved using dynamic
programming [9]. For the current application, the edit distance value is used without the
edit distance transcript to produce a blending measure suitable for modifying the fitness

values of the composite laminate designs. The original fitness value F' for each design is

Fe ((%)a+1)F,

where d is defined to be the edit distance from a member to the set of immigrants from

modified according to

the neighboring panel. D is defined to be the number of active genes in the longer of the
two chromosomes to be compared (maximum distance assuming all substitutions) and «,
the scaling factor, is a user-defined constant that dictates the influence of blending on the
optimization run. If the scaling factor « is large, then only blending will matter in the
optimization; if the scaling factor is zero, then blending is ignored. In the present work the
scaling factor is varied over a range to assess its influence on the resulting designs. The
basic modification formula given above assumes the fitness value is some positive number

with values closer to zero being more desirable.
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Given any communication topology more complex than a ring in which each panel has
only a single neighbor, the formula must be generalized to handle migrant information from
multiple adjacent neighbors. In the previous formula the quotient d/D represented the
extent to which a design correlated with the migrant information available or the correlation
factor (C'F). In a multiple neighbor situation the C'F' is constructed piecewise from each

communicating neighbor. For N communicating neighbors,

1 d1 d2 dN
F = — —_— = -
oF, (N)(D1+D2+ +DN),

where d;/D; is the blending quotient associated with neighbor i. So, the general form of

the fitness modification becomes

~ (6] dl
=2 Y1) F
1 (lSl (ZD> )

with S being the set of all neighbors sending migrant information to the current node. An

alternative to Fy, which captures the worst case ply orientation mismatch rather than the

~ (6] dl
Fo = (m (I?ezgx E) + 1) F.

The material and stacking sequence continuity measures used by Liu and Haftka [17]

sum, is

are designed to separate the part of the continuity that affects load redistribution from the
part that does not. Ostensibly this allows a rational integration of the continuity measure
into the global-local optimization, but ultimately the measure is still a heuristic. The edit
distance is a true metric (in the precise mathematical sense), is very flexible via weighting
the changes, and is well understood in many different scientific contexts.

An example is given here for changing the composite laminate stacking sequence encoding
(4471620) into (4473361) for the case when zero encodings are considered to match any
encoding (modified edit distance).

MIMM|SIIT|M|M
4147 -
414171313161

—
D
o

where MMMSIMM is an optimal edit transcript containing only two edit operations. The
additional case for using the standard edit distance, in which the zero encoding is not
considered a match for any other ply encoding, is precisely a string comparison using the

encoded alphabet with no changes from the spoken to spotted example given previously.
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3.5 PARALLEL GA PSEUDO CODE

The pseudo code in this section outlines the actions taken by each processing node in
the parallel environment. For this work the parallel environment is primarily a cluster
of machines (distributed memory) with a high speed interconnect but, since the code is
written in MPI, can also be run on shared memory architectures. The point of parallelism
in the algorithm is in some ways trivial as each processor controls a distinct population
corresponding to a single panel. Without migration the algorithm would optimize each
panel in isolation mimicking sequential serial runs. All of the interesting portions of the
parallelization occur in the methods controlling migration. Since the panel optimizations
are not required to proceed in lockstep, communication is handled asynchronously. It
makes no difference if the panels are optimized on processors of different speeds, additional
generations on faster processors only serve to increase the probability that better local
designs are discovered early.

The whole point of migration in this algorithm is to provide each local population with
some knowledge of evolutionary trends occurring in adjacent populations. It seems logical
that more recent migrant information portrays neighboring evolution more accurately. The
goal is the highest migrationrate possible without swamping the system with communication,
balancing analysis time with any delay caused by message passing. Compute bound
asynchronous communication algorithms execute local analysis operations while information
travels between processors, effectively reducing time wasted for communication to zero. In
contrast, a communication bound asynchronous communication algorithm can not find
enough work to do during message passing and is forced to idle until required messages have
completed. The desired balance is to have as much migration as possible without forcing
the algorithm to become communication bound. This balance is accomplished dynamically
through the use of a circular queuing system characterized by sending and receiving modes.
The circular queueing system is used to monitor and limit the number of messages allowed
in the communication fabric at one time and is described in more detail below.

Each processor has the ability to send and/or receive migrant information from any

number of user defined neighbors. The first step in reducing communication time when using
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MPI, a commonly used message passing interface for parallel FORTRAN and C programs,
is to ensure that receiving nodes post receive messages before their corresponding sends
are posted to the system. The second step is to make sure that only a small number of
incomplete message passing handshakes are in the system at any given time. The more
incomplete messages allowed in the system the larger the lookup tables are for message
completion and the longer each message passing handshake takes to complete individually.
Migration queues provide the data to control the migration rate dynamically and provide
the ground work for minimizing communication time of MPI spawned messages.

Each processor has a single send queue constructed as a circular queue containing at
least wait_iterations nodes. At each iteration of the GA, with the prescribed probability
of migration, an order for migration is placed in an empty node of the queue carrying the
number of migrants to be sent and the iteration index the request was generated on. On
the same iteration that the request is placed in the queue a short message is sent to every
receiving neighbor of the current processor containing the number of migrants that are
coming. In this way migration requests are added to the queue and receiving neighbors
become aware of the size of incoming messages. The actual act of sending migrant individuals
happens after a small number of iterations, wait_iterations, from the generation in which
the request was made. This is a user defined constant and is set to give enough wall clock
time for receivers to pre-post matching messages indicating the size and source of incoming
migrant data, satisfying the first requirement for reduced communication time. This does
not guarantee that the receives will be pre-posted before messages arrive, but simply raises
the probability proportionally with the size of wait_iterations. To be clear, note that
the migrants that are sent are the current top ranked individuals of the population, which
are not necessarily the top ranked individuals appearing when the request was made. This
portion of the algorithm is similar to predetermining iterations which contain a migration
step without removing the random nature of when migration occurs and how many migrants
are sent.

The receive portion of the queuing system is composed of an array of receive queues

corresponding to each neighbor the current processor can receive migrants from. Since
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the message from senders containing the number of migrants to be sent is a single integer
and as such is constant in size, the receivers can pre-post sets of receive messages to wait
for these warning messages. Each node of the receive queues is checked each round for
incoming messages bringing information about the next set of migrants. Upon receiving
this information, receive messages can be posted in anticipation of arriving migrants that
identify the size, number of migrants, and sender of the data. The head of the queue
is monitored for completed handshake operations and when messages are complete the
receiver sends confirmation to the sender. This allows the send queue to free up a node
and the receiver can continue checking the receive queues until an empty node is found or
a message awaiting completion is found. Multiple migration completions can be handled
at the receiving end in a single iteration, in which case only the most up to date migrants
are stored for comparison.

The size of the send queue dictates how many uncompleted messages are allowed in
the system at one time. Limiting the number of uncompleted messages floating around
in the system bounds the time needed to complete a single communication. Migration
requests that attempt to enter a full queue are dropped and recorded as failed migrations. A
failed migration simply means that the communication time was exceeding the computation
time, allowing the queue to fill to capacity with waiting migrations, and the algorithm
was becoming communication bound. This method allows for the migration rate to be set
arbitrarily high and be bound dynamically by the compute time used for analysis. Dropped
migrations for all runs presented in this work are less than one percent of total migrations.

This method is a variation on the migration procedure of McMahon [20] in that migrant
individuals are not allowed into the destination population by default. Migrants are stored
in, for lack of a better term, a migrant bor and are looked at when applying the blending
metric. If an individual in the box can represent a valid member of the current population,
then it is allowed to become a member, completing the full migration. If, however, a migrant
is somehow invalid for the current population, then the full migration does not occur and
the migrant remains in the box for comparison alone. The results presented in Chapter
4 disallow migrants to enter the population to allow evaluation of the blending algorithm

alone. Pseudo code for the parallel GA with migration and blending follows.
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initialize GA probabilities for crossover, mutation, addition, deletion, swap,
permutation, and migration
initialize migration parameter wait_iterations
gen: =20
initialize Population(gen)
decode and evaluate Population(gen)
while termination not detected do
begin migration
if migration appropriate
choose number of emigrants
queue migration to occur at generation gen + wait_iterations
end if
if migration queued for this generation
send emigrants (current top ranked individuals)
end if
if immigrants available
receive immigrants in migrant_box
end if
end migration
apply crossover to Population(gen) giving Children(gen)
apply genetic operators to Children(gen)
decode and evaluate Children(gen)
apply blending metric to Children(gen) and Population(gen)
if migrant_boxr designs are valid
Population(gen + 1) : = select from (migrant_box U Population(gen) U Children(gen))
else
Population(gen + 1) : = select from (Population(gen) U Children(gen))
end if
gen:=gen+1
check for termination
end do
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Chapter 4: REFERENCE MIGRATION RESULTS

18in. 20in.

1 2 3 4 5
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Fi1G. 2. FEighteen panel irreqular grid test problem.

Results are given here for a test problem consisting of eighteen panels configured and
loaded as shown in Figure 2 [30]. The panels can be composed of 0, £15, +30, +45, +60,
+75, and 90 degree ply orientations. One material type, graphite-epoxy (IM7/8552), is used
for construction of each ply. The parameters given in Table 1 apply to each run presented
in this chapter, are chosen based on the work of others [20], and are expected to be good
choices for the genetic algorithm. They are, however, not critical to the performance of the
algorithm.

The initial run was to fix a control set for the problem itself where each panel is
optimized in isolation. The result is presented in Table 2 with the total weight of the
structure being 27.92 kg. As a measure of manufacturability, the total edit distance between
adjacent panels of the structure is tallied in two ways. The first is calculated according to
strict edit distance while the second method uses a modified edit distance metric in which

any comparison involving an empty ply (zero encoding, these plies are pushed to the surface
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TABLE 1. Static GA parameters.

Probability of crossover 1.00
Probability of mutation (orientation) 0.05
Probability of ply addition 0.05
Probability of ply deletion 0.10
Probability of ply permutation 0.00
Probability of ply swap 0.00
Population size 100
Laminate ply genes 24
Number of elite retained 5
Termination criterion (generations) 2000
Probability of migration 0.50
Migration queue offset (wait_iterations) 4

of the laminate) is considered a match. Measured in the first way the structure has a total
edit distance of 242. The second method measures the edit distance at 90. Total edit
distance is the sum of the edit distances between all neighboring panel pairs. Both methods
consider panels to be neighbors if they are adjacent vertically or horizontally and indicate
that the unblended design would be extremely difficult and expensive if not impossible to

manufacture.

4.1 RING COMMUNICATION TOPOLOGY

The initial blended design runs placed the 18 panels in a ring communication topology with
data flowing in only one direction around the ring. Each panel communicated with the
panel whose identification number (boldface numerals in Figure 2) directly followed it in
increasing counting order while the 18th panel communicated with the first to complete the
ring. Runs were executed with a uniform distribution of the scaling factor o from 0.05 to 8
and had the maximum number of migrants in the migrant box set to 1. Recall that as the
scaling factor « increases, the impact of the blending measure increases by multiplying the
fitness by a fraction of the largest possible distance between two neighbors and the scaling
factor. This creates an increasingly severe penalty to panel fitness for panels that are not
blended as alpha increases. At « = 8, the structure converged to a perfectly blended design,

using the standard edit distance metric, of

30/ +30/75/ + 75/ + 454/ + 60/ + 75/15], .
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TABLE 2. Control run (no blending), edit distance 242, modified edit distance 90,
total structural weight 27.92.

Panel Weight (kg) Design
1 2.68 [+30s],
2 2.35 [+307],
3 0.93 [£755/ — 75/ — 60/75/60, & 75],
4 0.84 [—75/60/75/ — 60/ + 75/ — 75/60/75],
5 0.74 [60/ £ 60,75/ — 75/ — 60/75/60]
6 1.03 [£755/ — 75/60,75/ — T5/ & 60,75],
7 0.84 60/ £ 75/ £ 60/ & 75
8 1.12 [60/ F 75/ — 6075/ & T5/60/ % 75],
9 3.18 30/ = 304],
10 2.85 [—45/ + 305/ — 30/15/30/ — 30/45/30]
11 2.51 30/ & 304,
12 2.35 [+307],
13 1.03  [£75/ — 75/60/75/ — 75/ £ 60,75/ % T5]
14 0.84 [75/ & 75/ — 60/ % 75/60/ & 75],
15 1.11 [+756],
16 1.67 [£754],
17 0.84 60/ — 60/ — 75/60/75/ & 755],
18 1.03 [75/ + 755,

Though the structure has a total edit distance of zero for both manufacturability mea-
sures(standard edit distance and modified edit distance) the weight of the structure increased
to 40.32 kg. As a way to keep the weight of the structure down, the edit distance metric
was modified in the code to consider any comparison with a zero encoding to be a match.
This method also converged to a perfectly matched (zero modified edit distance) design in
the ring topology, shown in Table 3. However, as would be expected, the perfect matching
in the ring does not correspond to perfect matching in the actual problem topology. At
a = 4 the design had converged in the ring topology to perfect matching with a weight
of 29.21 kg. The modified total edit distance, considering empty ply encodings to match
anything, for the structure in the true topology mapped adjacencies was 6. Note that a
perfectly matched design, in the sense of having a total (modified) edit distance of zero, is
not necessarily perfectly blended in the engineering sense of being able to manufacture the

structure with the minimal number of layer deposition passes. The intent of the present
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work is that small (mathematical) edit distances should lead to well blended designs in the
manufacturing sense.

The above discussion, and the design reported in Table 3, are for a migrant box of size
one. It might seem that a larger migrant box size could only help blending and convergence,
by providing more opportunities for adjacent panel designs to blend. Paradoxically, this is
not the case. The problem with multiple migrants is illustrated in Figure 3, which displays
a simplified ring topology of the top five ranked individuals of a three panel example. The
figure portrays a converged locally nonoptimal configuration in which the algorithm reports
perfect matching for the ring. That is to say, the edit distance d from the top ranked
individual of each panel to the migrant set from its corresponding neighbor is found to be
zero. In the example shown however, the panels’ top designs are matching perfectly with
lower ranked designs in the migrant boxes and the blended fitness clearly does not impose
blending constraints across the rank one individuals, which are taken as the final design.
Restricting the migrant box to size one eliminates this flaw, but sending only single migrants

then enormously restricts the flow of information between panels.

4.2 PHYSICALLY MATCHED COMMUNICATION TOPOLOGY

To capture the true adjacency configuration the ring topology was discarded and a full
communication structure was implemented mirroring the test problem topology. Every
panel communicated data to each panel adjacent to itself. After hundreds of test runs (each
for thousands of generations) using « values varying from 0.05 to 1000 (and migrant box
size equal to one) the method did not converge to a matched design, but rather stagnated
in false local optima created by the communication topology itself.

The A-B diagram inset of Figure 4 portrays the underlying problem with the natural
expansion of the method to topology mapped communication. The A and B of the diagram
represent two completely unmatched designs with respect to each other. However, the
configuration of this example is a converged design, since any panel with the A design has
at least two neighbors also having the same design and at most one neighbor having the

B design. This presents a situation in which, though there is no blending between panels
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TABLE 3. Ring topology blending, modified (ring) edit distance 0, modified (true
topology) edit distance 6, mazimum modified edit distance between adjacent panels

4, total structural weight 29.21.

Panel Weight (kg) Design
1 2.85 [ 30| £30| £30| —30| 75| £75|-75/F75/F 30/90/75/30]
2 245 | 30| +£30| —30| 75| £75|-75/F75/F30/90/75/30]
3 1.03 | 75| £75|—75/F 75/ F 30/90/75/30]
4 0.84 [ 75| =75/ F 75/ F 30/90/75/30]
5 0.74 [ —75/ F 75/ ¥ 30/90/75/30]
6 1.03 | 75| £75|—75/F 75/ F 30/90/75/30]
7 093 [ +75 | =75/ F 75/ F 30/90/75/30]
8 112 [ 60| 75| +75|—75/F75/F30/90/75/30]
9 3.35 [ £30p| £30| £30| 60| 75| £75|—75/F 75/ F 30/90/75/30]
10 3.02 [ £30| £30| £30| 60| 75| £75|—75/7F 75/ F 30/90/75/30]
11 2.68 | +£30| £30| 60| 75| £75|—75/F 75/ F 30/90/75/30]
12 251 | —-30| +30| 60| 75| £75|—75/F75/7F 30/90/75/30]
13 1.03 | 75| £75|—75/F 75/ F 30/90/75/30]
14 0.84 [ 75| =75/ F 75/ F 30/90/75/30]
15 111 [ —75| 75| £75|—75/F 75/ F 30/90/75/30]
16 167 [ £75| £75| £75| —75| 75| 75|75/ F 75/ F 30/90/75/30],
17 093 [ +£75 | =75/ F 75/ F 30/90/75/30]
18 1.03 | 75| +75|-75/F75/F30/90/75/30]
Panel 3 Panel 2 m
A F c |
\
B G J
v C H K
D A L
E | F

FiGc. 3. Migrant box of size five, for ring 1 — 2 — 3 — 1. The top five designs of
each panel become its emigrants.

of design A and B, none of the panels can find a more blended design than they already
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Fi1Gc. 4. False optimum of topology mapped communication. Each panel shows the
final (best) converged design, written in groups of four encodings read left to right
top to bottom.

have. If a panel with configuration A changes anything to become more like B then it gains
favor with one neighbor and loses favor with two neighbors. A more complex illustration
of this phenomenon is displayed in Figure 4 proper, which illustrates a converged globally
nonoptimal configuration obtained using topology mapped communication paths. Each
panel sends and receives migrant data (migrant box size is one here) from all panels directly
adjacent to itself. The design displayed is a converged design with @ = 1000. By making
a large, the algorithm is forced to try and perfectly match the panels as any global design
with a mismatched ply orientation between neighbors would force the modified fitness of
the involved panels to become quite unfit.

Consider Panel 3 and Panel 4 of Figure 4. The first (innermost) ply angle of Panel 3
is encoded with a value of four. Clearly Panel 4 is adjacent to Panel 3, so why do their
ply orientations not match even with a scaling factor of 10007 The answer lies in how the
modification to the fitness function is calculated for multiple neighbors. Each neighbor of
Panel 3 has an equal influence on the calculated fitness of the individuals in the population
as described by the equations in Chapter 3.4. Panel 4 has two of three neighbors that are
perfectly matched with it in accordance with the modified edit distance metric allowing

empty plies to match anything. This puts Panel 4 in a position similar to the A-B diagram
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insert in which it is unwilling to modify its design, since it is already fully supported perfectly
by two of three neighbors. Panel 3 is also unwilling to change to be more blended with Panel
4 as it can find no design that lowers the total edit distance from itself to its neighbors. This
converged locally nonoptimal configuration is formed strictly from the fact that each panel is
trying to conform with up to four different neighbors simultaneously, and the entire process
does not in general converge to a matched design, or even a locally optimal design. Recall
that the migrants were used to modify the fitness value of a population’s individuals, but the
migrants did not actually enter the population. Letting the migrants enter the populations
makes no substantive difference—the GA still fails to converge to matched designs for the
same reasons described above. Similarly, using the maximum mismatch fitness F., rather
than the mismatch sum fitness F; makes no qualitative difference. Figure 6 later shows
that F} and F, are equally poor.

This nonconvergence is not surprising, since what is being attempted here is similar
to concurrent subspace optimization (CSSO), a well known technique whereby a system
optimization is attempted by coordinating independent subsystem optimizations. The fitness
modification F to reflect matching is tantamount to the global coordination step in CSSO.
CSSO, and numerous variants of it, are known to fail to converge, both in theory and practice
[28]. Nevertheless, paradigms do exist wherein independent subsystem optimizations can be
guided to an overall optimal system design (see, e.g., [25], [26]). Using these other paradigms
will require a major reformulation of the present blending problem—this remains a topic

for future research.

4.3 WEIGHT-COST TRADEOFFS

Even though the genetic algorithm may not converge to a completely blended overall structure,
it does nevertheless produce many good (light) designs for the panels with varying degrees
of blending. It is useful to the design engineer to have this information in the form of
trade-off plots, as in Figure 5, where a higher edit distance on the = axis roughly indicates
an increasing cost to manufacture in exchange for a lower weight. The scatter plots (Figure

5 a.—d.) show the cost-weight trade-off for varying scaling factors for the four types of
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F1G. 5. The scatter plots (a.—d.) show the cost-weight trade-off for varying scaling
factors for the four types of runs described above. In each graph the y-axis is weight
and the x-azis is the sum of the edit distances between all communicating pairs. a.
Unmodified edit distance in a ring topology passing single migrants. b. Modified
edit distance, in which empty ply encodings are considered to match, in a ring
topology passing single migrants. c. Modified edit distance and topology mapped
communication grid, where each panel sends and receives data from each adjacent
panel, passing single migrants. d. Modified edit distance using multiple migrants
in the migrant box, ring topology.

runs described above. In each graph the y-axis is weight and the x-axis is the sum of the
edit distances between all communicating pairs. Figures 5a and 5b show the ring topology
results for the two ways of measuring edit distance, and both show a design with zero (ring)
edit distance as measured by their two respective edit distance metrics (perfectly matched
with respect to the ring topology). The designs in Figure 5b illustrate the tradeoff between
weight and matching—the lowest weight (28.59) of these that has a true topology modified
edit distance (total number of ply orientation mismatches) less than 10 is given in Table 4.
A heavier (29.21) design having a true topology modified edit distance of 5 is given in Table

5. It is interesting to note that the design in Table 4 is manufacturable even though it is not

25



TABLE 4. Ring topology blending, modified (ring) edit distance 1, modified (true
topology) edit distance 8, mazimum modified edit distance between adjacent panels
5, total structural weight 28.59.

Panel Weight (kg) Design
1 2.85 [ +302 | £30| —75| 75| —75|+603/75/15],
2 251 | +30| +30| —75| 75| —75|£603/75/15]
3 093 [ 75| —75|+603/75/15]
4 0.84 [ —75 | £603/75/15]
5 0.74 [ +603/75/15]
6 1.02 | —75| 75| —75|£603/75/15]
7 0.84 [ —75 | £603/75/15]
8 112 | —75| 75| 60| —75|=£603/75/15],
9 318 [ £30|£30o| £30| 75| 60| —75|£603/75/15],
10 3.02 [ 30|£30p| £30| 75| 60| —75|£603/75/15],
11 251 | +30| +30| 75| 60| —75|%603/75/15]
12 251 [ +£30| 75| 60| —75|+603/75/15]
13 1.02 | 75| 60| —75|+£603/75/15]
14 0.84 [ —75 | £603/75/15]
15 112 | 75| —75| 75| —75|+603/75/15]
16 1.68 [ 75| £T75y| £75| —75| 75| —75|+603/75/15]
17 0.84 [ —75 | £603/75/15]
18 1.02 | —75| 75| —75|4603/75/15]

perfectly blended, and it is lighter than the best (29.21 kg) fully blended design found by
Sormekun et al. [30]. It is manufacturable because the number of ply mismatches between
panels is relatively low. However, there is no recognized definition of manufacturability.

Figure 5d shows the failure of multiple migrants illustrated in Figure 3. Note the
large edit distances at the same weight; these are converged nonoptimal designs. Figure 5c
shows the results for the communication topology matching the problem topology. None
of these designs are easily manufactured because of the large numbers of ply mismatches
(edit distances).

Just as incorporating migrants into the population rather than holding them in a migrant
box for comparison makes no significant difference in performance, the two mismatch metrics
F (sum of edit distances) and F,, (maximum edit distance) perform essentially the same.

This is clear from Figure 6, which shows results for both F; (plain font) and F., (bold

26



TABLE 5. Ring topology blending, modified (ring) edit distance 0, modified (true
topology) edit distance 5, mazimum modified edit distance between adjacent panels

3, total structural weight 29.21.

Panel Weight (kg) Design
1 2.85 [ 30| £30| £30| —30| 75| £75|F45/—75/F 60/60/45/75]
2 251 | 30| +30| —30| 75| £75|F45/—75/F60/60/45/75]
3 1.02 | 75| £75|F45/ — 75/ F 60/60/45/75]
4 0.84 [ 75| F45/ — 75/ F 60/60/45/75]
5 0.74 [ T45/ — 75/ F 60/60/45/75]
6 1.02 | 75| £75|F45/ — 75/ F 60/60/45/75]
7 093 [ +75 | 745/ — 75/ F 60/60/45/75]
8 112 | —75| 75| £75|F45/ — 75/ F 60/60/45/75]
9 3.35 [ £30o| £30| £30| —75| 75| £75|F45/ —75/F 60/60/45/75]
10 3.02 [ £30| £30| £30| —75| 75| £75|F45/—75/F60/60/45/75]
11 2.68 | +30| +30| —75| 75| +75|F45/ —75/F 60/60/45/75]_
12 251 | 30| £30| —75| 75| £75|F45/—75/F 60/60/45/75]
13 1.02 | 75| £75|F45/ — 75/ F60/60/45/75]
14 0.84 [ 75| F45/ — 75/ F 60/60/45/75]
15 112 | —75| 75| £75|F45/ — 75/ F 60/60/45/75]
16 1.68 [ £75| £75| £75| —75| 75| £75|F45/— 75/ F 60/60/45/75]
17 093 [ +£75 | 745/ — 75/ F 60/60/45/75]
18 1.02 | 75| +75|F45/ — 75/ F60/60/45/75]

font). The (true topology edit distance, weight) data points are plotted as digits showing
the maximum distance between any two neighbors. Even though a maximum distance of

three is acceptable, the total edit distance (45 mismatches) for that design is not.

4.4 UMBRA MIGRATION

Analysis of results reported in Chapter 4.1 showed that the unmodified edit distance, when
used in a ring communication topology, could converge to zero (corresponding to ideal
manufacture) with a = 8. These results were both promising and foreboding. They are
promising in that complete convergence to zero edit distance in such a large design space
proves that the pressure to evolve towards your neighbors can be a powerful guide for
evolution. The weights of designs developed with this method, however, were prohibitive,

forcing the introduction of the modified edit distance. Though the modified edit distance
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Fi1c. 6. They-axisisweight. Each plotted pointisrendered as an integer representing
the maximum edit distance between any single pair of neighbors. Those points in
non-bold font are the same points appearing in Figure 5¢c. They represent the topology
mapped communication grid using modified edit distance and single migrant passing.
Points in bold face represent runs with the same parameters but use Fso rather than
Fy to modify the objective function value as described in Chapter 3.4.

allowed the designs to become much lighter, the ability for large a to force blending across
the true topology of the problem was lost. This prompted the extension to physically
matched topology communication, which failed to converge for reasons given in Chapter
4.2.

Umbra migration is a combination of the ring design methods, introduced to capture the
complete physically matched topology convergence of the unmodified edit distance, while
maintaining the low weight designs discovered using the modified edit distance. The initial
ring blending solutions, though prohibitive in weight, had the property that zero distance
around the ring was equivalent to perfect blending across the physically matched topology.
That is, two designs could have zero edit distance if and only if they were precisely equal

at every ply layer including empty plies. Modified edit distance allowed empty (coded as
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zero) plies to match any other ply orientation, creating the possibility for information to be
lost in a ring traversal. If at any point in the ring a thinner panel follows a thick panel, the
thinner panel can perfectly blend with the thicker panel using empty plies. Further, if a
thicker panel follows the thinner panel, then the thicker one can generate new (arbitrary) ply
orientations for all positions matching an empty ply. This amounts to a loss of information
as migrants are passed around the ring and prevents the forced convergence to zero edit
distance in the physically matched topology.

Umbra migration is defined by the modification of migrating individuals to include the
ply orientations of the design found in the migrant box replacing all empty ply layers of
the top ranked individual with any layers that may be thicker than the current design. If a
migrating individual contains 27 non-empty ply layers and the migrant box design contains
30 non-empty ply layers then the migrating individual would take the first 27 layers of
the top individual and the three remaining layers from the design in the migrant box to
form the design that is actually transmitted as migration. This causes a shadow (umbra)
“best” design for the outer plies of a laminate to completely traverse the ring ensuring that
no information is lost through thick-thin-thick movements. In addition, umbra migration
allows for completely converged designs that have zero ring edit distance to correspondingly
have zero physically matched topology edit distance. One such design is given in Table 6.
The design shown used o = 1.7. Notice that every panel design in Table 6 is a subsequence
of the largest panel in the structure, Panel 9, indicating that umbra migration was used.
The fact that umbra migration provided the best results gave birth to a new idea that could
take advantage of having all panels built as a subsequence of the largest design. This idea,

guide based design, is detailed in the next chapter.
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TABLE 6. Ring topology blending with umbra migration, modified (ring) edit distance
0, modified (true topology) edit distance 0, total structural weight 29.19 kg.

Panel Weight (kg) Design
1 2.85 | +£30| 45| +45| 75| £75| —60 |60/ +60/904/15]
2 251 | 45| +45| 75| £75| —60 |60/ 4 60/904/15]
3 093 [ 75| —60 |60/ £60/904/15]
4 0.84 | —60 | 60/ £ 60/904/15] _
5 0.74 [ 60/ +60/904/15]
6 1.02 [ +£75| —60 |60/ £ 60/904/15]
7 0.84 [ —60 | 60/ 4 60/904/15] _
8 112 [ 75| £75| —60 |60/ £60/904/15]
9 335 [ £30| 75| £30| 45| +45| 75| £75| —60 |60/ % 60/904/15]
10 318 [ 30| 75| £30| 45| +45| 75| £75| —60 |60/ % 60/904/15]
11 2.68 | 30| 45| £45| 75| £75| —60|60/£60/904/15]
12 251 | 45| +45| 75| £75| —60|60/ +60/904/15]
13 1.02 [ +£75| —60 |60/ £ 60/904/15]
14 084 | —60 | 60/ £ 60/904/15] _
15 112 [ 75| £75| —60 |60/ £60/904/15]
16 177 [ 30| 75| £30| 45| +45| 75| £75| —60 |60/ +60/904/15]
17 0.84 [ —60 | 60/ 4 60/904/15] _
18 1.02 | +£75| —60 |60/ £ 60/904/15]
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Chapter 5: GUIDE BASED DESIGN

The edit distance blending method defined by Adams et al. [2] is briefly described here to
highlight the identifying characteristics of the algorithm and to provide a stage to present
guide based design. The method is built upon the idea of a measure of blendedness. A
metric, the edit distance, is used to determine the degree of blendedness when two panel
stacking sequences are compared with each other. This measure can then be used to alter
the fitness function of a GA, rewarding designs that have a higher degree of blendedness
with a reference design.

The algorithm utilizes a GA optimization on each panel using predetermined local
loading constraints. Each panel optimization is allocated to a single processing node in a
parallel processing environment and is run asynchronously with respect to other panels.
Migrant individuals are sent out at random to neighboring nodes and stored for reference.
The migration is referred to as reference migration since the migrants do not enter the
target population. Instead, migrants are used to modify the fitness function of the target
panel optimization through the measure of blendedness. Those designs that are evolving
closely with neighboring panel designs are rewarded with better fitness values and are more
likely to create children. This creates the possibility for a localized optimization to converge
to a globally blended design. The method met with limited success. Though it was used
to discover the best known global design for the 18 panel problem presented in Figure 2,
convergence to local optima prevented the algorithm from increasing the quality of the
solution with added iterations/generations. Additionally, designs that were not perfectly
blended were in general locally optimal designs that had no practical utility.

Some of the major features of this edit distance based blending approach can be
summarized as:

e asynchronous, real time algorithm,
e multiple populations each running an independent genetic algorithm,
e measure of blendedness (edit distance) allows for nearly perfectly blended designs to

result from a run that are manufacturable,
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e blending accomplished through evolutionary pressures of reference migration so that
unblended designs evolve to global blending,

e convergence is dictated by the scaling factor [2] and does not benefit from increased
iterations of the algorithm.

A simplified definition of blending is used in this work. Two adjacent panel designs
are blended if one design is obtained by deleting a contiguous series of outermost plies
from the other. A global design is perfectly blended if and only if blending holds for every
pair of adjacent panels. This simplified definition serves to reduce the search space of the
problem and provide equal footing for comparisons with previous work on the same test
case [2][30]. The creation of a guide based GA design process grew out of the need to limit
the optimization to consider only those designs that are globally blended.

Using the simplified definition of blending, a perfectly blended global design can be
generated by designing each local panel as an initial sequence (ai, ..., ax is an initial
sequence of the sequence aq, ..., ak, ..., a,) of a single larger guide design. A GA can
be created to operate on and generate a population of individuals that guide the global
design process so that only globally blended designs are in the problem domain. During
the analysis phase of the GA a guide design (a single individual from the population) is
evaluated to determine the optimal initial sequence for each local panel satisfying loading
constraints and minimizing weight. This is accomplished by stripping ply layers from the
guide design, starting from the outermost layers, one layer at a time and analyzing the
resulting designs according to the constraints for each local panel. (More efficient variations
of this are possible, e.g., starting with the initial sequence length equal to that of the
last optimal design analyzed for this panel, and then adding/subtracting layers from this
length.) The guide designs in the population aquire fitness values through the combination
of optimal local designs generated by the guide itself so that each guide design has a single
best series of initial sequences corresponding to each panel that can be used to construct a
usable fitness function value. An optimal initial sequence is discovered for each local panel
and the fitness of the global design becomes the sum of the individual fitness values for every

optimized local panel. This modified analysis method provides the means to assign fitness
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Fic. 7. Guide based optimization example. The figure illustrates how isolated
optimization creates designs that are locally optimal but are not easily manufacturable
due to the ply orientation mismatches at through-the-thickness layers of the laminate.
A side view of three sample panels, listing ply orientation encodings for each layer, is
presented for both local optimization and a possible guide based design. Isolated local
optimization generally produces light weight designs as less ply layers are required for
Panels 2 and 8. The guide based design is optimized and constructed from the 6-ply
thick guide design given on the left. The optimal initial sequence for the given guide
produces a global design that is completely blended and therefore manufacturable.
By operating on populations of guide designs a GA can discover an optimal blended
global design minimizing weight and mazimizing constraint satisfaction margins.

values to guide designs themselves and allows a GA to operate on populations of guide
designs to drive a global optimization process to an optimal blended design. An illustrative
fictitious example of guide based design is presented in Figure 7.

As each guide design is assigned a fitness value, an accompanying array of integers is
generated to indicate how many ply layers are applied to each panel. This array is used to
reconstruct the optimal design discovered for an analyzed guide for each panel and becomes
a table of information associated with each generation of the population.

A simple master-slave parallel code is implemented for this work. The master process
generates and runs the GA code while distributing guide designs to slave processes for
analysis in a lock step message-passing phase. The load distribution is calculated statically

as an equal division of slave processes into population size with remaining work given
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arbitrarily to selected nodes with lower rank. For a population size of 100, 3 slave processes
were used distributing 34 guides to slave process 1 and 33 guides to slave processes 2 and 3.
Some of the major features of this new guide design based approach can be summarized
as:
e synchronous, lock step algorithm,
e single population running a distributed genetic algorithm,
e nearly blended designs are not possible,
e blending accomplished directly through generation from a guide design to create globally
blended designs,
e convergence is dictated by the GA parameters and allows additional generations to
increase the probability that the top ranked solution is indeed optimal.
Observe that these characteristics are all notably different from the characteristics

itemized for the edit distance approach.

5.1 MASTER-SLAVE PARALLELISM

Master-slave implementations are the simplest and most common form of parallel genetic
algorithms where a single processor controls the genetic algorithm and the determination
of fitness for each member of the population occurs in parallel by worker nodes. The
classification of master-slave encompasses a wide variety of design decisions that affect the
performance and scalability of the algorithm. A nice overview of parameter evaluation for
parallel genetic algorithms can be found in the collection of work by Erick Cantu-Paz [7]
in addition to the classical parallel algorithm design overview found in Quinn [23]. For
the application developer, work load and communication time balancing are the primary
concerns for applying a master-slave paradigm. General practice assigns the master process
all the duties associated with the generic GA while distributing analysis work (fitness
evaluation) to slave nodes.

Though a static distribution of work can perform well using deterministic non-iterative
analysis routines, a more robust and scalable distribution method is required for complex

analyses. Since the time required for a single analysis can vary greatly in iterative methods,
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a dynamic producer-consumer model is more appropriate. That is, the master generates a
queue of available work at each generation that is then distributed in small subsets to those
slave processes requesting work. The slave processes consume work units and request more
when they have completed their subset. For the current problem the smallest subdivision
of labor, without parallelizing the analysis itself, is a single analysis of a local panel design.
The work queue then at each generation becomes population size multiplied by the number
of panels and the number of plies. For the 18 panel design problem presented in Figure 2
there are 43,200 (100 x 18 x 24, see Table 1) work units per generation.

The determination of how many jobs are distributed per request to those processes
requesting work is part of the balance of communication and computation time. Similarly
the boundaries on which work is distributed can relieve the master process from a large
portion of data gathering. Dividing the work of a guide design analysis along panel division
boundaries allows slave processes to only report the optimal local design for a given panel.
Otherwise, the master process would be required to compute a min/max for each panel
and choose the one most fit. Requiring this work from the master process increases the
communication load by a factor of N, where N is the number of ply layers in a guide.
The work load chunk then becomes the number W of panel analyses distributed to each
processor such that the maximum tolerance for wasted compute time is bounded by the
time 7' it takes to evaluate W designs. The worst case scenario is that all slave processes
request work simultaneously for a remaining single unit of size W. In this case, all but one
process remains idle for T units of time.

Guide based design is an easily parallelized and powerful method for dealing with large
problems when the loads on each panel can be assumed fixed. The fact that local loads
are assumed fixed for each panel can be viewed as a weakness of this algorithm but the
speed and accuracy with which it can derrive a solution to the problem allow for a possibly
iterative process in which new loads can be introduced to refine the search and find better

solutions.
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Chapter 6: GUIDE BASED DESIGN RESULTS

Results are given here for a test problem consisting of eighteen panels configured and loaded
as shown in Figure 2 [30]. The panels are composed of 0, £15, £30, +45, +60, +75,
and 90 degree ply orientations. One material type, graphite-epoxy (IM7/8552), is used for
construction of each ply. Table 7 summarizes the parameters of the simple GA operating

on guide designs.

TABLE 7. Static GA parameters.

Probability of crossover 1.00
Probability of mutation (orientation) 0.05
Population size 100
Laminate ply genes 24
Number of elite retained 1

Termination criterion (generations) 2000

For comparison, each of the 18 panels is isolated and optimized locally without respect
to a blending measure. The addition of blending constraints on the problem restricts possible
global designs and allows individual panel optimization to serve as a lower bound for global
weight. Though the global design obtained from isolated local panel optimization is not
blended, the reference point given by the weight is useful in determining the quality of
a blended global design. The resulting global design is presented in Table 2 with a total
structural weight of 27.92 kg [2].

Sormekun et al. [30] discovered a blended design, using a less restrictive blending
measure, with a total structural weight of 29.21 kg. The method, as briefly described
earlier, used an iterative process to fix layers of the global design based on local designs
with the fewest ply layers. Though the method was less restrictive with respect to blending
than the methods in [2] and here, it serves as a reference to determine the quality of other
blended designs.

A slightly better design was discovered using the edit distance blending metric with
umbra migration in previous work by Adams et al. [2]. The edit distance approach creates
multiple populations, each running an independent local optimization for an individual

panel, using migration to transfer evolutionary data between neighboring panels. That
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TABLE 8. Guide based design with total structural weight 28.63 kg.

Panel Ply Encodings Design

1 17 [ +45| 30| F30| 45| F45| 60| —60/£602/ —75/60/75]
2 14 [ T30| 45| F45| 60| —60/ 605/ —75/60/75]
3 11 [ T45| 60| —60/ £ 605/ — 75/60/75]
4 9 [ 60 | —60/ £ 602/ — 75/60/75]
5 [ —60/ + 602/ — 75/60/75]
6 11 [ T45| 60| —60/ £ 605/ — 75/60/75]
7 9 [ 60 | —60/ £ 602/ — 75/60/75]
8 13 [ 30| 45| F45| 60| —60/ 602/ —75/60/75]
9 19 | 45| £45| 30| F30| 45| F45| 60 |—60/ %605/ —75/60/75]
10 18 [ —45| +45| 30| F30| 45| F45| 60|—60/+60y/ —75/60/75]
11 15 [ 30| F30| 45| F45| 60| —60/ 602/ —75/60/75]
12 14 [ T30| 45| F45| 60| —60/ 605/ —75/60/75]
13 11 [ T45| 60| —60/ £ 605/ — 75/60/75]
14 9 [ 60 | —60/ + 605/ — 75/60/75]
15 13 [ 30| 45| F45| 60| —60/ 602/ —75/60/75]
16 19 [ +£45| +45| 30| F30| 45| F45| 60| —60/+60y/ —75/60/75]
17 9 [ 60 | —60/ £ 602/ — 75/60/75]
18 11 [ F45| 60| —60/ 4605/ —75/60/75

is, each panel is optimized locally in real time by an independent genetic algorithm while
modifying the objective function values of individuals based on a blending metric comparison
with migrants from adjacent evolving populations. A modified edit distance metric serves
to measure the blendedness of adjacent panels by counting the number of edit operations
required to turn the encoding of one individual into another while considering empty plies
to blend with any orientation. Forced convergence of the umbra migration method creates
global designs that are perfectly blended using the same measure of blendedness given in
Chapter 5. The best discovered design had a total structural weight of 29.19 kg and falls
within the domain of guide designs explored by the current work. In fact, all converged
designs using umbra migration fall within this domain. It is interesting to note though
that once convergence is achieved it becomes impossible for other blended designs to be

evaluated by this method. The user has little confidence in the quality of the answer until
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TABLE 9. Other guide based designs found. Fach design is described by three lines.
Line 1: guide design. Line 2: constructor defining the number of plies for panels
1-18, left to right. Line 3: weight (kg)/fitness value (reflects constraint margins,

larger is better).

[60/904/75/0/ + 455/30/ F 30/45/ F 45/ + 603/ — 75/60,75],
171411 9 811 91319 18 1514 11 9 13 19 9 11
28.63/ — 81.103688

[15/90/15/0/90/ — 45/ + 45,/30/ F 30/ £ 45/ + 60/75/ + 60,/45/60/ T 45),
171411 9 811 9131918 1514 11 9 13 19 9 11
28.63/ — 81.173725

[—60,/90/ — 30/90/15/ + 45,/30/ T 30/45/ T 45/60/ T 605/ T 75),
171411 9 811 9131918 1514 11 9 13 19 9 11
28.63/ — 81.106705

[75/15/ — 30/90/ — 60/45/ T 455/30/ F 30/ F 45/60/ F 602/ F 752)
171411 9 811 91319 18 1514 11 9 13 19 9 11
28.63/ — 81.093024

[90/30/ — 45/ — 30/90/ + 45,/ + 30/45/30/ F 45/60/ F 603/ T 75),
171411 9 811 9131918 1514 11 9 13 19 9 11
28.63/ — 81.106640

[—75/45/60/0/90/45/ T 45,/30/ F 30/ F 45/ T 605/75/ F 60/ F 75,
171411 9 811 9131918 1514 11 9 13 19 9 11
28.63/ — 81.091774

many runs have been made and, unlike other GA based methods, additional generations
do not provide the possibility of finding a better solution on a single run.

Using guide based design even for a small number of generations, given the size of
the problem design space, produced blended designs that were consistantly better than the
best known umbra migration results. Table 8 displays one of many optimal (best known)
designs discovered with a weight of only 28.63 kg. In fact, approximately 90% of the runs
conducted for 2000 iterations had a final design weight of 28.63 kg, differing only sightly in
their fitness values, caused by different constraint margins (larger constraint margins are
better). Not only does this provide the practicing engineer with a wealth of good designs
to choose from, the algorithm itself is more robust (than those in [2] and [30]) and can
continue to find possibly better solutions given more generations to explore the design space.
Table 9 lists some of these other designs found, showing the variability possible among good
designs. Perhaps the strongest argument for using GAs for composite structure design is

the (typical) production of many dissimilar yet quite good composite designs.
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Chapter 7.  SUMMARY FOR FIXED LOAD METHODS

A methodology for blending of laminate stacking sequences across multiple composite panels
of a large composite structure using genetic algorithms in a parallel processing environment
is proposed. The methodology relies on simultaneous evolution of the stacking sequences of
the individual panels mapped to different processors that communicate with one another
via migrant individuals. A metric based on Levenstein edit distance is used to evaluate
the similarities of the stacking sequence between adjacent panels. Top individuals in the
independently evolving populations are sent to neighboring populations in an effort to coerce
the evolution of the neighboring panels so as to minimize the differences in laminate stacking
sequences. Blending is encouraged by comparing each of the members of the neighboring
populations with the migrant individual(s) and modifying their fitness based on the degree
to which they match to the migrant. A scaling factor is used to adjust the degree of pressure
imposed on blending of the neighboring panels. Two different communication topologies
are used in distributing the top migrating individuals. In a ring topology, each panel
(processor) communicated with the panel whose identification number followed it, with the
last panel communicating with the first one. The second communication topology mirrored
the physical configuration of the neighboring panels in the test problem.

Results are generated using the two different topologies with either single or multiple
migrants, and by changing the scaling factor to investigate its influence on the blending
characteristics of the neighboring laminates. Limited success was achieved in designing
structures with completely matched laminates across panels. It was found that for those
problems where the loading and neighborhood arrangements were such that the resulting
laminate designs had inherent tendencies (such as decreasing laminate thickness from one
side of the structure toward another side), using a communication topology that matched
the tendency resulted in good blended designs when a single migrant was used. However,
contrary to intuition, increasing the number of migrants had an adverse effect on the blending
of the laminates, causing the GA to converge to (speciously) locally optimal laminates
with sometimes severe mismatch between adjacent panels. It was further discovered that

duplicating the exact topology of the neighboring panels in the communication topology
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between the processors, the GA would sometimes converge to locally nonoptimal nonmatched
designs even when a single migrant was used. By varying the scaling parameter, it was
shown that a set of designs with varying degree of blending and weight compromise could
be generated that can aid engineers in the design of large structures with multiple panels.
However, for complex panel neighborhood configurations, the approach has to be used with
caution.

A new guide based parallel GA has been proposed for composite panel structure
optimization. For an 18-panel test problem, the present algorithm produced the lightest
known design, as well as a variety of minimal weight near optimal designs. This production of
several substantially different near optimal designs has practical importance, and is perhaps
the strongest justification for the use of GAs in composite structure design. The definition
of blending here amounts to perfect blending, although a less restrictive blending definition
could still result in designs manufacturable with the minimal number of tow machine passes.
Also, in general the local loads depend on the panel designs, so the algorithm here must be

iterated to a local load fixed point.
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Chapter 8: COUPLED LOAD GUIDE BASED DESIGN EXTENSION

The initial approach to this problem involved the specification of a fixed load for each panel
in the structure [2], [30], [20], [15]. Isolated local panel optimization results in stacking
sequence orientations that vary widely between adjacent panels, which would cause serious
manufacturing difficulties, generating the need for a globally blended solution. By fixing
the local loads on each panel, the complexity of the global problem is greatly reduced,
but the issue of blending the optimized local (panel) designs into a complete structure
design that is manufacturable is far from trivial. Earlier work on this blending problem
included a genetic algorithm (GA) method using the edit distance metric to allow a set
of independently evolving panel populations to evolve to a blended global solution using
reference migration [2], the use of sublaminate definitions and design variable zones by
Soremekun et al. [30], and the addition of continuity constraints proposed by Liu and
Haftka [17]. The edit distance method utilizes a multiple-population parallel GA approach
that obtains blended designs through evolutionary pressures from neighboring populations.
It is a nonstandard parallel decomposition that works asynchronously in real time to emulate
semi-isolated populations with random migration to produce blended global designs from
a pool of globally unconstrained local stacking sequence design possibilities. Evolutionary
pressures are controlled through a user defined scaling factor that modifies the severity of
penalties imposed for blending mismatches. These penalties, however, were found to hinder
convergence to a global optimum by creating local optima in the search space that are
artifacts of the algorithm itself [2]. The approach used in [30] is a two step procedure that
relies on first optimizing the individual panels followed by identifying common thickness
zones across multiple panels that are redefined and reoptimized using blended stacking
sequences. Because of the heuristic nature of the approach, however, it is possible that
suboptimal designs are generated, although blended designs are obtained with little weight
penalty compared to unblended minimum weight structural design.

A more recent approach to this problem is a guide based design methodology [3]. In
guide based design, the search space of the problem is implicitly reduced by forcing the

generation of global (defining the entire structure) individuals that are always completely
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blended across panel boundaries. The particular focus of the present work is in extending the
guide based design methodology to a more realistic representation of the problem where the
local loadings for individual panels can only be determined through a global level analysis
that is coupled with the exact stacking sequence for each panel in the structure. This
extension creates a challenging subproblem to determine the fitness of a guide design given
the additional coupling of panel designs. A global/local iterative process is presented here
that quickly converges to a near optimal solution and, with a small amount of subdigraph
expansion (searching the subdigraph in some way until no valid paths are found), the
optimal solution for a given guide can be found. The solution to this subproblem appears
to be sufficiently fast that it can be incorporated into a GA for global optimization of the
structure where each member of the population is an instance of the subproblem for which
a fitness value can be determined.

Section 8.1 and 8.2 describes a global/local approach to the subproblem created by
observing that a multi-panel wing structure is statically indeterminate. Changing the
stacking sequence of one panel can change its stiffness properties, which affect the internal
load distribution, possibly changing the in-plane load of every other panel in the structure.
Section 8.3 supports the accuracy of the global/local approach through comparison to
smaller problems with known optima discovered through exhaustive search. A parallel
genetic algorithm is proposed to incorporate the global/local subproblem evaluation in a
global optimization process and demonstrates the effectiveness of the method by finding
several designs better than the best previously discovered in the literature. Chapter 9
presents a short lessons learned section about the approach and the high computational

cost associated with it.

8.1 GUIDE BASED DESIGN

A simplified definition of blending is used in this work. Two adjacent panel designs are
outwardly (inwardly) blended if one design is obtained by deleting a contiguous series of
outermost (innermost) plies from the other. A global design is perfectly outwardly (inwardly)

blended if and only if blending holds for every pair of adjacent panels starting from the
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F1a. 8. Outwardly/inwardly blended distinction example.

innermost layer near the mid-plane (starting from the outermost layer and moving inward
toward the mid-plane).

Using the simplified definition of blending, a perfectly outwardly (inwardly) blended
global design can be generated by designing each local panel as an initial (final) sequence
(a1, ..., a is an initial sequence, and a,_g41, - .., an iS a final sequence, of the sequence
ai, ..., Ak, - . ., a,) of a single larger guide design. Figure 8 displays the distinction between
outward and inward blending rules. A GA can be created to operate on and generate a
population of individuals that guide the global design process so that only globally blended
designs are in the problem domain. During the analysis phase of the GA a guide design
(a single individual from the population) is evaluated to determine the optimal initial
sequence for each local panel satisfying loading constraints and minimizing weight. This is
accomplished by stripping ply layers from the guide design, starting from the outermost (for
outward blending) layers, one layer at a time and analyzing the resulting designs according
to the constraints for each local panel. (More efficient variations of this are possible, e.g.,
starting with the initial sequence length equal to that of the last optimal design analyzed
for this panel, and then adding/subtracting layers from this length.) The guide designs
in the population acquire fitness values through the combination of optimal local designs
generated by the guide itself so that each guide design has a single best series of initial

sequences corresponding to each panel that can be used to construct a usable fitness function
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value. An optimal initial sequence is discovered for each local panel and the fitness of the
global design becomes the sum of the individual fitness values for every optimized local
panel. This modified analysis method provides the means to assign fitness values to guide
designs themselves and allows a GA to operate on populations of guide designs to drive a
global optimization process to an optimal blended design. An illustrative fictitious example

of guide based design is presented in Figure 7.

8.2 GUIDE DESIGN SUBPROBLEM

Guide based design is important because it reduces the global search space by examining
only those designs that are completely blended. The reason that it works well in the above
context is that it is computationally cheap to discover the optimal design corresponding
to any particular guide design. Since the loads on all panels are fixed, a one dimensional
optimization performed on each panel independently from the other panels is sufficient to
discover the lightest possible design that satisfies the loading constraints. For fixed loading,
this design is unique and can be easily assigned a fitness by the controlling GA. Guide
based design can be summarized as a methodology to construct blended designs from a
given thick laminate, wrapping this process into a global optimization GA to search for the
best possible guide design laminate in the space of possible designs.

The problem with the above method is that loads are not fixed locally. A fixed load
at the tip of the wing will distribute that load to each panel according to the stiffness and
strength properties of each panel in the entire structure. For a given guide laminate, the

fitness value (to be maximized) for the guide is defined as

—(W)(P+1),

where W is the total weight of the structure and P is the total penalty applied to the
structure for being unbalanced. As stated in Section 3.1, the encoding for each laminate
is a string of integers where successive occurrences of a gene map to the corresponding
orientation with alternating plus and minus signs. A balanced stacking sequence contains

an even number of each individual gene such that every occurrence of a positive orientation
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angle has a complimentary negative orientation somewhere in the laminate. The value of P
is the sum of the number of genes occurring an odd number of times in the stacking sequence
for a panel summed across all panels in the structure. If, however, any of the panels in the
structure fail under their local loading requirements an additional multiplicative penalty
is applied to the fitness calculation making failed designs highly undesirable. The precise
fitness value for a guide design is defined as the minimum weight design such that all local
panel loading requirements are satisfied and in cases where multiple configurations exist
at the minimum weight for a given guide, a design minimizing the value of P from among
the equal configurations is selected to represent the fitness. Note that this definition of
fitness for a guide may not represent the best possible fitness value attainable from a given
guide since it favors weight before considering fitness value. This choice was made with the
intention of steering the GA search toward designs using fewer layers even if they are not
yet balanced.

The determination of the fitness of a guide is itself a complex optimization problem
where the discovery of the optimal solution, as described above, may not be computationally
feasible. The following sections describe methods used in this work to approximate the

fitness value of an arbitrary guide.

8.2.1 GLOBAL/LOCAL ITERATION

In order to fit the guide based design approach to the problem where loads vary as the
stacking sequences change a few changes need to be made. The following sections describe
an algorithm with three distinct tiers with the overall goal of determining the fitness of a
single guide. The top tier quickly finds a good starting point for a more fine grained search.
The middle tier refines the search with a greedy algorithm and the bottom tier attempts to
exhaustively search the remaining subdigraph of designs. The first proposed modification
of the guide based design algorithm is to iterate between an exact global analysis and local
level panel optimizations for specific loading conditions until convergence — a global/local
iteration. The evaluation of a single guide begins with the global analysis of a completely

thick design: each panel in the structure is assumed to use every possible layer from the
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given guide. A completely thick design can be represented as a pair with a particular guide
encoding and a string of zeroes corresponding to the number of ply layers removed from

each panel in the structure:

[Guide Encodingls; [0, 0, ..., 0].

Every configuration of values for ply layers removed, given in the second string above,
represents a possible panel design configuration for the entire structure with corresponding
local loadings on each panel. Since the determination of these local loads requires an
expensive global finite element analysis, it is desirable to do as few global analyses as
possible. The global analysis of the completely thick design yields local loading information
for each panel in the structure used as input to the local level analyses to determine the
failure status of each panel. Though the local loads given from the global analysis are only
valid assuming the stacking sequences for each panel in the structure remain unchanged,
these loads can allow for a local level linear optimization to guess a new design point to
examine with a global analysis.

The local level optimizations take a single panel with the given loads returned from
the most recent global optimization and determine the minimum length initial subsequence
from the guide that can satisfy the given loading requirements. This operation can be
performed independently on each panel and the local optimization results in a tuple of
nonnegative integers corresponding to the number of ply layers removed from the guide for
each panel to form the minimum weight structure possible under the given loads. For a
given guide, this tuple fully describes an instance in the design space of all possible global
designs derivable from the guide. This tuple becomes the best guess at which the next
global analysis should be performed. The global analysis is required because by removing
ply layers from the panels the stiffness properties change and the load distribution for the
entire structure can change. The global analysis will yield new loading parameters for each
panel in the structure and new linear local searches can be performed to determine the
lightest possible structure based on the new loads. The process iterates between a global

level analysis and the local level panel optimization under the following rules:
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1) After a global analysis, the local loadings on all panels are exact until a change is
made in the stacking sequence of a panel. If, under the given loads, a panel fails at the
local level, then that panel must be made thicker and it is marked with a Boolean variable
dissallowing the removal of ply layers during future iterations. Continue iterating between
the global level analysis and independent local optimizations.

2) If, after the global analysis, local optimization returns a tuple that satisfies local loading
constraints for each panel and does not try to reduce the thickness of any remaining panels
unmarked from Rule 1 then convergence is declared and the iteration terminates. Otherwise,
continue iterating between the global level analysis and independent local optimizations.

The above finite process, summarized in Figure 10, produces a unique design for each
guide obtainable in a very quick iterative process (generally less than five iterations). There
is no reason to believe that this design is optimal, given the criteria for determining the
fitness of a guide above, but assume (at least for now) that the unique design found through
this global/local search is the source of a directed acyclic subgraph containing the optimal
solution (optimal design derived from the given guide). Each guide design can be encoded
as a string. A corresponding design for the structure is encoded as an array of integers
representing the number of layers removed from the guide for each panel in the structure.
This creates an acyclic directed graph structure (with a source node) of all possible designs
(encodings) derivable from a given guide by manipulating the corresponding array of panel
descriptors. The source for a four panel structure would be the fully thick design designated
by the list (0,0,0,0), where no ply layers are removed from the guide for any panel. The
position of a number in the list corresponds to the design of a specific panel. The children
of a specific node in the digraph correspond to all possible designs obtainable by removing
a single ply layer from each panel in turn. For this example, the four children of the source
node are the designs (1,0,0,0) (0,1,0,0) (0,0,1,0) and (0,0,0,1). An illustrative example of
a very small subdigraph for a 3 panel problem with a maximum thickness of 3 ply layers
is given in Figure 9. An exhaustive search of the directed acyclic subgraph using the node

corresponding to the unique design obtained through the global/local iterative approach as
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F1G. 9. Sample 3 panel subdigraph using 3-ply thick laminates (all arcs directed
downward).

the source, stopping at nodes that correspond to infeasible designs, will discover the optimal
solution under the following two assumptions:

1) the unique design discovered through this global /local iteration approach corresponds
to the source node of a directed acyclic subgraph containing the (node describing the) optimal
solution;

2) a directed path exists from the source node to any node describing a feasible design
(under loading calculated by a global analysis) containing only nodes also describing feasible

designs.
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While no proof of 1) and 2) is known, no counterexample to these two assumptions

has been found yet, possibly because of the very tiny part of the design space examined.

Lacking theory concerning 1) and 2), this work is focused on finding the node (describing

the optimal solution) in the directed subgraph using the converged design from global /local

iteration as the source node. Since there is no proof of the above assumptions, the solution

discovered through this process may not represent the exact fitness of the guide as given

by the definition in Chapter 4, but can still be used as an approximation to the fitness and

consequently in an outer optimization loop.
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8.2.2 MIDDLE TIER ADDITION

For problems with few panels, the combination of the global/local iteration (top tier) and
an exhaustive search of the directed subgraph (bottom tier) resulting from the converged
design was computationally feasible. However, for larger structures it was quickly realized
that the directed subgraph could contain hundreds of thousands of nodes for some guide
configurations and the need for a middle tier search method was highlighted. The basic idea
of the global/local iteration is to get a design that is close enough to the optimal solution
that the latter can be found in a reasonable number of analyses of the exhaustive digraph
search. The problem is that the global/local iteration, since it tries to optimize all panels
in parallel at the local level, can converge at a node too far from the node corresponding
to the fitness value of the guide. Consider, for example, a case where a structure with four
panels is at the node

(12,13, 14, 14]

in a particular global/local search iteration. When the node is analyzed with the global
analysis, loads are determined for each panel corresponding to that particular node. It
is possible that for those particular loads each panel, through local level analysis, decides
that it can remove an additional layer without failing. The new node for examination then
becomes

13,14, 15,15].

When this node is evaluated with the global analysis, loads are again determined for each
panel corresponding to this new configuration. If, for example, all four panels now fail at the
local level, then the next node to be considered would again be [12, 13, 14, 14], except this
time all panels are marked with a failure flag and can not have further ply layers removed.
If the optimal design happens to be [13, 14, 14, 15], three levels below the source node, then
the directed subgraph search would have to go three levels deep to find the fitness value
of the guide. For a problem with only four panels this is not really an issue, but, for the
eighteen panel problem compared later here, the same situation could cause the source node

to be up to 17 levels above the optimal node corresponding to the fitness of the particular
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guide in question. This would create a directed subgraph that would be far too large to
exhaustively search.

The first middle tier modification is to create a computational budget for each guide
evaluation. Any subdigraph search that takes more computational time than the allotted
amount will need to be dealt with in a different way. This issue is combatted in three
different ways, with the first being a middle tier greedy algorithm intended to force the
source node further down in the guide graph structure. Instead of starting the exhaustive
subdigraph search immediately, the source node is evaluated with its given loads and the
constraint margins for all panels are sorted into a list. The greedy approach then tries to
remove a ply layer from the panel with the greatest constraint margin. The resulting design
is analyzed globally to create new local loading values and then examined for failure. If the
design is valid then the new design has its local constraint margins sorted and the process
starts again, but if it fails in some way, then the panel with the next highest constraint
margin has a ply layer removed and that design is examined. This process continues until
an iteration where the entire sorted list of panels has a single ply layer removed and all of
them fail in some way. This design corresponds to the rock bottom of a greedy approach
since no more layers can be removed from the design. An exhaustive search starting from
this node would be pointless, but in order to find the most balanced node possible the
computational budget allows for an exhaustive search of about four levels deep. This is
accomplished by recording the last four moves of the greedy algorithm and backtracking up
the digraph to that node, or to the node corresponding to the design resulting from the top
tier algorithm, whichever is closer to the final greedy middle tier node. This node becomes
the source node for the exhaustive search (bottom tier algorithm). Figure 11 summarizes
the middle tier algorithm just described.

The greedy middle tier modification is sufficient for making most guide designs fall
within the computational budget, but some outliers still produce large subdigraphs. Two
additional rules were introduced to save computational time. If a guide design, after
global/local iteration and the middle tier greedy search, still falls 10 levels or more above

the best design found so far then it is highly unlikely that this guide is going to produce a
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solution that is even competitive for the search. These designs are not even passed to the

subdigraph search routine but rather return a fitness value corresponding to that given by

the greedy approach and no more compute time is wasted. The second rule used is just a

computational time kill switch placed in the subdigraph search routine. If a list of nodes

to examine at a particular level of the subdigraph grows beyond a fixed length, 3600 for
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the eighteen panel example given later or about an hour of compute time, then the search
is aborted. The best fitness value discovered at that point in the search is reported as the
fitness for the guide, and this guide is also reported in the output file as being relatively
close to the best known solution but producing a subdigraph that was too large to search
in the context of the larger optimization run. Most guide designs can be fully evaluated in
less than two minutes (for the problems considered here) so cutting searches off that take

more than an hour seems reasonable.

8.3 RESULTS

8.3.1 SIMPLE EXAMPLE

For the initial work, a simple wing structure model is used. The wing model is an unswept,
untapered, rectangular wing box with dimensions 354.33 e¢m x 224.03 e¢m x 38.1 ¢m (139.5
in x 88.2in x 15 in) (Figure 12) [27]. The spars and the ribs divide the top and bottom skin
of the wing box into four panels of equal size. The top and bottom skin panels are modeled
using membrane elements. Only the top skin panels are being optimized, all other sections
are fixed to the design ([+45545]s). The upper panel arrangement is shown in Figure 13.
The root of the wing is fixed and load is applied at the free end. Global finite element
analysis is performed using the commercial finite element package GENESIS, developed by
Vanderplaats Research & Development, Inc. The upward lift force acting on the wing tip
is modeled by three concentrated loads of magnitudes 3801.57 nt (at the leading edge wing
tip), 1878.79 nt, and 1878.79 nt (854.67 Ibf, 422.39 Ibf, and 422.39 [bf).

Two guide designs were randomly selected and fixed for the top four panels in the wing
and examined extensively. All possible structures derivable from the guides consisting of
160,000 design points each (nodes in the digraph) were explored exhaustively to determine
which node should represent the fitness of the guide. In both cases the global /local method
and subdigraph search described in Chapter 4 discovered the optimal solution for each
subproblem in fewer than 27 global analyses.

A parallel GA, using the local/global method to evaluate guide designs, is constructed

where the determination of fitness for a member of the population is assigned to a worker
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Fic. 12. Wing structure model.
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Fi1G. 13. Panel layout for top and bottom skin panels.

node during the analysis phase of each generation while the GA itself is controlled by a
single master process. A static load distribution scheme is used in which each worker node
receives an equal number of population members to analyze each generation. This is the
same work distribution scheme used in the initial guide based design work by Adams et
al. [3], but in this case the amount of computation required to determine the fitness of a
single member of the population is not static. The variability in analysis times between
individuals creates some load imbalances that will need to be corrected dynamically.

All testing for this problem was performed on a 200 node (400 processor) 1.4 GHz dual

Opteron cluster using an MPI (message passing interface) based Fortran 90 code. However,
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the small problem size and the fact that the determination of fitness of an individual is
viewed as an atomic operation prevented the use of more than 51 processors at a time. The
average run time for a GA using a population size of 50 running for 200 generations was
about 12 hours (612 node hours). Initial results are promising. As a point of comparison,
the same problem above was examined using the algorithm by Seresta et al. [27]. For a run
of 200 generations of the GA, Seresta’s algorithm discovered in 50 generations a solution
that it could not improve after an additional 150 generations. The guide for this design is

given as the encoding

(4’ 7’ 1747 47 77 47 47 47 77 1’ 17 47 47 17 ]‘7 77 47 1’4)’

using the final ten layers of the guide for Panel 1, 11 layers for Panel 2, six layers for Panel
3, and eight layers for Panel 4, yielding a combined mass of 12.371 kg (27.274 lbs). The
greedy global/local with bounded implicit enumeration (GGLBIE) algorithm presented here
discovered a different solution of equal mass in one to four generations of the GA and a
lighter design was discovered after 100 iterations. This lighter design is given as the guide
encoding

(7’ 4’ 77 47 47 77 77 47 17 77 4’ 47 17 17 1747 ]‘747 ]" 7)’

using the final ten layers of the guide for Panel 1, 11 layers for Panel 2, six layers for Panel

3, and seven layers for Panel 4, yielding a combined mass of 12.018 kg (26.494 [bs).

8.3.2 LOAD BALANCING MECHANISM

Since the time to analyze a single guide can take between two minutes and multiple days, a
load balancing scheme had to be introduced. Part of the load balancing scheme is reflected
in the computational budget allocated to each analysis. Any analysis that expands to more
than 3600 nodes to analyze during the subdigraph search is reported, with the nodes beyond
the first 3600 being discarded. The initial distribution scheme was to use 400 processors and
a population size of 400. Each processor was given a single guide to analyze each iteration,
but for most iterations this resulted in a single processor computing for about an hour and

the other processors remaining idle, as they finished the work very quickly. The efficiency
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suffered in the determination of fitness yielding about 0.2 guides per second on average.
Using the same 400 processors and a population size of 400, a cut off point was introduced
for all designs that were ten or more levels above the best known design after the middle
tier greedy algorithm. The cut off point is just a mechanism for recognizing searches that
most likely will not be competitive with the best known solution for the problem so far and
even if they were to be competitive, their subdigraph searches would be too large to realize
their potential. This process was accomplished by passing the information about the best
known design found so far along with each unit of work and was updated throughout the
optimization run even within a single generation. This increased the average number of
guides analyzed to 0.8 guides per second. The major load balancing change though was in
an increased population size and a modified work distribution scheme for the master-slave
algorithm. In previous work [3] the master process would distribute work in equal sized
chunks when the population size was larger than the number of worker processors available.
This scheme was modified so that each worker processor would request a single guide to
evaluate at a time and request new work when it finished the work it was given. At the same
time the population size was increased by a factor of 50 to 20,000 individuals per generation.
Using this basic load balancing scheme and a higher population allowed for the guides falling
into the category of outliers to be analyzed for the entire duration of a generation while
other workers could process many more routine guide evaluations sequentially. This method
allowed the average number of guides analyzed per second to reach 9.5 and was sufficient

for the following runs.

8.3.3 COMPARISON WITH OTHER PUBLISHED WORK

A previous section displayed a success story for a toy problem, but a larger test problem is
required to compare the GGLBIE algorithm with other methods published in the literature.
This section describes the results and difficulties in dealing with an eighteen panel problem
originally studied by Liu and Haftka [17] and again by Seresta et al. [27]. It should be
stated up front that this method requires significantly more computational power than the

above mentioned published works, but is a more effective search mechanism. The trade off
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F1G. 15. Panel layout for top (left) and bottom (right) skin panels for the 18 panel
problem.

for improved design quality in exchange for additional computational time can be weighed
by the developer to evaluate the cost/benefit ratio for this method.

All testing for this larger problem was performed at Virginia Polytechnic Institute and
State University on System X, a 1100 node (2200 processor) 2.3 GHz PowerPC cluster using
an MPI based Fortran 90 code. A simple wing structure model is again used. The wing
model is an unswept, untapered, rectangular wing box with dimensions 354.33 ¢m x 224.03
cm x 38.1 em (139.5 in x 88.2 in x 15 in) (Figure 14). The spars and the ribs divide the

top and bottom skin of the wing box into nine panels of equal size. The top and bottom
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skin panels are modeled using membrane elements. The root of the wing is fixed and load
is applied at the free end. The upward lift force acting on the wing tip is modeled by four
concentrated loads of magnitudes 380157.216 nt, 187879.072 nt, 187879.072 nt, and 90005.28
nt (85467 Ibf, 42239 [bf, 42239 Ibf, and 20235 [bf) (Figure 14). The inwardly blended design
reported in Table 10 and 11 was found after 94 iterations of the GA using a population size
of 20000 and consumed about 140,000 node hours of compute time on 400 processors. The
tables illustrate that all panels share the ply layers a or 8 and should be read such that

the entry

4+— 3

2+——1

corresponds to the stacking sequence [1 — 2 3 — 4], as described in Section 3.1. The best
known solution for this problem was reported by Seresta [27] and had a mass of 255.91
kg (564.17 Ib). The solution discovered by the GGLBIE algorithm had a mass of 252.73kg
(557.16 1b) using the inwardly blended approach, which the careful reader will determine
is called outer blending in [27]. For reference, Table 12 gives the number of ply layers
used for each panel and the corresponding mass and Figure 16 gives a topology mapped
representation of the design indicating the thicknesses of each panel with a panel number

reference above.
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TABLE 10. Stacking sequence of top panels ordered from thickest to thinnest.

3 90 0 90 90 0 09 90 0 9 90 0 90 90 O 90 O 90 90
0 0 0—-4545 0 090 0 0 9 0 0 0 90 0 9 0 90 «
2 0 090 90 0 90 90 0 90 90 0 90 0O 90 90
0 0 0—-4545 0 09 0 0 9 0 0 0 90 0 9 0 90 «
1 90 0 90 9 0 90 90 O 90 O 90 90
0 0 0-4545 0 09 0 0 9 0 0 0 90 0 9 0 90 «
6 0 90 0 90 90
0 0 0—-4545 0 09 0 0 9 0 0 0 90 0 9 0 90 «
5 90
0 0 0-4545 0 090 0 0 9 0 0 0 90 0 9 0 90 «

4
—4545 0 090 0 0 90 0O O O 90 0 90 0 90 «

9
0 9 0 0 0 9 0 9 0 90 «

8
0 90 0 90 0 90 «

7
o
o —45 45 —45 90 45 —45 45 —45 45 —45 45 —45

45 —45 45 —45 45 —4590 0 45 0 90

—45 0

0 0 90 O

0 45 0

TABLE 11. Stacking sequence of bottom panels ordered from thickest to thinnest.

16 90 —45 459090 0 0 9009090 0 90 90 0 90 90 33
13 9090 0 0 90 090 90 0 90 90 0 90 90 73
14 90 90 0 90 90 0 90 90 33
17 90 90 0 90 90 0 90 90 §3
10 90 90 0 90 90 3
11 90 90 0 90 90 3
18 90 33
12 3
15 3
3 0

090 0 0 0 90909090090 0 90 90 0 90 90 90 90
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TABLE 12. Panel thickness and mass.

Fi1G. 16. Panel thicknesses in topology mapped representation.

60

Panel No. | Ply Layers| Mass kg (1b)

1 126 22.27 (49.09)

2 132 23.33 (51.43)

3 140 24.74 (54.55)

1 96 16.96 (37.40)

5 104 | 18.38 (40.52)

6 112 19.80 (43.64)

7 64 11.31 (24.94)

8 76 13.43 (29.61)

9 84 14.85 (32.73)

10 54 9.54 (21.04)

11 52 9.19 (20.26)

12 2 7.42 (16.36)

13 70 12.37 (27.27)

14 58 10.25 (22.60)

15 42 7.42 (16.36)

16 76 13.43 (29.61)

17 58 10.25 (22.60)

18 44 7.77 (17.14)
1 4 7 10 13 16
2 5 8 11 14 17
3 6 9 12 15 18
126 96 64 54 70 76
132 104 76 52 58 58
140 112 84 42 42 44




Chapter 9: CONCLUSIONS

The first observation about genetic algorithms for blended composite laminate structure
design is that some restriction of the design space (e.g., a guide based GA considers only
perfectly globally blended designs) seems necessary to make significant progress towards
optimality. Simply because of the number of different fairly good blended designs that exist,
many different heuristic approaches ([2], [30], [20], [15], [17], [3]) are able to find fairly good
designs with moderate computational costs. None of these approaches, however, as the results
here show, found a solution within 1% of optimal. The second observation is that, consistent
with the prevailing wisdom in the evolutionary computation community, considerable effort
to improve, refine, or “tune” individuals within a generation is cost effective. Here the
three-tier deterministic algorithm, mixing greedy and implicit enumeration components,
can be construed as a form of local improvement applied simultaneously to all the blended
designs associated with a guide.

The reality of this work is that this type of combinatorial optimization problem is very
difficult to solve efficiently. There may be ways to find a decent solution in a relatively
short amount of time using other methods simply because there are a lot of relatively good
designs in the design space, but to increase the quality of a solution toward the optimal for
this type of problem requires a much larger expenditure of computing resources. This is
typical of combinatorial optimization problems, and is true also for the traveling salesman
problem, for example.

To summarize this body of work a reader should keep in mind that the first method, the
edit distance method, was a stepping stone to get to the guide based design methodology.
The edit distance method itself displayed algorithmic properties that were undesirable for
optimization methods including premature convergence to false local optima. These local
optima are called false because they are locally optimal only according to the blending
measures evolutionary pressures and are an artifact of the algorithms construction. Even
though the edit distance method was successful in generating results better than the best
known results at the time, it is not suggested that work continue in this area. Rather, the

lesson learned from this work was that a reduction of the design space was needed. The
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relatively successful umbra migration modification to the edit distance method displayed
the best properties of all the different communication topologies attempted. All designs
that converge to a design with zero modified edit distance through umbra migration have
the property that every panel encoding is a contiguous substring (initial in this case) of the
single largest (most thick) encoding in the structure. This is the primary idea behind guide
based design. The only real success found using the edit distance method toward perfectly
blended designs was found through umbra migration, and guide based design is an attempt
to exploit and explore those types of solutions.

The fixed load guide based design method provides a good foundation for future work.
This method is the most successful of the three explored in this dissertation since it is fast,
has trivial uniqueness proofs for the fitness of any given guide, and derives its convergence
properties directly from the underlying GA parameters without interference from algorithm
modifications. The guide based design portion of the algorithm is independent of the
controlling GA such that the outer optimization control structure can be swapped out to
any other fitness based optimization procedure. Any further study on this problem should
first consider improvements to the basic fixed load structure guide based design process. It
would be interesting to see how other optimization methods compare to the GA in finding
near optimal guides for a given problem.

It has been observed that the guide based design method, when considering coupled
loads with each stacking sequence change, can be very computationally expensive. Though
it is the most realistic of the three methods proposed in this work, it may have limited
applicability for real world problems. The guide based design method with fixed load
assumptions for each panel appears to be the approach to continue exploring. Other future
work should include an iterative method that runs the fixed load guide based design method
on a problem until a good design is found. This new design can be analyzed to determine
new fixed loads and another run of the guide based design GA can be applied. This process
would more closely resemble a process already used by industry, but would have the ability
to vary the panel design thicknesses. There is a need to explore the range of load changes
on particular panels as stacking sequences change so that reasonable bounds can be placed
on the fixed load algorithm. Such iterative processes, however, are known to diverge or
converge to points that are not even locally optimal. Ultimately a theory similar to that of

Haftka and Watson [10] needs to be developed for blended design.
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